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Abstract

An organism controls its state in the environment through behavior; behavior, in turn, infuences neu-
ronal dynamics through feedback to the brain. Despite this apparent connection of behavior and neuronal
activity, the exact nature of the relationship between neuronal population dynamics and behavioral dynam-
ics remains unresolved. Establishing such a relationship is inherently diClcult with traditional neuroscience
approaches as the diverse ranges of behaviors and neuronal activation patterns emerging due to non-linear
interactions, recurrences, and feedback loops cannot be explained from the function of individual network
components. In contrast, treating the network and its inputs as a single integrated complex system can re-
veal relationships between emergent phenomena at diferent organizational scales, such as between neuronal
population dynamics and behavioral dynamics. However, complex network studies often focus on either
internal processes or behavioral outcomes and few explore the (statistical) relationship between them. This
thesis approaches the relationship between internal neuronal dynamics and behavioral output dynamics from
a complex systems perspective and explores the possible connection of this relationship to the critical brain
hypothesis, which proposes that the brain is tuned to a critical state which optimizes its information process-
ing capabilities. The analysis of neuronal dynamics, behavioral output, and changes in network connectivity
in two example systems—a biological and an artifcial recurrent neural network—revealed that changes in
functional and structural connectivity at the level of individual connections may or may not occur alongside
changes in behavioral dynamics, while signatures of criticality in the internal dynamics remain robust to
such changes. Specifcally, neuronal avalanche size distributions in both the retrosplenial cortex of mice
and in the recurrent neural network were robust to changes in connectivity; in the artifcial network, this
robustness occurred despite alterations in behavioral dynamics, whereas in the mice, behavioral statistics
remained invariant to connectivity changes. The fndings suggest that the relationship between neural ac-
tivity and behavior is not one-to-one or trivial in complex networks. Uncovering the mechanisms underlying

these fndings remains a challenge for the future.



Preface

This thesis presents and ties together the two manuscripts which I worked on as an MSc student, in collab-
oration with other graduate students and professors. Here, | will give a brief account of the contributions of
myself and others to each manuscript.

The data analyzed in Changes in functional connectivity preserve scale-free neuronal and behavioral
dynamics [Rabus et al., 2023] were collected and pre-processed by the group of Dr. Aaron Gruber. The
analysis was a collaboration between myself and (now Dr.) Davor Curic, under the guidance of our supervisor
Dr. Jorn Davidsen. My contribution to the analysis was fnding that functional connectivity patterns in
movement-encoding neurons in the retro-splenial cortex of mice, which are disrupted by the psychedelic
ibogaine, are recovered when accounting for the fact that diferent neurons now encode movement, post-
ibogaine. I also found that behavioral avalanche statistics are scale-free and unaltered under ibogaine. The
initial draft of the manuscript was written by myself, and the fnal manuscript was a joint efort between
myself, Dr. Curic, Dr. Gruber and Dr. Davidsen. The manuscript was accepted by PRE on September 6th,
2023 and published on November 2nd, 2023.

All simulations of the recurrent neural network, and the analysis of its dynamics, for the manuscript
Non-trivial relationship between behavioral avalanches and internal neuronal dynamics in a recurrent neural
network [Rabus et al., 2024] were done by myself, under the guidance of Dr. Davidsen. Credit should go as
well to Dr. Wilten Nicola for his help with the conceptualization of the project, and Dr. Maria Masoliver for
her expert advice on using the FORCE method for training recurrent neural networks. The initial draft was
written by myself, and the fnal manuscript was written by Dr. Davidsen and myself, with helpful comments
and edits from Dr. Nicola and Dr. Gruber. This manuscript was accepted by Chaos as part of a special
issue titled Data-Driven Models and Analysis of Complex Systems on April 4th, 2024 and published on May
1st, 2024.

Copies of the published manuscripts can be found in sections 4.5 and 5.4. The remainder of this thesis

is my original work.
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Chapter 1

Introduction

1.1 Brain and Behavior

Emergence describes unexpected spatiotemporal patterns in the collective behavior of many interacting ele-
ments, which cannot be predicted or explained by the dynamics of any of the individual elements [Chialvo,
2010]. Emergent behavior often arises from non-linear, higher-order interactions characterizing certain dy-
namical regimes of complex systems — large interconnected systems with high structural and functional
complexity. Understanding the origins of emergent behavior means explaining how patterns in higher-level
phenomena arise from underlying lower-level processes, patterns which are not always apparent from the
dynamics of lower-level constituents. Reductionist models, which try to explain behavior by studying indi-
vidual constituents of the lower-level processes without capturing the interactions between them, fall short
in bridging these levels of complexity. The system of interest here is the biological brain, which produces di-
verse emergent behaviors, including our emotions, thoughts and motor behaviors. The brain fexibly accesses
these emergent behaviors in a self-organized way through the interactions of many, hierarchically organized,
highly non-linear, information processing units. Countless specialized microscopic biological processes, spe-
cifc to the brain, underlie its large-scale dynamics, yet the brain exhibits universal properties of a certain
class of complex systems near criticality, a regime or state characterized by a phase transition, in which
the system can transition between diferent macroscopic states, either due to internal changes in the system
or through the variation of an external control parameter [Christensen and Moloney, 2005]. Observations
of universal large-scale behaviors in complex systems motivate the study of the brain from the complexity
science perspective, to complement traditional neuroscience approaches, with methods rooted in statistical

physics, non-linear dynamics, and chaos theory. Neuroscience increasingly draws from methods in com-



plexity science to understand the brain as a whole system, and characterize relationships between emergent
phenomena across spatio-temporal scales and levels of organization [Bassett and Sporns, 2017, O’Byrne and
Jerbi, 2022].

Among other things, neuroscience studies how high-level mechanisms, which manifest at the organiza-
tional level of the whole organism, like cognition, memory formation, emotional responses, and behaviors,
arise from mechanisms at a lower organizational level, such as the activity of a brain region or neuronal
population. Reductionist approaches search for neurons or brain regions which are activated during specifc
higher-level process (and correlations between neurons or regions) or systematically perturb or lesion parts
of the system to determine causal relationships between parts and process. But even if the involvement
of every brain region in every process we can think of is determined, these methods cannot explain how a
behavior is created [Krakauer et al., 2017]. A study which applied common neuroscientifc analysis methods
to data from a computer microprocessor illustrates this: while uncovering interesting patterns in the data,
these methods are unable to reconstruct the known physical/structural or algorithmic/functional hierarchy
of even the fully deterministic and relatively simple (compared to the brain) microprocessor [Jonas and Ko-
rding, 2017]. The behavior of the system as a whole cannot be understood from low-level processes alone,
but depends on interactions which are not captured in the reductionist approach.

Though behavior can mean any high-level emergent phenomena arising from neuronal activity, in bio-
logical organisms, it is the mechanism by which an organism controls its state in the environment [Cisek,
2022]. An organism behaves in such a way as to keep physical quantities, such as temperature, pressure and
humidity, and concentrations of nutrients, within ranges that allow it to survive and thrive. If a stimulus
signals a deviation from this “ideal” state, the brain must interpret this signal (e.g. feeling hungry, too hot
or cold or in danger) and generate an appropriate behavioral response to counteract the deviation caused
by the change in the environment. In this sense, the relationship between behavior and the environment
can be understood as a negative feedback system, i.e., one in which behavior acts to minimize the efect of
changes in the environment on the organism, involving the intermediate steps of sensory processing, integra-
tion, decision-making and execution on the neuronal level. Behavior can arise from neuronal activity, while
neuronal activity interacts with a combination of incoming stimuli and direct feedback from the behavioral
output, to evaluate progress and correct errors.

Should a statistical relationship exist such that a change in the internal dynamics elicits a correspond-
ing change in behavior, given the close interdependence of, and feedback between, neuronal dynamics and
behavior in biological networks? The relationship between behavior and the activity of neural subsets or of
the total neuronal population in a region is likely not one-to-one because of the mechanisms which allow the

brain to adapt under perturbations. Distributed processing over multiple brain regions, combined with the
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redundancy of neural pathways, creates functionally degenerate states [Sajid et al., 2020]. Additionally, non-
linearities far from equilibrium allow the brain to fexibly switch between these states [O'Byrne and Jerbi,
2022, Cocchi et al., 2017]. Flexible switching between degenerate states, in turn, enables a many-to-many
mapping between behavior and brain activity, where multiple brain regions are involved in a single behavior
and several behaviors can involve the same brain region. High-level behaviors (behaviors exhibited by the
organism as a whole) in complex hierarchical systems can also emerge through interactions between lower-
level emergent phenomena [Deacon et al., 2007]. In competitive interactions, certain lower-level emergent
phenomena may dominate others, whereas additive interactions of multiple emergent phenomena can result
in the emergence of new, more complex behaviors. Therefore, local efects at the neuronal level may not
be directly observable in behavior, or, relationships between individual neural subsets and behavior may be
obscured in the total neuronal population dynamics [Jones et al., 2023]. It is also possible that a statistical
correspondence between neuronal activity and behavior may only be identifable under certain conditions,
such as when behavior is task-related instead of spontaneous [Christensen and Pillow, 2022]. Given these
considerations, we expect the relationship between neuronal activity and behavior to be nuanced, but per-
haps a direct correspondence can be observed in controlled settings, such as experiments where behavior is
restricted by the experimental conditions.

The relationship between behavior and neuronal dynamics is particularly worth investigating in the
context of the critical brain hypothesis, which proposes that the brain self-organizes towards a critical state
or regime where information is processed most e[ciently [Beggs, 2008, Chialvo, 2010, Cocchi et al., 2017]. If
the goal of an organism is to maintain its “optimal” state in the environment, then it must be able to fexibly
change behaviors to react to threats or changes in environment, on short and long time-scales. It must also
be relatively robust to small perturbations to the internal state, induced, for example, by changes in the
external environment. The brain balances e[ciency, fexibility and robustness of information routing [Deco
and Jirsa, 2012, Hellyer et al., 2015, Cocchi et al., 2017, Song et al., 2019, Tomen and Ernst, 2019], enabling
behaviors to adaptively respond to known and novel stimuli. The critical brain hypothesis proposes that
this occurs around a phase transition where the dynamics of the brain transitions between propagating and
fading activity [O’Byrne and Jerbi, 2022].

Criticality is an example of an emergent phenomenon observed in brain dynamics and other complex
systems, characterized by scale-free (or scale-invariant) information propagation events — events which have
no characteristic or preferred spatial or temporal scale [Christensen and Moloney, 2005]. Scale-free events
lead to several advantageous mechanisms, such as long-range spatial and temporal correlations, which enable
communication between distant nodes and long-term memory [Linkenkaer-Hansen et al., 2001, Avramiea

et al., 2022], and maximum dynamic range, which allows a dynamical system near criticality to fexibly
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access a diverse repertoire of dynamics on short time-scales even in the absence of changes to structural
connectivity [Shew and Plenz, 2013, Kinouchi and Copelli, 2006]. Scale-free, or power-law, distributions can
in particular be derived for simpler (equilibrium and non-equilibrium) systems near criticality [Christensen
and Moloney, 2005]. Power-law distributions have also been observed empirically in quantities from complex,
multi-faceted systems, including earthquake magnitudes and inter-event times [Davidsen et al., 2006], weather
and climate patterns [Selvam, 2017], snow and rock avalanche sizes [Birkeland and Landry, 2002], and the
spreading of forest fres [Malamud et al., 1998].

Specifcally, information propagation on complex networks can be seen to occur in “events” termed
avalanches, analogous to snow or rock avalanches which are triggered by small disturbances on a mountain
slope. An avalanche on a network occurs when the initial activation of one or more nodes sets of a chain
reaction of nodes being activated across the system and terminates when no further nodes are activated as
a result of the originally active node(s). In complex networks which undergo a continuous phase transition
from ordered to chaotic dynamics, this transition is usually refected in a change in the avalanche dynamics.
In the sub-critical state, the distributions of avalanche size and duration decay faster than power-laws; mean
size and mean duration are small and activity dies out in the absence of constant external stimulation. In
the super-critical state, the distribution of avalanche size or duration have heavy ‘tails’; large avalanches are
likely and there is a non-zero chance of an avalanche occurring that will never die out. At the border of
these states, the critical state is characterized by the presence of avalanches of any size and duration, with
no preferred spatial or temporal scale [O’Byrne and Jerbi, 2022]; in this case, the frequency of avalanches
decreases with avalanche size (and duration) as a power-law. A continuous phase transition is typically
characterized by two independent power-law exponents. These can be, for example, the ones describing the
frequency distributions of avalanche size and duration.

In their 2003 seminal paper, Beggs and Plenz proposed that the sizes and durations of collective neuronal
fring events, so-called neuronal avalanches, may show similarly scale-free (or power-law) distributions [Beggs
and Plenz, 2003]. Information propagates in the brain via the activation of inactive neurons by connected
active neurons, and neuronal avalanches are intended to capture the population dynamics which result from
these causal interactions. The scale-freeness of the avalanche sizes and durations facilitates communication
on every spatial and temporal scale, which has important implications for information transmission, integra-
tion and storage in the brain. For example, the prevalence of small avalanches maximizes the dynamic range
by ensuring varied and continuous activity, while fewer medium and occasional large avalanches facilitate
integration of local information over broader scales through long-range spatial and temporal correlations. Ad-
ditionally, the largest avalanches enable information transmission between the most distant nodes [O’Byrne

and Jerbi, 2022]. Power-law distributions of neuronal avalanche sizes and durations are widely considered
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signatures of brain criticality, and have been found in numerous neuronal confgurations, in vitro [Beggs
and Plenz, 2003], in vivo [Hahn et al., 2017], across species [Ponce-Alvarez et al., 2018, Gireesh and Plenz,
2008] and employing measurement modalities that capture a range of spatio-temporal scales [Bellay et al.,
2015, Shriki et al., 2013, Tagliazucchi et al., 2012]. However, as power-laws can be generated by mechanisms
other than critical dynamics [Proekt et al., 2012, Hidalgo, 2006], additional evidence is required to confrm
that a system is truly critical. For example, the average avalanche size conditioned on duration (or equiva-
lently, the average duration conditioned on size) is also predicted to be a power-law, at criticality. A test for
criticality then is to verify that the experimentally measured exponents of the size, duration, and average
size vs. duration distributions satisfy a relation which can only be satisfed if all three relationships hold
simultaneously (more on this in section 2.6.1).

The critical brain hypothesis is an attractive framework to study neuronal dynamics because it models
many of the qualities that we do observe in healthy brains, such as e[cient information processing and a
balance between robustness and fexibility [Zimmern, 2020]. However, the nature of criticality in the brain,
characterized by the scaling exponents of neuronal avalanche distributions, is still under debate [Beggs and
Timme, 2012, Girardi-Schappo, 2021]. One reason is that in biological neuronal systems, there is often
no clear separation of time-scales between causally related fring events within a single avalanche and the
initiation of new avalanches (by spontaneous activation) [Das and Levina, 2019, Korchinski et al., 2021].
Experimentally measured avalanches can consist of several independent avalanches which overlap in time
and cannot be separated without knowledge of the underlying structural connectivity. As a result, scaling
exponents typically fall between those predicted by directed percolation, a process where information spreads
from active sites to neighboring inactive sites on a network or lattice (a mechanism that can also be modeled
as a branching process, as discussed in section 2.2), and undirected percolation, where clusters of active
nodes form entirely through spontaneous activation rather than spreading. A change in the probability of
spontaneous activation shifts the scaling exponents, and technically the critical point, particularly in large
systems where the chance of independent concurrent avalanches is signifcant [Korchinski et al., 2021]. This
means that variations in the degree of external stimulation, which can depend on the cognitive state and
experimental setup, could also be afecting the scaling exponents.

The dynamical state of a complex system is usually controlled by varying a control parameter. In the
brain, such a control parameter is often taken to be the excitation-inhibition (E/I) ratio, which quantifes
the balance between excitatory and inhibitory network activity. For example, lack of inhibition leads to an
excess of large avalanches, indicative of a super-critical system [Lombardi et al., 2017]. However, there is no
evidence of external forces which vary such a control parameter in the brain. If the brain is fne-tuned to

the critical state, the natural question is how such a state is achieved without control by an external force.
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Mechanisms such as self-organization and evolutionary adaptation have been proposed, but a conclusive
answer has not yet been reached. Another view of the nature of brain criticality proposes instead that the
disordered, complex hierarchical-modular architecture of the brain allows for the emergence of critical-like
behavior (power-laws) over a broad region of control parameter space [Pretel et al., 2024, Buendia et al.,
2022, Martin et al., 2015, Moretti and Mufioz, 2013]. In this case, the system could display long-term
correlations, high sensitivity to stimuli, and other characteristics of optimal information processing resulting
from scale-free fuctuations in activity, for a range of scaling exponents, eliminating the need for fne-tuning
through self-organization.

Each study of brain criticality is constrained by its own experimental paradigm, measurement modalities
and analysis techniques, further obscuring the reason for varying reports of criticality. Diferences in spatial
or temporal resolution or spatial sub-sampling could also be causing these variations [Levina et al., 2022].
In such a case eforts should be concentrated on unifying experimental procedures [Curic et al., 2024].
Additionally, because neuronal systems are fnite, there will be a maximum avalanche size and a resulting
upper cut-of of the power-law distribution, which is sometimes dilJcult to distinguish from sub-critical
behavior. There is also the possibility that meaningful disagreements in signatures of criticality occur
because the many functions of the brain cannot all be optimized simultaneously [O’Byrne and Jerbi, 2022].
For example, certain cognitive states may be accompanied by a shift towards criticality, and others, away
from criticality.

Here, we are interested to know whether the scale-free dynamics at the neuronal level are directly re-
lated to the dynamics of behavior, keeping in mind that, while neuronal and behavioral activity are highly
interdependent, relationships between emergent phenomena can take unexpected forms. Interestingly, bi-
ological movements, which is one specifc example of behavior, also occur over a range of spatio-temporal
scales, from small sporadic or involuntary motions to larger deliberate actions. Self-similarity, the presence
of characteristics which repeat themselves at diferent length and time-scales, has been observed in sponta-
neous behaviors [Proekt et al., 2012, Anteneodo and Chialvo, 2009] and in foraging and fight patterns in
various species [Sims et al., 2008, Miramontes et al., 2014]. The precise nature of self-similar distributions
in behavioral characteristics, including whether they are best described as power-law, or by a log-normal
distribution, along with the mechanisms driving their emergence and their potential benefts to organisms,
remains unclear [Edwards et al., 2007, Edwards, 2011].

The dynamics of behavior and neuronal activity have historically been separate avenues of research.
Additionally, while most studies related to the critical brain hypothesis focus on the resting state, where
the organism being studied is not exhibiting behavior, task-related neuronal dynamics have been shown to

be slightly sub-critical in some cases [Fagerholm et al., 2015, Irrmischer et al., 2018]. Nevertheless, the
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scale-free distributions found in both behavioral and neuronal dynamics suggest that there may be a way to
characterize the relationship between behavior and neuronal dynamics, at least when the brain is near the
critical state. Some evidence relates scale-free ongoing brain dynamics to scale-free spontaneous behaviors
in humans [Smit et al., 2013, Palva and Palva, 2014]. A recent study investigated the relationship between
larger-scale behaviors and dynamics of a diverse neuronal population in the visual cortex (V1) [Jones et al.,
2023]. They proposed that the scale-free neuronal avalanches in certain subsets of neurons within V1 are
directly related to scale-free biological movements. However, whether a direct link between scale-free neuronal
statistics and scale-free power-law dynamics exists in general, or only in specifc constrained scenarios, is
unclear.

This thesis is concerned with the relationship between the statistics of emergent scale-free neuronal
activity and emergent scale-free behavioral activity over broad spatial and temporal scales in two contexts:
in an experimental setup, where live mice are free to move or stand on a treadmill belt and are rewarded for
completion of each lap, and in an artifcial recurrent neural network (RNN), where the network is trained
to output certain dynamics using supervised learning, in which the strength of connections between neurons
in the network are adjusted in order to bring the true output of the network closer to the desired output.
Both biological and artifcial networks have a structural connectivity, defned by the anatomical connections
(synapses) between the neurons in the biological network or by static weights in the RNN, and rules governing
the dynamics of the individual biological or artifcial neurons. Neuronal dynamics, behavioral dynamics and
functional connectivity, which describes correlations between the neuron activities, are emergent properties
which arise from the interactions of the neurons, and are constrained by the structural connectivity and
individual dynamics. Behavior is a measurable characteristic of network output, while neuronal dynamics
describe the internal state of the network. In the biological setting, behavior refers to the speed and duration
of movement, while neuronal activity refers to the activity of a population of cortical neurons in live mice,
imaged with single-neuron precision. In the RNN, the behavioral state is the state of the output layer,
while neuronal activity is the state of the hidden layer variables. In the following section, | will identify the
knowledge gaps that remain in our picture of the relationship between behavioral and neuronal dynamics

which motivate the manuscripts that will be presented in this thesis.

1.2 Motivating Questions and Outline

The aim of this thesis is to address some of the unknowns in the picture of relationships between emergent
properties of complex networks, and in particular the relationship between neuronal and behavioral dynamics

in biological neural networks (BNNs) and between internal and output dynamics in artifcial neural networks



(ANNSs). This picture could be highly nuanced, context-dependent, and generally diCIcult to characterize.

Given the previously outlined evidence for a relationship between neuronal and behavioral dynamics
in BNNs (further discussed in section 2.5), we would like to know whether such a relationship can be
established more generally between the internal “neuronal” and “behavioral” output dynamics of complex
networks. This relationship may be dependent on the specifc experimental paradigm (invoking a particular
cognitive and/or behavioral state), limitations to the analysis such as spatial or temporal resolution, hidden
biological mechanisms which afect communication between neurons or neuronal excitability, or the specifc
topology and connectivity of the complex network. Diferent experimental setups, and ANNSs, which are fully
sampled and where the topology and dynamics are known, can shed light on which of these factors afect
the relationship between neuronal and behavioral dynamics.

The implication in the relationship between scale-free neuronal and behavioral dynamics found by [Jones
et al., 2023] and others [Smit et al., 2013, Palva and Palva, 2014] was that the brain is tuned to a critical
state, which optimizes information transmission, integration and storage. How are neuronal and behavioral
dynamics afected under changes which move the system away from criticality or shift the critical point?
Clear deviations from criticality, occurring for example under large changes to structural and/or functional
topology, are accompanied by changes in behavior. Examples include loss of critical dynamics under anaes-
thesia [Scott et al., 2014, Curic et al., 2024] or caused by neurological conditions such as unresponsive
wakefulness and epilepsy [Zimmern, 2020]. Changes in the universality class have also been observed in neu-
ronal cultures growing in adverse environmental conditions [Yaghoubi et al., 2018]. It is unclear however,
how neuronal and behavioral dynamics respond and interact under smaller, topology-preserving changes to
the network, such as perturbations to functional connectivity. On a related note, it is also unknown whether
criticality can present either on the neuronal or behavioral side but not both, and whether a change in one
implies a corresponding change in the other.

Together, the manuscripts that will be presented in chapters 4 and 5 are a step towards a general
understanding of the relationship between internal neuronal dynamics and behavioral output dynamics.
Chapter 4 studies this relationship in a biological setting, but in a diferent experimental paradigm than
previous studies, while chapter 5 investigates whether the fndings can be extended to a simple model
system, where experimental constraints, sub-sampling and hidden biological mechanisms are eliminated.
Both studies investigate how the relationship between internal neuronal and behavioral output dynamics
is impacted under changes to the functional and/or structural connectivity which may or may not occur
alongside deviations from criticality. In chapter 4, we look at how a perturbation to the functional network
afects scale-free neuronal and behavioral dynamics. The perturbation is achieved through the administration

of the non-classic psychedelic ibogaine, which impacts the dynamics, particularly excitability, of individual
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neurons [lvan et al., 2023], but is not known to block communication between neurons or alter structural
connectivity. In fnding a general relationship between emergent phenomena in this biological system, we are
limited by our lack of knowledge of 1) all the variables in the system (sub-sampling efects), 2) the structural
connectivity, which is assumed to be constant over the duration of the experiment and 3) the biological
mechanisms which infuence the relationship between behavioral and neuronal statistics. We partially address
these experimental limitations in chapter 5, where we study the relationship between internal “neuronal” and
“behavioral” output dynamics in a recurrent neural network (RNN). Here, the network is also perturbed,
but this time the structural connections between the neurons of the network are changed during supervised
learning. Although we only look at the simplest case here of a fully-connected network, this framework could
be extended in future works to vary the topology and add biologically realistic mechanisms for a systematic
analysis of how such changes would afect connectivity, neuronal dynamics and behavioral dynamics.
Chapters 2 and 3 provide necessary context for understanding the studies presented in chapters 4 and 5:
Chapter 2 explores the complexity of the brain and the methods from complexity science used to analyze
the behavior of biological organisms and the internal dynamics of brain networks in chapter 4. Meanwhile,
chapter 3 motivates the use of artifcial neural networks to complement biological neuroscience research
and, in particular, the study of internal and output dynamics in a recurrent neural network in chapter 5.
The dual approach of investigating the relationship between behavior and internal dynamics in both a
biological and artifcial neural network reveals that this is not trivial or one-to-one. However, the mechanisms
which underlie changes, or lack thereof, in the emergent properties in these networks remain to be be fully
understood. Chapter 6 further discusses the conclusions drawn from the two studies presented in this thesis,
key diferences between the studies, and potential directions for future investigation, thereby concluding this

thesis.



Chapter 2

Biological Neural Networks

This chapter aims to depict the complexity of the brain, establishing the context within which to study the
relationship between emergent neuronal dynamics and emergent behavior within biological neural networks
(BNNSs) of living organisms. | begin by describing the dynamics of single neurons, then how these connect
and interact in local neuronal populations and distributed assemblies over multiple levels of structural and
functional organization to form emotional, cognitive and behavioral states. | then examine the nature of
emergent biological behavior through the lens of the critical brain hypothesis, and the current evidence
linking scale-free neuronal and behavioral dynamics. Further discussions of criticality and the critical brain
follow to provide more context for the analysis of scale-free neuronal dynamics and behavioral outcomes in

chapter 4.

2.1 Levels of Complexity / Scales of Organization

Complexity can have multiple defnitions, pertaining to several factors of a complex system including its
connectivity, dynamics, or a combination of the two. Structural complexity, describing the diversity of ways
connections between nodes are arranged, can be the substrate for functional or dynamical complexity, which
gives rise to diverse spatio-temporal activity patterns, and emergent phenomena. Complexity in the brain
arises through a structurally and functionally hierarchical and modular architecture, enabling both high local
specialization and global integration [Tononi et al., 1998]. Elementary computations and specialized processes
occur independently within densely-connected local regions and sparse global/long-range connections enable
the rapid and ecient integration of these processes [Sporns, 2002]. This allows the brain to perform complex
functions at high levels of organization, which depend on multiple lower-level computations.

Understanding emergent phenomena, such as behavior, emotion, cognition, and consciousness, is a prob-
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lem in bridging the scales of organization in a functionally and structurally hierarchical, modular system
and of describing how distributed processes are integrated within and across these scales, and over time,
to produce various specialized higher-order phenomena. Non-linear interactions are the key to producing
rich dynamics in the non-equilibrium steady-state regime of a dynamical system [Nicolis and Prigogine,
1989]. This is because a variable governed by an equation with non-linear terms has potentially multiple
fundamentally diferent solutions. Consequently, the system can display diferent behaviors depending on
its parameters and history. Interactions between many such non-linear variables leads to a diverse array of
behaviors in the system.

Non-linearity is introduced at every scale in the brain, from the non-linear integration of signals in
individual neurons, to higher-order interactions involving recurrences and feedback loops in neuronal circuit
motifs, and larger-scale architectures. These interactions, which give the brain its powerful processing
capabilities, also make these capabilities incredibly dilJcult to comprehend. In the following sections, |
will describe how the brain’s structural, functional and dynamical complexity arises from mechanisms and
interactions at progressively coarser scales of observation. This will not be an exhaustive picture — for more

discussion, please see reviews [Sporns, 2002, Bassett and Gazzaniga, 2011, Sporns, 2011].

2.1.1 Micro-Scale: Single Neuron Models

The brain is made up of billions of nerve cells, called neurons, which communicate over long distances
via electrical impulses [Stevens, 1979]. Electrical signals incoming from other neurons or from external
stimulation are received at the tree-like dendrites of a neuron and integrated in the soma (the cell body). If
exceeding a threshold voltage, the integrated signal is propagated along the axon to the terminal fbres, the
ends of which connect via synapses to up to thousands of other neurons (see fg. 2.1). Signal propagation
occurs as a change in the local potential across one segment of the axon membrane triggers a subsequent
change in the next segment, thereby driving the signal toward the terminal fbers.

Changes in membrane potential are governed by proteins embedded in the cell membrane, known as ion
channels and ion pumps, which regulate the passage of sodium (Na+) and potassium (K+) ions across the
cell membrane. lon channels selectively allow a certain type of ion to difuse across the membrane in the
direction of the electro-chemical gradient (the sum of electrical and chemical gradients) for that ion. These
channels are voltage-gated — their opening and closing is triggered by certain values of the local potential.
lon pumps require energy to maintain non-zero concentration gradients for Na+ and K+, which lead to
separate reversal potentials for each type of ion, at which the fow of that ion through the channels stops

because the electrical and chemical forces for that ion are balanced. Through the combined action of ion
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Dendrites

Terminal Fibres

Figure 2.1: Neuron. Electrical signals from neighboring neurons are received at the dendrites and integrated
at the soma. If the integrated signal causes the membrane potential increase to -55 mV from the resting
potential of -70 mV, an action potential is generated in the cell body, and propagated down the axon to the
terminal fbres, where it can be transmitted to other neurons via synapses.

channels and ion pumps, the arrival of an external signal that raises the potential inside the membrane from
its resting value (typically around -70 mV) up to a threshold voltage (typically at least -55 mV) will trigger a
larger voltage change (up to a potential diference of +30 mV) called an action potential, which is propagated
down the length of the axon and can be transmitted to connecting neurons. The threshold voltage value,
which must be reached in order to initiate fring, introduces an important source of non-linearity in neuron
dynamics. Let us look at some models of single neuron dynamics, and how they implement the biological
mechanisms outlined above, including the fring threshold.

A detailed model of action potential dynamics was developed in the 1940s and 1950s by Hodgkin and
Huxley [Hodgkin and Huxley, 1952], who measured the change in potential diference across the membrane
of a giant squid axon as it fred under external stimulation [Gerstner et al., 2014]. The model consists of
four coupled non-linear diferential equations, which together describe the dynamics of the voltage, V, across
the membrane (to model the direction and speed of propagation one would need a model with a spatial
dependence), under external stimulation. These equations were derived from the equivalent circuit which
Hodgkin and Huxley constructed from the neuron, shown in fg. 2.2. An external current I(t) applied to
the cell membrane encounters various factors that modulate its fow across the membrane, represented by
the circuit elements connected in parallel. First, the membrane has a capacitance C, which is its ability
to store charge, assumed to be constant in time. Na* and K* ion channels each have variable resistances

Rna and Rk, which are high when the channel is closed and low (but not zero) when the channel is open.
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Figure 2.2: Equivalent circuit for the Hodgkin-Huxley model. The potential diference across the membrane
is V. External current I(t) is split over four parallel branches, one to account for the membrane capacitance
C, and one for each of Na+, K+ and leak ion channels which have resistances Rna, Rk and Rp. Current
fow through an ion channel branch stops when the electro-chemical gradient for that ion reaches 0, at the
reversal potential Vi, for that ion.

The opening and closing of ion channels is dependent on the time-dependent membrane voltage, V. The
voltages across each of the resistors will be equal to V minus the respective reversal potentials, Vi, Vna, and
VL at which the electro-chemical gradient for each ion is balanced. The reversal potentials are established
and maintained by ion pumps, which require energy to oppose the gradients. The incoming current I is
divided into currents Ic, Ina, and Ik, which fow across the capacitor, Na+ and K+ resistors, and reversal
potential batteries, and a leak current, 1, , which accounts for all other channels and fows across a third,
time-invariant resistor, R, , and a leak channel reversal potential battery. Conservation of current requires
that

I(t):|C+IK+INa+IL: (21)

Re-arranging and using Ohm’s law and the capacitor current-voltage relationship to rewrite the currents in

terms of resistance and voltage,

av
dt

1
RNa

c =i é(v Vi) V  Vna) RiL(v Vo): (2.2)

Through a series of experiments where they measured the ionic currents and fraction of open and closed
ion channels at various fxed voltages, Hodgkin and Huxley fgured out that the resistances of the ion
channels depend on three gating variables which describe the states of the ion channels: n is the fraction
of K+ channels which are open, m is the fraction of Na+ channels which are open, and h is the fraction of
Na+ channels which are closed. There is no variable for the fraction of closed K+ channels — potassium

current dynamics are described sullciently well by n alone [Hodgkin and Huxley, 1952]. The dependence of
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ion channel resistances on the gating variables were experimentally found to be

% = gKn4
L = guameh (2.3)
RNa
l —_— .
R oL

where gk, gna and g are the maximum conductances of the potassium, sodium and leak channels.

Rewriting eq. 2.2 using eg. 2.3,

dv
Cq =10 gkn*(V Vi) gnam’h(V Vna) gu(V VL) (2.4)

Eq. 2.4 is the frst of the four coupled Hodgkin-Huxley equations. The remaining three are linear difer-
ential equations describing the voltage dependence of these gating variables, each having the same form (x

is a placeholder for n, m and h):
dx _ x xo(V).
at— x(vV)

(2.5)
Eqg. 2.5 has the form of a restoring relationship: for a certain value of V, x will tend towards a steady-
state value X, at a rate determined by the time-constant , which although not explicitly time-dependent,
depends on the time-dependent voltage. The steady-state values of the gating variables ny(V), mg(V), and
ho(V) are well-described by sigmoidal (S-shaped) functions of V, with ng = 0, mg = 0 when potassium
and sodium channels are fully closed and np = 1, mg = 1 when they are fully open and with hg = 0 when
sodium channels are open and hg = 1 when they are closed. Steady-state values are approached at a rate
determined by the voltage-dependent time constants n(V), m(V), and (V). Inserting the appropriate
functional forms and constants into egs. 2.4 and 2.5, the shape of the action potential can be accurately
reproduced.

The Hodgkin-Huxley model captures biological mechanisms inside the neuron in signifcant detail, but
with recent advances in imaging techniques, each part of the neuron has been revealed to be even more intri-
cate and specialized, to the point where modeling the neuron as a multi-layer network has been proposed to
include, for example, signal amplifcation between nearby dendritic spines [Sidiropoulou et al., 2006], the cell
body’s role in maintaining fring rate in the absence of stimulation, and other microscopic processes. At the
very simplistic end of the spectrum, the neuron can be modeled as a black box where biological mechanisms
are unknown and responses are probabilistic but conditional on the value of the stimuli [Herz et al., 2006].

Additionally, there is signifcant heterogeneity amongst neuron types — some fre in very rapid bursts, others
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more regularly — and the diversity of cell types is usually ignored in single-neuron models. Single neuron
models must strike a balance between incorporating biologically plausible detail and minimizing computa-
tional complexity, while capturing the essential features of input-output transformation in the neuron. It
would be computationally expensive to simulate a whole network of Hodgkin-Huxley neurons. A signifcant
simplifcation can easily be made, however, by realizing that the shape of the action potential is always
the same and, therefore, encodes no information. Information is usually encoded in either the (continuous)
fring rate (rate coding) or in the relative timing of spikes, which represent action potentials as discrete
fring events. Some single neuron spiking models, such as the Izhikevich model, are computationally much
simpler than the Hodgkin-Huxley model, but without loss of biological plausibility [Izhikevich, 2003]. In the
Izhikevich model, for example, voltage spikes are described by a 2-dimensional set of diferential equations
(replacing the 4-dimensional Hodgkin-Huxley equations) describing the dynamics of the membrane voltage
and of a recovery voltage which opposes changes in the membrane voltage. The interaction between these
variables controls how and when the neuron spikes. Additionally, the voltages are manually reset to their
resting value after a spike, avoiding the need to model the membrane repolarization portion of the action
potential.

One of the indispensable requirements for a single-neuron model is that the overall dynamics of the neuron
depend non-linearly on the incoming stimuli, which is essential to the emergence of complex phenomena at
higher levels of organization [Breakspear and Terry, 2002, Izhikevich, 2007, Izhikevich and Edelman, 2008].
The size of the signal transmitted by the neuron is not in proportion to the stimulus it receives. Instead, if
the stimulus is above a threshold value, the neuron will generate an action potential, and have a non-zero
chance of contributing to the activation of another neuron. Otherwise, no action potential will be generated
— the neuron will act as if it did not receive a signal.

But, where does the fring threshold (the value around -55 mV mentioned above) come into the Hodgkin-
Huxley equations? A specifc threshold value does not appear explicitly in the equations, but there is a
regime of membrane potentials, which if reached, will tend to cause the membrane potential to increase very
rapidly, because of the non-linear terms in the Hodgkin-Huxley equation. More concretely, a stimulation
(for example a short current pulse) that depolarizes the membrane enough to trigger the opening of sodium
channels allows sodium ions to rush inside the membrane with dynamics governed by the Na+ term in eq. 2.4
and the Na+ version of eq. 2.5. The combination of the sigmoidal shape of mg(V ) and the cubed dependence
on m in eq. 2.4 leads to an instability around a range of V values and starting with a voltage in this range
causes a sharp voltage spike. Further increase is inhibited by the closing of sodium channels, controlled by
the gating variable h.

In simpler, 1-dimensional models, such as integrate-and-fre models, non-linear integration is explicitly
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included by defning a threshold above which the neuron will fre, in contrast to the 4-dimensional Hodgkin-
Huxley and 2-dimensional Izhikevich models, where the threshold depends on the interaction of the coupled
variables in the diferential equations. When the threshold is reached in an integrate-and-fre neuron, the
voltage is manually reset to the resting membrane potential. The dynamics of integrate-and-fre neurons can

be written as [Gerstner, 2002]

m ot = Vi+RIi(1);
x .

l; = i (t tj); (2.6)
f

if Vi= ;Vi ¥ Vieset;

where ., = RC is the membrane time constant, R is the membrane resistance, C is the membrane capac-
itance. |; is the external input current to neuron i, summed over the fring times tJf of each input neuron
J. and over all input neurons. I;; is the connection strength from neuron j to neuron i. The function
determines which inputs are received. When the potential reaches the threshold , the neuron fres, and the
potential is manually reset to Vieset-

Single neuron dynamics are the substrate for the emergence of complex dynamics at higher levels of
organization, which depend also on the way these neurons are structurally connected. The level of biological
detail that should be included or ignored in single-neuron models will depend on the experimental context.
Non-linear input-output transformation, however, is an essential component of single neuron dynamics which
can be encoded even in very simple models. The following sections look at how these non-linear integrators

are connected into structures which perform more complex computations.

2.1.2 Meso-Scale: Neuronal Populations, Assemblies and Circuits

The collective dynamics of a few, or many, interconnected neurons will be shaped both by the dynamics of
individual neurons, and by the structural connections between them. At the cortical meso-scale, which rep-
resents an intermediate level of organization between single neurons and brain regions, neurons are grouped
into densely connected populations. Patterns of transiently connected neuronal assemblies within and be-
tween populations form neural representations of cognitive and behavioral states. Neuronal populations and
assemblies can belong to one or multiple local or distributed neural circuits, which perform computations
ranging from general to highly specialized [Gerstner et al., 2014, Harris, 2005].

Cortical neuronal populations are networks of similar neuron types, usually forming densely connected

vertical columns which traverse the layers of the cortex such that only a few of each type of neuron are
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found on the cortical surface. It is sometimes possible to derive the mean response of such populations
from the dynamics of single neurons, but only when the population is sulciently large, so as to minimize
statistical fuctuations, and homogeneous, meaning that identical parameters govern baseline fring rate and
the neurons receive identical external inputs, and the coupling between neurons is likewise homogeneous (e.g.
full coupling with random weights, or random connectivity with fxed coupling probability) [Gerstner et al.,
2014]. In this case, a mean-feld approximation can be made: the population activity in the stationary state
of asynchronous fring of a fully-connected homogeneous network reduces to the mean fring rate of a single
neuron. For non-stationary states, we can calculate the population activity from the density of neurons at
each potential, in time, for a large population of homogeneous uncoupled neurons, assuming the neurons all
receive the same external input and mean spike arrival rates from the rest of the network. However, real
populations are not only dynamic, but also far from homogeneous: there is considerable variability among
neuron fring rates, and the fne-scale connectivity of neuronal populations is very specifc, and non-random.

The spiking activity of neuronal populations is coordinated, and produces rich spatio-temporal patterns,
including travelling waves [Sato et al., 2012] which propagate and integrate information from diferent neu-
ronal populations, rhythms and oscillations [Maris et al., 2016], and complex interaction patterns [Chariker
and Young, 2015]. Particularly, while activity between more distant neuronal populations, which are con-
nected via long-range connections over a few millimeters, can be described by pair-wise correlations, neurons
within local groups of columns appear to form complex subnetworks with activity described by higher-order
correlations. This implies that cortical neurons can participate in multiple subnetworks, with diferent con-
tributions to each subnetwork depending on their connectivity with each subnetwork [Ohiorhenuan et al.,
2010].

Whereas neuronal populations describe groups of similar neurons, which can be treated as a unit, neu-
ronal assemblies describe transient functional connections between neurons or populations, which are not
necessarily in close proximity or directly structurally connected. According to Hebb’s cell assembly hypoth-
esis, when one neuron activates another, the connection between them will be strengthened, and repeated
co-activation of neurons will lead to the formation of such neuronal assemblies [Hebb, 2005]. These assemblies
are thought to form the fundamental unit of information processing and memory in the brain [Harris, 2005].
In this view, the role of neurons goes beyond stimulus representation. Activity in the cortex is ongoing, and
sensory stimuli modulate ongoing cortical activity rather than causing specifc spike sequence patterns. The
hypothesis rests on the assumption that synaptic connections between pre- and post-synaptic neurons are
strengthened by co-activation of those neurons, and that repeated co-activation will lead to the formation of
cell assemblies. The cell assembly hypothesis is compelling as it ofers several advantages for computational

elciency and fexibility. The number of ways neurons with specifc response properties can be combined
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into neuronal assemblies is huge, which allows the brain to access many diferent activation states to cope
with the correspondingly large number of combinations of sensory stimuli that the organism encounters in
the natural world. These neurons do not necessarily share a stable structural connection and can belong
to several assemblies simultaneously, saving the energy and resources which would be required to maintain
separate sets of neurons and synapses for every computation [Singer et al., 1997]. Finally, downstream neu-
rons are not required to “decode” the signal from upstream neurons as in a rate or temporal coding scheme.
Each assembly activates the next until the fnal state is reached and a decision/action is executed.

Distinct from both neuronal populations and assemblies, but often involving both of these structures, a
neural circuit is defned as a network of interconnected neurons or structures that works together to perform
computation(s) [Luo, 2021]. Neural circuits can be local, involving only neurons within a single population
to compute a relatively simple task such as sensory processing or basic motor control. They can also involve
coupled neuronal populations distributed over multiple brain regions, or consist of a mixture of local and
distributed connectivity [Abbott and Svoboda, 2020].

Neuronal populations, cell assemblies, and neural circuits serve as convenient frameworks to understand
brain organization at the meso-scale, although, where a single assembly or circuit ends and another begins,
in time and space, is not completely straightforward to defne in practice. What is clear is that structures
involving both structural and functional local and distributed connections work together to perform neural
computations ranging from elementary to complex. Measurable neuronal activity is in some sense the by-
product of these computations. Neuronal activity exhibits high spatio-temporal complexity, which arises from
the non-linearity, introduced at various levels of organization, that is essential for complex computation in
the brain. Non-linearity was introduced in individual neurons through non-linear integration of synaptic
inputs and other mechanisms, which can be captured in single neuron models with varying levels of detail,
as discussed in section 2.1.1. The efects of non-linear mechanisms at the micro-scale certainly propagate
to the meso-scale, where interactions between neurons introduce additional non-linearity through recurrent
connections and feedback loops.

Feedback loops can be best understood from a simple diagram showing the diference between a feed-
forward architecture, where information fows downstream from input to output neurons across layers of
neurons which do not connect internally, and a recurrent architecture, which allows information to fow from
input to output, but also in reverse (see fgure 2.3). This backwards information fow is called feedback.
Biological networks are rarely organized into neat layers like this, but it is helpful to visualize the diference
between architectures in this simplifed picture. Recurrent connections allow the output of a layer to be
communicated back to that same layer at a later time, forming closed (blue arrows) or open (red arrows)

loops. Assuming that the connections in fg. 2.3 are excitatory — an arrow pointing from one neuron to
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Recurrent architecture

Feedforward architecture

Figure 2.3: Recurrent connections and feedback. Left: In a feedforward architecture, information fows in one
direction only, from the input neuron(s) (green) to the output neuron(s) (burgundy). When the neurons are
organized into layers, information can be visualized as fowing from one layer to the next, but never feeding
back to the previous layer. Right: In a recurrent architecture, information can travel in both directions, from
input to output, and from output to input. The recurrent network can be viewed as a reservoir of neurons of
connected neurons (top), or arranging the reservoir into layers (bottom) as in the feedforward architecture,
we see that there are now connections returning to the previous layer, forming closed (blue) or open (red)
feedback loops.
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another means that the former contributes to the excitation of the latter — a signal travelling from 1 to
5 will increase the likelihood of 5 fring. There is a possibility that the signal will travel from 1 to 5, then
to 8, then to 3, and then back to 1, amplifying the original signal in a positive feedback loop (blue arrows).
The resulting dynamics are highly sensitive to initial conditions because a small change in the response of
one of the neurons in this feedback loop could lead to a large change in its response or the response of other
neurons at a later time. In other words, the response of the system with feedback is non-linear, because it
is not in proportion to the perturbation [Nicolis and Prigogine, 1989].

Signal amplifcation could lead to unbounded growth in the system response unless counteracted by an
opposing mechanism. In biological networks, inhibitory connections (not shown in fg. 2.3) play an important
role in promoting network stability by introducing negative feedback [Ebsch and Rosenbaum, 2018], which
in contrast to positive feedback, responds to deviations in the state of the system in a way that will bring it
closer to its former state. An inhibitory connection from one neuron to another means the activation of the
former decreases the likelihood that the latter will fre. This inhibitory efect counteracts signal amplifcation
when connected to a positive feedback loop.

Despite the potential for boundless amplifcation if left unchecked, recurrent connections can also con-
tribute to the stability of the network through the formation of neuronal assemblies by repeated coactivation
of the same neurons [D’Albis and Kempter, 2020]. In the language of dynamical systems theory, this leads to
the formation of attractors — sets of states in the phase space of the state variables of the neurons to which
the system has a propensity to fow when initialized in a nearby state. The dynamics of learning, memory,
and forgetting have been described in terms of the formation and dissolution of such attractors [Khona and
Fiete, 2022, Boscaglia et al., 2023].

Just a few neurons can already create complex, higher-order interactions (interactions between more than
two units) and functional motifs, through a combination of feedforward and feedback connections between
excitatory and inhibitory neurons [Luo, 2021]. Each neuron can be part of multiple structural motifs, and a
given structural motif can produce multiple functional motifs [Sporns and Kotter, 2004]. In large systems,
higher-order interactions and the opposing forces of positive and negative feedback can lead to unpredictable
behavior, and non-trivial relationships between structural connectivity, functional connectivity, and other

emergent properties.

2.1.3 Macro-Scale: Large-Scale Architectures

At the macro-scale, we see the emergence of brain regions, large-scale dynamic connectivity patterns and

interactions, and functional specialization. Locally dense neuronal populations, circuits, and assemblies
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integrate via sparse long-range connections to form large-scale architectures which can perform specialized
functions [Luo, 2021]. Visual pathways, maps between neighboring sensory neurons and neighboring cortical
neurons (such as the famous sensory and motor homonculi), and intrinsic networks like the default mode
network and others involved in various types of cognition (including the language, memory and attention
networks), are all examples of such architectures [Luo, 2021]. Recurrent connections also play an important
role at the macro-scale, for similar reasons as at the meso-scale. Feedback loops, not between individual
neurons but between entire populations, circuits or brain regions, facilitate the integration of information in
time by allowing information to persist in the network and contribute to learning and dynamic stability by
encouraging the formation of attractor states. As before, feedback leads to non-linearity contributing to a
rich repertoire of neuronal activation patterns.

High-level processes, such as perceptual or cognitive states (e.g., sleep and alertness) and complex behav-
ior, cannot be understood from individual architectures performing specialized functions but are the result
of multi-scale processing on a hierarchical-modular topology at the whole-brain level. There is usually no
closed-form expression available for the collective behavior of large, heterogeneous neuronal systems com-
prised of several assemblies, populations, or circuits, let alone for the whole brain. Heterogeneous networks
and large-scale brain dynamics are too complex to model analytically. The structural complexity of meso-
and macro-scale networks, the heterogeneity of the network constituents, the diverse sources of non-linearity,
and the time-evolution of these networks, as well as interactions between all these factors, can only be sim-
plifed so far before losing the non-trivial emergent phenomena which make the brain so interesting and
useful [Strogatz, 2001]. Beyond modeling the dynamics of individual neurons and homogeneous populations,
the network perspective of treating complex brain networks holistically, as one moving part, demands we
turn to alternate descriptions of the dynamics and data-driven measures. We can do this by analyzing
spatio-temporal patterns in brain activity spanning a large range of spatial and temporal scales to discover
how small fring events involving only a few neurons are related to fring events involving a large distributed
collection of neurons. Such spatio-temporal patterns in brain dynamics refect information transfer between

neurons or brain regions which forms the basis for neural computation.

2.2 Neuronal Avalanches

Neuronal avalanches describe fuctuations in ongoing brain activity, which is highly dynamic and driven by
a combination of spontaneous activation and spreading from active to inactive nodes. These fuctuations
occur over multiple spatial scales, but the defnition of an avalanche will vary depending on the spatial

and temporal resolution and the variables of diferent modalities used to measure neural activity. For
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Figure 2.4: Neuronal avalanches. Left: total deconvolved calcium signal (see section 4.3) from a population
of 690 neurons, obtained with single-neuron resolution at 19 Hz sampling rate (or temporal resolution

50 ms). Right: the binarized signal is obtained by applying the same threshold to the fring rate of
each neuron individually. This threshold is chosen such that the number of avalanches of the population
activity is maximized. The size, S, of a neuronal avalanche is the number of above-threshold activations, or
equivalently the area under the curve (cyan) of the thresholded activity, and the duration, T is the time for
which the avalanche was active.

example, calcium imaging data measures the fuorescence intensity of genetically encoded indicator molecules
which fuoresce when calcium binds to them, with a temporal resolution of around 50 ms. The intra-
cellular calcium levels are inferred by assuming that the measured fuorescence signal is a convolution of the
true cellular activity and the fuorescence response of the calcium indicators. Neuronal avalanches, then,
are periods of high activity in the time-series of the deconvolved calcium signal [Bellay et al., 2015]. In
fMRI, which measures blood-oxygenation levels in the brain, the spatial resolution is on the order of a few
millimeters and the temporal resolution is around 1-2 seconds. Neuronal avalanches in fMRI describe slow
synchronous fuctuations in blood-oxygenation across brain regions [Tagliazucchi et al., 2012]. As a fnal
example, magnetoencephalography (MEG) and electroencephalography (EEG) measure cortical magnetic
and electric felds with a temporal resolution on the order of a few milliseconds but lower spatial resolution on
the order of centimeters. Here, avalanches could be defned as synchronous fuctuations in magnetic/electric
felds across larger clusters of brain regions [Shriki et al., 2013].

Regardless of measurement modality, brain activity is ongoing and never zero, and consequently, defning
avalanches requires setting a threshold activity level to delineate periods of high activity from quiescent
periods. Defning an appropriate threshold is left up to the researcher, but is often set to the value which

maximizes the number of avalanches [Bellay et al., 2015]. Intuitively, this threshold should capture avalanches
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of all available sizes and, therefore, the most information about the network dynamics. Using the time-series
of neuronal activity in fg. 2.4 (left) as an example, if the threshold is too low, the peaks will merge into
few large avalanches and the fner structure of higher peaks will be ignored. Conversely, if the threshold is
too high, only the tips of the higher peaks will be registered as (small) avalanches. The threshold which
maximizes the number of avalanches, which in practice, is determined through an exhaustive search process,
will be somewhere in between. The size, S, of an avalanche is defned as the number of above-threshold
fring events during an avalanche, and the avalanche duration, T, is the time over which the avalanche is
active, as shown in the right panel of fg. 2.4.

Neuronal avalanche distributions have been shown to be scale-free at the macro-scale, meso-scale and
micro-scale [Ribeiro et al., 2021], both in vitro [Beggs and Plenz, 2003] and in vivo [Hahn et al., 2017],
and across the above measurement modalities. As discussed in further detail in sections 2.6 and 2.7, scale-
free distributions of avalanche sizes and durations are an indication that the system is in a state close to
criticality, and the scaling exponents of the distribution provide information about the balance of local and
global dynamics at criticality. The shape of the avalanche distribution — its slope, and minimum and
maximum cutof values — provides information on the types of interactions which dominate the system.
For example, if the slope of the avalanche size distribution, given by the avalanche size exponent, > 2,
the power-law distribution has a well-defned mean and variance even for a system of infnite size, and local
interactions may dominate the system. For 2, the distribution mean and variance diverges for an infnite
system, indicating that the largest interaction distance can, in principle, be infnite [Newman, 2005].

The shape of avalanche distributions refects the dynamical state of the system, yet avalanches do not
provide a complete description of neuronal dynamics. Although avalanche dynamics are infuenced by the
underlying connectivity and topology [Heiney et al., 2022, Zhigalov et al., 2017, Chen et al., 2010], the
causality between fring events cannot be deduced from the shape of avalanche distributions. This is in part
due to experimental limitation: in biological neuronal systems, the lack of clear separation of time-scales
between activations within one avalanche and between initiation of separate avalanches can lead to the
merging of causally unconnected fring events into a single avalanche [Das and Levina, 2019]. Additionally,
while neuronal avalanches may capture pair-wise and higher-order interactions, the relative contribution
of these interactions cannot be deduced without knowledge of the underlying structural connectivity, from

which causality between fring events could be established [Korchinski et al., 2021].
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2.3 Biological Behavior

Behavior is the physical result of a negative feedback system between the internal and external environment
evolved to maintain the “ideal” state of an organism in its environment [Cisek, 2022], where the ideal state is
a range of values of physical and chemical observables in and around the body, which the organism needs in
order to remain alive and viable. This includes body temperature, pressure gradients, and nutrients which
can be metabolized into chemicals used in other biological functions. Naturally-occurring biological behavior
can be involuntary, such as ongoing spontaneous motion, shivering and refexes, or voluntary, preceded by a
decision. Whereas ongoing spontaneous behaviors correlate with neuronal activity in certain brain regions
(such as the visual cortex [Stringer et al., 2018]), voluntary behaviors are usually a combination of simpler
behaviors, resulting from the integration of multiple segregated neuronal processes. This makes fnding
one-to-one correspondences between voluntary behaviors and neuronal dynamics challenging.

Understanding how behaviors emerge from brain activity usually involves examining correlations between
patterns of brain activity and specifc actions or behaviors. However, determining the appropriate scale to
analyze brain activity patterns is challenging. Complex behaviors involve both specialized processes in
segregated neuronal circuits and the integration of these processes across the entire brain. Focusing solely
on individual circuits may reveal which circuits are active during behavior but does not explain how their
integration with other circuits leads to meaningful behaviors. Conversely, whole-brain studies may overlook
important contributions of local circuits.

The execution of behavior may involve higher-order processes like emotion and cognition, introducing
an additional layer of complexity to the relationship between brain activity and behavior [Pessoa, 2010].
Interactions of centers of emotion and cognition with behavior may play diferent roles depending on the
nature of the behavior, such as whether it is task-related or not, instinctive/innate or reward-modulated.
For example, when behavior is voluntary or planned, emotions tend to be negative when expectation is
not the same as the outcome. Therefore, emotions play a role in the negative feedback system between
environment and behavior [Baumeister et al., 2007]. In cases where several intrinsic connectivity networks
are interacting and communicating at this high level of organization, their contributions may compete or
amplify each other in ways that are unpredictable and sensitive to initial conditions and may lead to new
emergent phenomena [Deacon et al., 2007].

A representation of a behavior is unlikely to be encoded in the dynamics of a single neuron, neuronal
population, or even a region containing several populations. In practice, recordings of single neuron activity
usually are taken from small regions in the brain, limited to several thousand neurons recorded simulta-

neously. Contributions of input and noise from surrounding brain regions to the recorded activity are not

24



30 - . . .

— 20" percentile
—— 10% percentile

257 Running events - - - 5™ percentile
@ 20} :
-

S
< 151 i
()
()
)
1 .
ol LU :
S 8 1 Y I O N O
0 A ! L
200 210 220 230 240 250

Time (s)

Figure 2.5: Behavioral avalanches. Speed versus time curve for a head-fxed mouse running on a self-powered
treadmill belt, and three possible thresholds, are shown. The two example avalanches, (for the 10" percentile
threshold) represent events where the mouse runs without stopping (aka running events) for distance I, given
by the area under the curve (cyan), and duration.

explicitly known. Still, considering the statistics of even a single neuronal population and behavior over
a broad spatial or temporal scale can reveal spatio-temporal patterns and emergent phenomena (such as
power-law dynamics and phase transitions) which would not be obvious from comparison of the time-series
of neuronal activity and behavioral activity. Relationships between these large-scale statistics can reveal

how emergent phenomena interact and arise from each other even across diferent levels of complexity.

2.4 Behavioral Avalanches

Biological movement, the type of behavior which we are concerned with in this thesis, occurs over a range
of spatio-temporal scales, from sporadic motions such as imperfections or errors in expected task-related
behaviors [Smit et al., 2013, Palva and Palva, 2014], to large deliberate actions such as foraging and fight
behavior [Viswanathan et al., 1999, Sims et al., 2008, Miramontes et al., 2014]. The statistics of biological
movement can be characterized over broad spatial and temporal ranges, in a similar way to the statistics

of ongoing neuronal activity, by defning fuctuations in the dynamics of behavior in analogous fashion to
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neuronal avalanches as periods of successive activity delineated by periods of inactivity. These fuctuations in
biological movement are similarly termed behavioral avalanches, also referred to as behavioral events [Jones
et al., 2023]. It should be noted that, whereas neuronal avalanches are a measure of the dynamics of a
high-dimensional system of interacting variables, behavioral avalanches represent the dynamics of only a
single variable quantifying an isolated aspect of behavior.

Delineating periods of activity and inactivity in the presence of noise involves applying a threshold to the
time-series of behavioral activity. If the time-series is a curve of the organisms running speed over time, such
as in fg. 2.5, the behavioral event sizes are the areas between the curve and the threshold, which measure the
distances, I, travelled by the organism without stopping, and the behavioral event durations are the times, t,
corresponding to these distances. The distributions of behavioral event sizes and durations can tell us how
these events are correlated in time and space. As was the case for neuronal activity, choosing a threshold for
behavioral activity (running speed, in this case) can be somewhat arbitrary. However, if the time-series of
behavioral activity is dominated by actual behavior, rather than noise-driven, then distributions of behavioral

events should remain robust to threshold changes.

2.5 The Brain-Behavior Relationship: Experimental Evidence

Comparison of distributions of neuronal and behavioral events has revealed a correspondance between scale-
free neuronal and scale-free behavioral dynamics under some conditions. Specifcally, a relationship was
found between scale-free fuctuations in performance of motor tasks and scale-free ongoing neuronal activity
in humans. One study found evidence that the long-range temporal correlations in timing errors during a
rhythmic fnger-tapping task are related to long-range temporal correlations in amplitude modulations of
ongoing alpha-band activity [Smit et al., 2013]. Alpha-band activity is oscillatory activity which is thought
to play a role in attention through inhibition and timing in the cortex [Klimesch, 2012]. Smit et al. (2013)
showed that the exponent of the power-law frequency spectra of the error time-series sequences is correlated
with the exponent of the power-law frequency spectra of alpha-band amplitude modulation. A similar
relationship has been found between long-range temporal correlations of hits/misses in audio and/or visual
threshold stimulus detection tasks and ongoing brain activity (in both task-relevant and task-irrelevant
regions) [Palva and Palva, 2014].

Both of the above studies are limited to ongoing brain activity measured by magneto- and electroen-
cephalography (M/EEG), with high temporal resolution (on the order of milliseconds) but low spatial res-
olution compared to fMRI (and other modalities). In both studies, the behaviors studied are errors —

fuctuations from the ideal performance —and thus both involuntary and related to task performance. The
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relationship between larger, voluntary, but not task-related, behaviors and neuronal dynamics measured
with single-neuron precision in the visual cortex (V1) of mice was recently investigated [Jones et al., 2023].
In this case, behavioral dynamics were also scale-free. Additionally, behavior and neuronal activity were
most highly correlated for neuronal subsets which displayed scale-free dynamics over the largest dynamic
ranges, indicating a correspondence between scale-free behavioral and neuronal dynamics.

Although scale-free dynamics in the brain have been found at various spatial and temporal scales, they
sometimes appear to be present only in suldciently homogeneous neuronal sub-populations. Whereas the
frst two M/EEG studies found scale-free dynamics in population dynamics (these modalities cannot resolve
individual neurons and therefore measure population dynamics), Jones et al. (2023) found that subsets
within the 10,000 neurons imaged in V1 showed scale-free dynamics, but the total population dynamics
were not scale-free. However, Jones et al. (2023) also note that this may be due to the emergence of anti-
correlations at the slower temporal resolution of calcium imagining as compared to M/EEG [Stringer et al.,
2019]. Additionally, the relationship between neuronal and behavioral dynamics may be highly dependent
on brain region. For example, correlations between running speed and neuronal activity vary signifcantly

across higher-order visual cortices [Christensen and Pillow, 2022].

2.6 Criticality

Criticality refers to a state in which a dynamical system operates at the boundary between diferent phases or
regimes of dynamics, often characterized by scale-free dynamics, maximum coordination between dynamical
units, and sensitivity to perturbations. Critical phase transitions occur in diverse physical systems consisting
of many interacting elements, usually at a certain value of a control parameter, an often cited example being
the change between magnetized and non-magnetized phases of a metal at a critical temperature [Beggs and
Timme, 2012].

One way to understand the emergence of criticality and scale-free dynamics at phase transitions is from
a simple geometrical model — a lattice (of any dimension) where sites are randomly occupied with some
occupation probability p (the control parameter in this case). As p increases, the system transitions from a
disordered state, where there are multiple disconnected clusters, to a state where there is a cluster spanning
the lattice from one boundary to another. Some examples of a 2-dimensional lattice with diferent occupation
probabilities are shown in fg. 2.6. This process is referred to as (undirected) percolation, and the value p = p,
for which the spanning cluster frst appears is the critical point, or the transition to percolation [Christensen
and Moloney, 2005]. At this transition is where we see the emergence of scale-free statistics in certain

characteristics of the lattice. For example, in 2 dimensions or more, no characteristic cluster size can be
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identifed at criticality — the frequency of a cluster size decays as a power-law with the cluster size, and
the maximum cluster size is limited only by the size of the system (see fg. 2.7). At criticality, the occupied
lattice sites form a fractal spatial structure. As we zoom into the lattice, the coarse-grained and fne-grained
structures exhibit the same spatial features when renormalized (i.e. scaled by the number of sites involved).
Additionally, the correlation length, which is the characteristic distance (in units of lattice spacing) over
which clusters of connected sites form, diverges as criticality is approached, enabling long-range correlations
between sites on the lattice.

This simple geometric argument can be extended to information propagation on a network, which, for
certain conditions, can be modeled as a branching process in which active nodes have a certain probability
of activating neighboring inactive nodes. If each active node activates, on average, less than one other node,
then over time, the activity in the network will die out. If each active node activates, on average, more than
one other node, there is a non-zero chance of activity spreading to every node in the network. The number
of inactive nodes activated, on average, by each active node is referred to as the branching ratio. Examples
of branching processes and corresponding hypothetical avalanche distributions are shown in fg. 2.8. In
each case, a single node is stimulated at time t = 0 and then information is free to propagate through the
system along the available connections. In this toy model, the branching ratio is defned as the average ratio
between nodes activated at time t, and nodes activated at time t 1. The branching ratio is less than 1 in
the sub-critical state, since on average, less than one node is activated at time t per active node at timet 1.
As a result, the avalanche distribution (blue curve) falls of quickly as avalanches die out before becoming
large. The branching ratio is greater than 1 in the super-critical state, since on average, more than 1 node
is activated per active node, and consequently, the frequency of large avalanches increases (red curve). At
criticality, the branching ratio is 1, and we see the emergence of a scale-free avalanche distribution (green
curve). In the examples of fg. 2.8, weaker connections lead to fewer activations, on average, while stronger
connections lead to more activations, on average, which is refected in the value of the branching ratio, r, and
in the shape of the avalanche distributions. This example illustrates that, while avalanche distributions do
not directly capture information about the connectivity, connectivity infuences avalanche dynamics [Heiney

et al., 2022].

2.6.1 Power-laws

Suppose a quantity x follows a power-law distribution with exponent , P(x) = x . Multiplying x by a

constant a leaves the functional form, and therefore the shape, of the power-law distribution unchanged, up
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Figure 2.6: Transition to percolation. In 2 dimensions, the transition to percolation occurs at the critical
occupation probability, which has been numerically approximated to be p. = 0:59274621, though there is no
exact result. Simulations of a 2-d lattice of size L = 150, with p = 0:1;0:55; 0:58; 0:59274621; 0:65; 0:9, are

shown, where the largest cluster in each lattice is colored black.
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Figure 2.7: 2-d percolation cluster size distribution. The distributions of cluster sizes are plotted for a
2-dimensional lattice of size L = 5000, for occupation probabilities p = 0:54; 0:55;0:56; 0:57;0:58 and the
critical occupation probability p. = 0:59274621. As p. is approached from below, the cluster size distribution
approaches a scale-free distribution.
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Figure 2.8: Branching process. Example of sub-critical (with branching ratio r < 1), critical (r = 1) and
super-critical (r > 1) branching processes in a toy model with connections between the nodes shown on the
far left. The thickness of the lines connecting nodes corresponds to the strength of connection. Hypothetical
distributions of the number of activated nodes per avalanche for the three cases, plotted on log-log axes, are
shown on the right for a (much) bigger system.
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to a multiplicative constant C:

P(ax)=(ax) =Cx /X : 2.7

Power-law, or scale-free, distributions, are observed in diverse natural systems and often considered
signatures of criticality in these systems [Markovi¢ and Gros, 2014]. However, criticality is not the only way
to achieve power-law dynamics, which have also been shown to arise from random walks and other stochastic
processes [Proekt et al., 2012, Hidalgo, 2006]. Power-law dynamics alone are not suldcient evidence of
criticality or self-organized criticality. Additional indications of criticality can be used to corroborate claims
of criticality in neuronal systems, such as evidence of an ordered and disordered phase on either side of
the critical point. Alternatively, maximized dynamic range [Gautam et al., 2015], and long-range temporal
correlations indicated by slow, or power-law, decay of the auto-correlation function [Avramiea et al., 2022],
are also signatures of criticality.

Because multiple observables follow power-law distributions simultaneously at criticality, scaling rela-
tions between the power-law exponents of these observables are another test for criticality [Christensen and
Moloney, 2005]. For a complex network at criticality, distributions of size, S, duration, T, and average
size conditioned on duration (or average duration conditioned on size) of information spreading events, or

avalanches, are all predicted to follow power-laws:

P(S) S
P(T) T (2.8)
hSi(T) T

The average avalanche size (given that the lower bound on avalanche size is Smin and size is a continuous

variable) is a z .

hSi = SP(S)dS st ds: (2.9)

Smin Smin

Notice that hSi is well-defned (equal to Sfmn:( 2)) for > 2, but diverges for 2.
An alternative way to write down the mean avalanche size, using the last relation of eq. 2.8, is
z 1 z a1

hSi(T) = hSi(T)P (T)dT T dT: (2.10)
T(Smin) T(Smin)

Inserting T S¥ , which also implies that dS T 1dT, into eq. 2.10,
z a
1
hSi S*¥ds: (2.11)

Smin
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For egs. 2.9 and 2.11 both to be satisfed, the exponents of the integrand must we equal:
—_— = (2.12)

If there exists large ranges of S and T, then this scaling relation between , and , should be satisfed
over these ranges. Sizeable S and T ranges (limited by the system size) are only expected near criticality.
Whether the experimentally determined exponents are in agreement with Eq. 2.12 is therefore considered a
test for criticality [Friedman et al., 2012].

Complex systems with the same scaling exponents are grouped into universality classes of systems with
similar critical dynamics, despite possible diferences in the underlying connectivity or dynamics of individual

units.

2.7 The Critical Brain Hypothesis

Neurons are activated through a combination of external stimulation, spontaneous activation, and through
stimulation from neighboring active neurons. Thus, information spreading in the brain contains elements
of both the (undirected) percolation and the branching process examples discussed above. The critical
transition occurs between a sub-critical state, dominated by small neuronal avalanches which tend to die out
over time, in the absence of stimulation, and a super-critical state, dominated by large neuronal avalanches
which have a non-zero probability of never dying out. The critical brain hypothesis posits that the brain
operates at, or near, this critical transition. This is supported by observations of scale-free distributions
of neuronal avalanche sizes and durations which follow eq. 2.8, with experimentally-determined exponents
corresponding to the mean-feld critical branching process universality class ( = 3=2 and = 2) [Plenz
and Chialvo, 2009, Bellay et al., 2015]. However, exponents in a range around these values have also
been observed [Petermann et al., 2009, Priesemann et al., 2013, Priesemann et al., 2014, Fontenele et al.,
2019, Mariani et al., 2022]. Possible causes for discrepancies in measured exponents were previously discussed
in section 1.2, including the possibility that external stimulation shifts the scaling exponents [Korchinski et al.,
2021], or that there is no unique/universal scaling exponent in the brain, but rather an extended phase of
power-law behavior [Moretti and Mufioz, 2013, Martin et al., 2015, Buendia et al., 2022, Pretel et al., 2024].
Conclusive evidence for either theory is limited by experimental constraints, such as measurement modalities,
and subsampling. Critical dynamics also seem to disappear in populations which are highly heterogeneous,
in terms of the fring dynamics of the neurons [Jones et al., 2023].

Scale-free neuronal avalanche distributions lead to several key characteristics of brain function, observed
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empirically and also predicted by evolutionary perspectives on the economic trade-of between energy con-
sumption and information processing eldciency, fexibility and robustness [Bullmore and Sporns, 2012]. The
presence of avalanches of all sizes enables the balance between segregated processes and the integration of
segregated events over all spatial scales. Smaller avalanches ensure varied and continuous activity, while
medium and larger avalanches facilitate communication between local regions. Large avalanche sizes allow
information to travel very quickly between distant nodes (long-range spatial correlations), maximizing eld-
ciency of information transmission, while large avalanche durations allow the system to retain a memory of
past states (long-range temporal correlations), maximizing information storage capacity. The critical state
also maximizes dynamic range [Shew and Plenz, 2013] of detectable stimulus intensities. In the sub-critical
range, the system would not be able to distinguish between stimulus intensities below a certain threshold,
because stimuli below this threshold would die out too quickly. In the super-critical regime, the system can-
not distinguish between large stimuli intensities, because stimuli above a certain threshold would overwhelm
the entire network. But when avalanches of every size can occur, the system is able to distinguish between
stimuli over a wide range of intensities. Thus, scale-invariance allows the system to respond to perturbations
of a range of sizes.

It seems likely that optimizing information transmission and storage capacity, long-term memory, high
sensitivity to stimuli, and robustness to perturbation at the neuronal level should have some bearing on the
dynamics of behavior. Speaking philosophically, the “optimal” state inside the brain exists for a reason, and
that reason should be to give the organism the best chances at survival and reproduction, which it exercises
through its interactions with the outside world. Studying the brain-behavior relationship in the context of
criticality could thus signifcantly add to our understanding of behavior.

Criticality in neuronal and behavioral dynamics can most fruitfully be studied by identifying coordination
over spatial and temporal scales, in spatio-temporal patterns. If there is an ideal regime of brain activity, then
perhaps this maps onto an ideal range of behavioral responses, though as previously argued, this mapping
need not be one-to-one. Testing this hypothesis involves mapping emergent phenomena at two diferent levels
of complexity. We do this by comparing the statistics of behavioral and neuronal dynamics over broad spatial
and temporal scales, by looking for signatures of criticality in the distributions of neuronal and behavioral

avalanche sizes and durations.

2.8 Summary of Chapter 2

The cortex consists of billions of interconnected neurons, which interact within and across structures at

various levels of organization. Single neurons can be modeled by functions which map an input to an output,
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to include varying levels of biological detail. Meso-scale structures consist of populations of spatially proximal
and similarly behaving neurons, functionally-connected cell assemblies which transiently form to transmit
information, and neuronal circuits responsible for elementary computations. At the macro-scale, populations,
assemblies, and circuits are arranged into larger-scale architectures, which perform more complex functions.
Non-linear mechanisms arise at each of these organizational scales, from non-linear integration of inputs inside
individual neurons, to recurrent connections and feedback loops at the meso- and macro-scale. These non-
linearities lead to the emergence of complex patterns in neuronal dynamics and in higher-order properties
such as emotion, cognition, and behavior, which cannot be understood from the dynamics of individual
neurons or even larger-scale structures.

Ample evidence of scale-free fuctuations in neuronal activity suggests that the brain operates in a criti-
cal regime, which optimizes certain information processing properties. For example, scale-invariance implies
long-range spatial and temporal correlations, which balance segregation and integration over multiple scales,
and maximum sensitivity to stimuli, which balances fexibility and robustness to perturbation. While it may
seem intuitive that optimal information processing capabilities on the neuronal side correspond to optimal
behavioral responses, whether an observable link between neuronal and behavioral statistics exists is unclear.
Although scale-free distributions of biological movements (a type of behavior) have been observed, direct
evidence supporting a relationship between scale-free behavioral and neuronal dynamics is limited. Under-
standing the neural basis of behavior involves relating emergent phenomena across diferent organizational
scales, particularly within the dynamic regime of criticality. The approach here is to compare neuronal and

behavioral dynamics over broad spatial and temporal scales, looking for signatures of criticality.
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Chapter 3

Artifcial Neural Networks

This chapter will motivate the use of artifcial neural networks (ANNSs) in the study of the relationship
between emergent neural dynamics and emergent behavior. | will defne neural networks and give a brief
history of their development in the second half of the 20th century. The focus will then shift to their
application in neuroscience, with particular emphasis on the brain-like spontaneous dynamics observed in
chaotic recurrent neural networks. These dynamics are promising for understanding neural representations
and emergent phenomena across diferent organizational scales. However, some diferences between ANNSs
and biological networks, particularly concerning the relationship between internal and output dynamics, are
irreconcilable and will also be discussed. Finally, I will review the current evidence for criticality found in

neural networks, and discuss the implications of these fndings for the critical brain hypothesis.

3.1 (Artifcial) Neural Networks

A neural network is a network of interconnected units, which take the role of neurons, connected by weights,
analogous to synapses, which are modifable through a learning process/algorithm. Each neuron i has a
real-valued state variable z; at time-step n, which explicitly depends on the states of neighbouring neurons,
zj(j & i), and the weights of the connections from the neighboring neurons j to neuron i, ;;, at time-
stepn 1 (and in some types of recurrent neural networks designed to capture long-term dependencies, at
time-steps farther into the past). An activation function applies a (usually non-linear) transformation to the
state of each neuron, z;j, at each time-step, before the next state update. A non-linear activation function
introduces non-linearity into the system, which, as we have seen in biological networks, can lead to emergent
phenomena in internal and output layer dynamics of the neural network.

The earliest neural network models actually aimed to reproduce functions of a network of biological
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Figure 3.1: 2-layer perceptron. Left: an input layer connects to an output layer (shown here with 3 and 2
neurons, respectively, but any number is possible) via weights. Right: the state of an output neuron (neuron
4 with output o4 in this example) is binary (0 or 1) by thresholding the activation a4 for that neuron, where
the activation is the weighted sum of the input neuron states z;; i = 1;2; 3. The same process can be repeated
to fnd os.

neurons, such as integration of several inputs and threshold-based fring [Miller et al., 2012]. The frst of
these, developed in 1943 by McCulloch and Pitts, could perform computations based on an input for a given
set of pre-programmed weights but lacked a rule to update these weights. In 1949, the psychologist Hebb
proposed that learning occurs through the strengthening of synaptic connections with each use, inspiring
learning algorithms in neural networks a few years later. The early McCulloch-Pitts neural network model
and Hebbian learning paved the way for the advent of machine learning in the late 1950s, which has since
abandoned adherence to biological plausibility in favor of performance and functionality of specifc tasks.
The frst machine learning model was the perceptron, developed in 1958 by Frank Rosenblatt, in an
attempt to reproduce the function of sensory neurons, among which information fows in a feedforward
manner unidirectionally from the input layer to the output layer. This network could learn in the sense that
the connections between neurons could be updated algorithmically, in order to minimize the error between
the observed output and the target output. A nice explanation of the perceptron, which I will quickly
summarize here in order to illustrate learning in ANNSs in its most basic form, is available in [Abdi, 1994].
A 2-layer perceptron consists of a layer of input neurons i with weighted connections to a layer of output
neurons j (see fg. 3.1 for an example). The state of each output neuron is binary (either 0 or 1, on or of),
computed by thresholding the activation a; for that output neuron,
8
EO ifaj  j
0; = f(g;) = (3.1
-1 ifa; >
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where the activation is the weighted sum of the state of the input neurons connecting to that output neuron:

X
aj = Zi!ijZ 3.2

The threshold is often set by setting one of the neurons to always be on. If neuron 1 is always on, for
example, then we can let j = 14;, to be updated with the rest of the weights during learning. A simple
learning rule updates the weights in a supervised manner, that is, by telling the output neuron what the
correct output, 6;, should have been. Weight 1;; is modifed using the error between the predicted and
observed output (ej = 6 0j), the state z; of the input neuron i, and a learning rate  which determines

how rapidly the weight changes are to be made:

(3.3)

Learning will stop as soon as neuron j gets the correct answer, because the error will then be 0.

The perceptron learning rule is a variation of the least mean squares (LMS) algorithm, where gradient
descent is used to fnd the weights, !5, in eq. 3.2 which minimize a cost function, C. Gradient descent is
an optimization technigue in which weight changes are computed to oppose the change in the (frst-order)

gradient of the cost function, with respect to changes in the weights:

The cost function in LMS, for a single sample, is the mean squared error (MSE),

1 X

C
2

© 0% (35)
i

where the sum is over all the output neurons. The factor of 2 in the denominator is a convention to
simplify the derivative in eq. 3.4. Note that in order to recover the McCulloch-Pitts learning rule (eq. 3.3),
the activation function, f, in (eq. 3.1) is assumed to be linear, since the step-function activation is not
diferentiable everywhere.

The McCulloch-Pitts perceptron, with network dynamics described by egs. 3.1 and 3.2 and the learning
rule described by eq. 3.3, can be taught to transform binary input into binary output. However, the 2-layer
perceptron is limited to linear input-output transformations (since there are no non-linear terms in eq. 3.2).

In other words, the data points in the input-variable space fzjg, i = 1;2;3;:::N (where N is the number of
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input neurons) must be linearly separable. For example, a 2-layer perceptron with two input neurons and
one output neuron can be taught to output the logical AND or OR functions, but not the XOR (exclusive
OR) function. For a walk-through of training the perceptron to output these logical functions, and further
explanation of the need for hidden layers in order to learn training data which is not linearly separable,
see [Abdi, 1994].

The perceptron serves as a simple, intuitive example of supervised learning in a neural network, which
can help in understanding the basis of learning in more complex architectures. It illustrates the need for
non-linearity to be introduced in some form, in order for the neural network to perform a useful task. For
example, the thresholded activation is what enables the 2-layer perceptron to establish a linear decision
boundary for classifying input points. The need for a multi-layer architecture to learn nonlinear decision
boundaries shows that the complexity of the network architecture generally increases with the complexity of
the problem being solved.

Before more complex topologies could be properly investigated, however, neural networks research slowed,
partly due to the success of logic-based artifcial intelligence (Al) and relative computational superiority
of computers at the time. Neural networks became an active area of research in the 1980s, when the
development of regular computing (and logic-based Al) began to reach its limits [Muller et al., 2012]. Multi-
layered architectures became feasible with the development of the error backpropagation algorithm. In
backpropagation, weights are updated using gradient descent to minimize the cost function (i.e. using
eq. 3.4), like in the LMS algorithm, except that the weight updates are calculated layer by layer — starting
by computing the gradients of the output layer, the gradients of one layer are then used in the computation
of the gradients of the previous layer, using the chain rule of calculus [Rojas and Rojas, 1996]. Recurrent
neural networks (RNNs) were also introduced in the 1980s, and led to a better understanding of how networks
deal with sequences. They have since received signifcant attention for their abilities to retain memory and
recognize patterns [Lipton et al., 2015]. However, recurrent connections introduce new training challenges:
because the current network state depends on past states, weight updates must account for these temporal
dependencies. Training RNNSs is further discussed in section 3.3.

ANN architectures have diversifed signifcantly beyond the few mentioned above. Most of these networks
are not designed to mimic the brain; instead, their primary aim has been to solve complex, specialized
tasks, such as classifcation or feature recognition, with high accuracy [Basheer and Hajmeer, 2000]. In
contrast, another research area at the intersection of neuroscience and Al concentrates on replicating brain-
like characteristics in ANNSs to gain a deeper understanding of biological brains [Cohen et al., 2022]. This
approach focuses on exploring the complexity of neural networks rather than improving their eCciency in

problem-solving. The remainder of this chapter will focus on this particular application of ANNSs.
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3.2 ANNSs in Neuroscience

ANNSs share structural and functional characteristics with brains, which if exploited, could yield insight into
the workings of the brain. Many of the same approaches which are used to study the functional connectivity
and dynamics of biological neuronal systems may also be used to study the functional connectivity and
dynamics of ANNs. In ANNs, we have the advantage of being able to control the dynamics of the individual
units, the noise and external inputs added to the system, and the structural topology. The similarity in the
way brains and ANNs process information, and the added control over network architecture in ANNs, make
them valuable tools in understanding aspects of brain computation and dynamics.

Designing an ANN for this purpose requires striking a balance between incorporating biologically realistic
mechanisms and keeping computational costs reasonable. Some biologically plausible mechanisms, which
can and have been included in ANNs to date, include realistic single-neuron models (e.g. spiking neurons),
distinct excitatory and inhibitory populations, synapses with non-symmetric (directed) weights and distinct
forward and feedback connections, local plasticity mechanisms, local error representation, and combined
rate and temporal coding [Fernandez et al., 2021]. However, implementing biologically plausible neuron
models and learning mechanisms can be computationally costly, cause dynamic instabilities, and require too
many parameters. Additionally, a model which is too complex or specialized will limit the interpretability
and generalizability of the behavior of the model. The mechanisms to include depend on the research
question and the scale of observation. For example, simulating the interactions between a small number of
excitatory and inhibitory neurons requires detailed single-neuron models [Bazenkov et al., 2020]. In contrast,
modeling the dynamics of a neuronal population might involve simplifying individual neuron details in favor
of simulating a large number of densely and recurrently connected neurons [Cohen et al., 2022].

In chapter 5, the aim is to mimic the internal dynamics of a neuronal population and study their re-
lationship to the output dynamics. An RNN was chosen to emulate the dense recurrent connectivity of
neuronal populations in the cortex. The RNN was initialized in the chaotic, or super-critical, regime because
such networks have been shown to produce self-sustained internal dynamics (not driven by noise or external
input) which resemble the spontaneous dynamics of cortical networks. The next section will elaborate on

the characteristics of chaotic RNNs, and methods used to train such networks.

3.3 (Chaotic) Recurrent Neural Networks

Biological neural networks are highly recurrent in densely-connected cortical regions. Neurons connect with

themselves and other neurons in loops, which feed the past state of one neuron into the current state of
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Figure 3.2: Unfolded RNN. At each time-step n, the internal state z,, is updated using the internal state
from the time-step before z,, 1, via the recurrent connections !, the output from the time-step before x,, 1,
if a feedback pathway coupling the output to the reservoir neurons via vector is included, and external
input at time-step n, un, if there is any. The output X, is a linear combination of the states of the reservoir
neurons, with weights determined by the vector

itself and other neurons, allowing information to persist in the network over time. RNNs are artifcial neural
networks designed to emulate the recurrent connectivity of biological networks. The basic architecture that
will be considered here is a recurrently-connected reservoir which can receive external input and feedback
from the output. More complicated architectures, with multiple connected reservoirs can also be considered.
The basic RNN architecture can be represented schematically, unfolded in time, as shown in fg. 3.2. After
the internal state is initialized as zy (IC = initial condition), the current state z, of a neuron evolves as
a function of the external input un, (if there is any), the previous state of every other neuron to which it
connects z, 1, and (optionally) a bias term by, which is not shown in fg. 3.2. The dynamics of this generic

RNN can be summarized mathematically in the following set of equations:

Zo :=1IC
Xn = In 36)
rn="*%(zn)

Zn= Un+1'z, 1+ Xy 1+by

The function f is an activation function that transforms the internal state z into a fring rate r. The
activation function is usually non-linear, such as tanh or sigmoid or a more sophisticated version of the
step-function activation for the perceptron (see eq. 3.2). If there are N neurons in the reservoir and k is the
number of neurons in the output layer, then z and r will be N 1 vectors, I will be an N N matrix of
couplings between the reservoir neurons, u will be an m 1 vector where m is the number of neurons in the
input layer, will be an N m matrix (could just be the identity matrix) which couples the input to the

reservoir, X willbe ak 1 vector, willbeak N matrix which couples the reservoir to the output neurons,
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and will be an Nk matrix which couples the output to the reservoir neurons. The coupling matrices
represent connection strengths between the neurons, between the network and the external environment,
and between the network and its own behavior or output: ! is the connectivity between reservoir neurons,

is the connectivity between the reservoir neurons and output layer (which produces the “behavior”), is
the connectivity between the input layer (e.g. sensory neurons) and the reservoir neurons, and controls
the strength of the feedback from the output (or behavior) to the reservoir.

Recurrent connections play a signifcant role in memory consolidation [Cognigni et al., 2018] and re-
trieval [Chenkov et al., 2017] in both the brain and in RNNs. In both, memory degrades over time unless
strengthened by frequent retrieval and reconsolidation. RNNs are well-suited for tasks involving sequence
detection, because recognizing patterns in new inputs requires holding past internal states in memory. In
addition to their high performance on computational tasks, RNNs have been analytically shown to be able to
approximate any continuous (open) dynamical system. This was done by using the theory of metric spaces
in mathematics to show that the equations of the dynamical system can be represented by the equations of
an RNN with a sigmoid activation function [Schéfer and Zimmermann, 2006].

RNNs initialized in the super-critical, regime (by setting the strength of initial connection weights above
a critical value) exhibit internal dynamics similar to spontaneous brain dynamics [Miconi, 2017]. These
dynamics show signs of chaos: while the system is deterministic (with trajectories governed by diferential
equations), the behavior is aperiodic and seemingly unpredictable to an observer unaware of the under-
lying equations. These dynamics are highly sensitive to initial conditions, with trajectories that diverge
exponentially even when starting from nearly identical initial states. As a result, these chaotic RNNs have
the potential to display a wide variety of behaviors. Thus, the chaotic dynamics of these RNNs are both
self-sustaining — requiring no external noise or input to drive them — and capable of producing diverse,
complex patterns.

The rich, spontaneous dynamics of these chaotic RNNs can be controlled to produce a variety of activity
patterns and non-trivial output dynamics [Sussillo and Abbott, 2009], making them promising candidates
for computational models of cortical networks. They have been trained to approximate a variety of both
continuous dynamics [Sussillo and Abbott, 2009] and input-output transformations [Miconi, 2017]. Training
the chaotic RNN amounts to restructuring the attractor landscape to maintain the desired state or set of
states even in the absence of external control, by changing the weights of at least one network layer. Recalling
that criticality is sometimes considered the boundary between ordered and chaotic dynamics, perhaps training
the RNN brings it closer to the critical state. The varied behavioral dynamics of biological organisms could
have their origin in such a reorganization of spontaneous neural activity [Sussillo and Abbott, 2009] into

structured dynamics, which can explore a diverse repertoire of accessible states. Some limited evidence
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suggests that RNNs self-organizing to the edge of chaos generalize well between tasks, that is, are able to
perform reasonably well on multiple tasks instead of being optimized for a single task [Bertschinger and
Natschlager, 2004].

Unlike random dynamics, chaotic dynamics in some ways lend themselves to being controlled — the
chaotic system explores a large region of phase space, which contains many unstable fxed points and/or
limit cycles, whereas a truly random system would have no attractors. A weak perturbation can easily push
the system from one of these unstable attractors to another, or the system can be maintained in the desired
state through a continuous, but weak, control signal [Faure and Korn, 2001]. Sub-critical RNNs explore
a narrower region of state space, relying on external input to drive dynamics, in which case the attractor
landscape shaped during training depends on the structure of the input, lacking the potential to explore a
variety of states. On the other hand, the high sensitivity to initial conditions of a chaotic system poses a
major challenge for stable learning. Because two trajectories which start with very similar initial conditions
may diverge into completely diferent states some time later, small weight updates can cause unpredictably
large efects. To avoid this, chaotic activity must be quickly suppressed during the early training stages, by
rapid and efective modifcation of the decoder, which is a set of weights that couples the internal neurons to
the output layer. Successful training of the chaotic RNN brings the dynamics into a more predictable, but
still Fexible, regime.

Recurrent connections are inherently challenging to train. A weight update that minimizes error be-
tween the predicted and expected outcome now can still have efects reverberating through the system for
many future time-steps, causing instabilities in learning. A successful learning algorithm must take into
account these reverberating efects. RNNs are commonly trained using gradient-descent algorithms, such as
backpropagation through time, in which the past network states are treated as layers in time to which the
regular backpropagation algorithm can be applied as to a multi-layer network [Werbos, 1990]. However, the
gradient has a tendency to vanish or explode exponentially when backpropagated through time, resulting
in the network either not learning long-term dependencies or in unstable learning. The latter occurs when
weights become large, while the former may result from non-linear activation functions with very small gra-
dients [Salehinejad et al., 2017]. Higher-order optimization methods, which calculate higher-order partial
derivatives of the loss function with respect to each parameter/weight, can be more robust to the vanishing
and exploding gradient problems, by considering not just the change in the loss function with weight up-
dates, but how quickly it is changing, thereby avoiding getting stuck near saddle points or local minima or
overshooting minima. However, these methods are more computationally expensive than 1st-order methods,
which compute weight changes based only on the 1st derivative of the loss function. In general, properly

taking into account changes to all of the parameters while training a RNN is not only prone to instabil-
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ities, but is also computationally expensive. One approach designed to harness the complex dynamics of
recurrent connectivity while mitigating both the computational cost and the stability issues is to leave the
weights in the reservoir unchanged and train only the decoder weights [Jaeger and Haas, 2004]. This is
the approach used in reservoir computing, in other examples of training chaotic RNNs [Sussillo and Abbott,
2009, Masoliver et al., 2022, Masoliver et al., 2023], and is also the approach used here.

Biological neural networks often include feedback pathways from the network output and the network
state. An obvious example is the feedback between behavior and neuronal activity. In order to adjust our
behavior in the world, our brains need to receive information, not just about the environment, but about what
we are doing in it. Similarly, an explicit feedback pathway can be included in the RNN to communicate
the output to the internal state of the network. Feedback does complicate training, however, because of
delayed efects on the error between the actual and expected output. Initially, modifcation of the decoder
brings the output closer to the expected output. But, the resulting modifcation repeatedly feeds into the
internal state because of the feedback loop, afecting the internal state over a long time period (the bigger
the modifcation, the longer the time period). However, as long as the error is kept small (much smaller
than the target output), the weight modifcation is also kept small, and these delayed efects are mitigated.
Some have dealt with this issue simply by excluding feedback during training, which is, however, biologically
unrealistic. Another approach is to keep the errors small enough during training so that they do not afect
learning, but do allow the network to sample and stabilize instabilities during training. This is the approach
of the First-Order Reduced and Controlled Error (FORCE) method employed in chapter 5, which will be

discussed in more detail later (see section 5.2).

3.4 Important Diferences Between ANNs and BNNs

Though ANNs were inspired by biological neural networks (BNNSs), inherent functional diferences limit the
biological interpretability of higher-order emergent phenomena in ANNs. For example, while the brain is
capable of fexibly switching between a diverse range of functions, ANNSs currently lack this ability [Cohen
et al., 2022]. Additionally, while ANNSs, like brains, solve problems via parallel and distributed processing,
they do not necessarily do so in the same way as brains — and in fact, the way the brain solves these tasks
is not necessarily the only or most elcient way to solve them. Diferences in the function of brains and
ANNS likely refect diferences in the way these networks are constructed and designed to interact with the
environment. This is because in biological organisms, emotion, cognition, and behavior are shaped, not only
by short-term plasticity and learning, but also by the embodiment of these emergent properties in a physical

form, by the developmental stages of the brain, and by evolution over many hundreds of thousands of years.
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In contrast, ANNSs are often engineered without considering the efects of these processes.

Biological neural networks belong to beings with bodies, who are aware of their bodies and use them to
interact autonomously with the environment. But, does a being require a body in order to think, feel, act,
and also exhibit neuronal activity that would result in cognition, emotion, and behavior? Embodiment is
the idea that emotion, cognition, and behavior fundamentally depend on their integration in a physical body
and the interaction of this body with the environment [Ziemke, 2013, Korner et al., 2015]. Although there
are various defnitions of embodiment, | will restrict myself here to the idea that organism-like cognition
(or emotion, behavior, etc.) is limited to organism-like bodies, termed organismoid embodiment as discussed
in [Ziemke, 2013]. An organism-like body is a biological or artifcial body which has a type of sensorimotor
system as found in naturally-occurring biological bodies, including aspects such as the sizes and placements
of body parts. ANNs, which have no body, do not have awareness of spatial orientation or distance in the
same way that biological organisms do, even when spatial information is encoded, and, therefore, cannot be
expected to exhibit behavior in the biological sense. Something about the structure of the body constrains,
not only the organisms response to the environment, but its understanding of abstract concepts which depend
on an understanding of the physical world. For example, understanding the abstract concept of “grasping
an idea” could be possible only from the the physical experience of grasping an object [Pfeifer and lida,
2004, Ziemke, 2013].

Learning new tasks in biological neural networks does not take place on a blank slate, but rather on a
network that already has many previous experiences. These experiences were developed over weeks, months,
or years, and their neural representations interact with one another and with the natural progression of the
developmental stages. The way in which information is selected, stored, and integrated to form new neural
representations will be constrained by already-existing neural representations and the cognitive abilities at
the current developmental stage. On the other hand, ANNs might be perceived to spring into existence in
their fully developed form (in the sense that all neurons and weights are initialized simultaneously), often
with random connectivity, whereas even the embryonic/fetal brain is at no point a reservoir with random
connectivity. The diferentiation of brain regions and formation of new neurons and synapses begins soon
after conception in the mammalian brain and continues over the course of weeks or months. We can expect
the relationship between neural activity and higher-order emergent properties to develop in a similarly
constrained way. Whether such a relationship could be recreated by, even biologically-realistic, learning
mechanisms in ANNSs, is an open question.

A third important observation to consider is that the brain evolved, while ANNs are engineered. The
designs of evolution or natural selection are sometimes mistakenly implied to be intelligent or guided in

some way. We also like to throw around the idea that the brain is “optimized”. Knowing that evolution is

44



self-organized under two conditions — the presence of random mutation and selection pressures — it is easy
to see that the brain is very likely not “optimized”, or only under the constraints that 1) a fnite number
of choices of genetic mutations was available at every instance of genetic redistribution, which probably did
not include the most advantageous mutation that could have been presented at the time, and 2) selection
pressures are constantly changing, so that an advantageous adaptation several generations ago is no longer
as advantageous, or may be disadvantageous, today [Burd, 2006]. There is no way to undo adaptations, so
the way to cope with now disadvantageous adaptations is to introduce new adaptations, which compensates
for the detrimental efect. So, while ANNs can be engineered to be as e[dcient or accurate as possible, this
does not necessarily make them brain-like Additionally, a certain adaptation is only optimal relative to how
well other members of the same species, or other species are faring around the same time. Biological brains,
networks themselves, are part of a larger network of brains of the same and diferent species shaped by
competitive and cooperative interactions between all the organisms. Such historical constraints are often
ignored in ANNs but are important to consider when we compare “optimality” in BNNs and ANNSs.

In light of these rather major fundamental diferences between ANNs and BNNs, we are far from designing
an ANN which has all the capabilities of a living organism. Comparison of the relationship between neuronal
and behavioral dynamics in BNNs and between internal and output dynamics in the RNN should therefore
be taken with a grain of salt. Still, ANNs are a powerful tool for deducing the origin of common properties of

brains and ANNSs, utilizing full control and knowledge of connectivity, dynamics, and learning mechanisms.

3.5 Ciriticality in ANNs and RNNs

The diversity and complexity of behaviors and the fexibility to change behaviors in response to internal
processes or external stimuli is very important to the survival of biological organisms. As discussed in
section 2.7, this observation in combination with the scale-free statistics of neuronal ensembles led to the
theory that the brain self-organizes to a critical state, which optimizes information processing and balances
fexibility, robustness, and ellciency. Though ANNs can be trained to perform certain tasks with above
human precision, they are usually limited in their capacity to learn multiple tasks and fexibly switch be-
tween them. Can evidence of criticality also be found in artifcial neural networks? Despite investigation
beginning recently, criticality in ANNs seems to be a fairly robust fnding, in various architectures, also in
RNNs [Del Papa et al., 2017, Bertschinger and Natschlager, 2004, Levina et al., 2007]. Criticality and its
relationship to learning and behavior has yet to be thoroughly explored in chaotic RNNs.

The study of criticality in ANNs with biologically realistic mechanisms has run in parallel to experimental

work in hopes of understanding of how criticality arises in neurobiological systems [Zeraati et al., 2021].
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Factors, which may act as control parameters for criticality and which can be controlled in ANNSs, include
synaptic strength and plasticity, connection density, and type of connectivity (feedforward vs. feedback),
aspects of network dynamics such as the proportion of inhibitory and excitatory neurons, and the strength
of noise and external input, all of which afect the excitation-inhibition balance of the network. Critical
“neuronal” avalanche dynamics compatible with biological experiments were shown to robustly self-organize
in a spiking neural network with biologically-realistic synapses [Levina et al., 2007], as well as in a recurrent
neural network which learns through biological plasticity mechanisms [Del Papa et al., 2017]. In each of these
cases, the RNNs were initialized in the sub-critical regime, and ongoing activity was driven by external input
or noise. In the self-organizing RNN, the presence of noise and the previously discussed lack of separation
of timescales, which leads to temporally-overlapping avalanches, were important for the emergence of scale-
free neuronal avalanche distributions. As previously discussed (see section 3.3), sub-critical networks are
more constrained in the complexity of the attractor landscape than networks which spontaneously generate
chaotic/complex dynamics. Neural signatures of criticality have yet to be thoroughly studied in the chaotic
RNN but are of particular interest because of the reported similarities between self-sustained chaotic activity
in the RNN (activity which is not driven by external input or noise) and spontaneous cortical activity (activity
which is present in the brain even in the absence of sensory stimuli).

ANN:Ss facilitate insight into the emergence of criticality, free of the experimental limitations in biology.
These limitations include uncontrolled noise (from inside and outside the brain), unknown connectivity and
causal relationships, the lack of separation of timescales between avalanches, spatial and temporal subsam-
pling (the critical brain hypothesis assumes full sampling), and hidden/unknown biological mechanisms. In
particular, it is important to rule out that criticality is an artifact of experimental limitations. ANNs can
be used to formulate and test hypotheses about how these factors afect measures of criticality, thereby also

serving as stress tests for criticality measures.

3.6 Summary of Chapter 3

Although ANNSs were initially designed in the mid-20th century to emulate biological computation, they now
serve dual purposes: ofering advantages over logic-based computers through distributed processing and an
inherent robustness to noise, and contributing to our understanding of the brain. The search for a brain-like
ANN capable of exhibiting diverse and complex activity patterns and outputs, both internally generated
and in response to inputs, remains ongoing. Chaotic RNNs are particularly useful to neuroscience due to
their ability to generate spontaneous brain-like dynamics and learn a wide range of complex dynamics and

input-output transformations. While neural signatures of criticality have been identifed in self-organizing,
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input-driven RNNSs, their presence in chaotic RNNs remains to be thoroughly investigated.
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Chapter 4

Manuscript: Changes in functional
connectivity preserve scale-free

neuronal and behavioral dynamics

This chapter contains the manuscript titled Changes in functional connectivity preserve scale-free neuronal
and behavioral dynamics, which looks at the efect on neuronal and behavioral dynamics of perturbing the
functional network in the retro-splenial cortex (RSC) of mice using the psychedelic ibogaine [Rabus et al.,
2023]. The fuorescent calcium imaging data (acquired using 2-photon microscopy) was supplied by the
group of A. Gruber at the University of Lethbridge. The analysis was a collaborative efort between myself
and D. Curic. My contribution was to analyze and compare functional connectivity, as well as behavioral
statistics, across the diferent experimental conditions.

The following sections provide additional background information for a clearer understanding of the
manuscript. They include descriptions of the RSC and its role in motor movement, as well as a brief
summary of current literature on the non-classic psychedelic ibogaine and its potential impact on the RSC.
These concepts are relevant to the discussion on possible mechanisms of drug-induced information re-routing
in the RSC, as presented in the manuscript. | also provide an overview of 2-photon imaging to clarify how
neuronal avalanches are defned in this study. Finally, preceding the manuscript is a brief summary of the

main results and their signifcance.
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4.1 The Retrosplenial Cortex

The RSC is a highly interconnected region of the cerebral cortex, with aferent and eferent projections from
and to revise multiple sub-cortical and cortical regions. While complete discussion of distributed processing
between all these connections would take too long, a short summary will help explain the nature of the
RSC and motivate studying ensemble activity within the RSC. The RSC receives information from sensory
regions, while also being reciprocally connected with multiple regions involved in motor movement, spatial
navigation, and memory, and is, therefore, well-positioned to participate in the integration and processing
of spatial information and execution of motor movements. Some of the main inputs and outputs to the RSC

are listed in fg. 4.1, taken from [Alexander et al., 2023].

RSC inputs intra-RSC connectivit RSC outputs
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Figure 4.1: Two possible connectivity schemes of the retrosplenial cortex. Image from [Alexander et al., 2023].
The RSC is well-connected with multiple cortical regions, such as the somatosensory (S1), visual (V1/V2) and
motor (M2) cortices, the hippocampal formation (cornu ammonis 1/CA1 and subiculum/SUB), the anterior
thalamic nuclei (AT) and anterior cingulate cortex (ACC). The connectivity within the RSC could be sparse,
with multiple neural circuits relaying information between the RSC and other regions semi-independently
(discrete scheme), or densely-connected, with shared circuitry where aferent information is integrated in the
RSC before being relayed to the outputs (mixed scheme).
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The RSC exchanges information with somatosensory regions (S1) and primary and secondary visual
cortices (V1/V2), suggesting the RSC plays a role in the processing of sensory information [Vann et al.,
2009, Makino and Komiyama, 2015]. The RSC also has both aferent and eferent projections connecting
it with the secondary motor cortex (M2) [Yamawaki et al., 2016]. M2 organizes complex movements and
receives projections from the primary motor cortex (M1), which is responsible for the execution of motor
movements. Its connectivity with the motor cortex suggests that the RSC is directly involved in motor be-
havior [Shibata et al., 2004]. Reciprocal connections between the RSC and regions of the hippocampus (cornu
ammonis 1/CAl) and subiculum (SUB) are essential for spatial memory consolidation and navigation; the
hippocampus encodes and retrieves episodic and spatial memory in the activity of place cells, then relays this
information to the RSC, where it is integrated and sent back to the hippocampus for consolidation [Mitchell
et al., 2018]. These regions work in tandem to update the cognitive map, which is the internal representation
of an animals spatial position and orientation, based on the continuous estimation of direction and distance
of movement in a process called path integration [Vann et al., 2009].

While these reciprocal connections are suggestive of the RSC’s role in feedback mechanisms to control and
update specifc movement-related information, such as position and speed, these feedback mechanisms are
not independent of each other. Many of the aferent and eferent projections of the RSC also project to each
other, forming a complex network of sub-networks that is not yet fully understood. Possible connectivity
schemes in the RSC form a continuum between two extremes, illustrated in fg. 4.1: One extreme is the
“discrete” connectivity scheme, in which the RSC consists of a sparsely-connected network of circuits which,
although in spatial proximity, relay information between the RSC and other regions semi-independently of
each other — this would allow the RSC to fulfll multiple specifc roles; the other extreme is the “mixed”
scheme, in which the RSC consists of densely-connected circuitry that shares inputs from diferent regions
— this would allow information from multiple sources to be integrated, and for this integrated information
to be relayed to other brain regions. Where along this continuum the connectivity of the RSC falls, remains

to be shown [Alexander et al., 2023].

4.2 The Psychedelic Ibogaine

Ibogaine is an alkaloid of the plant iboga, native to West Central Africa, where it was historically used as a
medicinal and ceremonial agent. Classifed as a non-classic psychedelic, because its pharmacological actions
extend beyond those of classic psychedelics, whose primary action is on 5-HT (serotonin) receptors [Mendes
et al., 2022], it also produces alterations in consciousness which are reported as introspective, dream-like

states in humans. These actions include the modulation of neurotransmitter systems involved in mood regu-
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lation, memory, cognition, and the promotion of neuroplasticity and synaptic function, including the growth
of new dendritic spines [Alper, 2001]. Specifcally, ibogaine blocks the reuptake of 5-HT, similar to some
anti-depressants, but also modulates glutamate and dopamine release and reuptake [Bulling et al., 2012].
Glutamate is involved in synaptic plasticity and neural excitability [Debanne et al., 2019], while dopamine
plays crucial roles in reward and motivation mechanisms, stability of motor movements, and cognitive fexi-
bility [Klanker et al., 2013, Speranza et al., 2021]. The actions of ibogaine on these neurotransmitter systems
is likely to impact the RSC, which receives serotinergic, glutamatergic, and perhaps even some dopaminergic
projections. A previous study using the same dataset found that ibogaine disrupted spatial encoding in the
RSC (at, but especially between landmarks) by impairing the update of ensemble activity which represent
the cognitive map [lvan et al., 2023]. Ibogaine also drastically reduced the average functional connectivity of
the imaged region, refecting the disruption of coordinated ensemble activity updates. Yet, ibogaine did not
afect the propagation of activity on the network, as there was no change in the slope of neuronal avalanche
distributions. While the imaged region provides only a snapshot of many stages of distributed processing
leading to motor output, Ivan et al.’s results hint at an interesting combination of features which change
under perturbation and others which are robust to perturbation. These relationships are explored in the
manuscript, focusing this time on avalanche dynamics and functional connectivity of movement-encoding

sub-populations and behavioral dynamics.

4.3 2-Photon Imaging

The fring of a neuron coincides with an increase in intracellular calcium ions while membrane depolariza-
tion coincides with a corresponding decrease in calcium ions. Since it is dilJcult to measure the calcium
concentration of individual neurons directly, in vivo neuroimaging studies instead measure the fuorescence
of genetically encoded calcium indicators, which fuoresce when bound to calcium [Mank and Griesbeck,
2008]. The fuorescence is typically imaged using single- or multi-photon microscopy, and individual neuron
activities are extracted from the fuorescence signals. Fluorescence microscopy uses photons of a specifc
wavelength, dependent on the absorption spectrum of the indicator, to excite the indicator when bound to
calcium. The molecule absorbs the photon(s) and emits a lower-energy photon, which is detected by a pho-
todetector. For example, the peaks in the emission and absorption spectra of GCamP indicators (the type
which is used in the experiments discussed in sec. 4.5) occur around 480 nm and 510 nm, respectively [Bar-
nett et al., 2017]. Each resulting (greyscale) image of the sample displays the intensity of fuorescence for
each fuorescently labeled neuron at the same time. The image undergoes a series of processing steps to

reduce noise and identify neurons correctly in all images. Raw fuorescence levels are extracted from the
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greyscale values.

An additional step is needed to extract the calcium concentration, which is refective of the true neuronal
activity, from the observed fuorescence signal. This is because the fuorescence response of the indicator to
changes in calcium concentration transforms the calcium signal. Essentially, the calcium signal is “smeared”
in time because the fuorescence response of the indicator is of fnite duration, often approximated as an
exponential decay [Thomas et al., 2000], rather than a delta function, which would deliver an instant and
infnitesimally short pulse. In control theory, the (smeared) output signal is the convolution of the input
signal with the impulse response of the system, calculated by passing the impulse function over the input
signal, and multiplying the functions at every time-shift [Lynn and Lynn, 1986]. Here, the “system” consists
of the indicators inside the neuron, the input signal is the change in intra-cellular calcium concentration,
the impulse response is the fuorescence response function of the indicators, and the output signal is the
fuorescence signal measured at the photodetector. Hence, the calcium signal, which is an approximation of
the true neuronal activity, must be extracted by deconvolving the fuorescence signal and response function.

2-photon (2P) microscopy is widely used to image living brain tissue due to its single-neuron resolution
and ability to image deeper tissues [Lecoq et al., 2019]. The photons used in 2P imaging each only have half
the energy required to excite a fuorophore, requiring that two photons are absorbed simultaneously in order
for the fuorophore to emit the detectable photon. This happens only at the focal point of the laser beam
where the intensity is highest, which covers only a small portion of the sample at a time and rapidly scans the
sample [Svoboda and Yasuda, 2006]. Confning fuorescence emission to a smaller area produces sharper and
more detailed images with improved lateral and axial resolution compared to 1-photon (1P) excitation, where
fuorescence can be induced throughout the entire sample volume. The longer wavelength of photons in 2P
imaging reduces scattering and absorption by the tissue, allowing the beam to penetrate deeper cortical or
sub-cortical tissues, and reduces noise from other fuorescent molecules in biological samples, because these
typically fuoresce at shorter wavelengths.

Neuronal avalanches are defned as periods of high activity in the deconvolved fuorescence signal, delin-
eated from quiescent periods by binarizing the total signal, which involves applying a threshold to the signal
of each individual neuron and then taking the sum of all the thresholded activities. The binarized signal
gives the number of neurons which are considered to be active (above-threshold) at any given time. In this
context, the neuronal avalanche size is the number of above-threshold events in a given period of non-zero
activity in the binarized signal, and the neuronal avalanche duration is the total time over which the activity

was non-zero.
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4.4 Summary and Signifcance of Results

In section 4.5, we look at how a perturbation to the functional network afects scale-free neuronal and
behavioral dynamics. Previous studies of criticality have focused on the case where topology, which is
characterized by network measures such as weight and degree distributions, and criticality are lost [Scott
et al., 2014, Gautam et al., 2015]. Therefore, we ask: How do changes to the functional network, on the level
of individual neurons, which preserve the topology of the functional network and the structural connectivity,
afect neuronal and behavioral dynamics? Specifcally, we induced a perturbation to the functional network
in the retrosplenial cortex (RSC) of mice using the psychedelic substance ibogaine, which interacts with the
serotonin system and is known to increase excitability [Ivan et al., 2023]. Note that although psychedelics
can aid in synaptogenesis with repeated use, we assume that the administration of ibogaine does not alter
the structural connectivity in the RSC here.

The RSC is known to play a role in developing and using cognitive maps, facilitated by its connectivity
with motor and visual cortices and hippocampus, among other regions [Alexander et al., 2023]. Within the
RSC, cells similar to place-cells exist, which correlate (up-regulate) or anti-correlate (down-regulate) with
the mouse’s movement [Curic et al., 2021]. In line with Jones et al. (2023), we show scale-free neuronal
avalanches in movement up- and down-regulated neuronal subsets and scale-free running event sizes of mice,
which are free to run in 1 dimension on a treadmill belt, motivated by a reward after each belt lap. We found
that ibogaine perturbs functional connectivity on short time-scales, which results in changes to the power-law
exponents of the previously defned neuronal sub-populations, nevertheless preserving scale-free behavior.
The preservation of scale-free neuronal dynamics, even under signifcant changes to functional connectivity
is consistent with the hypothesis that criticality balances fexibility and robustness in the brain [Magnasco,

2022].

4.5 Changes in Functional Connectivity Preserve Scale-Free Neu-

ronal and Behavioral Dynamics
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S1. MATERIALS AND METHODS

A. Data

Experiments were performed on adult (9-11 month old)
Thy1l-GCaMP6m mice (n=7) , kept in standard rodent
cages at 24C, during light hours of a 12 h light/dark
cycle.

The mice underwent a 5 mm bilateral craniotomy (AP:
+1 to -4; ML: -2.5 to +2.5) in the retro-splenial cortex
(RSC) and imaging took place through three layers of
glass coverslips which covered the lesions using Vetbond.
The microscope was held in place by a titanium head
plate which was xed to the skull using dental acrylic.

Mice were water-restricted during training and testing
(with daily 30 minutes of free access to water). Weight
loss was monitored carefully so as not to exceed 15% of
their baseline body weight. Head- xed mice were trained
to move on a non-motorized treadmill belt in daily ses-
sions until they completed at least 20 laps on the belt
in 30 minutes. The belt is 4 cm wide and 150 cm long,
with four tactile cues placed at di erent locations. Mice
were o0 ered a drop of 10% sucrose solution by a solenoid
valve, as a reward after each completed lap.

Continuous neural activity of on average 418 162
neurons in the RSC was measured via two-photon (2P)
imaging of calcium indicators with 19 Hz scanning rate
in 24-minute long recordings. During 2P imaging, the
previously trained, head- xed mice were free to move or
stand on the treadmill belt, with the reward still being
dispensed after every lap. The microscope images a 835
m 2 eld of view, with a depth between 135-170 m (lay-
ers lI/IlN). An optical encoder measured the rotational
motion of the belt, from which the speed of the mice
at each time point was obtained. Consecutive baseline-
saline recordings exist for all 7 mice, and consecutive
baseline-ibogaine recordings exist for 5 of these mice.

anja.rabus@ucalgary.ca
¥ davidsen@phas.ucalgary.ca

B. Classifying populations

Within the RSC, we identify neurons which activate
when the animals are moving (resting) as upregulated
(downregulated). Correlation values computed between
the de-convolved calcium signal of neuronal activity and
the track speed form a unimodal distribution. We chose
to classify neurons with activity that correlates positively
(negatively) with the track speed with p < 0.05 as up-
regulated (downregulated), see Fig. 1(a) for an example
and Table S1 for the numbers of classi ed neurons in the
di erent recordings.

C. Functional connectivity

We calculated FC between the de-convolved calcium
signal of neurons usingcorrcoef (MATLAB) and visually
represented the connectivity within and between classi-
ed populations in adjacency matrices. We were able to
characterize changes in FC from baseline to the ibogaine
(Fig. 1(b)) and saline (Fig. S1) states, as the locations of
individual neurons remain xed in successive recordings.
We quanti ed the proportion of neurons that switched to,
from or between classi cations (Fig. 1(c),(d)), calculated
the mean absolute distance between matrices (Fig. S2),
and determined topological properties of the adjacency
matrices (Fig. S3).

D. De ning behavioral avalanches

Behavioral avalanches are de ned as periods during
which the mouse is moving, between periods where the
mouse is resting. The avalanche sizé is the distance
covered by the mouse during the avalanche and the
avalanche durationt is the total time that the mouse was
in motion during the avalanche. Behavioral avalanches
are determined from the track recording, with negative
speeds set to zero and a threshold of 0.05 cm/s applied to
all recordings, above which the mouse is considered to be
moving and below which the mouse is considered to be
resting. The same threshold is applied to all mice as the
mice are all roughly the same size and weight. All our
ndings (Figs. 2, S5) are robust with respect to variations
in the threshold up to a value of at least 1 cm/s. Results



using the latter threshold are shown in Fig. S4, for ex-
ample. Note that the di erent distributions of avalanche
size, P(l), (Figs. 2(a), S5(a)) and avalanche duration,
P (1), (Fig. S5(c)) are obtained from concatenating across
all recordings of the same condition, which is reasonable
since the e ect of ibogaine on the behavioral avalanche
distributions is consistent across recordings. It is also
necessary in order to ensure a su ciently high number of
behavioral avalanches for reliable estimation of the distri-
butions. Distancel should in theory be limited by reward
dispensation every 150 cm. Although there are some in-
stances where the mouse skips the reward and completes
more than one lap in one avalanche, in most cases the
mice take a break before the end of one lap.

E. De ning neuronal avalanches

Neuronal avalanches are traditionally de ned as peri-
ods of non-zero neuronal activity delineated by periods
of inactivity. As total neuronal activity is high relative
to 2P scanning rate (19 Hz), periods of quiescence are
rare or non-existent. A common approach is to set a
threshold | any value in the 2P calcium time series of
individual neurons that is below the threshold is set to
zero, which generates quiescent periods. As in [1, 2] we
use a threshold that maximizes the number of avalanches
(or equivalently the avalanche rate) in each recording.

Behaviorally conditional neuronal avalanches are gen-
erated as in [2] | periods of rest and movement are
identi ed as described in section S1D. Speci cally, be-
haviorally conditioned avalanches are generated from up
to ve avalanches immediately prior to and following a
behavioral transition. Avalanches that overlap with the
transition, or extend over the last or next moving-to-
resting transition are discarded. While one could take all
avalanches occurring during the identi ed rest or move-
ment phases, this was avoided for two reasons: i) While
the transition from resting to moving is typically sharp
and clear, the reverse transition is not, making it dif-
cult to determine "when" the transition occurred. ii)
Once the mouse completes the lap it is given a reward,
which often coincided with a movement-to-rest transi-
tion and, thus, may result in compounding factors in the
neural activity associated with the reward. The total
number of behaviorally conditioned neuronal avalanches
is closely related to the number of transitions, which
did not change substantially under ibogaine, nor did the
avalanche rate, as shown in Table S2.

The size of the avalanche,S, is the integrated decon-
volved calcium signal between periods of quiescence.
order to account for the di erent number of neurons in
each recording, as well as the various levels of activity, we
normalize the size by = N a4 [1]. Here,N is the num-
ber of neurons within the recording, and a4 is a mea-
sure of the mean act|V|ty lgf the thresholded neuron sig-
nal, given by a4 = N 1 iz1 i» where ; is the mean
number of binary rings of neuron i, averaged over the

In

duration of the recording. Figure S9(a) shows the e ect
of not including this normalization. In all other gures,
neuronal avalanches were concatenated across recordings
and subjects to maximize the sample size of avalanches
under ibogaine, which is limited by the shorter ibogaine
recordings (about 10 mins compared to 20 mins for base-
line recordings). As follows from Table S2, the overall
smaller number of neuronal avalanches for ibogaine pre-
vents us from obtaining reliable estimates for in-subject
distributions for ibogaine. We nally note that proba-
bility density functions are estimated using logarithmic
binning of the concatenated statistics across all relevant
recordings of all mice.

The avalanche duration, T, is the number of frames
that the the avalanche lasted for, converted to seconds by
dividing by the sampling rate. Note that because of their
strictly discrete nature, logarithmic binning causes visual
artifacts in the probability density functions of avalanche
durations, in particular for small durations. The distri-
butions in Fig. S12 are instead obtained by frequency
counting the number of occurrences of a given duration.

Behaviorally conditioned distributions of neuronal
avalanches were calculated separately for up-regulated
and down-regulated neurons (Figs. S8, S12). We consid-
ered both the case in which changes in FC from pre- to
post-administration recordings are accounted for, by re-
classifying neurons in the post-administration recording,
and the case in which these changes are not accounted for,
by using the classi cation from the pre-administration
recording. We also calculated behaviorally conditioned
distributions of neuronal avalanche sizes consideringll
neurons, disregarding any classi cation with respect to
correlations with track speed (Fig. S11).

F. Surrogates

To directly address the question whether behavioral
and neuronal avalanche statistics are trivially related,
we conducted a surrogate analysis. Speci cally, we ran-
domly permuted neuronal activations for each neuron
within the windows prior to and succeeding a moving-
to-resting transition. The window is not xed but rather
is set to the time it took for the (up to) ve avalanches
in the non-surrogate data to occur. This approach to
generate surrogates randomises the neuronal rings but
(i) preserves each neuron's ring rate during the rest-
ing and moving period of each window separately, and
(ii) largely preserves the correlation of each neurons with
the track speed. This step is repeated ve times per
transition. Fig. S10 shows the result of this analysis for
the up-regulated group in the moving state (where the
best t power-laws are observed) and shows that while
the surrogate is capable of generating a wide range of
avalanche sizes, the distribution is not a power-law, and
indeed no sub-region of the whole distribution could be t
by a power-law, suggesting that the neuronal avalanche
statistics we observe are not a direct result of behavioral



statistics.

G. Power-law Analysis

The analysis of the avalanche distributions was done
following [3] and [4]. For both behavioral and neuronal
distributions, maximum likelihood estimation (MLE)
was performed assuming a power-law de ned between a
maximum (Smax ) and minimum (Sni, ) avalanche size of
the form

o 1
p( JS)—Sl

max

TS

smin

for which the log-likelihood function takes the form

X 1
log —S;i

1
i Smax Shin

where s; are the individual observations. From this, the
maximum of * as a function of was obtained numerically
using the intrinsic MATLAB function mle. In order to
select Smin  and Smax , We rst pick an initial (visually
guided) pair, perform MLE and perform a Kolmogorov-
Smirnov test between Bmin ; Smax ] @against a theoretical
power-law distribution, and calculate the corresponding
p-value. This is repeated for a new set of min ; Smax -
The nal domain [ Smin ; Smax | IS the largest domain that
could be obtained that satised p  0:1. By construction
the p value cannot serve as a measure of goodness-of-
t, but is instead the dynamic range of the domain
10910(Smax =Smin )

Neuronal avalanche duration distributions exponents
were obtained similarly to avalanche sizes, but require
a di erent estimator, as avalanche durations are strictly
discrete valued (i.e., in terms of frames) [3],

T
(;T min )

where (;T min ) is the Hurwitz zeta function. Examples
of the estimated exponents can be found in Fig. S12(a)-

p( IT) = CirT)

(c). Avalanche durations always have a smaller range
than avalanche sizes, and thus the tting range is smaller.
However, the exponents typically passed the above estab-
lished criteria (e.g., p > 0.1) over a fairly large portion
of the available range.

The exponent , describing the relationship between
avalanche size and duration, does not correspond to a
probability distribution, thus MLE is not an option.
For both neuronal and behavioral avalanches, we rst
logarithmically binned the avalanche sizes, and calcu-
lated the mean duration of avalanches within each bin to
obtain HTi(S): Robust linear tting within [ Smin ; Smax |
(robustfit in MATLAB), to the logarithm of the mean
avalanche duration for the logarithm of a given size, was
used to estimate the slope, which corresponds ta Fig.
S13(a) shows an example of this for up-regulated cells
in the moving phase, while Fig. S13(b) shows in the
resting and moving phase across all cases tested.

The estimated exponents are summarized in Tables S3
and S4 for the neuronal distributions and in Fig. S5 for
the behavioral distributions.

H. Scaling Relation

At criticality the exponents
the following scaling relation [5]:

,and are related by

1
1

G (S1)
The independent calculation of and (; ), and testing
how well they agree, is a standard test for criticality [6].
Figure 3(d) shows (; ) plotted against from tting

to hri(S) for the up-regulated cells, whereas Fig. S13c
shows the same for the down-regulated cells. The uncer-
tainties on (; ) are obtained via the standard error
propagation formula,
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Pre Post

Up |Down [Unclassi ed | Up |Down |Unclassi ed
11222) 174 128  [200| 173 151
2" (208 149 103 [209| 130 121
22279 196 193 (339 113 278
1% (344 97 245  |305| 85 526
5111 42 42 118 42 35
89| 33 31 90| 29 34
4/118| 68 70 110/ 68 78
90| 57 65 99| 59 54
5115 40 64 115/ 58 46
95| 29 114  [103] 45 90
Ll [180] 188 174  |203| 157 182
Z|1(236| 185 178  [217| 195 187
Sl 1230 163 191  [202| 177 205
82303 112 284  |255 168 276
|7 [269] 112 321 183| 148 371
92| 47 222 94| 58 209
3|112| 78 96 122 75 85
154 48 92 136/ 72 86
87| 86 113 62| 101 123
4/90| 75 103 93| 83 92
102| 83 90 102| 94 79
129 77 238 148/ 99 197
5|129 82 161 151 59 162
111 53 211 131 57 187

TABLE S1. Numbers of up-regulated, down-regulated and unclassi ed neurons in baseline and post-administration (saline
or ibogaine) recordings for the ve mice for which ibogaine recordings exist. The total number of neurons (Up + Down +
Unclassi ed) imaged in the pre- and post-administration recordings is the same.

FIG. S1. (a) Correlations between neurons in the baseline recording. Neurons are in order of most correlated to most
anti-correlated from left to right and top to bottom, with the white lines separating classi ed from unclassi ed groups. (b) Cor-
relations between neurons in the saline recording, preserving the classi cation of neurons obtained from the baseline recording

in (a).
Num. Avs |Num. Transitions [Av. Rate (s 1)
Baseline|11895 47 17 0.22
Saline |5692 47 14 0.26
Ibogaine|2715 41 8 0.24

TABLE S2. The number of avalanches for up-regulated cells for each condition as well as the average number of transitions
per recording and avalanche rate. The number of avalanches for down-regulated cells, or when FC changes are not accounted
for are roughly the same as this is predominantly determined by the number of transitions.



FIG. S2. Mean absolute distance between connectivity matrices. From left to right: distance between saline (SAL) in the
baseline (Base) classi cation and preceding baseline recordings, ibogaine (IBO) in the baseline classi cation and preceding
baseline recordings, 30-minute post-ibogaine (IBO30) in the ibogaine classi cation and preceding ibogaine recordings, 30-
minute post-ibogaine in the baseline classi cation and preceding baseline recordings. Each color represents an animal. Crosses
and errorbars indicate the mean and standard error.

FIG. S3. Representative example recording (a) Left: Connectivity matrix from a representative baseline recording. Middle:
Connectivity matrix from the following ibogaine recording. Right: Baseline matrix from the right panel, with entries random-
ized. (b) Left: Histogram of matrix entries. Middle: Weighted degree distribution. Right: Absolute-valued weighted degree

distribution, of the matrices in (a).



FIG. S4. Scale-free behavioral dynamics when the speed is thresholded at 1 cm/s (see Sec. S1D). (a) Distribution of behavioral
avalanche sizes. The exponent was estimated for the baseline recording. The vertical line at 150cm indicates the belt length.

(b) Relationship between avalanche duration and size, for all baseline recordings only. Pixel color represents the density of
points, and red dots indicate the average i for a given |. The exponents 1 and » are given for two t ranges (white dashed

lines). (c) Distribution of behavioral avalanche durations. The exponent was calculated from in (a) and 1 in (b) using the

scaling relation given in Eq. (S1), and plotted for the range of t usedto nd 1 in (b).

FIG. S5. (a) Behavioral avalanche size distributions for baseline (top), saline (middle) and ibogaine (bottom). Exponents

were estimated over two orders of magnitude. (b) Relationship between size and duration for each condition. Exponents ; and
2 were obtained for separate ranges corresponding to two regimes. (c) Duration distributions for each condition. Exponents
were calculated from in (@) and 1 in (b) using the scaling relation given in Eq. (S1) which must be satis ed at criticality,

and plotted over the range of ;.



FIG. S6. Normalized distributions of speed for all baseline, saline, ibogaine, and 30-minutes post-ibogaine recordings. Periods
where the animals are resting have been excluded. Mean speediSi is given for each distribution (black line), and one standard

deviation is indicated (red dashed line).

FIG. S7. Dimensionless (a) size and (b) duration distributions for behavioral avalanches for baseline (BASE), saline (SAL) and
ibogaine (IBO). The arguments | and t have been re-scaled by averages$li and hti obtained from their respective distributions,

which removes the di erence in cut-o under ibogaine.

FIG. S8. (a) Behaviorally conditioned neuronal avalanche size distribution with changes in FC are accounted for. In the rst
column the estimated exponents, represented by the slope of the line, is also shown. The Kolmogorov-Smirnov distance between
the resting and moving distributions is also shown ( Dks). Top row is down-regulated cells and bottom row is up-regulated cells.
Solid lines represent the moving (mv.) case and dashed the resting (rst.) case. The gray curves are the same as in the baseline
panels and are for visual reference. (b) Same as (a) but when the changes in FC are not accounted for.



FIG. S9. (a) Movement conditional avalanche size distributions for di erent numbers of up-regulated neurons without the
rescaling factor for both baseline (left) and ibogaine (right). (b) Finite scaling analysis shows that subsampling results only
in a rescaling of the cut-o, with similar scaling exponents in both baseline and ibogaine.

FIG. S10. Surrogate neuronal avalanche size distribution generated by temporal shu ing while maintaining neuron ring rates
as described in Section S1 F (yellow), rescaled to the exponent t to the corresponding non-surrogate avalanches (blue). Dashed
line shows tting domain of the non-surrogate avalanches. No range for power-law tting was found for the surrogate.



FIG. S11. (a) Avalanche size statistics with no sub-sampling in baseline, saline and ibogaine for the moving phase. (b) Rescaling
the distribution by the mean and the critical exponent = 1:3 shows curve collapse across all of the three cases. (c) and (d)
show the same as (a) and (b) but for the resting state.

FIG. S12. (a-c) Neuronal avalanche duration distributions for up-regulated cells during movement (solid) and rest (dashed) for
baseline, saline, and ibogaine, respectively. Black lines represent region of tting. (d) The estimated exponents across all cases
in the moving case, against the resting case. Solid markers represent the cases wherein changes in FC are accounted for, while
hollow markers are the cases in which they are not.
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FIG. S13. (a) Baseline example of avalanche duration against size for up-regulated cells in the moving phase. Red dots are the

average duration for a given size bin. The slope of the dashed line is . (b)

for moving phase plotted against resting phase.

Solid (hollow) symbols represent cases for which changes to functional connectivity have been accounted (unaccounted) for. (c)
(; ) obtained from the scaling relation given in Eq. (S1) plotted vs. the directly estimated value of
for di erent conditions for down-regulated cells. Large markers denote moving period, small markers for resting.

rst: rst: mv: mv: rst: rst: mv: mv: ( ) )rsl: rst: ( ; )mv: mv:
Baseline down.|2.2(2)[1.09 |2.5(2) [1.11 |3.0(1) |0.77 [3.5(1) |0.77 [0.6(1)  |.70(2)[0.6(1)  |.72(4)
Saline down. [2.2(2)[1.13 [2.6(2) |1.13 [2.7(1) |0.90 [3.3(1) |0.84 [0.7(1)  |.66(3)[0.7(1)  |.70(8)
Ibogaine down.|1.9(2)|1.23 [2.5(2) [1.22 |2.2(1) [0.84 [3.2(1) [0.84 [0.74(1) |.72(4){0.70(8) |.6(1)
Baseline up. |2.4(1)[1.32 |1.21(5)[1.87 |2.76(8)[0.84 [1.31(2)|1.0 [0.77(7) |.73(2)[0.7(2)  |.74(2)
Saline up. 2.3(1)[1.37 |1.30(7)|1.86 |3.04(8)[0.70 1.43(4)[1.11 |0.62(7) |.71(4)[0.7(2)  |.75(2)
Ibogaine up. [2.3(2)|1.24 [1.3(1) |1.78 |3.0(1) |0.60 [1.58(4)|1.11 [0.64(9) |.75(5)[0.7(1)  |.73(2)

from tting to hTi(S)

TABLE S3. Estimated critical exponents for classi ed populations for baseline, saline and ibogaine recordings when changes

to FC have been accounted for. Exponents are estimated during the resting (rst: ) and moving phases (mv:) of behavior.

rst: rst: mv: mv: rst: rst: mv: mv: ( ) )rst: rst: ( ; )mv: mv:
Saline down. [2.3(2)[1.13 [2.6(3) |1.10 [2.8(1) |.77 [3.06(9)[1.00 [0.7(1)  [0.65(5)|0.7(1)  |0.69(6)
Ibogaine down.|2.3(3)|1.29 [2.1(3) |1.25 |2.71(5)|.84 |[3.3(3) |0.77 [0.74(1) |0.58(5)|0.5(1)  |.69(5)
Saline up. 2.2(1)[1.29 |1.30(7)[1.67 |3.0(1) |1.04 [1.43(3)|1.11 [0.61(7) |0.73(3)[0.7(2)  |.75(2)
Ibogaine up. [2.1(2)|1.34 [1.6(1) |1.63 |2.54(7)[0.90 |1.77(6)|1.17 [0.73(1) [0.81(5)|.81(2)  |.78(4)

TABLE S4. Estimated critical exponents for classi ed populations for baseline, saline and ibogaine recordings when changes
to FC have not been accounted for. Exponents are estimated during the resting (rst: ) and moving phases (mv:) of behavior.



Chapter 5

Manuscript: Non-trivial relationship
between behavioral avalanches and
iInternal neuronal dynamics in a

recurrent neural network

This chapter contains the manuscript titled Non-trivial relationship between behavioral avalanches and inter-
nal neuronal dynamics in a recurrent neural network, which looks at the relationship between internal and
output dynamics of a chaotic recurrent neural network (RNN) in which structural connectivity is changed
through supervised learning [Rabus et al., 2024]. All simulations and data analysis were done by myself.
The next sections introduce the RNN architecture and explain the FORCE method for supervised learning
in chaotic RNNs in some depth. Preceding the manuscript is a brief summary of the main results and their

signifcance.

5.1 RNN Dynamics and Topology

The system to be studied is a recurrent neural network (RNN) initialized in the chaotic regime, following
the approach in [Sussillo and Abbott, 2009]. As discussed in section 3.3, chaotic RNNs exhibit rich, self-
sustained activity similar to spontaneous brain dynamics. When chaos is efectively suppressed, while still

harnessing the varied and fexible attractor landscape, these RNNs can be trained to approximate non-
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trivial, complex, continuous dynamics, including chaotic attractors [Sussillo and Abbott, 2009] as well as
input-output transformations [Miconi, 2017]. In the simplest architecture (Figure 1a in [Sussillo and Abbott,
2009]), a reservoir of recurrently-connected neurons (hidden layer) is initialized with normally-distributed
connections, with each neuron connected to a single output neuron (output layer) via another set of (uniform)
weights. The states of the neurons are converted to continuous fring rates via a tanh activation function.
Additionally, a feedback pathway communicates the output state to the reservoir neurons at every time step.
Chapter 3 discussed some of the challenges in training RNNs, due to recurrences and feedback, exacerbated
in chaotic RNNs due to their sensitivity to initial conditions. One of the training methods, the frst-order
reduced and controlled error (FORCE) method, developed in order to address these challenges in chaotic

RNNs, is discussed in the next section.

5.2 FORCE Training

The frst-order reduced and controlled error (FORCE) method of supervised learning was developed specif-
cally to overcome the diCJculties in training chaotic RNNs [Sussillo and Abbott, 2009], previously addressed
in section 3.3. One of these dilJculties arises because of the feedback pathway from the output into the
reservoir. Updates to the internal states and decoder weights at the current time-step are calculated based
on the output, and the error between the actual and target output at the current time-step. At the next
time-step, the new output is calculated from the updated decoder and internal states, and the new output
is used once again to update the internal states. This feedback mechanism from output to reservoir is what
makes learning possible, in the absence of external input [Sussillo and Abbott, 2009]. However, due to the
recurrent connections in the reservoir, the feedback error — i.e. how far the signal that is fed back to the
reservoir deviates from the target signal — can persist in the network for many time-steps. Consequently,
modifcation of the decoder, , which brings the output closer to the target at the current time-step, can
later cause the output to diverge from the target. This is an issue in any RNN with feedback but is especially
exacerbated by the high sensitivity (of internal state and output) to initial conditions in the chaotic RNN.
Other algorithms deal with this problem by clamping feedback during training through removing errors from
R before feeding it back into the reservoir. This mechanism, however, seems unlikely to occur in a biological
neural network, severely limiting the advantage that chaotic RNNs ofer in simulating brain-like spontaneous
activity. Removing all errors also prevents the internal state from exploring diverse unstable attractors and
adjusting weights to stabilize them.

In order for learning to take place, FORCE training has to suppress chaos and address the problem of

the feedback error. Instead of removing the error before updating the internal state during training, the
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error is quickly reduced and kept, along with weight modifcations, small throughout training. Recursive
least squares (RLS) weight modifcation is one particularly powerful algorithm which accomplishes this. For
a discussion on how RLS achieves this, please see [Sussillo and Abbott, 2009]. In RLS, the decoder weights

are updated at time t according to

t+ )= (@) P t+ tre): (5.1)

Here, r is a vector of the fring rates of the reservoir neurons and e(t) = ®(t) x(t) is the 1st-order
error between the output % and the target output x. Note that eq. 5.1 is similar to the LMS learning rule in
section 3.1, but with multiple learning rates given by the matrix P 1. The elements of P, called the Hessian,
are 2nd-order partial derivatives of the squared loss function, L, with respect to the decoder weights. The
squared loss function is

Z g
L( (T)) = . (R(t)  x(b))%dt: (5.2)

The elements of the Hessian of L with respect to are

2
Pii = @@i@Lj
Zt 02 N
. @8 j(k(t) x(t))“dt
Z @2 )
. @8 j( () r(t) x(t)dt
T e
= . W (ari++ g+ g+ NI 53)

2X()( ar+ o+ g+ NrN)+x2(t) dt

— 2,2 2,2 2,2 2 2

- reres lr1+ il"l + jrj+ NI"N+...
o 00 j

2 qry jNi+2 1rp jrj+2 1rp NIN+2 58§ +2 6 NN+ 2 G NN T dt
Zt

= 2I’j ridt:
0

Therefore, an alternative description of P (t) is the estimate at time t of the fring rate inner products
(or a running estimate of the correlation matrix of the fring rates). In optimization theory, the Hessian

describes the local curvature of the loss function in parameter space (in this case, in decoder space), and the
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inverse of the Hessian is used to determine in which direction the parameters (in this case, the decoders, )
should be updated in order to minimize the loss function. The discrete analog of eg. 5.3, at time-step n + 1

(dropping the factor of 2 for simplicity) is

>
Pij(n+1) = rj.ri,
n

>
=rj.ri, + Min 1Tin 1 (54)
n 1

= rj,.fi, + Pij(n):

In matrix form,

P=rnr;+Ppg (5.5)
Inverting P, then using the Sherman—Morrison-Woodbury identity [Sherman, 1950],

1 _ > 1
Pn+1_ IFnrn +Pn

L L (5.6)
1 Pn rnrﬁpn .
1+rzP . trn

n

P is given an initial condition, set to P (0) = I = , when I is the N -dimensional identity matrix. The
learning rate is set by 1= : when 1= s large, updates to P ', and therefore , are large, resulting in fast,
but possibly unstable, learning; when 1= is small, learning is slower, and can fail if the weight changes are
not rapid enough. Sussillo and Abbott show that as long as 1= << N, the requirement of keeping the error
small is met [Sussillo and Abbott, 2009].

In summary, in FORCE learning, the decoders are updated in order to minimize both the loss function,
using the inverse of the Hessian, and the frst-order error, with the goal of matching the target output while

also improving the stability of the network dynamics.

5.3 Summary and Signifcance of Results

In fnding a general relationship between emergent phenomena in biological systems, we are limited by our
lack of knowledge of 1) all the variables in the system (sub-sampling efects), 2) the structural connectivity,
which is assumed to be constant over the duration of the experiment and 3) the biological mechanisms which
infuence the relationship between behavioral and neuronal statistics. We partially address these limitations

in our second manuscript, where we study the relationship between internal “neuronal” and “behavioral”
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output dynamics in a recurrent neural network (RNN). We would like to know: Is the correspondence
between scale-free behavioral and neuronal dynamics, observed in experiment, a generic relationship between
internal dynamics and output dynamics on complex networks, or are additional biological mechanisms or
sub-sampling required to produce this relationship? Our framework uses a model where 1) the dynamics of
all the neurons in the networks are known, eliminating uncertainty due to sub-sampling, 2) the structural
connectivity is known, and 3) changes to the structural connectivity can be measured.

We frst train the RNN to output discrete power-law distributed output dynamics, then investigate
the efect of training on neuronal dynamics and network connectivity. Despite high sensitivity to initial
conditions, the RNN initialized in the supercritical regime learns to reproduce discrete power-law distributed
output dynamics for some parameter combinations. These parameters include the learning rate and the time
constant of the RNN dynamics. While it is reasonable to expect that a range of learning rates and time
constants enables learning, the sensitivity of the dynamics to initial conditions means that the success of
learning also depends on the initial state.

Although RNNs can theoretically produce any continuous dynamics, extending this to discrete aperiodic
dynamics (dynamics which do not repeat in a regular cycle or pattern) is an interesting proof of concept
in itself. We showed that the RNN can learn to output a sequence with power-law statistics. Further,
the output dynamics of the network using the trained decoder difer signifcantly compared to the output
dynamics of the network when using a randomly initialized decoder. On the other hand, networks using
randomly shufFed versions of the trained decoder largely preserved the power-law output dynamics of the
trained network. While neuronal avalanche duration distributions undergo some variation, size distributions
remain unaltered by training, suggesting that aspects of neuronal dynamics are non-trivially related to
behavior in this model system. The alteration or preservation of behavioral dynamics could not be explained
by changes in pairwise correlations between neurons, or changes in weight and degree distributions, implying
that higher-order network properties may be involved in the mechanisms underlying the relationship between

internal and output dynamics.

5.4 Scale-free behavioral avalanches and internal neuronal dynam-

iIcS In a recurrent neural network
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Chapter 6

Conclusions

6.1 Summary

The work presented in this thesis is a step towards a general understanding of relationships between emergent
phenomena in complex dynamical systems and especially between features emerging at diferent scales of
organization. In forming this understanding, we are particularly interested in the transition state, or regime,
between sub-critical and super-critical dynamics, towards which the biological brain, along with many other
complex systems in nature, is thought to self-organize. This regime is thought to maximize fexibility to adapt
or maintain behavioral functions in the face of adverse internal or external conditions. We were therefore
curious how introducing perturbations to the networks would afect behavior and neuronal dynamics. We
explored the relationship between internal neuronal and behavioral output dynamics in two complex networks
under changes to connectivity: induced chemically in the RSC of rodents and through supervised learning
in a chaotic RNN.

The manuscripts presented in chapters 4 and 5 demonstrate some of the possible forms the relationships
between connectivity, behavioral, and neuronal dynamics can take. In the RSC of mice, behavior and
behaviorally-conditioned neuronal avalanche statistics were robust to changes in functional connectivity
occurring on a fxed structural connectivity. We proposed that the preservation of behavioral dynamics and
of neuronal dynamics in RSC, when accounting for the FC changes among the sub-populations of movement
up-regulated and down-regulated neurons, is evidence of fexible re-routing of information in response to
perturbation. Re-routing could be a self-organising mechanism in the brain, and a feature of criticality. In
this case, criticality remains robust to the change instead of being destroyed by the change in connectivity.

Whether the change in FC is due to a direct efect of ibogaine on neurons in the RSC, such as afecting fring
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rate by modulating neurotransmitter concentration, or whether the changes are occurring further upstream
in the hippocampus or other regions with inputs to the RSC, is currently unknown. In the RNN, changing
the decoder signifcantly altered the structural connectivity, and either occurred alongside signifcant changes
to behavioral statistics (trained decoder compared to random), or preserved behavioral statistics (shu¥ed
decoder compared to trained). Meanwhile, changes to FC in the RNN were comparable to drift naturally
occurring on short time-scales in the RSC: The changes in the correlation between neuronal activities and
behavior observed in the RSC between baseline and saline recordings were similar to the changes in correlation
between internal activities and outputs observed in the RNN between trained and untrained simulations.
Hence, re-routing via diferent cell assemblies cannot be the mechanism which preserves behavioral dynamics
since FC does not change any more between networks with similar behavior compared to between networks
with very diferent behavior. The mechanisms by which behavior is either changed or preserved in the RNN
remain to be uncovered.

The synthesis of these results is that neuronal and behavioral dynamics appear to be non-trivially related,
even when criticality is preserved in features of neuronal dynamics. Scale-free behavioral statistics may or
may not occur alongside scale-free neuronal statistics, suggesting that criticality can occur in one emergent
property and not another. In both the RSC and the RNN, certain features of neuronal dynamics were robust
under topology-preserving changes to connectivity, but in the RNN, this was also the case in spite of changes
to behavioral statistics. Consequently, the RNN model presented in chapter 5 does not support the direct
relationship between scale-free neuronal and behavioral dynamics found by [Jones et al., 2023] and supported
by chapter 4. This diference could be due to additional biological mechanisms or interactions of V1 and
RSC with other brain regions, which are not captured by our model architecture (dynamics and topology),
but may also be an artifact of experimental constraints such as sub-sampling. Our work supports previous
literature on fexible and robust features of information processing at criticality, and the many-to-many
mapping between structure and function, while showing that the relationship between behavior and these

other emergent properties is nuanced and worthy of continued investiagtion.

6.2 Future Work

In this fnal section, I will identify some possible directions in which to take this research in the future,
towards a better understanding of the relationship between brain and behavior and the relationships between
emergent properties on complex networks.

The observation that behavioral and neuronal dynamics are non-trivially related calls for deeper investi-

gation into the mechanisms underlying the results presented in chapters 4 and 5. Although we demonstrated

85



that structural and functional connectivity can be related to internal neuronal dynamics and behavioral
output in a variety of ways, in both the RSC and the RNN, we could only speculate about the mechanisms
underlying these relationships. Some ways to uncover these mechanisms are explored below.

In the RSC, we proposed that information is fexibly re-routed in response to ibogaine-induced pertur-
bation. Yet, mechanisms of fexible re-routing in the RSC remain to be studied. According to the neuronal
cell assembly hypothesis [Hebb, 2005], information routing occurs via sequential activation of transiently
connected neuronal assemblies. Perhaps re-routing results in a distinct (but overlapping) sequence with the
drug on board, but results in the same end or output state as without the drug. To test such a hypothesis,
we would need to observe such patterns of FC in time (dynamic FC). In addition to the temporal changes in
FC, the spatial component of FC and the spatial spreading of neuronal avalanches could also be compared
pre- and post- drug administration. Perhaps relative changes in short-range vs. long-range excitation or
inhibition, potentially due to ibogaine, could account for the observed re-ordering of the sub-populations,
and consequently, changes in FC.

Additionally, when the experimental procedure was designed, the duration of ibogaine-induced changes in
FC was unknown. Recordings taken 30 minutes after ibogaine administration indicate that these FC changes
persist for at least that duration. Investigating when these changes return to baseline would enhance our
understanding of fexible FC. To avoid the ethical concern of keeping mice head-fxed for long experiments,
perhaps a robust method to co-register neurons could be developed to identify the same neurons in separate
sessions. Finally, since neural redundancy often allows for dimensionality reduction [Gallego et al., 2017],
examining correlations between neural modes in a lower-dimensional space could simplify the FC matrix,
potentially revealing clearer patterns. It would be interesting to see if these modes also correlate with
observable aspects of behavior.

In the RNN, we do not yet know what the internal mechanism is which leads to either changes or lack of
changes in behavioral dynamics. Both a change in behavioral dynamics (trained vs. random decoders) and
the preservation of behavioral dynamics (trained vs. shu®ed decoders) were accompanied by changes in the
efective structural connectivity induced by training the decoder. Yet, the weight distribution alone does not
refect diferences between the output of the trained, shu®ed and random RNNs since the weight distributions
for these cases are often statistically indistinguishable. The only notable diference between these cases
was that shufFing the decoder also leaves the row-sum of the efective weight matrix (which represents
the structural connectivity of the reservoir) unchanged. The sum of one of the rows of the weight-matrix
represents the weighted in-degree of a node in the network, which is the sum over all incoming connections
to that node — the distribution of the sums of all the rows gives the weighted in-degree distribution. So,

shuFing the decoder leaves the weighted in-degree distribution of the network unchanged. These observations
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suggest that changes in behavioral output may be the result of higher-order interactions on the internal
neuronal level. To investigate this hypothesis, a rigorous comparison of higher-order network measures, such
as network motifs, assortativity, or community structure, of the efective structural connectivity, over many
networks that display a range of behaviors would be required.

Beyond uncovering mechanisms which underlie changes in emergent properties in certain constrained
scenarios, an alternative research direction is to study the relationship between brain and behavior in a
broader context. Towards the goal of arriving at a more general description of the relationship between
behavior and neuronal dynamics, it would be benefcial to explore why there is a connection between scale-
free behavioral and neuronal dynamics in the RSC and visual cortex but not in the RNN. We suggested
in the discussion of the manuscript in chapter 5 that this relationship may be 1) the result of biological
mechanisms, such as a hierarchical-modular network connectivity, the modulation of neuronal dynamics by
neurotransmitters and neuromodulators, or self-organizing mechanisms, which are not captured in this RNN
architecture, 2) specifc to the RSC and V1, or 3) an artifact caused by spatial sub-sampling.

To explicitly test the efect of biological mechanisms, one would need to fnd a way to incorporate such
mechanisms into the RNN, while avoiding the general pitfalls of training RNNs, and especially chaotic
RNNSs, discussed in section 3.3. Of course, more complex topologies could be explored by coupling recurrent
networks to simulate inputs from other recurrent brain regions and/or allowing reservoir weights to vary
in addition to decoder weights, as in [Sussillo and Abbott, 2009]. Neuromodulatory efects could also be
included by defning distinct excitatory and inhibitory populations and incorporating “Dales’s law” [Li et al.,
2024], which requires that excitatory neurons can only have an excitatory efect on all neurons they connect
to and inhibitory neurons have an inhibitory efect on all neurons they connect to. Plasticity mechanisms
(where network weights are adjusted according to previous activity) additionally modulate the activity of
BNNs, on short time-scales from a few milliseconds or seconds, and on longer time-scales of a few hours
or days [Citri and Malenka, 2008]. Properly balanced biologically-plausible plasticity mechanisms allow an
input-driven RNN to self-organize towards a regime suitable for learning [Del Papa et al., 2017]. Additionally,
chaos in input-driven RNNs is reduced through self-organization [Eser et al., 2014]. Some attempts have also
been made to incorporate spike-timing dependent plasticity (STDP), a learning rule inspired by Hebbian
learning [Hebb, 2005], in which a synapse is strengthened between two neurons if the second fred after the
frst and weakened if the reverse is true, in RNNs. In an RNN initialized in the chaotic regime and driven by
spontaneous dynamics, this led to dynamic instabilities [Ocker et al., 2015]. However, chaotic RNNs trained
with reward-modulated STDP have been shown to at least be able to encode and respond to stimuli [Miconi,
2017]. Attempting to train a chaotic RNN with STDP to generate complex dynamics such as the aperiodic,

discrete, power-law distributed dynamics from chapter 5 would be an interesting future challenge.
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Another possibility is that the relationship between scale-free biological movements and scale-free neu-
ronal activity which appears in the RSC (in chapter 4) and V1 (in [Jones et al., 2023]), but not the RNN, is
specifc to these brain regions. Can a link between neuronal activity and behavior be found in other brain
regions, or maybe more generally in regions that are directly involved in motor movement? Though imag-
ing of live cortical tissues is limited by accessibility of the locations and depth of the tissues, investigating
neuronal dynamics in other cortical regions during behavior would help extend the generalizability of the
conclusions drawn from the RSC and V1.

Finally, the observed relationship between neuronal and behavioral dynamics could be an artifact of
spatial sub-sampling. To see why, consider that the few hundred neurons imaged in the RSC are part of
a much higher-dimensional system of connected neurons within and outside of the RSC; As many of these
variables are redundant, the dimensionality of neuronal systems can usually be reduced, but sub-sampling
does not necessarily reduce the dimensionality in a way that preserves the principal dimensions. Locally,
the region of interest may be randomly sampled, but on a whole brain scale, only a small window is being
sampled. Thus, the mapping between the trajectory in the phase space of the fully-sampled system and the
trajectory in the sub-sampled space may be impacted both by local random sampling and global window
sampling efects [Levina et al., 2022]. The efect of sub-sampling on the relationship between internal and
output dynamics could be studied by comparing the dynamics of the fully-sampled RNN to the dynamics of
systematically sub-sampled RNNs.

Returning to the beginning of this thesis, the central focus is on emergence—a phenomenon found in
nearly all complex systems. Both behavioral and neuronal dynamics, alongside criticality and other network
properties, emerge from interactions between nonlinear units which are arranged with highly specifc, non-
random connectivity, and emerge in ways not yet fully understood. While we focused here on the biological
perspectives of neuronal activity and behavior, a broader motivation lies in exploring whether the brain
shares fundamental mathematical principles with other complex systems. Using methods from complexity
science to research relationships between emergent phenomena in other complex systems could reveal uni-
versal principles governing such relationships. Perhaps, such investigations could lead one day to a unifed

phenomenological description of emergence.
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30 5LIKW LQN3UQEEBY/ FHOH

(16(9,(5 /,&(16(
7(506$1' &21',7,216

6HS
TKIBMNUHHPHQWS @MW ZDHEXY 8QLYHUWRXW\IRQ G DOVBABYLH WK

(OVHYLHU FRQVLVWY RI \RXU OLFHQVH GHWDLOV DQG WKH
(OVHYLHU DQG &RS\ULJKW &OHDUDQFH &HQWHU

JLFHQVH 1XPEHU
ILFHQVH GDWH $XJ
JLFHQVHG &RQWHQW 3 X E@WN KHHU
JLFHQVHG &RQWHQW 3XEBXBRWLRQ

S5HWKLQNLQJ UHWURVSOHQLDO FRUWH]

ILFHQVHG &RI@WMHQW DQG SUHGLFWLRQV

$Q G UHFZO6 [D ®B®WUIODFH OLFKDHO -
/LFHQVHG RARMKRHQW s\ D UUHWW (OL]DEHWK 5LWKUDVWLO 'R

ILFHQVHG &RQWHQW 'DWDBQ
/ILFHQVHG SRFROXWHQW
ILFHQVHG &RQWHQW ,VVXH
ILFHQVHG &RQWHQW 3DJHYV
6WDUW 3DJH

(QG 3DJH
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7NSH RI 8VH UHXVH LQ D WKHVLV GLVVHUWDWLRQ
SRUWLRQ AJXUHV WDEOHV LOOXVWUDWLRQV
1XPEHU RI AJXUHV WDEOHV LOOXVWUDWLRQV

JRUPDW ERWK SULQW DQG HOHFWURQLF

$UH \RX WKH DXWKRU RHQ{VKLV (OVHYLHU
DUWLFOH"

- LOO \RX EH WUDQVODWIRQJ"

SHODWLRQVKLS EHWZHHQ EHKDYLRUDC
/LWOH RI QHZ ZRUN LQWHUQDO G\QDPLFV LQ ELRORJLFDO I
QHXUDO QHWZRUNYV

,QVWLWXWLRQ QDPH 8QLYHUVLW\ Rl &DOJDU\
([SHFWHG SUHVHQWDWL&RHBE GDWH
3RUWLRQV JLIXUH

7KH 5HTXHVWL QD QHLDAR W
$SSHDU RQ\NKH/LFHQV§8Q% SDEXV 8QLYHUVLW\ Rl &DOJDU\

$QMD 5DEXV
ODUFRPEH &UHVFHQW 1(

SHTXHVWRU /RFDWLRQ
&DOJPWA $ +
&DQDGD
$WWQ 8QLYHUVLW\ Rl &DOJDU\

3SXEOLMKH'U *%

TRWDO 86" -
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7JHUPV DQG &RQGLWLRQV

,1752'8&7,21

7KH SXEOLVKHU IRU WKLV FRSYW%JK\VOHENRDW HDEPOSMW (@VHY
FRQQHFWLRQ ZLWK FRPSOHWLQJ WKLV OLFHQVLQJ WUDQVDFW
DQG FRQGLWLRQV DSSO\ WR WKLV WUDQVDFWLRQ DORQJ ZLW
FRQGLWLRQV HVWDEOLVKHG E\,@RS\WB&IKW RW/HD KB QLP B HQK\D-
RSHQHG \RXU 5LJKWV/LQN DFFRXQW DQG WKDW DUH DYDLODEC
KWWSYV P\DEFRXQW FRS\ULJKW FRP

*(1(5%$/ 7(506

(OVHYLHU KHUHE\ JUDQWVY \RX SHUPLVVLRQ WR UHSURGXFH
WR WKH WHUPV DQG FRQGLWLRQV LQGLFDWHG

$FNQRZOHGJHPHQW I DQ\ SDUW RI WKH PDWHULDO WR EH X'
DSSHDUHG LQ RXU SXEOLFDWLRQ ZLWK FUHGLW RU DFNQRZOH
PXVW DOVR EH VRXJKW IURP WKDW VRXUFH - ,1 VXFK SHUPLVYV
PD\ QRW EH LQFOXGHG LQ \RXU SXEOLFDWLRQ FRSLHV 6XLWD
PXvw EH PDGH HLWKHU DV D IRRWQRWH RU LQ D UHIHUHQFH ¢
IROORZYV

5HSULQWHG IURP SREOHBLW L RRQWKEXWEMODH RI DUWLFOH WLWC
FKDSWBIWHYV 1R &RPWLIKWKSHUPLVVLRBQIVRPW/QAVHYLHU >25
62&,(7423<5,*+Z7:1(5@$0VR /DQFHW VSHFLDO FUKHK LW SHSULQ
IDQFH RO QXPEWKRUWOH RI DUWLFOH S3MHIHV 1RLW&RS\ULJKW <
SHUPLVVLRQ IURP (OVHYLHU

SHSURGXFWLRQ RI WKLY PDWHULDO LV FRQAQHG WR WKH SX
SHUPLVVLRQ LV7KHUREWNKHUYBQ PD\ QRW EH UHSURGXFHG RU X\
LQFOXGLQJ XVH LQ FRPELQDWLRQ ZLWK DQ DUWLAFLDO LQWH(
DOJRULWKP WHVW SURFHVV DQDO\WH JHQHUDWH RXWSXW D
LQWHOOLJHQFH WRRO RU WR FUHDWH DQ\ GHULYDWLYH ZRUN
WKH XVH Rl DUWLAFLDO LQWHOOLJHQFH WRROV

$OWHULQJ ORGLI\LQJ ODWHULDO 1RW 3HUPLWWHG +RZHYHU
DOWHUHG DGDSWHG PLQLPQORW WHUVHIEEHHWROOWZRQN DGGLW
GHOHWLRQV DQG RU DQ\ RWKHU DOWHUDWLRQV VKDOO EH PDC(
RI (OVHYLHU /WG 30 HWDgH FRIQW D RKW(UEMDBIBHEWAFDWLRQV
FDQ EH PDGH WR DQ\ /DQFHW AJXUHV WDEOHV DQG WKH\ PXVW

, I WKH SHUPLVVLRQ IHH IRU WKH UHTXHVWHG XVH RI RXU PD
SOHDVH EH DGYLVHG WKDW \RXU IXWXUH UHTXHVWYV IRU (OVH"

5HVHUYDWLRQ RI 5LJKWV 3XEOLVKHU UHVHUYHV DOO ULJKW
FRPELQDWLRQ RI L WKH OLFHQVH GHWDLOV SURYLGHG E\ \RX
OLFHQVLQJ WUDQVDEFWLRQ LL WKHVH WHUPV DQG FRQGLWLR
WHUPV DQG FRQGLWLRQV

/ILFHQVH &RQWLQJHEWOdE RRX3®DP HOQMUFLVH WKH ULJKWYV OLF
LPPHGLDWHO\ XSRQ LVVXDQFH RI WKH OLFHQVH DW WKH HQG |
WUDQVDFWLRQ SURYLGHG WKDW \RX KDYH GLVFORVHG FRPSO
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30 5LIKW LON3UQEE®Y/ LFHQH
SURSRVHG XVH QR OHFWRQWHI X.@ QHI/D/ODO G IXQWLO IXOO SD\PHCQ
\RX HLWKHU E\ SXEOLVKHU RU E\ &&& DV SURYLGHG LQ &&& V
FRQGLWLRQV - ,l1 IXOO SD\PHQW LV QRW UHFHLYHG RQ D WLPH
SUHOLPLQDULO\ JUDQWHG VKDOO EH GHHPHG DXWRPDWLFDOO
JUDQWHG 4+ QXWKHHYHQW WKDW \RX EUHDFK DQ\ RI WKHVH WH
&&& V %LOOLQJ DQG 3D\PHQW WHUPVY DQG FRQGLWLRQV WKH |
VKDOO EH YRLG DV LI QHYHU JUDQWHG - 8VH RI PDWHULDOV D
ZHOO DV DQ\ XVH RI WKH PDWHULDOV EH\RQG WKH VFRSH RI D
FRS\ULJKW LQIULQJHPHQW DQG SXEOLVKHU UHVHUYHV WKH UL
SURWHFW LWV FRS\ULJKW LQ WKH PDWHULDOV

: DUUDQWLHYVY 3XEOLVKHU PDNHV QR UHSUHVHQWDWLRQV RU
OLFHQVHG PDWHULDO

 QGHPR®XWKHUHE\ LQGHPQLI\ DQG DJUHH WR KROG KDUPOHYV
WKHLU UHVSHFWLYH RIAFHUV GLUHFWRUV HPSOR\HHV DQG D.
FODLPV DULVLQJ RXW RI \RXU XVH RI WKH OLFHQVHG PDWHULTL
SXUVXDQW WR WKLV OLFHQVH

1RUDQVIHU RYTKLFVFH@QMAHQVH LV SHUVRQDO WR \RX DQG PD\ Q
DVVLIQHG RU WUDQVIHUUHG E\ \RX WR DQ\ RWKHU SHUVRQ ZLl

1RPHQGPHQW {([FHVEMQUMQOLFHQVH PD\ QRW EH DPHQGHG H[F
ZULWLQJ VLIQHG E\LE)RWKHS BDWH ERV &SREE B QVEXHEIOLVKHU V EHKD

2EMHFWLRQ7MWWRP&R @ WEIDIWAKHU KHUHE\ REMHFWV WR DQ\ WH
SXUFKDVH RNGRIZOHGIJPHQW FKHEN HQGRUVHPHQW RU RWKHU
ZKLFK WHUPV DUH LQFRQVLVWHQW ZLWK WKHVH WHUPV DQG F
3D\PHQW WHUPV DX®E VR QGIIWVPVRDYG-FRQGLWLRQV WRJIJHWKHU
DQG 3D\PHQW WHUPV DQG FRQGLWLRQV ZKLFK DUH LQFRUSRU
DJUHHPHQW EHWZHHQ \RX DQG SXEOLVKHU DQG &&& FRQFHU
WKH HYHQW RI DQ\ FRQALFW EHWZHHQ \RXU REOLJDWLRQV HV'
FRQGLWLRQV DQG WKRVH HVWDEOLVKHG E\ &&& V %LOOLQJ DC
WKHVH WHUPV DQG FRQGLWLRQV VKDOO FRQWURDO

SHYRFDWLRQ (OVHYLHU RU &RS\ULJKW &OHDUDQFH &HQWH!
GHVFULEHG LQ WKLV /LFHQVH DW WKHLU VROH GLVFUHWLRQ |
UHIXQG SD\DEOH WR \RX - 1RWLFH RI VXFK GHQLDO ZLOO EH P
SURYLGHG E\ \RX - )DLOXUH WR UHFHLYH VXFK QRWLFH ZLOO
QR HYHQW ZLOO (OVHYLHU RU &RS\ULJKW &OHDUDQFH &HQWH
FRVWYV H[SHQVHV RU GDPDJH LQFXUUHG E\ \RX DV D UHVXOW
UHTXHVW RWKHU WKDQ D UHIXQG RI WKH DPRXQW V SDLG E\
&OHDUDQFH &HQWHU IRU GHQLHG SHUPLVVLRQV

1,0,7(" 1,&(16(
7KH IROORZLQJ WHUPV DQG FRQGLWLRQV DSSO\ RQO\ WR VSHF

7JUDQVODKMLIRHUPLVVLRQ LV JUDQWHE ORMKIRQPVHREMXVLYH :
XQOHVV \RXU OLFHQVH ZDV JUDQWHG IRU WUDQVODWLRQ ULJK
\RX PD\ RQO\ WUDQVODWH WKLV FRQWS$ 8WRLEWR RKXHOOD QJ XD
WUDQVODWRU PXVW SHUIRUP DOO WUDQVODWLRQV DQG UHSU|
SUHVHUYLQJ WKH LQWHJULW\ Rl WKH DUWLFOH
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3RVWLQJ OLFHQVHGHERQ@WH QRORRZL@\J WHUPV DQG FRQGLW
DV IROORZV /LFHQVLQJ PDWHUL®® FERW BDQW G\RINHG W R XW KH
PXVW PDLQWDLQ WKH FRS\ULJKW LQIRUPBWLRMUOMQH RQ WKH
PXVW EH LQFOXGHG WR WKH +RPHSDJH RI WKH MRXUQDO IURP
KWWS VFZHQFHGLUHFW FRP WRUHWRH URMNLBIO KRPHSDJH IRL
DWWWS HOAZFRIPEH QW U D G KAWRMIDFHHQVH GRHYV QRW LQFOXGH St
D VFDQQHG YHUVLRQ RI WKH PDWHULDO WR EH VWRUHG LQ D |
E\ +HURQ ;:DQ(GX

JLFHQVLQJ PDWHULDO |8 KRSBAVQH[WVRIYQN P ERWNEH LQFOXGHG W
(OVHYLHU KKRHSS JHORFRIBIQWO FRQWHQW SRVWHG WR WKH ZHE
PDLQWDLQ WKH FRS\ULJKW LQIRUPDWLRQ OLQH RQ WKH ERWW

3RVWLQJ OLFHQV HGRERFWHR@H RAGLOHIFRRMUWR WKH DERYH WKH
FODXVHV DUHKHS SBERDBMOHH PXVW EH SDVVZRUG SURWHFWHG D
WR ERQD AGH VWXGHQWYV UH JIK\LW FSWHH® IR/ DRQHIOMH ¥ D GWRHREX UF
RQ®RX PD\ REWDLQ D QHZ OLFHQVH IRU IXWXUH ZHEVLWH SRV

JRUIMRXUQD O VDKMV KRQWORZLQJ FODXVHV DUH DSSOLFDEOH LQ |
3BISULQWYV

$ SUHSULQW LV DQ DXWKRU V RZQ ZULWH XS RI UHVHDUFK UH\
SHRUHYLHZHG QRU KDV LW KDG DQ\ RWKHU YDOXH DGGHG WR
IRUPDWWLQJ FRS\ULJKW WHFKQLFDO HQKDQFHPHQW HWF

$XWKRUV FDQ VKDUH WKHLU SUHSULQWY DQ\ZKHUH DW DQ\ WL
RU HQKDQFHG LQ DQ\ ZD\ LQ RUGHU WR D\SKSHH B Q [PQR LY # IDVLINRHQ \R
RI DUWLFOHY KRZHYHU DXWKRUV FDQ XSGDWH WKHLU SUHSUL
$FFHSWMW®ERU ODQXVFULSW VHH EHORZ

.| DFFHSWHG IRU SXEOLFDWLRQ ZH HQFRXUDJH DXWKRUV WR
SXEOLFDWLRQ YLD LWV '2, OLOOLRQV RI UHVHDUFKHUV KDYH
6FLHQFH'LUHFW DQG VR OLQNV ZLOO KHOS XVHUV WR AQG DF
YHUVLRQ 3OHDVH QRAMH/ DVXHW &IHD® BRI W RFUHQWWRZQHG KD
SUHSULQW SROLFLHV ,QIRUPDWLRQ RQ WKHVH SROLFLHV LV C

$FFHSMXMXRLQXVFYEDSIMAFHSWHG DXWKRU PDQXVFULSW LV WKH
DUWLFOH WKDW KDV EHHQ DFFHSWHG IRU SXEOLFDWLRQ DQG
LQFRUSRUDWHG FKDQJHV VXJIJHVWHG GXWDXWKWRUEPLVVLRQ SF
FRPPXQLFDWLRQV

$XWKRUV FDQ VKDUH WKHLU DFFHSWHG DXWKRU PDQXVFULSW

e LPPHGLDWHO\
o YLD WKHLU QRQ FRPPHUFLDO SHUVRQ KRPHSDJH RU EO
E\ XSGDWLQJ D SUHSULQW LQ DU;LY RU 5H3(F ZLWK WK
YLD WKHLU UHVHDUFK LQVWLWXWH RU LQVWLWXWLRQD
XVHV RU DV SDUW RI DQ LQYLWDWLRQ RQO\ UHVHDUEFK
o GLUHFWO\ E\ SURYLGLQJ FRSLHVY WR WKHLU VWXGHQWYV
WKHLU SHUVRQDO XVH
o IRU SULYDWH VFKRODUO\ VKDULQJ DV SDUW RI DQ LQYL
FRPPHUFLDO VLWHV ZLWK ZKLFK (OVHYLHU KDV DQ DJU
e $IWHU WKR BERBEDRG
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o YLD QRQ FRPPHUFLDO KRVWLQJ SODWIRUPV VXFK DV Wt
o YLD FRPPHUFLDO VLWHV ZLWK ZKLFK (OVHYLHU KDV DQ

,Q DOO FDVHVY DFFHSWHG PDQXVFULSWV VKRXOG

e OLOQN WR WKH IRUPDO SXEOLFDWLRQ YLD LWV '2,

e« EHDU D && %<OLFHQVH WKLV LV HDV\ WR GR

e LI DIJIJUHIJDWHG ZLWK RWKHU PDQXVFULSWYV IRU H[DPSOH 1
VKDUHG LQ DOLJQPHQW ZLWK RXU KRVWLQJ SROLF\ QRW EI
WR DSSHDU PRUH OLNHVIKRH SWHE O XEKNMEAWRWHQABRO DUWLFOH

3XEOLVKHG MRXUWQ B G XOEHDONVKBIKE MRXUQDO DUWLFOH 3-$ LV W
UHFRUG RI SXEOLVKHG UHVHDUFK WKDW DSSHDUV RU ZLOO DS
YDOXH DGGLQJ SXEOLVKLQJ DFWLYLWLHV LQFOXGLQJ SHHU UF
IRUPDWWLQJ LI UHOHYDQW SDJLQDWLRQ DQG RQOLQH HQULI

3ROLFLHV IRU VKDULQJ SXHE UVIKRLD Y WVERNFWQ B & ICRQVD DGHM G Gl |
DUWLFOHYV

6XEVFUISIWILFEQ@ HR/X DUH DROBIOWHKRAKDUH D OLQN WR \RXU DUW
WKH IXOO WH[W OLOOLRQV RI UHVHDUFKHUV KDYH DFFHVV WR
6FLHQFH'LUHFW DQG VR OLQNV ZLOO KHOS \RXU XVHUV WR AC
DYDLODEOH YHUVLRQ

7TKHVHVY DQG GLVVHUWDWLRQV ZKLFK FRQWDLQ HPEHGGHG 3-%
FDQ EH SRVWHG SXEOLFO\ E\ WKH DZDUGLQJ LQVWLWXWLRQ Z
SXEOLFDWLRQV RQ 6FLHQFH'LUHFW

.l \RX DUH DIAOLDWHG ZLWK D OLEUDU\ WKDW VXEVFULEHV WR
SULYDWH VKDULQJ ULJKWV IRU RWKHUV 7KHY HREPK ®F¥ W G
IRU FODVVURRP WHDFKLQJ DQG LQWHUQDO WUDLQLQJ DW WKH
SDFNV DQG FRXUVHZDUH SURJUDPV DQG LQFOXVLRQ RI WKH

*ROG 2SHROHMW L DMK \EH VKDUHG DFFRUGICHFWR GVK B ® XWK R U
OLFHQVH DQG VEERUGOPRMMIBRLERIE XVHU OLFHQVH DQG D '2, ¢
IRUPDO SXEOLFDWLRQ RQ 6FLHQFH'LUHFW

S3OHDVH UHIHWBR\RWVICY/IHBER BXIBWKHU LQIRUPDWLRQ

JRERRN DXWKKRIROORZLQJ FODXVHYVY DUH DSSOLFDEOH LQ DC
$XWKRUV DUH SHUPLWWHG WR SODFH D ERXHIWXRRDW\ RI WKF
DOORZHG WR GRZQORDG DQG SRVW WKH SXEORWYKHDE HOHFWUF
\RX VFDQ WKH SULQWHG HGLWLR®BRWW LFQBHIWRW IDVWMIRUHMOHFWURQL
$XWKRUV DUH SHUPLWWHG WR SRVW D VXPPDU\ RI WKHLU FKD
UHSRVLWRU\

7KHVLV 'LVVHUWDBWLREHQVH LV IRU XVH LQ D WKHVLV GLVV
EH VXEPLWWHG WR \RXU LQVWLWXWLRQ LQ HLWKHU SULQW RU
SXEOLVKHG FRPOHDVHDWDHD S SOAKRVHSHHMPXNVYHRBQWY LQFOXGH
SHUPLVVLRQ IRU $SVWKHKLUYBVDRI\ QXD GD WR VXSSO\ VLQJOH FERS
WKH FRPSOHWH WKHVLVY DQG LQFOXGH SHUPLVVLRQ IRU 3URT)>
GHPDQG RI WKH FRPSOHWH WKHVLY 6KRXOGQRRVHNKHVLV EH
UHDSSO\ IRU BHHMHW WDIRD GLVVHUWDWLRQV ZKLFK FRQWDLQ H
WKH IRUPDO VXEPLVVLRQ FDQ EH SRVWHG SXEOLFO\ E\ WKH D;:
EDFN WR WKH IRUPDO SXEOLFDWLRQV RQ 6FLHQFH'LUHFW
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-

(OVHYISHHFFHWMWUPY DQG &RQGLWLRQV

<RX FDQ SXEOLVK RSHQ DFFHVV ZLWK (OVHYLHU LQ KXQGUHGV
QHDUO\ HVWDEOLVKHG VXEVFULSWLRQ MRXUQDOV WKDW V
3HUPLWWHG WKLUG SDUW\ UH XVH RI WKHVH RSHQ DFFHVV DU’
RI &UHDWLYH &RPPRQV R\BHI) MIFFFHHYWHO BFHHHDRKMHS RO L F\
LQIRUPDWLRQ

THUPV &RQGLWLRQV DS SEFIFDEB/O BIUMWR FBBADHDV 2SHEDLVKHG ZLWK

$Q\ UHXVH RI WKH DUWLFOH PXVW QRW UHSUHVHQW WKH DXW!
DUWLFOH QRU VKRXOG WKH DUWLFOH EH PRGLAHG LQ VXFK D .
RU UHSXWDWLRQ ,I DQ\ FKDQJHY KDYH EHHQ PDGH VXFK FKD

7KH DXWKRU V PXVW EH DSSURSULDWHO\ FUHGLWHG DQG ZH I
OLFHQVH DQG D '2, OLQN WR WKH IRUPDO SXEOLFDWLRQ RQ 6F

,| DQ\ SDUW Rl WKH PDWHULDO WR EH XVHG IRU H[DPSOH AJX
SXEOLFDWLRQ ZLWK FUHGLW RU DFNQRZOHGJHPHQW WR DQRW
XVHU WR HQVXUH WKHLU UHXVH FRPSOLHV ZLWK WKH WHUPV [
KROGHU

SCGLWIRRWDMNO &RQGLWLRQV DS 80 MADEO & RW RRHPW & \BHU

&& %IKH && W<FHQVH DOORZW K VFHUBIWDWHR HRWBUDFWYV DEVWUDF)
ZRUNV |UWWRPNVWKGH WR DOMWHMIL PQIE NOIG IWR MIKMH FRPPHUFLDO
$UWLFOH LQFOXGLQJ UKMXWL DM RUFBARBOFLRDWIKQIW LW LHV
XVHU JLYHV DSSURSULDWH FUHGLW ZLWK D OLQN WR WKH IRU
‘2, SURYLGHV D OLQN WR WKH OLFHQVH LQGLFDWHV LI FKDQ
UHSUHVHQWHG DV HQGRUVL Q@B VKD ®VEHHROOAHD R IRW KHK . FOLLNF H Q
DYDLOBBWSDWUHDWL YOH FRIBRRYVER U

&8& %2& 6F¥KH && M8<6PDLFHQVH DOORZW R \FHIBID WHR HF[RABW D F W V
DEVWUDFWY DQG QHEIWARFOMYV \WRR P OSKHAUL PQIG S RILIE MG BV K L V
QRW GRQH IRU FRPPHUFLDO SXUSRVHV DQG WKDW WKH XVHU
WR WKH IRUPDO SXEOLFDWLRQ WKURXJK WKH UHOHYDQW '2,
LQGLFDWHYV LI FKDQJHV ZHUH PDGH DQG WKH OLFHQVRU LV QF
PDGH RI WKH ZRIJQ\ QXIZWKRHWY PXVW EH PDGH DYDLODEOH RQ
FRQGLWHRQ¥OO GHWDLOV Rl WKH OLFHQVH DUH DYDLODEOH D'
KWWS FUHDWJ] YOHFRIPMRYVER QF VD

&& %4& 1'7KH && 1%<1' OLFHQVH DOORZV XVHUV WR FRS\ DQG G
$UWLFOH SURYLGHG WKLV LV QRW GRQH IRU FRPPHUFLDO SXL
GLVWULEXWMWRIFEHWKHW LV FKDQJBG RS UHRGMLWEHG WX B QR VZADI ¢
DSSURSULDWH FUHGLW ZLWK D OLQN WR WKH IRUPDO SXEOLF
SURYLGHV D OLQN WR WKH OLFHQVH DQG WKDW WKH OLFHQVF
PDGH RI WRKIHZRXWDODNO GHWDLOV RI WKH OLFHQVH DUH DYDLODEO
KWWS FUHDWJ] YOHFRIBFRIYVERQAY AFRBPHUFLDO WHKXNWVRI 2SHQ
DUWLFOHV SXEOLVKHGRAL WEKIBR<E&OMAFHQVH UHTXLUHYV SHUPLV)
IURP (OVHYLHU DQG ZLOO EH VXEMHFW WR D IHH

&RPPHUFLDO UHXVH LQFOXGHYV
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$VVRFLDWLQJ DGYHUWLVLRUWILMOKHWKH IXOO WH[W RI WKH

e &KDUQJ IHHV IRU GRFXPHQW GHOLYHU\ RU DFFHVYV
e SUWLFOH DJJUHJIJDWLRQ

6\VWHPDWLF GLVWULEXWLRQ YLD H PDLO OLVWV RU VKDUH

SRVWLQJ RU OLQNLQJ E\ FRPPHUFLDO FRPSDQLHV IRU XVH E\ F

—

2WK&RQGLWLRQV

AXHVWERQWRBHAF RS\ULJKW FRP

KBV VRS WKWRP &XMRPH$GPLOQ3/ ) NS'WBH ADH GHD G I HHD



