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Along with the breakpoint concept, it is often useful to have a method of stepping through a
program one statement at a time. In this way, the user can follow the execution flow leading up to
an incorrect action. Such single-stepping is usually done immediately after a breakpoint is
encountered, in an area of code which is suspected of containing a bug.

When a user requests that the debugger display the value of a variable, is is preferred that the
value be displayed in a manner which is as close as possible to the user’s conceptual view of what
that variable should look like. A very crude debugger could display any word of memory as a
sequence of bits, but such a representation places an unnecessary burden on the user. Instead, it
can reasonably be expected to have integer variables displayed as decimal integers, real variables as
decimal expansions of real numbers, text strings as sequences of printed characters, and so forth.
Most debuggers deal with these cases in the expected manner.

The problem of displaying data in an intuitive manner becomes more difficult with data types
which do not have a generally-recognizable textual representation. Pointers, for instance, are
usually displayed by textual debuggers as integers, rather than as arrows to other data. This display
format communicates the information the user needs, namely the location of the structure being
pointed to, but is awkward when applied to the display of a linked list. Such limitations are more
or less inherent to the textual approach to debugging, since text alone does not provide the
resolution or display-formatting capabilities required for a more intuitively clear display of such
data structures.

Getz, Kalligiannis and Schach define a ‘‘high-level trace” as one which ‘‘displays a data
structure in the shape in which the user conceptualizes it”’ [Getz 1983]. In order for this to be
possible, it is necessary to provide some degree of graphical support for the data-display
mechanism. This leads to the concept of graphical tracing and debugging.

Studies dealing with the utility of graphics in debugging have been undertaken. These have
not produced conclusive results. While one study would indicate that graphical representations of
programs help with the debugging task [Brooke 1980], another would show no significant
improvement in debugging performance [Shneiderman 1977]. Nonetheless, a large number of
graphical debuggers have arisen.

1.1.2. Semi-Graphical Debugging

Much of what has been called *‘graphical”” debugging has tended to be only semi-graphical
in nature. Such debugging systems make use of terminals with cursor-positioning capabilities to
display a small window on the source code, highlighting in some way (e.g., reverse video) the
statement which is currently executing [Takahashi 1982; Weisling 1981; Teitelbaum 1981; Kline
1978; Shapiro 1974]. Such systems are a distinct improvement over purely textual traces, in that
they allow the user to see not only which statement is currently executing, but also the context in
which that statement occurs within the program. The view presented is also dynamic in nature, so
that the user may concentrate on what is happening at the time, without having to keep track of
where it is appropriate to be looking in a purely textual trace listing.

One of the shortcomings of this sort of semi-graphical trace is that the limited size of the
user’s display may make it impossible to show all the relevant parts of a control structure, such as
a while loop. For example, a loop termination condition may not be displayed when the last few
statements of the loop are being executed -- a time when the user might strongly wish to see
whether or not the loop will exit.

The Cornell Program Synthesizer [Teitelbaum 1981] circumvents this problem to some
degree by basing its tracing on templates, rather than on individual statements. Each template
corresponds to a conceptual program structure, such as a while loop, an if statement, an else clause,
etc. By including comments with the templates and selecting an ellipsis mode, the user can have
the actual source suppressed and only the comment displayed. This allows a higher-level view of
the program to be taken, assuming the comments accurately reflect the actions of the elided source
code.



This high-level view of the program is further enhanced by the ability to control single-
stepping of program execution in a much more refined fashion than at the single-statement level.
Execution may be allowed to proceed to the end of the current template, to the end of the next
sub-template, or to the end of the containing template. Thus, resolution at the statement level is
still possible, but higher-level abstractions are also accommodated.

One of the possible features of semi-graphical tracing/debugging that many such systems do
not implement is the display, alongside the source code, of the values of variables of possible
interest to the user. The display can be updated whenever the value of such a variable is changed.
A version of this facility was implemented in IVF, an Interactive Visual Fortran debugger [Shapiro
1974], by showing, to the right of the source code, the values of any variables used or changed in
the statement currently being executed. This provides the user with complete information on the
variables being directly used at any given point, but does not allow for the display of values of
variables which may be of greater interest, such as active loop indices which do not appear in the
current statement.

Schach has implemented a semi-graphical array trace package for displaying the values of
portions of two-dimensional arrays in Fortran programs [Schach 1982]. The Fortran source is not
displayed during execution, but the display does show the source line number of any statement
which updates any of the arrays being displayed. The array display itself is updated whenever an
assignment takes place to any element which occupies the upper-left or lower-right corner of the
display of that array (i.e., when an array boundary element is changed); whenever an entire array is
updated, as by a READ statement; or whenever thirty assignments to array elements have occurred,
so that a significant portion of the array is likely to have changed. For programs which make
heavy use of arrays, this system has proved useful in tracking down bugs.

A semi-graphical tracing system has been implemented by Shapiro and Witmer [Shapiro
1974] for showing the execution of programs written in HYCOMP, an assembly language for a
hypothetical machine. Their system is primarily intended for use in class instruction, and assumes
a memory size of 100 elements. Each memory element is displayed, together with all machine
registers. During execution, the cursor momentarily highlights each memory location or register
used, and any value changes are filled in on the display. This implementation provides the user
with complete information of the entire machine state at any time, but is able to do so only because
the machine is so small.

The Cornell Program Synthesizer allows for the display of specified variables, with the
display automatically updated when these variables are changed. If more variables are being
tracked than there is room to display, the least-recently updated variable will be removed from the
display to make room for a variable currently being updated, if that variable is not currently in the
display.

EXDAMS is an EXtendable Debugging And Monitoring System which allows for the display
of source code and variable values in a user-controllable fashion [Balzer 1969]. Programs are
compiled with a modified compiler which causes a history file to be produced as execution occurs.
After execution has completed, the history file may be used by the debugging module to re-enact
the execution, with the display of information of interest to the user. This information may include
the flow of control from one source line to another, the updating of variables, flowback analysis
from a variable assignment to the points where other variables used in the assignment were last
given values, and anything else the user cares to incorporate into the debugger.

1.1.3. Graphical Debugging

With the availability of graphical output, the problem of fitting appropriate amounts of
program source code on the display is somewhat alleviated. Since text can be displayed in
arbitrary sizes, more can fit in any given space. More important text or higher-level constructs can
be shown in larger type, and less important details can be shown in smaller type or as bit patterns
which can be zoomed in on to reveal the detail at the user’s request.



The display of data structures can also be made much more intricate with a true graphical
debugging system than with a semi-graphical system. Whereas semi-graphical display of data tends
to be limited to displaying numbers as their decimal representation, pointers as decimal integers,
enumerated types as names, and so on, graphical data display allows for arbitrarily complex
representations. For instance, an array of numbers might be shown as a bar graph; a pointer could
appear as a line with an arrowhead, connecting one part of the display to another part where the
data pointed to is shown; an element of an enumerated type could be displayed as an icon which
represents what such an element looks like in the real world; and aggregate structures could be
represented by boxes with sub-regions.

One tracing package which has been implemented to display linked lists and graphs in an
informative manner is GRAPHTRACE [Getz 1983]. This system deals only with Pascal records --
other data types and program source tracing are not dealt with. When a program run under
GRAPHTRACE encounters a breakpoint, the user may request that any allocated records be
displayed. Records of different types are shown as different icons (square, diamond, etc.), and
pointers of different types are represented by different kinds of lines (solid, dashed, etc.) with
arrowheads. Thus, the display consists of a number of node icons interconnected by lines with
arrowheads, representing the current state of the heap. It is possible to specify constraints on the
direction in which pointers of a given type may be drawn (i.e., horizontally or vertically), so that
some structure is imposed on the display. If the restrictions cannot all be met, the user is informed
of this fact, since this failure could be the result of a program bug which caused an incorrect
structure to be constructed.

The Computer Corporation of America has developed a Program Visualization System [Herot
19831 which allows diagrams to be bound to C code. Selected variables are displayed whenever
they are assigned to, in a format suitable for the variable type. Static diagrams and text may also
be bound to the source, so that a user may, by pointing to a given portion of the source, retrieve
graphical and textual documentation associated with it. This may be done at a number of levels of
abstraction, potentially ranging from a low-resolution icon to a highly detailed diagram.

Two systems for displaying information about Simula executions have been developed at the
University of Calgary. The first [Dewar 1984] allows Simula processes to be represented
graphically on the user’s display screen. The currently-active process is highlighted, and processes
move to appropriate places on the display whenever they enter or leave a queue. The user may
request the display of detailed information about any displayed process or queue. The information
which is displayed, and the manner in which this is done, may be tailored by the user.

The second Simula animation system is Andes [Birtwistle 1984; Joyce 1984]. This system
presents a number of views of an execution, including the program logic view, the activity diagram
view, the resource view, a high-level source trace, and a statistical display. The display formats are
initially constructed by the user with the aid of a graphics editor.

A micro-PL/I system has been implemented by Ron Baecker [Baecker 1975] for use in the
production of program-tracing demonstration films. This system could presumably be adapted for
interactive use, given the appropriate display hardware. With the use of explicit pseudo-comment
option selections, the user may cause this system to display specified data as it is updated, in any
manner for which an appropriate display subroutine has been defined. Source tracing is not dealt
with.

The LOOPS package [Stefik 1983] makes use of active variables to allow for the display of
variables in a LISP-based system in a number of graphical ways. For instance, a number could be
displayed as a dial, a meter, a vertical scale, a horizontal scale, or a combination of any of these
with a digital readout as well. Whenever a displayed variable is altered, the display is
automatically updated to reflect the new value.

Incense [Myers 1983] is a system for displaying data structures in Mesa. It does not allow
for automatic updating of the data display as variables are changed, but must be explicitly invoked
at a program breakpoint. Any specified variable may be displayed, in either a default or a user-



specified format. Aggregate structures are shown as rectangles containing subfields for each
component. Pointers are shown as smoothly-curving lines with arrowheads.

An interesting feature of Incense is that the display procedure invoked depends on the
amount of screen space available for displaying the given data structure. Consequently, either an
iconic representation or a detailed representation may be used, as appropriate. An example of this
in the default display format is the use of gray regions of appropriate length instead of text,
whenever the text would not be readable in the space available.

The EXDAMS system described above makes no explicit provision for the inclusion of
graphics, but there should be no reason it could not be extended to make use of whatever hardware
was available. This would require the user to change the debugger source, but the parsing of the
history file would remain unchanged. Since this system is specifically designed to be extendable,
this approach to the implementation of graphical debugging should presumably be quite simple.

A system which is similar in intent to the Comell Program Synthesizer is OMEGA [Powell
1983]. This system, not yet implemented, forces the user to program in templates, as does the
Cornell system. The difference is that OMEGA is entirely graphical in nature, with templates
consisting of diagrams rather than text fragments. Multiple display formats are allowed for in the
creation of programs, and top-down and bottom-up program design are both possible. Despite the
potential of this system for highly graphical tracing, no mention is made by the authors of any
interaction between code produced by OMEGA and the graphical structures which represented this
code. Hopefully, this oversight will be corrected.

Another programming environment which makes somewhat less use of graphics for program
design, but which is more fully integrated, is PIGS [Pong 1983], a system for Programming with
Interactive Graphical Support. This system is built around Nassi-Shneiderman diagrams [Nassi
1983], with all programming, execution, editing, tracing, and debugging done within this context.
As a program executes, the currently-executing block at any time is highlighted. This system
allows the user to follow in detail the flow of control in a program, as long as control remains
within one procedure. However, it is more difficult to follow what is happening if procedure
invocation becomes very deep, as no provision is made for displaying the context within which the
currently executing procedure was invoked. Moreover, no provisions are made for the display of
data in a graphical fashion.

The BALSA-PECAN environment [Brown 1983] provides for the display of data in any
number of user-definable formats, with defaults provided. Any given variable may be displayed in
more than one window, with different formats for each. The displays are maintained in an object-
oriented manner, with each view updating itself when the executing program informs it that an
““interesting’’ event has occurred. The user may specify which program events are considered
interesting. Zooming and panning facilities are provided.

1.2. Prolog

1.2.1. Prolog Semantics

In order to appreciate the issues involved in debugging Prolog programs, it is necessary to
have a basic understanding of the semantics of the language. Prolog [Clocksin 1981] is a logic-
programming language, based on the search for solutions to goals. Each Prolog ‘‘statement’ is a
clause of the following form:

goal :- subgoall, subgoal2, ..., subgoaln.

This defines a rule, which states that the goal ‘‘goal’’ is true if each of the subgoals ‘‘subgoall’
through ‘‘subgoain’’ are true. Thus, if the user asks the Prolog interpreter to attempt to establish
“‘goal,”” an attempt will be made to satisfy, in order, each of these subgoals. (The subgoals may be
referred to as the conjuncts of the clause, since it is their logical conjunction which establishes the



goal; the goal is referred to as the head of the clause.) Any number of alternative clauses may be
provided for a goal, by specifying additional rules in the same form as above. A clause with no
subgoals is referred to as a unit clause and has the following form:

goal.

Such a clause serves to define a fact which is considered to be true.

The various goals and subgoals appearing in a clause may have parameters associated with
them. When Prolog makes an attempt to satisfy a goal with parameters, it looks only for those
rules and facts involving that goal which have the same number of parameters. An attempt is then
made to unify the parameters of the goal with those of the rule or fact. Such a unification attempt
succeeds only if the two parameters are identical, or if they can be made identical by appropriately
instantiating any variables which appear. (Variables are denoted by names which begin with a
capital letter) For instance, the expression ‘‘person(joe)”’ would unify with the expression
‘“‘person(X)”’ by setting the variable X to be ‘‘joe.”” ‘‘person(joe)”’ would never unify with
“‘person(fred),”” mor would ‘‘person(X)’’ unify with ‘‘person(fred)”’ if ‘‘person(X)’’ had already
been unified with ‘‘person(joe),”’ since ‘‘fred’’ and ‘‘joe’’ are not the same.

Once the clauses defining a Prolog program have been entered, the user may present Prolog
with a top-level goal to be satisfied. This is attempted by recursively pursuing the subgoals of the
first rule whose head can be unified with the goal. Should this fail for any reason, backtracking
takes place, and another suitable rule is sought. Backtracking may similarly occur within attempts
to satisfy any level of subgoals.

Figure 1.1 shows a simple Prolog program in its entirety, along with a goal executed in the
context of that program. A ‘‘grandparent” relationship is defined in terms of ‘‘parent”
relationships, which are in turn defined in terms of father and mother relationships. The various
unit clauses for ‘‘father’ and ‘“‘mother’’ define a family tree. The top-level goal shown requests
that Prolog attempt to find some X such that a grandparent of *‘albert’’ is X.

1.2.2. Prolog Debugging

Most of the debugging issues described above carry over to the debugging of programs
written in Prolog. However, Prolog is a non-procedural language. There are some differences in
the requirements of a good non-procedural-language debugger and of a good procedural-language
debugger. These differences, as well as the similarities, are discussed here.

As is the case with any language, it is useful in debugging Prolog programs to be able to see
the source code that is being executed. This source code could be shown textually, as is usually
done with source traces generated by debuggers, including those from graphical debuggers.
However, it could also be shown in a more graphical manner emphasizing the semantics of Prolog
executions. Such a method of graphical source code display is described in Chapter 2.

Like other languages, Prolog makes use of a call stack for keeping track of procedure
invocation. In Prolog, this stack is generally referred to as the active stack. Each Prolog statement
may be viewed as a goal, consisting of a number of subgoals to be satisfied. Since every Prolog
goal is essentially a procedure call, the active stack can easily become very deep, and therefore
plays a much larger role in Prolog than it does in most languages. It is important that the user who
is debugging a Prolog program be given a clear representation of the contents of this stack on
request.

One of the major differences between Prolog and procedural languages is that the context of
an execution is not completely determined by the contents of the active stack and the location of
the statement which is currently executing. In Prolog, there is a second stack, called the backtrack
stack, which also contributes to the total context. Conceptually, this is not so much a stack as
simply a record of the execution history. If the satisfaction of a goal in a particular way causes the
satisfaction of later goals to be impossible, backtracking may take place in an attempt to re-satisfy



grandparent (X,Y) :- parent(X,2Z2), parent(Z,Y).
parent (X,Y) :—- father(X,Y).
parent (X,Y) :- mother(X,Y).
father (albert, dave).

mother (albert,dianne) .

father (brenda,dave) .
mother (brenda, dianne) .

father (charles,elmer) .
mother (charles,elizabeth).

father (dave, fred) .
mother (dave, freida) .

father (dianne, george) .
mother (dianne, georgette) .

father (elmer, george) .
mother (elmer,georgette) .

father (elizabeth,henry) .
mother (elizabeth,harriet).

father (george, ian).
mother (george, isabel) .

father (georgette, john) .
mother (georgette, jane) .

?- grandparent (albert, X).
X = fred

Figure 1.1. Prolog Program.



the first goal in a different way. The information necessary for this backtracking is found in the
backtrack stack.

Since the backtrack stack contributes significantly to the overall context of a Prolog
execution, it can be important to the user to be able to see the contents of the backtrack stack at
any given point. As with the active stack, it is necessary that this information be presented in a
clear and informative manner. Since the information in the backtrack stack includes complete
history information for the entire execution, it is inherently more complex than the information in
the active stack. The presentation of backtrack-stack information is correspondingly more difficult,
Consequently, textual Prolog debuggers tend not to make information about the backtrack stack
directly available [Pereira 1984; Naish 1983; Spacek 1982].

The concept of a variable in Prolog is different from the concept of a variable in most
languages, in that Prolog’s variables are logical variables. This means that it is impossible for a
Prolog variable to change its value, except on backtracking. A Prolog variable has no value
initially, but may acquire a value (i.e., become instantiated) by being unified with some data
structure. A variable may also be unified with some other variable. Two things which are unified
become identical, in that if one of them is further instantiated, the other is instantiated in the same
way.

Given Prolog’s logical variables, it may be of interest to the user to be able to know in what
contexts a particular data structure occurs, in terms of the active stack and backtrack stack. This
information reveals the nature of data flow throughout the program.

Prolog is quite sparse in data types. In most Prolog implementations, integers and floating-
point numbers are the only types provided aside from the functor. A Prolog functor is simply a
name with an associated list of arguments. More complex data structures are built by nesting
functors. There is a standard convention for representing lists in this fashion, and the Prolog
programmer is free to represent other higher-level data abstractions as well.

In view of the restricted variety of Prolog data types, it is quite important that a Prolog
debugging system allow for the display of the user’s data structures in a manner which corresponds
to the user’s perceptions of what they should look like. A list, for instance, should look like a list
rather than a nested sequence of binary operators whose first arguments are the elements of the list.
This particular case is dealt with by most Prolog implementations, but other data abstractions, such
as trees, are not.

There are a number of issues which arise with the introduction of graphics to Prolog
debugging. These are discussed in detail in the next chapter.



CHAPTER 2

Graphical Debugging Display Issues

The primary design principle behind development of the DEWLAP system is that a debugger
should present the user with all relevant information about a program’s execution, in a manner
which is as simple as possible for the user to understand and to control. The presentation of all
relevant information does not simply mean that all information which could possibly be relevant
should be displayed. Rather it means that the information which is available should be presented in
such a way that a high-level view is given, with lower-level information being available at the
user’s request. The top-level view of the execution, or of a particular part of the execution of
interest to the user, should never be obscured by detail.

There are a number of problems which must be addressed in the implementation of a
graphical debugging system such as DEWLAP. The main ones are as follows:

. display of trees. Both executions and data structures in Prolog have a natural interpretation
as trees. If they are to be displayed in this way, appropriate algorithms must be chosen
which can deal not only with static trees but also with dynamically changing ones.

. suppression of detail. Too much detail in the display can be more confusing than
informative. For any given context, it is necessary to decide what details to suppress and
how best to do this.

. indication of repeated structures. The same variable or data structure may appear in more
than one place on the display. This information must be conveyed to the user in some
fashion.

. tailorability. Any fixed display format will not always conform to a user’s expectations or
desires. Some mechanism must be provided whereby the formats may be changed.

. focusing of attention. For any complex display, it becomes necessary to allow for
concentration on smaller parts rather than on the whole. An appropriate means for
controlling this must be selected.

2.1. Display of Trees

For a graphical trace of a program’s execution to be possible for a given language, it is
necessary that the language have some underlying model which lends itself to graphical
representation. Such is the case with Prolog. The natural model of Prolog views an execution as
an AND/OR tree comprised of the various goals and subgoals involved in an attempt to satisfy a
given top-level goal [van Emden 1981]. The conjuncts of a clause constitute AND nodes of the
tree, with the different clauses defined for each goal being the OR nodes. A graphical Prolog
debugger is able to make use of this simple but powerful model by displaying the AND/OR proof
tree directly.

Most Prolog data structures also have a natural interpretation as trees. For any non-recursive
Prolog data structure, the top-level functor may be viewed as the root node of a tree. Each
argument of the top-level functor comprises a branch of the tree, with deeper arguments being
lower branches. Arguments at the bottom level (atoms and other primitives) form the leaf nodes of
the tree. An example of this is shown in Figure 2.1.
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Figure 2.1. Prolog Data Structure as Tree.

2.1.1. Node Scaling in Static Trees

Several algorithms exist for the drawing of trees [Wetherell 1979]. One approach is to draw
all nodes the same size and to place them such that nodes of the same depth form a horizontal line.
A problem with this non-scaling approach is that it can lead to very wide displays. If the whole
display is to be seen at once, or even if only the top-level information is to be seen, it becomes
necessary for the nodes themselves to be very small, making it difficult or impossible to resolve
any individual node.

A second problem with a non-scaled display is that it can lead to very tall trees which have
very little width. While this is less of a problem, as the high-level information can be seen by
displaying only the top few node levels, it is difficult to achieve a view of the overall structure in
this way. The limited amount of information which may be displayed while still leaving some
nodes of a readable size makes it impossible to tell how deep the tree is.

In view of the above problems, it is helpful to have some scaling of nodes in tree displays.
By having lower-level nodes displayed smaller than higher-level nodes, the display width need not
increase as rapidly with tree depth, and the entire tree can fit in a fixed height. However, it is
important to avoid overscaling, as this can lead to a very rapid decrease in legibility of nodes with
tree depth. A good compromise should be reached between the accessibility of high-level
information and the accessibility of low-level detail. The scaling factor which is best may well
depend on the exact nature of the particular tree being displayed.

Examples of different scaling factors are shown in Figure 2.2. In Figure 2.2 (a), a scaling
factor of 1 causes all nodes to be drawn the same size, with the result that it becomes difficult to
see the detail of even the high-level nodes for large trees. The high-level information is more
readily visible in Figure 2.2 (c), where a scaling factor of 0.5 is used, but lower-level detail very
rapidly becomes indiscernable. Figure 2.2 (b) shows the result of using a compromise scaling
factor of 0.75, emphasizing the high-level information while still allowing lower-level detail to be
seen.

2.1.2. ANDIOR Tree Formats

There are a number of ways of displaying AND/OR trees, each having its own advantages.
Typical representations tend to use lines to connect nodes, with these lines joined by horizontal
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(b) scaling factor = 0.75
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Figure 2.2. Tree Scaling.
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bars in the case of AND nodes [Barr 1981; Nilsson 1980]. An example of this is shown in Figure
2.3. The advantage of this format is that it is sufficiently widely used as to be generally
recognizable.

An alternate format for AND/OR trees is derived from the Ferguson Diagram [van Emden
1981; Ferguson 1982], designed specifically for use with Prolog and shown in Figure 2.4. In this
figure, only AND nodes are shown, as is usually the case with Ferguson Diagrams. Nodes appear
as semicircles, with AND relations being shown by connecting lines. Each connected portion of
the tree represents a single rule or fact, with the clause head appearing above the conjuncts.
Variables and data structures which are passed from one Prolog clause to another are displayed in
the boxes attached to the nodes.

The Ferguson Diagram may be extended in a natural way to include OR nodes, shown by the
placement of lower semicircles under their parent semicircles. When these are shown, the user
may see which previous clauses have been invoked and failed, and what possible future alternatives
exist. An example of this is shown in Figure 2.5. Not all of the OR nodes are fully expanded at
once, since they correspond to different alternative clauses in the Prolog program, of which only
one is active at any time. The ease of parameter display and the clarity of AND and OR relations
are the main advantages of Ferguson Diagrams for displaying AND/OR trees.

Tokyo Templates [van Emden 1984], also intended for use with Prolog, offer a third
approach to the display of AND nodes of AND/OR trees. Figure 2.6 shows a typical example.
Each AND relation appears within a rectangular template. Unifications are especially well
represented by Tokyo Templates, by the lines connecting the parameters within each template.

Since Tokyo Templates are intended to be connected as in Figure 2.6, their extension to
include OR nodes is less natural than is the case with Ferguson Diagrams. A similar extension
would result in the templates no longer interlocking, thus diminishing the clarity of the unifications.

2.1.3. Node Placement and Scaling in Dynamic Trees

The tree-drawing problem as it applies to Prolog execution trees is not limited to the
selection of a good tree-drawing algorithm. Since execution trees are dynamic and change every
time a logical inference takes place, it is necessary that the algorithm be capable not only of
drawing trees, but also of updating trees to display new nodes which are added. If this is not done,
it becomes necessary to remove the old tree and completely draw a new one for every logical
inference.

The most significant problem with recomputing and redisplaying the visual representation of
trees, beyond the added computational expense, is that changes to a tree at a deep level can result
in major differences in how the higher-level nodes are placed, as may be seen in Figure 2.7. This
can lead to confusion as to the high-level structure of the tree, especially if the user shifts attention
from some low-level part of the tree to the top level after having already formed a mental
impression of what the top-level parts of the tree look like. Similar problems can arise with respect
to the shifting of attention between different low-level portions of the tree.

An incremental approach to tree-display updating avoids the problem of high-level changes to
the display taking place to reflect low-level changes to the tree. Instead of a complete new tree
layout being computed each time the tree is changed, the new tree display is obtained by simply
adding nodes to or removing nodes from the old display. In the context of Prolog executions, only
bottom-level nodes are ever added or deleted. Thus, very little of the display is ever changed at
one time, and the high-level structure of the display is preserved.

Such an incremental approach requires the allocation of display space for each new collection
of nodes as they are added to the tree. For a collection of new nodes which are to be added under
a specified parent node, the simplest way to allocate this space is to give each node an equal share
of the horizontal space taken by the parent node. If necessary, the new nodes may be scaled so
that they fit in the space allocated. A difficulty arising from this is that different groups of nodes
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Figure 2.7. High-Level Display Changes from Low-Level Tree Changes.

at the same depth may have different sizes. If the entire tree must fit within a fixed height, then
some minimum scaling is necessary with each level of depth; if the display is allowed to grow
indefinitely in the vertical direction, allocation of vertical display space is not a problem.

A slightly more sophisticated approach to the allocation of horizontal space is available for
collections of new nodes which have inferior nodes of their own. In such cases, the width given to
each new node can be made proportional to the width which would be required to draw the node
and its inferior nodes as a tree in their own right. Figure 2.8 shows a typical instance of this
allocation scheme. In this figure, each new node has one additional level of depth beneath it,
requiring the horizontal positioning algorithm to have one level of ‘‘look-ahead’’ in computing the
width required for each node. For nodes with more than one level of additional depth, a cutoff
could be imposed on the look-ahead depth, giving an approximation of the width without having to
traverse the whole subtree. For Prolog executions, a cutoff of one level of look-ahead is most
convenient, and corresponds to counting the conjuncts in each clause matching the goal being
pursued.

A variation on this space-allocation strategy is available for the display of certain AND/OR
trees. If it is known that for each OR-node group only one of the nodes will have any inferior
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nodes displayed at any time, then the space under each of the sibling OR nodes may be used for
the display of these inferior nodes. An example of this is shown in Figure 2.9. In terms of Prolog
executions, this corresponds to the fact that only one clause is ever selected for execution at a time.
This space-allocation approach has the advantage of making greater use of available space, with the
result that lower-level nodes need not be as greatly scaled as might otherwise be necessary.
Consequently, more detail can be seen.

A disadvantage of this approach is that it is not always clear to which parent node any
inferior nodes belong. One way of clarifying this is to have the display include lines connecting
the inferior-node display regions with their corresponding parent-node display regions, as in Figure
2.10. Other approaches include the use of different colours for different groups of nodes, and the
inclusion of lines connecting each inferior node to its parent node.

2.1.4. Indication of Execution Status

Part of the information associated with a Prolog execution tree is the execution status of each
node; ie., whether the goal represented by the node is currently executing, has successfully
completed execution, has failed, is being backtracked through, or is as yet untried. One way in
which this information can be included in the display is to have nodes displayed in different
colours, with each colour corresponding to a specific execution status. The main difficulty with
this approach is one of practicality: colour graphics terminals are not as generally available as
monochrome graphics terminals.

The use of different shapes to distinguish between the execution status of different nodes is
another possibility. The differences can be in the shapes of the nodes themselves, or in the shapes
of additional icons included with but separate from each node. The former approach has the
advantage of keeping the display complexity down, but the disadvantage of potential confusion
arising from the use of five distinct shapes to represent nodes which differ only in execution status.
The latter approach better separates the static semantics of the tree from its dynamic aspects.

2.1.5. Updating of Data-Structure Displays

During the course of execution, unifications take place. If two things which are being unified
appear in more than one part of the display, it is desirable to have all of the display instances
updated. In this way, a user who is concentrating on one particular part of the display will always
be kept informed as to the current instantiation of any variables in that part of the display.

The parts of the display in which the things being unified appear are not all that must be
updated when a unification takes place. Prolog allows data structures to be nested, so that a
variable which appears as an argument to a goal in some context might also appear as an argument
within some data structure in another context. Whenever such a variable undergoes unification, the
display of any data structures in which it appears must also be updated to reflect this fact, either by
recomputing and redrawing these displays or by incrementally adding to them.

This updating of data-structure displays can add considerably to the time taken for an
execution. In many cases, such updating is redundant, as when the display format does not allow
for the display of sufficient detail for any difference to appear in the pre-unification and post-
unification displays. A partial solution to this problem is to make use of lazy updating, changing
the display of data structures only when the user explicitly interacts with the debugging system. In
this way, the display is kept current whenever a user request is made, but the time required to
maintain the display is reduced.

2.2. Suppression of Detail

2.2.1. Suppression of Execution Information

Prolog programs tend to have different levels of routines, ranging from the high-level ones
which define the overall structure of the program, to the low-level ones which are used for support.
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Figure 2.10. Lines Connecting Nodes to Display Regions.

A typical example of a set of low-level routines is a list-manipulating package, including such
predicates as ‘‘member’’ and ‘‘append.”” Such low-level routines are usually of little interest to the
user in the tracing of a Prolog execution, as they are generally known to be bug-free and their
behaviour may be deduced from their results alone. In cases like this, it is useful to be able to
suppress the display of the execution details.

The omission of execution detail need not be limited to low-level routines. If a high-level
routine is found to be working correctly, the user may not care to see the details of its execution,
preferring to concentrate on those routines in which it is suspected that bugs may reside. Even if a
high-level routine is known to have bugs, a user may still wish to have its detail suppressed while
the task of finding the bugs in some other routine is pursued. Thus, the facility for suppression of
execution detail should be completely general, and not restricted to a specific class of routines.

2.2.2. Suppression of Backtrack-Stack Information

Another way to decrease the complexity of the display is to eliminate the display of the
backtrack stack. Normally, whenever a goal has successfully completed execution, the displayed
execution node corresponding to that goal remains. If instead it were to be removed, and replaced
by an indication of its success at the level of its parent node, then only those nodes which were
part of the active stack, possibly along with their associated AND and OR sibling nodes, would be
shown at any time. An example of this may be seen in Figure 2.11. Here, it is assumed that the
unification of the second ‘‘father’” goal with the unit clause ‘‘father(dave,fred)’’ has just taken
place. Figure 2.11 (a) shows the execution tree as it is normally displayed, but with dashed lines
around the backtrack stack information. In Figure 2.11 (b), the same execution tree is shown with
the backtrack stack nodes omitted, and boxes placed around their parent node to indicate that this
has been done. The erased nodes are redisplayed only when backtracking takes place.
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Although suppression of the backtrack stack is not always appropriate, there are instances in
which it is known that backtracking should not lead to any further solutions. Such deterministic
programming may be used, for instance, for the initialization of data structures, or for the
computation of functions for which there is only one possible result. The occurrence of
backtracking in these cases usually signifies an error in the program, and so the backtrack stack is
of no interest if these deterministic aspects of the program are known to be bug-free. Backtrack-

stack suppression can also be useful when backtracking is prevented by use of the Prolog “‘cut’
functor.

2.2.3. Omission and Simplification of Sibling Nodes

The active stack in Prolog corresponds to the call stack in other programming languages, and
consists of the goal which is currently executing, along with its direct ancestor goals. Detail may
be suppressed and the use of display space improved by omitting or simplifying the display of
those nodes which are not part of the active stack. In the case of OR nodes, these are nodes for
which execution has been attempted and failed, and those which will be tried during backtracking
should the current node fail. The AND nodes are those which have already completed execution
and those which have yet to be executed. Omission of these nodes results in omission not only of
the backtrack stack, but also of the sibling nodes to nodes in the active stack.

This simple exclusion of nodes from the display is not necessarily appropriate. It might be
important to the user to know how many nodes preceded the current node and how many, if any,
follow it. The preceding nodes show previous solutions or previous failed attempts at solutions,
and the following nodes show possible future solutions. If these are of interest to the user, it is
useful to have the non-current nodes not completely omitted from the display, but instead replaced
by some less-detailed representation, compromising between the display of complete information
and the display of no information. Sibling nodes could be shown as small icons with little or no
detail, possibly with size and detail decreasing with distance from the current node. In this way,
the most immediately relevant information is presented most conspicuously, with nodes further
from the current node, and hence of less immediate interest, fading into obscurity. An example of
this is shown in Figure 2.12, which represents the same execution as in Figure 2.11.

Node detail may also be suppressed by displaying only a count of how many sibling nodes
precede and follow the curmrent node. This results in less information being available, and gives
less of a feel for the status of the execution at a glance, but has the advantage of being more
quickly updated in the display. At the most extreme level, sibling nodes may be suppressed
entirely, leaving only a linear tree representing the active stack, as in Figure 2.13. While this
leaves very little context information displayed, it serves to focus attention on the currently-active
goals, and could be quite useful if presented along with a more detailed representation of the
execution.

The main use of the ability to omit nodes or to suppress the details of those which are not
currently active is with programs which make use of unification for implementation of a database.
Such programs generally tend to have a large number of unit clauses of a specific functor and a
specific arity (number of arguments). For instance, a family-tree program would have a large
number of ‘‘father’’ and ‘‘mother’’ clauses of two arguments. To have all of these displayed as
OR nodes would be to fill the display with information which in many cases is irrelevant to the
user.

2.24. Suppression of Detail in Data Displays

Although it is useful to be able to see the complete information about any data structure
wherever it appears in an execution, this information is often more than is needed. In some cases,
the user may find it sufficient to see only the high-level aspects of a data structure, and in other
cases, the entire data structure may be of no immediate interest at all. It is not reasonable to
devote significant amounts of computation time to the display of details which are not wanted.
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If data structures are displayed so that only a minimum of detail is included, it is necessary
to have some means of obtaining further details should they become relevant. The user must be
given some means of indicating a specific data structure for closer examination.

2.3. Indication of Repeated Structures

With parameter passing and unification, it is possible for the same variable or data structure
to appear in more than one place in the execution-tree display. A facility which shows the user all
such occurrences is helpful for following the flow of data through the execution. By showing
which parts of the display are simply repeats of other parts, such a facility also allows the user to
select only one instance of each structure for detailed display, thus reducing the complexity of the
display and decreasing the time required for updating it.

The way in which textual Prolog debuggers indicate different occurrences of the same
variable or data structure is to use the same printed representation for each such occurrence. This
approach cannot simply be extended into the realm of graphical debugging for two reasons. First,
two different data structures may have the same graphical representation if some of the detail of
each is suppressed. Second, a single data structure may have more than one representation, if
different levels of detail are displayed in different contexts. Thus, a more sophisticated means of
indicating multiple occurrences is required.

In the strict sense, a logical variable has no identity of its own. Any two logical variables
are potentially the same, and a logical variable can potentially represent any data structure. In this
sense, it is not meaningful to compare variables to see whether or not they are the same. Only
fully-instantiated structures can be compared for equality or inequality.

In the context of an actual Prolog execution, however, this logical interpretation of variables
must be somewhat relaxed in favour of an interpretation which conveys some information about the
execution which is taking place. Two variables which appear as arguments to goals in the
execution may be considered to be the same if they have been unified with each other, and
different if no such unification has occurred. With this view, the indication of repeated variables in
the execution-tree display becomes meaningful.

To have the display show all instances of repeated variables and data structures at once
would be impractical. Since a large number of different structures can be repeated at the same
time, such an attempt could lead to a display which might appear quite cluttered and confusing.
One way to avoid this is to show instances of only a single item, specified by the user, at any one
time.

One such method is to have all such occurrences highlighted in some way. There are a
number of possible ways to do this, including the use of a different colour, a different intensity,
different line thicknesses, flashing, or pointer icons. A problem arises with the use of different
colours or different intensities if these are also used to indicate execution status of execution-tree
nodes; these methods also require hardware which is more sophisticated than a simple bit-mapped
graphics display. If varied line thickness is used, user-supplied display routines could result in the
display of one data structure looking like the highlighted version of another data structure.
Flashing is workable as long as the hardware is capable of supporting this directly, or the data-
structure display can be erased and redrawn sufficiently quickly to convey the proper impression.

A very simple way to highlight specific data structures is to have some icon, such as an
arrow, drawn near each structure to be highlighted. If icons are also used for indication of
execution status, the highlighting icons must be shaped and placed in such a way as to avoid
potential confusion between these two different contexts.

Indication of unified data structures may be done in another manner which does not involve
highlighting. Instead, lines may be drawn from the selected data structure to all other occurrences
of that data structure. This has the disadvantage of having a potentially large number of lines
emanating from a single data-structure display, with the result that the complete display may appear
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cluttered. The advantage of this approach is that copies of the specified data structure which are
outside the current display window are brought to the attention of the user, along with any copies
within the window. Whether it is the clutter or the clarity which prevails will depend on the
overall complexity of the display and the number of occurrences of the specified data structure.

2.4. Tailorability

Although the tree model allows for the display of any non-recursive data structure, there are
cases in which this is not the most natural representation. For instance, a list in Prolog is
represented by a binary functor (‘") whose first argument is the first element of the list, and
whose second argument is the tail of the list. To display the *“.”” functors themselves would be
redundant and distracting. A more reasonable format for the display of a list is shown in Figure
2.14 (a).

The standard representation of a list uses the functor ““[]” as the list terminator. (This
functor represents the empty list.) However, it is possible to construct lists which are terminated in
other ways. In such cases, it may be of interest to the user to know what list terminator was used.
Figure 2.14 (b) shows how this may be displayed. A similar format may be used to display a list

0 bede

(a) standard list

@ b cdefifoo

(b) nonstandard list terminator
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(c) variable list terminator

Figure 2.14. Display of a List.
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which has not been terminated, but instead ends with an uninstantiated variable. This is shown in
Figure 2.14 (c).

Strictly speaking, lists are not an integral part of Prolog. It is only by convention that most
Prolog implementations recognize the concept of a list as described here. Many other data
abstractions are also possible, but must be decided upon and maintained by the individual users of
the language. For this reason, a graphical debugging system should allow users to specify their
own display formats for arbitrary data abstractions of their choosing.

In keeping with the principle of allowing for suppression of detail in the display, the
debugging system should allow user-supplied display routines to draw different figures depending
on the level of detail desired. This can be accomplished by informing each drawing routine of the
desired detail level, or by invoking different routines for each different level of detail required. In
the latter case, defaults should be provided for detail levels for which the user does not wish to
supply special drawing routines. Defaults should also be provided for the display of any data
structures for which the user does not provide routines.

Allowing user-defined drawing routines leads to a problem with data displays. Since a user-
provided routine could draw vastly different pictures for data structures which differ only in their
degree of instantiation, the debugging system cannot assume that data displays can be updated
incrementally. Thus, every unification involving a given data structure requires the recomputation
and redisplay of each occurrence of that structure, and of any structures within which it appears as
an argument.

2.5. Focusing of Attention

Since Prolog execution displays tend to be quite complex, a mechanism is needed whereby
the user can focus attention on some limited part of the display. Zooming and panning facilities
can provide this. Zooming is required for concentrating on nodes which have been scaled, and
panning is needed for moving from one part of the display to an adjacent part.

Zooming and panning can be done either discretely or continuously. The advantage of the
continuous approach is that the user can see a smooth transition from the previous viewpoint to the
new one, rather than simply being presented with a new display. This smooth transition can help
to reinforce the user’s awareness of which part of the execution display or data structure is being
shown at any time. With continuous zooming and panning, it is also possible to allow motion
towards or away from a particular point to take place, at a user-controlled rate, until the display
reaches the point the user is interested in.

The disadvantage of continuous zooming and panning facilities is that they are much more
computationally intensive than simpler mechanisms. Fast hardware is required for their
implementation, if the result is to convey the impression of continuous motion.

If a separate panning facility is not implemented, panning may still be achieved by use of the
zoom-out and zoom-in facilities. If there is any part of the tree to the left or right of the current
display, then it must be the case that the user arrived at the current view by zooming in. By
undoing one or more of the most recent zooms, the user will reach a view from which it is possible
to zoom in on a different portion of the display.




CHAPTER 3

The DEWLAP Debugger

DEWLAP is a graphical Prolog debugging system which addresses the issues raised in
Chapter 2. The design decisions made in the implementation of DEWLAP and the reasons for
these decisions are described here.

Prolog executions under DEWLAP are shown as the traversal of a tree. Data structures are
also displayed as trees, though this format may be changed by the user. Some suppression of detail
in the execution tree display is allowed for, and different levels of detail may be drawn in data-
structure displays. A hierarchical zooming facility is provided. Repetitions of data structures in
the display may be indicated at the user’s request. The principal means of controlling the
debugging system is graphical, making use of menus and a pointer device.

The hardware and system context played a part in the design of various aspects of the
DEWLAP system. The display device used is a monochrome bit-mapped 68000-based workstation,
with a resolution of 560 pixels horizontal by 720 pixels vertical. Windows of arbitrary sizes may
be created within this area. Software exists for drawing vectors in windows, creating pop-up
menus, detecting menu selections, and obtaining the coordinates of a pointer device within a
window. This context is provided by the University of Calgary’s Jade project [Jade 1985].

3.1. Display of Trees

A typical Prolog execution, as displayed by DEWLAP, is shown in Figure 3.1. Figure 3.1 (a)
shows the initial display of the execution tree for the goal *‘grandparent(X,Y)” as defined in Figure
3.1 (e). Additional nodes are added to the display only as they are encountered by the interpreter.
In Figures 3.1 (b) and 3.1 (c), two OR nodes (with their associated AND nodes) are added when
the interpreter encounters the first ‘‘parent’” goal in the definition of the ‘‘grandparent’’ relation.
Further nodes are added similarly as execution proceeds. Figure 3.1 (d) shows the display after a
typical solution has been found.

The basis for the execution-tree display is the Ferguson Diagram. This format was chosen
over the more standard AND/OR tree representation of Figure 2.2 because of the improved clarity
in showing AND and OR relations and parameter displays. Since connecting lines in Ferguson
Diagrams appear only with AND nodes, rather than with both AND and OR nodes, it may be
simpler for the user to tell them apart at a glance.

The reason for preferring Ferguson Diagrams over Tokyo Templates is that the display of
relevant information is more natural. Neither of these two formats was originally designed to
include OR nodes of the AND/OR tree, though their incorporation into Ferguson Diagrams is quite
simple and natural. Tokyo Templates, on the other hand, are intended to be connected in order to
show the flow of data, and the inclusion of OR nodes makes this impossible. Also, the display of
data with Tokyo Templates tends to emphasize unification more than the actual display of data
structures, whereas the opposite is the case with Ferguson Diagrams.

The strategy used by DEWLAP to position nodes of the AND/OR proof tree is as follows.
The display area is assumed to have an infinite height and a specific fixed width. The top-level
goal node is centered horizontally at the top of the display. Whenever the display is to have added
to it a collection of OR nodes corresponding to the definitions of a goal, horizontal space is
allocated in such a way that each OR node is given a portion of the above node’s space in
proportion to the number of AND nodes which comprise its subgoals. In this way, the AND nodes
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at the next level are always given equal space in the display, in a manner similar to Figure 2.8.
The above node’s space may include some space available from higher-level OR nodes which are
not currently active, as in Figure 2.9. If necessary, nodes are scaled so that they do not overlap.

3.1.1. Indication of Execution Status

Execution status is indicated by including indicative shapes beside each node. An untried
node is unadorned. A node which is currently executing has arrows pointing to it from either side.
A backtracking node has triangles pointing to it, suggesting a similarity to an executing node. A
node which has successfully completed execution is enclosed between squares. Finally, a node
which has been tried and failed is crossed out. These display formats are shown in Figure 3.2, and
their use may be seen in Figure 3.1.

This method of indicating execution status was selected in preference to the use of different
colours because of hardware availability. The use of different shapes of nodes was also rejected,
since it was felt that the presence of five distinct shapes could lead to confusion. These methods
would also have required the redrawing of each node as its execution state changed, instead of
redrawing only the icon accompanying the node. Although the cross icon overlaps the node, its
erasure results in only a small degradation of the display.

3.1.2. Updating of Data-Structure Displays

The current implementation of DEWLAP causes immediate updating of displayed data
structures as unifications take place. User interaction is not required. This allows the user to focus
attention on a small portion of the execution tree, or even on a single displayed data structure, and
be able to see immediately when any change occurs to that data structure. Nevertheless, it is
recognized that this automatic updating of the display is not always appropriate, as it can require
large amounts of processor time; it will be optional in any future implementations.

The updating of data-structure displays is done by erasing and entirely redrawing the
structure each time a unification takes place involving that structure. While this is quite costly in
terms of execution and display time, it is necessitated by the possible use of user-supplied drawing
routines, which need not be amenable to incremental updating. Lists and trees could need
rescaling, since they are shown in a fixed area, so even the standard display formats cannot easily
be updated incrementally. (This is in contrast to the execution tree display, which is assumed to
have an infinite height available to it.)

3.2. Suppression of Detail

Should the user wish to suppress completely the display of execution details for certain
routines, this may be done. This hiding of information is accomplished by specifying a particular
functor, or a functor and arity. Thereafter, any invocation of that functor will be dealt with as an
atomic operation, with no lower-level detail shown.

Suppression of backtrack-stack nodes, and of sibling AND and OR nodes which are not
active, is not currently implemented.

In order to facilitate the suppression of irrelevant detail from the display of data structures
while still allowing that detail to be accessible, two levels of display format are supported by
DEWLAP. The first level, referred to as the icon level, is intended to show only high-level
information associated with any data structure. The second level, or detail level, is intended to
show as much detail as possible. By default, the icon representation of a data structure consists of
the name of the top-level functor of that structure, and the detailed representation is a tree or list.
Typical examples are shown in Figure 3.3. Initially, all data structures are displayed with only the
icon level of detail. The user must explicitly request the detail level if a closer examination of any
data structure is desired. The icon-level default was chosen in order to minimize the time required
for the display of data structures.
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Figure 3.2. Execution Status.
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(a) list (icon)
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Figure 3.3. Icon and Detail Defaults.
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Only two levels of detail were implemented in DEWLAP because it was felt that in most
cases this should suffice. Should the user require additional detail levels, these may be obtained by
tailoring the display procedures appropriately, as described below. Separate procedures are used for
the two levels, rather than having a single procedure accept an additional parameter specifying the
detail level desired. It was felt that this would make it easier to keep the two levels conceptually
separated. Since there are only two levels, this is practical. The use of defaults for cases in which
the user does not supply drawing routines is also more easily implemented with this approach.

3.3. Indication of Repeated Structures

DEWLAP provides a facility for showing what unifications have taken place. The user may
point to a parameter in the execution tree and be shown all other parameters in the tree with which
the selected parameter has been unified. These are indicated by lines drawn to them from the
selected item. An example may be seen in Figure 3.4. Connecting lines are used instead of
highlighting because of their advantage of indicating not only those occurrences which appear
within the current display, but also those which are outside it. Since only one parameter at a time
may be selected for showing repetitions, the display does not usually become confusingly cluttered.

DEWLAP’s “‘show-unified”’ facility is implemented in such a way that identical data
structures are not always shown to be the same. Instead, such an indication is given only if a
unification has taken place between them. This is done for reasons of efficiency; keeping track of
unifications is a simple matter, whereas showing all instances of identical structures would require
comparing the selected parameter to all other data structures encountered during the execution. As
a result of the chosen implementation, identical structures which arise independently in different
parts of the execution are not shown to be related. This is advantageous if the two instances are
indeed unrelated, but somewhat misleading if they are related and a unification which will occur
between them has not been executed yet. The reverse situation, in which unrelated structures are
shown as being the same, never arises, since the unification of two structures occurs only when
they both appear in the same context.

In addition to this ‘‘show-unified”’ facility, DEWLAP provides a similar ‘‘show-occurs’’
facility. The difference between these is that the ‘‘show-unified’’ facility indicates only those
instances of a selected data structure which appear as arguments to goals of the execution tree,
whereas the ‘‘show-occurs™ facility indicates instances of other data structures within which the
selected structure appears as an argument. For instance, the data structure ‘““a(b)’’ would only be
matched with other occurrences of exactly “‘a(b)”’ by ‘‘show-unified,”” but “‘a(b)’’ would be shown
by ‘‘show-occurs’ to be an argument within such structures as *‘x(y,a(b),z).”’

3.4. Tailorability

Default formats are provided for the display of variables, atoms, lists and trees. The display
for a variable consists of three question marks between angle brackets. An atomic data structure
(i.e., an atom or a number) is displayed as its printed representation. A list is shown in the format
of Figure 2.14. Any other data structure is considered to be a tree, and is displayed as in Figure
2.1.

It should be noted that Prolog data structures may exist which cannot be displayed in this
fashion. Most Prolog implementations allow for the creation of circular data structures, in which
some data structure appears as an argument within itself. In such cases, the resultant structure can
be viewed as an infinite tree or a directed graph. Since these cases are not dealt with in DEWLAP,
they are not discussed here. This loss of generality is not as restrictive as it may sound, since most
Prolog programs can be written in such a way as to avoid these circular structures. A typical way
of doing this is to make use of assertions and retractions of rules or facts.

A list drawn in the default fashion consists of a pair of brackets enclosing the elements of the
list. This notation corresponds to the standard textual representation. In the graphical displa)_/,
however, the elements of the list decrease in size with their depth in the list. The first element is
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Figure 3.4. Indication of Repeated Structures.
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shown full size, while each later element is scaled to a fixed ratio to the size of the previous
element. In this way, a complete list will fit in a fixed amount of display space, regardless of the
length of the list. The ratio applies to all lists drawn during the execution, and may be set by the
user before the execution begins, by changing the definition of the unit clause ““list_scale.”” By
default, this clause reads, ‘‘list scale(0.75).”

The information most readily accessible in this representation of a list is that which is most
likely to be immediately useful. The first element or first few elements of a list are typically used
for unification in goal clauses; these elements are displayed most prominently. The length of a list,
which is often related to the complexity of an execution, may be estimated from the display, either
by seeing all the elements or by seeing that there are so many that they become too small for the
deepest ones to be displayed. A list which is not terminated in the standard way (ie., by the
empty-list functor) may arise in an execution, most commonly with an uninstantiated variable as its
terminator during the construction of the list; such list terminations are clearly shown.

If a data structure is neither atomic nor a list, its default display as a tree is constructed as
follows. The top-level functor becomes the root node of the tree, with its arguments comprising
the nodes of the next level. Deeper arguments similarly comprise the nodes of lower levels of the
tree. All nodes at each level are drawn in a horizontal line. With each level of tree depth, all
nodes are scaled by a fixed ratio of the width of previous-level nodes. Further scaling to avoid
overlapping of nodes is not required, as the nodes are placed in such a way that no overlapping will
occur. As with the list scaling ratio, this ratio may be set by the user, by changing the definition of
“‘tree_scale,”” which by default reads, ““tree_scale(0.75).”

The horizontal placement of nodes with the same parent is determined by the width required
for the display of the subtree rooted at each node. The minimum such width for each node is
recursively computed before any node is placed. The nodes are then placed so that each node will
be centered above its subtree, the nodes and their subtrees will not overlap with other nodes and
subtrees, and the nodes and subtrees together will be centered under the above parent node.

The user may wish to override these default display formats in order that the displayed
representation of data structures conform to a conceptual view of how they should look. This may
be accomplished by providing drawing routines in a hierarchical graphical language, GROWL,
described in Chapter 4. If such a definition is present, it is used; otherwise, the default format is
assumed. User-defined drawing routines may be provided for either or both of the icon and detail
level.

3.5. Focusing of Attention

DEWLAP provides a hierarchical zooming facility, whereby the user can point to a node in
the execution tree and have the subtree associated with that node expanded to fill the display. An
example of this is shown in Figure 3.5. Zooming to an arbitrary rectangle is also provided.

Since parameters to goals are included in the display, it is possible for the user to point to the
box within which a particular parameter is shown. In this case, the specified parameter, rather than
the execution-tree node to which it belongs, is zoomed in on. The rectangle within which the
parameter appears is expanded to fill as much of the display as possible. Further refinement or
concentration on parts of a given parameter display may be done by zooming to specified
rectangles, but a hierarchical node-zooming facility for such examination of data structures has not
been implemented. Hierarchical zooming on data displays is made difficult by the fact that user-
defined display formats may be in use, in which case it is not clear what parts of the display
correspond to what parts of the data structure represented.

Zooming out is handled by undoing the most recent zoom-in request, returning the user to the
previous viewpoint. A top-level zoom is also provided, so that the user may return to a top-level
view without having to undo individually all of the steps taken in arriving at the current viewpoint,
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Figure 3.5. Zooming In.
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The zooming of DEWLAP is discrete, rather than continuous, because of hardware
constraints. Whenever a zoom-in or zoom-out request is issued, the display is erased and redrawn
from the new vantage point.

A separate panning facility has not been implemented. Panning is instead accomplished by
zooming out, and zooming in on a separate part of the display. In this way, a hierarchical view of
the execution is enforced. Since the user presumably zoomed in on increasingly lower-level
portions of the tree, a requirement to zoom out forces a return to a higher-level view of the
execution before another lower-level portion may be examined. This makes it more difficult to
lose track of the overall execution by concentrating too closely on details.

3.6. Control of Execution

Single-stepping of program execution is possible under DEWLAP, and is referred to as
“‘creeping,” in keeping with standard Prolog terminology. Provision has also been made in
DEWLAP for more refined control over the flow of execution, but these facilities have not yet been
fully implemented. Leashing is the simplest refinement: instead of having the execution pause
with each call, exit, redo and failure, the user specifies that only certain of these should cause the
execution to pause. This provides a simple means of allowing the execution to proceed until a
specific kind of action occurs. For instance, pausing only when a failure occurs is useful for
finding errors in deterministic code which is expected to execute successfully without backtracking.
Pausing only on calls and exits allows backtracking to undo recent parts of the execution until an
alternate solution is found, without forcing the user to deal with the entire backtracking process.

The use of spypoints allows execution to be interrupted when a specific functor is invoked.
Such a pause in execution can take place unconditionally, or can depend on some conditions
associated with the spypoint. Conditional spypoints can be used in checking the program’s
execution against its specification. For instance, a sorting routine could have a conditional spypoint
which became active only if the routine exited with its return argument being something other than
a sorted list. This would be done by asserting a ‘‘breakpoint’’ clause similar to the following:

breakpoint(exit, sort(X,L), complain(L)) :-
not ordered(L).

The breakpoint is conditional on its goal. This breakpoint becomes active if the goal ‘‘not
ordered(L)”’ succeeds, indicating that the list L is not ordered. It is assumed that the user has
provided appropriate definitions for the routines ‘‘ordered”” and ‘‘complain.” ‘‘Complain” would
presumably display the list and halt or pause the execution.

3.7. User Interface

The primary design goal of DEWLAP is to make the debugging task as easy as possible for
the user. It is not only the display facilities that must be considered toward this end, but also the
user interface. The debugging system must be easy for the user to interact with if it is to be useful.

3.7.1. Multiple Windows

A problem which many debugging systems run into is the interference of program input and
output with debugger input and output. If a debugger generates large amounts of output, any
output from the program may be missed. Also, the typing of a debugging directive when the
program itself is awaiting input can lead to unexpected and undesirable results. For these reasons,
it is necessary to separate program input/output from debugger input/output as much as possible.

In DEWLAP, the question of inadvertantly supplying debugger input to the program does not
arise, as the only debug requests which may be selected at execution time are those which are
made by menu selections. The problem of output interference, however, does need to be addressed.
The solution employed by DEWLAP is to have the program execution take place in one window
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and the debugging input and output take place in a separate window. In this way, the two contexts
are completely isolated.

In principle, there is no reason why the debugging output need be limited to a single window.
If more windows are available, they could be used for maintaining two or more separate views of
the execution at the same time. In this way, a top-level view could be seen at all times while
specific parts of the execution tree could be examined in another window, and specific parameters
could be displayed in other windows.

3.7.2. Graphical Versus Textual Input

The number of debugging requests available in DEWLAP is quite small. It would be
possible to have the user type these requests at a keyboard in order to invoke them. However,
textual requests are subject both to typographical errors and to having their names or syntax
forgotten or mistaken. Instead of requiring the user to type requests, DEWLAP makes use of a
menu for the selection of debugging features.

The menu facility of DEWLAP is that provided by the Jade window system [Jade 1985].
Menu selections are made by pressing the MENU button of a mouse, causing a menu to pop up on
the display, then releasing this button after positioning the cursor at the item to be selected. For
those requests which require some portion of the display to be specified or some node or parameter
to be selected, the mouse is again used, with the POINT button being pressed to indicate selection
of a point on the display.

Although many of the debugging requests that the user can invoke are available as menu
items, it is still necessary at times to specify some requests textually. For instance, if the user
wishes to suppress the display of all occurrences of a particular functor, it is necessary to supply
the name of that functor to the debugging system. It is not possible to assume that there will be an
instance of the functor displayed to which the user may point. For cases like this, Prolog
predicates are provided which the user may invoke before beginning the execution of the program.
This has the drawback of not allowing such requests to occur interactively as the program executes.

3.7.3. Pointing

Debugging requests which require the user to point to a specific part of the display include
zooming in, and the selection of icon or detail level of display for a specific parameter. Other
requests which could make use of pointing but which are not yet implemented include the selection
of a particular portion of the display for viewing in a separate window, and the specification of a
node for which the sibling nodes or backtrack stack should be suppressed. Setting or removing
spypoints on individual nodes could also be done by pointing.

Requests for which the specification of a functor name is required could be invocable by
menu selection and pointing as well, for those cases in which there is a displayed instance of the
functor. This would not completely replace the textual input of functor names, but would serve as
an alternative in some cases. The suppression of low-level detail, setting or removing of spypoints
on specific functors, and listing or editing of clauses could be done in this way.

When a node of the display is pointed to in conjunction with these requests, there are a
number of possibilities as to the scope intended by the user. The request may be meant to apply to
only the node actually pointed to, to all instances of the functor associated with the node, to only
those instances of the functor which have the same arity as the specified node, to the subtree rooted
at the node, or to the entire execution. Since the selection of the debugging request is mostly
orthogonal to the specification of the scope intended when a node is pointed to, and since both of
these properties must be determined before an interpretation can be placed on any pointing,
DEWLAP could readily make use of two-dimensional menus. In their absence, however, a pair of
menus suffices.



CHAPTER 4

Graphics in Prolog

In order for DEWLAP to provide user-tailorable displays, it is necessary that the user be
given some graphical support routines for this purpose. If Prolog data structures are viewed as
hierarchical entities, then it is appropriate that such routines support hierarchical graphics. (A
hierarchical graphics system is one in which pictures may include not only graphical primitives, but
other pictures as well, resulting in a hierarchy of pictures.) This is provided for in DEWLAP with
the graphics language GROWL: GRaphical Objects With Logic. This language is quite similar to
the Groper language [Wyvill 1977], and was originally designed by John Cleary, motivated by its
potential use with a graphical debugger. Later design, and an implementation linking GROWL to
another hierarchical graphics system, were done by the author in conjunction with the
implementation of DEWLAP.

GROWL is entirely embedded in Prolog, resulting in a number of advantages with respect to
its use in a Prolog debugger. The GROWL syntax is essentially the same as that of Prolog, and so
is already familiar to the user. The graphics environment is the same as the execution
environment, providing the user with access to the complete Prolog database. Finally, the full
power of Prolog is available for use within GROWL routines.

Since GROWL routines do not constitute directly-executable Prolog code, they must be
interpreted or translated into appropriate Prolog clauses before being invoked. GROWL
implementations exist for each of these approaches. Under DEWLAP, GROWL routines are
interpreted. DEWLAP invokes the GROWL interpreter for each data-structure display and for each
update to such a display. The user may also invoke the interpreter directly, should previewing of
the display formats be desired before running a program under DEWLAP. GROWL is not used for
the display of the Prolog execution tree itself, since execution trees are inherently dynamic and are
not suited for the more static semantics of GROWL.

4.1. Syntax and Semantics
A GROWL definition has the following basic format:

fig :- pl, p2, ..., pn.
fig :- q1, q2, ..., qm.

A picture “fig”’ is defined by the sequence of transformations and/or subpictures pl through pn.
The sequence ql through qm provides an alternative definition. Other alternatives could follow.
The GROWL interpreter forces backtracking to occur, so that all possible paths through the
GROWL routines are taken. The resulting picture is comprised of the amalgamation of all those
pictures which are encountered during this backtracking.

The result of having different pictures drawn by the same routine may be seen in Figure 4.1.
man’’ is assumed to be already defined and to draw a stick figure in the unit square. ‘‘rot’’
causes a rotation through a specified number of degrees. A numeric expression appearing by itself
specifies scaling. The coordinate axes are not shown as part of a GROWL display, but are
included in Figure 4.1 and other figures in this chapter for illustrative purposes.

In addition to allowing different pictures to be drawn together, GROWL allows
transformations to be composed. Figure 4.2 shows the effects of composing translation and scaling
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thing:-man.
thing:-rot(30), 1/2, man.

Figure 4.1. Overlapping Pictures.

in different ways. Translation is represented by a two-element list specifying the coordinates to
which the origin should be moved. A transformation applies only to those pictures following it
which are encountered before the transformation is backtracked through; clauses do not inherit
transformations from other alternative clauses.

The user may wish to have the same sequence of transformations apply to more than one
picture. Picture primitives in GROWL are defined to fail when they are encountered, but to have
the side effect of causing something to be drawn. Because of this, an attempt of the form
““trans,picl,pic2’” would draw only picl, and not pic2. This aspect of the GROWL semantics was
chosen in order to provide a clear distinction between transformations, which produce no output but
serve to define the context, and actual graphics primitives, which produce some output in the
current context.

The correct way to apply the same transformation to different pictures is to have the pictures
specified by alternative clauses, as in Figure 4.3, Here, the sequence of transformations
“[2,1],2,r0t(30)”’ applies to both of the ‘““double’” transformations which follow it. ‘‘double’” is a
pure transformation, which does not produce any output, but which transforms the coordinate
system. It succeeds twice, once with the identity transformation (‘‘null’’) and once with the
transformation ‘‘rot(30),1/3.”> Transformations of arbitrary complexity, which succeed in arbitrarily
many different ways, can be defined in this manner.

The advantage to defining pure transformations of this sort may be seen from Figure 4.4.
This shows one way in which a ‘‘square” picture may be defined. A square transformation,
‘‘sqtrans,’”’ is defined which succeeds four times, once for each of the four lines comprising the
square. The square itself consists of this compound transformation followed by the ‘‘line”
primitive, which simply draws a line from the origin to the point [1,0] in the current coordinate
system. If the “‘line”’ primitive is replaced by some other routine, such as ‘‘smallman,” a different
kind of square can be drawn while still making use of ‘‘sqtrans.”’

With appropriate use of backtracking, definitions such as ‘‘sqtrans,”’ which make use of
repetition of a particular transformation, may be more succinctly expressed. Figure 4.5 shows how
a ‘‘repeat’’ routine may be defined and used. ‘‘repeat’’ is defined such that it succeeds N times,
with the transformation X repeated O through N-1 times. In this example, ‘“‘repeat’’ is used to
produce a row of men, each smaller than its predecessor. A similar mechanism is used in
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thingx::-man.

tningx:-L[2,11,2, man.

thingy :-man.
thingy:-2, L2,11, man.

Figure 4.2. Effects of Transformation Order.
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fig:-man.
fig:-[2,1],2,ro0t(30), double, man.

double:-null.
double:-rot(30), 1/3.

Figure 4.3. Applying Transformations.
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square:-sgtrans, |ine. msquare :-sqtrans, smal Iman.

sgtrans:-null.

sqtrans:-[1,0], rot(90).
sqtrans:-[1,01, rot(80), [1,07, rot(S0).
sqtrans:-[1,0], rot(90), [1,0], rot(S0), [1,0], rot(80).

smaillman:-1/3, [1,0], man.

t

Figure 4.4. Using a Pure Transformation.

DEWLAP for the default display format for lists.

The definition of ‘‘repeat’”’ introduces a number of GROWL features. This is the first
GROWL routine shown which makes use of parameters. Parameters are passed to GROWL
routines in the same way as they are to Prolog routines. Unification is also the same, allowing the
writing of GROWL routines which are invoked only for certain arguments.

The semicolon operator serves as a short-hand way to separate different alternatives within a
single clause. ‘‘Call’’ treats its argument as a Prolog clause to be invoked directly. The variable
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rowtrans, man.

repeat (X, N):-call (N>0,MisN-1),
Cnul I3 X, repeat (X, M)).

rowtrans:i-repeat((L1,01,0.82,05).

Figure 4.5. Repeating Transformations.

X appearing by itself will result in whatever transformation is passed as the first argument to
‘“‘repeat.”’

Using the ‘‘repeat’” routine, the ‘‘sqtrans’’ transformation may be written as follows:
sqtrans :- repeat(([1,0],rot(90)), 4).

This produces the same sequence of transformations as shown in Figure 4.4.

In order to understand exactly how ‘‘repeat’’ works, it is helpful to consider a number of
simple cases, starting with ‘‘repeat(X,0)”’ for some transformation X. This expression fails, since
the call to the Prolog expression ‘“N>0’’ fails in this case.

The next simplest case is ‘‘repeat(X,1).”” In this case, the Prolog call succeeds and ‘‘repeat’
succeeds with the identity transformation (‘‘null’’). When backtracking takes place, ‘‘repeat’’ does
not succeed again, since the recursive call to ‘‘repeat(X,0)’’ fails.

The expression ‘‘repeat(X,2)”’ succeeds initially in the same way as did ‘‘repeat(X,1).”
However, when backtracking occurs in this case, a second solution is produced. Following the






