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Abstract

Online Social Networks (OSNs) are popular tools for billions of people around the globe to com-

municate with each other. With the popularity of mobile devices and ubiquitous network connec-

tivity, global Internet traffic, including OSN and video streaming traffic, has grown rapidly. Many

OSNs recoup their operational costs through advertising and data analytics, which raises concerns

about what user-level information is collected by these sites, and where such information is sent.

Understanding the network traffic generated by OSNs provides better insight into these services,

and their performance.

In this dissertation, we use active and passive measurement techniques to study the network

traffic generated by OSNs on a large campus edge network and use the resulting insights for anal-

ysis and characterization of these applications.

We designed and implemented MoVIE (Mobile Video Information Extraction), an active mea-

surement and video streaming measurement tool, that provides visibility into the network traffic

generated from a smartphone under test. We used our tool to investigate several OSN sites (e.g., In-

stagram, WeChat, Snapchat), as well as free live streaming (FLS) providers that share their content

through online discussion social networks such as Reddit.

We conducted passive measurements on a large campus edge network to analyze the properties

of OSNs and characterize the traffic of these applications at scale. We identified the key charac-

teristics of Instagram and four popular instant messaging apps on a large campus edge network.

The main observations from our study indicate a rich ecosystem of online social apps, many of

which exhibit strong diurnal patterns, complex user interactions, and heavy-tailed distributions for

connection durations and transfer sizes. Instagram exceeded 1 TB of daily traffic volume on our

campus network and the four IM apps contributed about 650 GB per day.

By analyzing and characterizing the network traffic on a campus network, this dissertation

provides a better understanding of OSN applications and their possible future traffic demands.
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Chapter 1

Introduction

The concept of online social network (OSN) emerged at the beginning of the Internet [144]. The

network that was formed by academics to exchange messages with each other formed the �rst type

of OSN [112]. Many OSNs have been developed since then, via Web and mobile apps, and have

changed the ways that people communicate.

In this dissertation, we conduct active and passive measurements on social network applica-

tions. We analyze captured network traf�c to characterize social media application workloads,

study the functions of social network applications, investigate the privacy concerns, provide net-

work performance implications for network administrators, and evaluate the future trends sur-

rounding OSNs.

This chapter is organized as follows. Section 1.1 provides background on the online social

networks. Then, Section 1.2 presents our motivations for conducting this study. Next, Section 1.3

describes this study's objectives, followed by our contributions in Section 1.4. Finally, Section 1.5

provides an overview of the dissertation's structure.

1.1 Background

The emergence of Web 2.0 changed the way that users participate in the Web [168]. Web 2.0

enabled interaction with the Web, easier collaboration, information sharing, and Web content pub-

lishing by users. Users are the main entities in the OSNs. They create content, make links to other

users, share, discuss, and keep the OSN alive. This user-to-user connectivity in the form of real-

world or virtual-world communication helps users to locate interesting content and �nd friends

with similar interests. This unique opportunity accompanied by the growing accessibility of the

Internet brought extreme popularity for OSN Web sites and they experienced rapid growth in the
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number of users and type of services. Nowadays, OSNs have billions of users, who are active on a

monthly basis [157].

The OSN Web sites vary in terms of content sharing [147]. Among popular OSNs, Facebook,

Instagram, Whatsapp, and LinkedIn are focused on the community and they organize and share

contacts. YouTube and Flickr share multimedia. Tumblr and Twitter are all about rapid communi-

cation, and BlogSpot and LiveJournal are used to share user blogs. Being in touch with friends and

family, �nding funny or entertaining content, sharing interesting topics, following famous people,

discussing with others, meeting new people, and even having more contacts are the most common

reasons to make connections [7].

Over the last decade, mobile devices have become an everyday part of our lives. They changed

the way we communicate. Smartphones and tablets are the most common mobile devices. People

are using them for telephony, reading news, streaming videos, personal communication, data shar-

ing, collaboration, business, education, entertainment, and socializing [7]. With the popularity of

mobile devices, OSN Web sites have moved from desktop-oriented Web browsers to mobile appli-

cations on mobile devices. Internet-enabled mobile devices increasingly facilitate access to OSNs.

Indeed, statistics show that users spend considerably more time on mobile-based social media and

social network sites than users of personal computers do [113].

At the same time that OSN Web sites have moved to mobile platforms, new mobile-speci�c

OSN applications are emerging. Mobile-speci�c social applications like Instagram, WhatsApp,

and WeChat are among the most popular mobile applications [157]. Widely-deployed WiFi net-

works at home, on university campuses, in shopping malls, and in public places as well as cellular

services make Internet access more pervasive for mobile users. People are becoming reliant on

mobile applications for their everyday lives. The portability of mobile devices, with their every-

where and anytime Internet access, make them a big player in Internet usage. In many countries,

mobile traf�c is larger than the PC traf�c [39]. The sources of these activities are users and the

applications that they use. The result is a massive volume of network traf�c.
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The public and in particular the younger generation spend hours on social network applications.

This interest in social interaction makes social media the second largest source of referral traf�c to

Web sites after search engines [5]. On the other hand, the value of an OSN depends on the number

of active users and their generated content. This encourages OSN providers to bring new features

and persuade users to create and share more content, information, opinions, and experiences. The

popularity of social network applications, emerging new features, developing new applications,

and the impact of these applications on different aspects of our lives provide the opportunity to

study the characteristics of these applications.

Measurement and characterization of OSN traf�c with diverse characteristics are interesting

for academics, Internet service providers (ISP), developers, and the public. Academics can gain

information about the impact of social network apps on the Internet or users, and service providers

could have a better understanding of network usage. The app developers could either improve the

current apps or design new applications and the public can gain a better understanding of these

apps that they are using every day.

In this dissertation, we provide a network traf�c characterization study of mobile social net-

work applications. We analyze the traf�c generated by these applications in a large-scale network,

evaluate the quality of service (QoS), investigate privacy concerns, provide performance implica-

tions, and discuss the main challenges in the measurement and traf�c characterization of large-scale

networks.

1.2 Motivation

Social networks are changing and growing on a daily basis. There are many players that are lead-

ing people to join social networks. People have found OSN services as an easy-to-use and instant

media to communicate with family and friends all over the world. They can make new friends,

stay informed regarding the news and interests, share content, and get business opportunities. On

the other hand, developers are bringing new ideas, developing new social network applications,
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and introducing new features. Internet service providers (ISPs) are offering better services for ac-

cessing, using, and participating in the Internet. Manufacturers are bringing forward new devices,

and operating system developers are introducing new services and features for new devices. New

technologies like 5G, Web 3.0, Virtual Reality, and IoT devices are creating a social and virtual

world. Governments are moving their services online to interact with people. These components

facilitate, persuade, and even force people to participate in online social networks. The day-to-day

growth of online communities and emerging high traf�c volume social apps produce a massive net-

work workload that has not been fully studied in prior work. Below, we outline the most important

bene�ts of studying the network traf�c of online social network applications.

1. Improve current services. Providing a global view of network usage of social net-

work applications will bring better insight into these services. Based on the under-

standing of current services, we can propose mechanisms to improve performance

and add functionality.

2. Developing New Applications. A deep understanding of social network apps and

the traf�c generated by them is a main step to design and develop a new social

network app.

3. Improve Privacy and Security. The measurement of social network traf�c is es-

sential to develop monitoring systems to detect and prevent security attacks.

4. Enable other research. This study is a computer science study. However, it could

help other �elds of study like social science. Our �ndings regarding social network

applications would be interesting for other researchers that study other aspects of

social networks, such as political, economic, sociological, learning, and human

behaviour studies.
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1.3 Objectives

Analyzing the overall network traf�c generated from social media applications has technical and

social advantages. Our technical goal is to get a better understanding of the characterization,

behaviour, and usage of social network applications. The social aspect would be interesting to

other scientists, the government, and the public. They may be interested in the social network

apps statistics, the amount of social media network activities, characterization of popular apps,

and the amount of Internet traf�c produced by these applications. In addition, we are interested

in analyzing the individual device traf�c and in studying the user's privacy concerns within online

social communities.

The objectives of this study are as follows:

1. Measurement Framework. The increase in users and bandwidth, network secu-

rity policies, CDNs, new services, and new devices have brought new challenges

to network measurement. OSN' traf�c measurement requires new tools and new

traf�c characterization approaches. We aim to design a measurement framework

that enables us to analyze a mobile application from different viewpoints.

2. Traf�c Characterization . Understanding the network traf�c generated from so-

cial network applications and identifying its characteristics are the main objectives

of this research. Traf�c characterization of social network applications, analyz-

ing a particular service, and applying statistical methods are parts of this objective.

We analyze network traf�c generated from social network applications to obtain

descriptive statistics, behaviour, and traf�c characteristics. The results can be of

interest for the public, academics, developers, and ISPs.

3. Quality of Service (QoS) Assessment.We present a comprehensive analysis of

QoS measures in social network services. We aim to identify how social network

services attempt to satisfy the required QoS metrics. This analysis help us under-
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stand the functionality of services and also allows developers to further improve

their services.

4. Privacy. A vast majority of social network applications are free and their providers

cover their costs through advertising and data analytics. This raises the question of

user privacy. User activities in social communities, personal information stored in

mobile devices, location, and billing information are crucial information that makes

privacy a big concern for mobile users. In this research, we aim to study privacy

in online social networks and investigate privacy concerns such as what data is

transmitted from a mobile device, or where the data is sent. However, the encrypted

traf�c and privacy settings of Android and iOS are big obstacles for analyzing traf�c

generated from mobile applications. In this research, we propose a methodology to

study encrypted mobile traf�c. This would also help other researchers to study

mobile security and privacy.

5. Performance Implications. We aim at studying the growth and evolution of social

network applications. We try to understand how technologies such as deploying

content delivery networks (CDNs) have affected content delivery in an enterprise

network. We use our results and observations to provide performance implications

for network administrators and ISPs. This analysis would also help us to predict

how social networks might impact the network traf�c in the future with upcoming

technologies such as 5G, Web 3.0, and IoT devices.

1.4 Contributions

This dissertation makes four primary contributions:

1. We design and implement an active measurement tool called MoVIE (Mobile Video

Information Extraction) for analyzing video streaming on smartphones. We also use
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the tool to decrypt network traf�c on a smartphone under test.

2. We conduct active and passive measurement and workload characterization of In-

stagram network traf�c, as viewed from a large campus edge network. Our results

show that Instagram's network usage is third behind two video streaming services

in our campus network.

3. We use a combination of active and passive measurement techniques to study one

week of Instant Messaging (IM) app traf�c from a large-scale network. Our char-

acterization results show that IM app traf�c is strongly driven by human presence

on campus, with very clear diurnal and weekly patterns.

4. We measure and analyze the behaviour of free live streaming (FLS) sports Web

sites on Android smartphones, focusing on packet-level, video player, and privacy

aspects. Our �ndings show that FLS users are exposed to privacy and security risks

and experience unstable streaming with notable broadcasting delays.

1.5 Thesis Structural Overview

The rest of this dissertation is organized as follows. Chapter 2 provides background and a literature

review of network traf�c measurement and characterization as well as OSNs. Chapter 3 describes

the design and implementation of MoVIE, our active measurement tool to study smartphone traf�c.

Chapter 4 presents methodologies and results from our measurement and workload characteriza-

tion study of Instagram network traf�c, as viewed from a campus edge network. Chapter 5 studies

one week of instant messaging apps' traf�c on a large-scale campus edge network. Chapter 6

provides the results of measurement and analyzing the behaviour of free live streaming Web sites.

Lastly, Chapter 7 presents conclusions and outlines directions for future work.
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Chapter 2

Background and Related Work

This chapter provides background and a literature review of network traf�c measurement and

characterization, as well as online social network applications. First, we provide a summary of

techniques, tools, and challenges related to the measurement and characterization of large-scale

network traf�c. Next, we provide background as well as the state-of-the-art of the Web and mobile

social networks. Finally, we explore the existing literature on network measurement and online

social networks.

2.1 Network Traf�c Measurement and Characterization

Nowadays, people carry devices like smartphones, tablets, and laptops that transmit data over com-

puter networks. These data are a collection of bytes in packet format. The measurement of network

traf�c generated from these personal devices is useful for managing, securing, and optimizing the

network infrastructure. Developers also could use these network traf�c characteristics to adapt

their applications to the properties of networks. The most common approaches for network traf�c

measurement can be categorized into active and passive methods [46].

In this section, we review the active and passive network measurement methodologies, the

state-of-the-art tools, and the challenges associated with these methodologies.

2.1.1 Active Measurement

Active measurement refers to injecting traf�c into the network for the purpose of measurement

[46]. The probe packets are typically sent from a general-purpose end-device like a personal com-

puter or a smartphone. By observing the network behaviour, we can understand the behaviour of

normal data packets in the network. Active measurement provides crucial insights into sender/re-
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ceiver properties, routing behaviour, Quality of Service (QoS) metrics, and Quality of Experience

(QoE). This process generally does not require speci�c action in intermediate node and it is easy

to deploy, execute, and repeat.

Active Measurement Tools

As mentioned previously, active measurement methods inject traf�c into the network for the pur-

pose of measurement.Ping[128] is probably the most well-known and simple active measurement

tool. Ping sends an ICMP echo packet to a destination to test connectivity, RTT, and packet loss

rates between the sender and destination.Traceroute[87] is used to discover the route (path) and

measure the transit delay of packets across a network.Scriptroute[154] is a network measure-

ment tool that allows unprivileged users to conduct network measurements from remote vantage

points. The system administrator de�nes policies and limitations, then the user writes codes for

measurement and runs them to capture customized network traf�c.

Iperf [72] andNetPerf [120] are cross-platform tools for network performance measurement.

They measure the bulk data transfer capacity between two hosts in the network. These tools re-

quire setup and access to a client and a server on two hosts. Then the client establishes multiple

TCP connections to the server and data is transferred between them as fast as possible to measure

maximum throughput, jitter, and loss.Cap [172] is a similar tool to Iperf but emulates a TCP

connection by sending UDP packets.

Mitmproxy[43] is an open source proxy application that intercepts HTTP and HTTPS connec-

tions between any HTTP(S) client (such as a mobile or desktop browser) and a Web server using

a typical man-in-the-middle (MITM) attack. It sits between the client and server, accepts con-

nections from clients, and forwards them to the destination server. However, while other proxies

typically focus on content �ltering or speed optimization through caching, the goal of mitmproxy

is to let an attacker monitor, capture, and alter these connections in real-time.

Choosing a suitable active measurement tool that operates with state-of-the-art operating sys-

tems and apps is challenging. The network measurement tools don't provide visibility into the
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mobile apps, and existing mobile security tools do not have adequate insight into the network

traf�c. In our study, we design and implement a client-side active measurement tool to capture

smartphone traf�c and analyze it from different viewpoints.

Although active measurement tools provide important details about speci�c end-to-end trans-

mission, there are drawbacks such as causing a perturbation to the network and measuring only a

portion of the Internet. Passive measurement tools address some of these limitations.

2.1.2 Passive Measurement

Passive measurement refers to capturing existing traf�c generated by other users and applications

in the network. It consists of observing traf�c at an observation point to extract traf�c information

and performance metrics. The data can be collected at end-hosts or at nodes within the network,

providing insights into the activities on a link or at a node. The captured data can have a variety

of forms such as access logs, packet traces, and detailed activity counters on the routers. However,

passive measurement has some limitations, such as the privacy concerns related to accessing to

such data and the huge volume of data to archive and analyze [127].

Passive Measurement Tools

In passive measurement, the network traf�c generated by users and applications is collected and

analyzed.Tcpdump[61] is primarily a network measurement utility that captures TCP/IP traf�c

on the network. Tcpdump provides statistics about the transmitted network traf�c and it is used

for network performance analysis, debugging, and diagnosing network problems. Tcpdump is

supported by most Unix-based operating systems, such as Linux and Mac OSX.WinDump[14] is

the Windows version of tcpdump.Wireshark[176] is the most popular and well-known packet-

level traf�c measurement and analysis tool. Network administrators use Wireshark for diagnosing

network problems such as dropped packets, latency issues, and malicious activity on networks.

Zeek[187] (known as bro) is a network analysis framework. It is used to apply a customized script

to analyze the network traf�c, grouping multiple related packets together as part of the same “�ow”,
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and watching for potential malicious �ows of interest.NetFlow[41], implemented by Cisco, is a

�ow-level passive measurement tool to characterize network operation. NetFlow is typically used

at a central site to provide visibility into how the network is being its behaviour.

2.1.3 Challenges

The rapid increase in the number of new connections in the form of users, mobile devices, new

operating systems, and emerging new applications have added much complexity to network traf�c

measurement. Ef�cient traf�c measurement in particular for smartphone traf�c can be challenging

for a number of reasons as described below:

1. Data Volume. The best form of traf�c measurement and monitoring is Full Packet

Capturing [46]. However, the generated data volume makes it increasingly chal-

lenging. For example, full packet capture on an OC1-192 link with 50% utilization

is 625 megabytes per second [46]. This amount of data is challenging to store,

manage, and process.

2. Observability. Observing the network traf�c is the basic process of traf�c mea-

surement. The inability to observe packets or �ows may lead to the inability to

analyze the network. Since the Internet is global and heterogeneous, observing

network traf�c has many unpredictable challenges and practical issues.

3. Encrypted connections. HTTPS relies on encryption technology such as SSL or

TLS. Since 2018, HTTPS is used more than the original non-secure HTTP to keep

user communications, identity, and Web browsing private, protect the page authen-

ticity, and secure accounts [68]. Traf�c encryption makes network traf�c measure-

ment and analysis more dif�cult.

4. Privacy. Full packet capture of network traf�c contains sensitive information [46].

Mobile devices (such as smartphones) contain personal and private information.
1Optical Carrier
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This captured data could be used to extract network con�guration info and even pri-

vate user data such as the visited Web sites, emails, transactions, and even user be-

haviour. Protecting user privacy is in con�ict with full packet capture, and presents

dif�cult challenges.

2.2 Online Social Networks

An online social networking service is an online platform that users use to stay connected with

friends, family, colleagues, clients, or customers. These services have changed the way we interact

with other people.

Social networking services vary in format and the number of features. These platforms can have

both social and business purposes. People stay connected and share personal or career interests,

activities, and real-life events through social networking services like WhatsApp, Facebook, Twit-

ter, and LinkedIn. Individuals can �nd each other through groups, lists, and the use of hashtags.

Social networking is also a signi�cant base for marketers seeking to engage customers. Marketers

use social networking for increasing brand recognition and encouraging brand loyalty. The more

exposed people are to a company's brand, the greater the company's chances of �nding and retain-

ing new customers. However, there are some disadvantages related to these services including the

spread of misinformation, cyberbullying, violating users' security and privacy, addiction, health

issues, and more [110]. Studying and analyzing social network services is essential to provide

better services and address their downsides.

In this section, we �rst review the history of online social networks, and then we review the

most popular online social platforms.
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2.2.1 History of Online Social Networks

Andrew Weinreich is a pioneer of online social networks who launched SixDegrees2 in 1997 [171].

SixDegrees was the �rst Web site that provided a platform for users to identify relationships and

query other users, based upon the “six degrees of separation” theory by Stanley Milgram [175].

SixDegrees reached 1 million users after only 1 year. After that, new OSNs such as The AsianAv-

enue (1997), Black-Planet (1999), LiveJournal (1999), and MiGente.com (2000) brought new fea-

tures and functionality such as creating a pro�le, friend lists, and guest books to OSNs [70].

The popularity of OSNs grew with the availability of personal computers and the Internet.

Ryze3 is the �rst business network that was established in 2001. It was designed to make con-

nections between business professionals. Despite the fact that Ryze never experienced popularity,

its structure served as a role model for subsequent business networks [70]. In September 2001,

Match.com4 merged with Love@AOL (established to help users who are looking for love on AOL's

member directory) to bring online dating to the general public. Match.com was a pioneer for dating

Web sites. Friendster, a Malaysian dating Web site, was established in March 2002 and became

the biggest and most popular OSN until 2004 [70].

MySpace5 was established in California in 2003. It attempted to attract American users of

Friendster [70]. One of the �rst user groups of MySpace was musicians, and they presented them-

selves to their fans [29]. This started a new era of OSNs, and Myspace became the largest social

networking site in the world from 2005 to 2008. While Myspace was growing in popularity, Mark

Zuckerberg launched Facebook in 2004 for Harvard University members only. However, after one

year, with the growth of MySpace, OSNs in countries all over the world such as Facebook in the

USA, StudiVZ in Germany, Hyves in the Netherlands, Renren in Asia, and Orkut in Brazil gained

more and more attention [29].

In the mid-2000s, mobile devices had become extremely popular. With the introduction of

2www.sixdegrees.com
3www.ryze.com
4www.match.com
5www.myspace.com
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3G (Third Generation cellular communication) and camera photos for mobile devices in 2004,

many features like browsing the Web, uploading images, and anonymous chatting were added to

mobile devices. With 4G (Fourth Generation cellular communication) in 2008, all the features

in 3G advanced. The features of 4G and Web 2.0 enabled a richer user experience, location-

aware services, alerts, content sharing, and more. These features encouraged OSNs to bring their

services to mobile devices. Currently, Facebook is the biggest and most popular OSN, with 2.3

billion monthly active users and US$ 85 billion in revenue in 2020 [118].

Currently, social networking has become very mobile, migrating from Web sites and PCs to

handheld devices such as tablets and smartphones. These platforms offer several services that have

had strong effects on personal relationships, commercial interactions, education, and entertainment

[83].

Spending time on social networks is the most popular Internet activity [44], and OSNs are

already the most popular category of mobile applications [42]. Video sharing has become one of

the most popular online activities in OSNs [44]. The online activities that involve the exchange of

videos and photos on social networking applications are increasingly widespread with many online

users. YouTube is recognized as the world's most popular Web site[21], and the most downloaded

mobile application. In addition, multimedia social applications such as Instagram, Pinterest, and

TikTok are among the most popular mobile applications. Creating, posting, and sharing photos

and videos in social network communities have increased overall network traf�c usage. It seems

that social networks will continue to exist in some form in the future.

2.2.2 Popularity

People have been looking for different ways to connect and communicate with each other. Nowa-

days, this human desire has fostered a large variety of social network applications. With the

increased use of mobile devices, the number of social media applications and users has also in-

creased.

Existing papers have presented ways to characterize and categorize social network platforms.
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Penni [129] reviewed recent literature and identi�ed the following common characteristics for ev-

ery social media application: i) Social content: social apps provide a digital space where users can

see pro�le information, join groups, exchange ideas, and so on; ii) Collaboration: people use a so-

cial media app to participate in the discussion, conversations, events, and so on; iii) User-generated

content: social media apps provide services that enable users to publish their own generated con-

tent; and iv) Data-sharing: the social app enables users to share content.

Elefant [56] categorizes social networks into four classes: Business, Communication, Com-

munities, and Archiving. Business platforms like LinkedIn provide directories for clients and

colleagues. Communication platforms like Twitter provide text and information sharing on an up-

to-date basis. Community platforms like Facebook are for contacting friends and participating in

events. Archiving platforms like YouTube share photos, videos, and documents.

When studying popular social applications, most studies used the Google Play or App Store

statistics to select the most popular mobile applications [73, 99, 167]. However, there are some

reasons that this list is not adequate in many cases. First, in addition to the app markets for An-

droid and iOS devices, there are other markets for other platforms such as Microsoft Store for

Windows phones, Ovi Store by Nokia for Java apps, and BlackBerry World for BlackBerry plat-

forms. Second, there are other popular markets such as Amazon Appstore or Samsung Galaxy

Apps that distribute mobile applications. The alternative app stores may offer a more valuable

share-model to developers than the standard 70/30 split offered by Apple and Google Play. Third,

there are third-party software distribution platforms such as Appland, Aptoide, and Cydia that are

used as alternatives for operating system native distribution platforms. Developers have published

their applications on third-party app stores because they have found it increasingly dif�cult to gain

visibility for their apps on famous stores. Fourth, some countries have their local app stores. For

example, Google Play is blocked in China. Chinese users, who constitute 40% of global mobile

users [42], use Tencent MyApp App Store. Huawei App Store, Oppo App Store, and Xiaomi App

Store are the other popular mobile app stores in China. Last but not least, many applications are

15



pre-installed on mobile devices and app stores consider them as popular. As a result, the Google

Play or App Store statistics are not enough to select popular mobile apps.

The number of active users is a fair metric to identify the most popular mobile applications. It

is a metric to indicate the success of an Internet product such as a social networking service, an

online game, or a mobile app. However, it is dif�cult to estimate the real active users. Some users

have more than one account (duplicate), and also there are accounts for non-human entities like

pets (false accounts) [162].

Statista [157], a database company specializing in marketing, provides statistics on the most

popular social networks worldwide. The most popular social networks with more than 1 billion

active users are as follows (as of January 2021):

1. Facebookis the largest social network, and it is the �rst that reached 1 billion

users. Facebook has more than 2.7 billion global active users, more than a third of

the world's population.

2. YouTube, the largest and most popular video-sharing platform in the world, has

more than 2.3 billion active users. It enables users to upload and share videos,

view them, and comment on them. Users can create a YouTube channel where they

can upload all their personally recorded videos to showcase to their friends and

followers.

3. WhatsApp, a cross-platform messaging and Voice over IP service owned by Face-

book, has 2 billion active users. Initially, WhatsApp was only used by people to

communicate with their family and friends. It enables users to send text and voice

messages, make voice and video calls, and share images, documents, user location,

and other media. Now, small businesses also use WhatsApp to personally con-

nect with customers, highlight their products, and answer questions throughout the

users' shopping experience.
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4. Facebook Messengerstands in fourth place with 1.3 billion active users. It is a

simple texting tool that enables users to communicate with their Facebook contacts.

5. Instagram, a photo and video-sharing social networking service owned by Face-

book, has 1.2 billion active users.

6. WeChat, a Chinese multi-purpose social media app, is the most popular non-

American mobile app, with 1.2 billion active users. Users can use WeChat for

messaging, calling, online shopping, making payments, transferring money, mak-

ing reservations, booking taxis, and more.

These statistics show that Facebook is the most dominant platform for online social activities.

Of the six most popular social media platforms, four platforms (Facebook, WhatsApp, Facebook

Messenger, and Instagram) are owned by Facebook. In recent years, the combination of ubiquitous

WiFi networks and the technological capabilities of new smartphones (e.g., larger screens, faster

CPU/GPU, high-quality cameras, photo/video editing software) have given rise to newsocial mul-

timedia applications(social media apps) that allow users to share photos and short-form video

clips. These apps are extremely popular among users who are 16-24 years old, for whom “�nding

funny or entertaining content” has recently surpassed “keep(ing) in touch with friends” as the top

motivator [130]. For example TikTok, a short-video sharing social media has 800 million active

users.

QQ, Telegram, Snapchat, Pinterest, Reddit, Twitter, and Quora are other popular online social

platforms with 300 to 600 million active users.

2.3 Related Work

This section discusses related work and covers three areas: Network Traf�c Measurement, Mobile

Traf�c Measurement, and Social Network Traf�c Characterization. The �rst section highlights

the methodologies of measurement and characterization of network traf�c. The second section
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provides a review of mobile traf�c measurement, including smartphones and IoT devices. The

�nal section reviews publications on the characterization of social network traf�c. Finally, we

provide a high-level summary of the reviewed publications.

2.3.1 Network Traf�c Measurement

The emergence of new content distribution models, cloud infrastructure providers, IoT devices, and

various Web-based services have changed the Internet's workload. Nowadays there are numerous

devices connected to the Internet and transmit data over it. Here we review the literature on large-

scale traf�c measurement and characterization from the network edge and home networks.

View from the Edge

Evaluating and characterizing Internet Service Providers (ISPs) from the edge would help us to

gain comprehensive insights into Internet usage. The result can be valuable for end-users to com-

pare different Internet providers and services, for companies to choose a reliable Internet service

provider, and for governments to record the availability of high-speed Internet services to their

citizens [26].

Ideally, the ISP's traf�c measurement and characterization must be conducted i) at scale, to

capture different service providers and their services; ii) continuously, to observe dynamic changes

and unscheduled events; and iii) from end users, to guarantee accurate characterization of service

[26]. Chatzis et al. [35] tried to �nd a well-localized physical entity on the Internet where traf�c

can be observed at a �ne-enough granularity to show a precise picture of how the Internet carries

the actual traf�c. They mined 17 weeks of continuous sFlow data from one of the largest European

Internet Exchange Points (IXPs). Finally, they discovered a point with visibility of traf�c from

a large fraction of the Internet. It covered all 42,825 routed Autonomous Systems (ASes), more

than 450,000 routed pre�xes, close to 1.5M servers, and around a quarter-billion IPs from all the

countries around the globe. Then they discussed the new opportunities and bene�ts for Internet

measurements that gain from having access to a vantage point with such visibility into the Inter-
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net. Afterwards, they focused on the Web server-related portion of the observed traf�c, to identify

server-based infrastructures, classify them by ownership, and to associate traf�c with them. They

found that many of the major commercial Internet players trended towards the network heteroge-

nization. They prefer to host servers from third-party networks within their network infrastructures

or deploy their servers in third-party networks.

Net neutrality also is an important principle that requires ISPs to treat all Internet communi-

cations equally. However, there is a lack of tools or data to audit the net neutrality policies of

network providers. Li et al. [100] addressed this issue by studying content-based traf�c differ-

entiation policies deployed in operational networks. They conducted a one-year measurement of

1,045,413 cellular and WiFi networks by collecting per-device measurements by 126,249 users

across 2,735 ISPs in 183 countries/regions. Their result did not detect content-based differentia-

tion by ISPs, but it showed that throttling practices are deployed by many ISPs. Throttling mostly

targeted video streaming services.

Pickard et al. [131] proposed a methodology to monitor and measure the quality of IPv6. IPv6,

the successor to IPv4, is designed to support continued Internet growth through a greatly expanded

address space. The proposed methodology performs user experience monitoring with an end-to-

end measurement that considers all aspects of accessing applications and services. They showed

that IPv6 adoption has reached a critical mass and now is in an accelerating phase. They predicted

that the full adoption will occur between December 2024 and June 2026.

In another large-scale measurement study, Mirylenka et al. [111] analyzed the wireless traf�c

collected from subscribers of a large European ISP, including 196 home networks spanning 10

cities. They proposed a new analysis framework that used an unsupervised learning technique to

�nd reappearing patterns in Internet consumption in home networks. They found that the best

time windows to aggregate home traf�c are 8 hours for weekly patterns and 3 hours for daily

patterns. Besides, portable devices (tablets, smartphones) are most observed in weekend usage

while weekday usage relies more on �xed devices (laptops and desktops). Also, the discontinuous
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usage within a day (mostly active in the morning or evening) is due to portable devices. They also

found that every home network involved a device that dominated the overall traf�c.

Home Networks

Home network traf�c measurement and characterization are interesting for Internet Service Providers

(ISPs), manufacturers, government, and the public. The analysis of home network traf�c can rep-

resent important information to ISPs and help them optimize their networks and services.

In a large-scale study, Grover et al. [67] studied three aspects of home networks around the

world: availability, infrastructure, and usage. To collect data, they deployedBISmark, a cus-

tomized home router, in more than 100 home networks in 21 countries for one year. BISmark

acted as a continuous monitoring device and was placed between the user's ISP access link and the

home network. For availability, they found that Internet downtime is more frequent and longer in

developing countries. Only 10% of home networks in the developed countries experienced connec-

tivity interruptions for more than ten minutes in every 10 days, while about 50% of home networks

in developing countries experienced long connectivity interruptions once every 3 days. For the

infrastructure aspect, they found that developed countries used more wireless devices. Also, the

diurnal pattern is more visible during working days for all countries. For usage, they found that

most home networks do not saturate their downstream or upstream link, and were lightly used.

Also, they found that most of the home connections were communicated with a limited number of

destinations. About 38% of the total volume of traf�c is from a single most popular domain for

each home network.

Pefkianakis et al. [126] studied home networks from a gateway view. They continuously

monitored 167 subscribers of a large European ISP from the vantage point of the gateway for 4

months. They found that in many home networks, a small number of devices use most of the

traf�c volume, and the mass of this traf�c activity occurs in the evenings. Also, they found that

most wireless networks had good coverage and the transmissions were carried out at high data

rates. By further investigation, they found that most of the poor connection reports were caused by
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network interference, not poor coverage. Besides, they observed that there is almost no correlation

between the wireless link performance and the number of neighbouring wireless networks in range.

They collected data from urban residents in the three largest cities of a developed European country

with good Internet infrastructure.

Kortebi et al. [95] proposedFlowMon, a �ow monitoring solution to address the home network

traf�c monitoring issues. The proposed approach relied on two components: FlowMon probes and

FlowMon collector. FlowMon probes are network devices designed for the passive monitoring

of network traf�c that generates IP �ow statistics. Then it sends �ow statistics to a central com-

ponent called FlowMon collector to process/analyze the data via a Web interface. Finally, they

demonstrated the feasibility and ef�ciency of the proposed mechanism in detecting anomalous

patterns in the home networks. Xu et al. [182] developed a traf�c measurement platform that

uses programmable home routers and traf�c pro�ling servers to automatically collect and analyze

home network traf�c. To represent the performance of their proposed platform, they automatically

collect and analyze traf�c from two home networks, including 6 and 3 devices for one month.

Currently, smart homes are the most popular trend in traf�c measurement and characterization.

Generally, a smart home is a home where multiple IoT devices work together to facilitate different

user activities by listening to human commands, using various sensors, and transmitting data with

main servers [115]. However, this fast-growing technology has also introduced new privacy issues.

This requires that smart home networks should be measured to be better understood. Dong et al.

[53] investigated the network traf�c generated from smart home networks to �nd how private infor-

mation can be leaked from the captured traf�c. They designed and implemented a traf�c analysis

framework based on sequence-learning techniques to identify the IoT devices in a home network.

They conducted measurements in a realistic network environment where common techniques like

Network Address and Port Translation (NAPT) and Virtual Private Network (VPN) traf�c were

enabled with the presence of other non-IoT devices. The results showed that the proposed frame-

work was able to differentiate device types with high accuracy. This study suggested that more
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traf�c measurements and methods need to develop to study the security issues in IoT devices.

In this dissertation, we employ a combination of active and passive measurement techniques

to collect the campus-level network traf�c on our university campus, which consists of more than

35,000 students, faculty, and staff. Nowadays, social media has become an essential part of many

industries and students are learning online social skills to build their educational and career net-

works [116]. A university campus network with high-speed network connectivity, a diverse pop-

ulation, and �exible traf�c policies provides a vibrant environment for studying current trends in

OSN services.

2.3.2 IoT and Mobile Traf�c Measurement

The number of mobile devices, mobile services, and the volume of mobile traf�c is increasing

rapidly. Analyzing and characterizing mobile traf�c is essential for delivering high-quality network

services. We review the mobile traf�c literature in three parts: mobile traf�c characterization, IoT

traf�c characterization, and mobile security.

Mobile Traf�c Characterization

The emerging mobile Web and applications supported by WiFi and 4G/5G cellular networks allow

anytime and anywhere Internet access from devices such as smartphones and tablets. Studying

and characterizing the network traf�c generated from these devices are of interest to ISPs and

developers.

Chung et al.[37] conducted a traf�c measurement study in a large-scale network to study users'

smartphone traf�c. They characterized the network traf�c at both the application and device levels.

They collected one-week of mobile traf�c traces in a university residential area of 4000 people and

1000 deployed Wi-Fi APs. The characterization analysis shows a diurnal pattern with smartphone

usage sur�ng activities like reading news and checking the weather occurring in the morning, and

�le transfers occur overnight. In another study, Wirsing et al. [177] proposed a mobile network

usage model for simulating data usage of mobile networks based on characteristic activity patterns
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of different user types. The proposed model is granular and �exible. It simulates individual devices

and allows arbitrary combinations of user types and various time scales (from 1 minute up to 1

hour). A limitation of the proposed model is that it relies on empirical data and the model should

be periodically updated using new empirical data to grow data usage over the long term.

Traf�c Classi�cation refers to the process of associating network traf�c with speci�c applica-

tions. However, identifying apps from network traf�c is a challenging process due to the wide

range of devices, concurrent apps, and encrypted protocols such as HTTPS/SSL. Wang et al. [170]

proposed a Random Forest traf�c classi�cation framework to automatically extract features and

determine the app usage of mobile users. They evaluate their proposed classi�er with 13 iOS

apps from 8 categories. They obtained the training/test set of features by running apps for �ve

minutes. The result shows around 94% accuracy in recognizing application usage. Furthermore,

they showed that the privacy of mobile users is more at risk when they use apps compared to us-

ing online services through browsers on mobile devices. Apps generate more identi�able traf�c

patterns.

Taylor et al. [159] proposed AppScanner, a framework that automatically identi�es Android

apps from encrypted network traf�c. AppScanner uses six different machine learning algorithms.

Each approach used either a Support Vector Classi�er (SVC) or a Random Forest Classi�er (RF).

To evaluate AppScanner, the authors automatically run the 110 most popular Android apps on a

device to collect network traces. Each trace contains packet details such as time, source address,

destination address, ports, packet size, protocol, and TCP/IP �ags. Then they used the collected

traces to train their proposed algorithm. AppScanner was able to identify apps with over 99%

accuracy.

IoT Traf�c Characterization

Smart devices that work without direct human intervention are increasingly used in applications

such as telehealth, logistics and shipping, environmental monitoring, home networks, and indus-

trial automation systems. Ammar et al. [9] proposed a classi�cation mechanism to identify types
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or models of IoT devices that are connected to a network. The proposed mechanism uses a decision

tree trained on 33 IoT devices. The evaluation of the proposed mechanism shows 98% accuracy in

identifying the type of IoT devices.

Sha�q et al. [150] conducted a machine-to-machine (M2M) traf�c characterization and com-

pare it to traditional smartphone traf�c. In this study, they used one week of traf�c collected from

a tier-1 cellular network in the USA where it covers all states in the USA. The captured data-

trace contains M2M traf�c from millions of devices from more than 150 hardware models. They

also collected the anonymized traf�c of millions of smartphones from the same cellular network.

They found that the number of M2M devices and also the generated traf�c volume is signi�cantly

smaller than the number of smartphones and their generated traf�c. However, they observed a

250% increase in the volume of M2M traf�c over 1 year. Also, M2M traf�c patterns are signi�-

cantly different from smartphone traf�c. M2M devices have a larger ratio of uplink to downlink

traf�c volume. In addition, they found that the M2M traf�c had a different diurnal pattern and

generated more synchronized traf�c compared to the smartphones. Finally, they found that M2M

devices are competing with smartphones for network resources in a shared geographical region.

Mobile Security

Smartphones contain private and sensitive data. Some studies focused on detecting personal iden-

ti�able information (PII) leaks by mobile applications. A leak is de�ned as device identi�ers,

user identi�ers, contact information, location, credentials, and so on. In the last �ve years, social

media has proven to be a signi�cant source of concern among privacy advocates. Reardon et al.

[137] designed a scalable testing environment to automatically monitor apps' runtime behaviour

and network traf�c to discover vulnerabilities in the Android permissions system. They conducted

an empirical measurement that used a combination of dynamic and static analysis on more than

88,000 apps. The result shows that 10 apps get the MAC addresses of the connected WiFi base

stations from the ARP cache, 42 apps exploit a vulnerable system call in Android to discover the

device MAC address, and some third-party libraries use the SD card as a covert channel to leak
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data. A covert channel is a technique that two installed apps with different permissions share user

data in a common place like a SD card. The results show that 13 apps use the covert channel

technique and 159 apps have the potential to exploit this vulnerability. They also found one app

that uses picture metadata as a side-channel to access precise location information without having

permission to access the location.

In another study, Ren et al. [138] developed ReCon, a cross-platform mobile security tool that

manipulates network traf�c to detect PII leaks. It enables a user to have control over the transmitted

data. They conducted a security measurement of popular mobile apps available in Android, iOS,

and Windows Phone. They used Meddle [99] to alter the generated �ows from devices. In a

manual test, they interacted with 100 of the most popular apps. In an automated test, they used a

Monkey app [137] to test the 1000 most popular apps. The results indicated that the information

leaked by an app varied across operating systems. Besides, they observed that some applications

leak information through SSL encryption. They used a decision tree classi�er to indicate whether

a �ow contains PII. They observed that the root of each tree is likely a key corresponding to a

PII value. ReCon's evaluation in a controlled test environment indicates that ReCon has good

accuracy, low overhead, and adapts to feedback from users. Leung et al. [99] studied the PII

data exposed by free cross-platform services that are accessible from the Web, Android, and iOS

devices. This research aimed to answer how these platforms compare concerning user privacy. In

the data collection phase, they selected 50 online services that met the following criteria: popular,

available for all three platforms, have the same functionality across different platforms, and with

no certi�cate pinning. Then they performed a four-minute manual test for each service. They used

Meddle and Mitmproxy to collect network traf�c. Finally, they used ReCon to extract PII leaks

in captured traf�c. The results show that 40% of services have data leaks, Web sites leak more

types of information than apps, locations and names are more often from Web sites than apps, both

apps and Web sites can leak locations, names, gender, phone number, and e-mail addresses, only

apps leak unique identi�ers and device-speci�c information, and Web sites directly contact more
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trackers and advertisers than apps.

Although these prior research efforts have revealed various privacy and security risks in mo-

bile applications, the Internet is still brimming with malicious Web sites that trick users into di-

vulging their information. Google recently had to redesign the security warnings in its Chrome

Web browser because most users ignored them [20]. In this dissertation, our basic premise is to

provide better insight into how shared content in online social communities can lead users to ma-

licious and tracking Web sites. Based on these insights, users can make better-informed decisions

during Internet sur�ng.

2.3.3 Online Social Network Characterization

At the beginning of this century, social networks grew dramatically in size and number by adopting

Web 2.0. A decade later, the social network users have become largely mobile-exclusive. While

people may use computers for school or work activities, their social media activities are mainly on

mobile devices. Nowadays, social networking is one of the most popular activities worldwide, with

billions of people participating. In this section, we review the literature on online social networks

in two parts: Web-based social networks and mobile social networks.

Web-based Social Networks

Online Social Network (OSN) analysis has attracted much attention with a large number of users,

devices, and services that allow users to create and share content, and have discussions over social

networking services. These OSNs provide a network of communications and users that generate an

enormous amount of data on a daily basis. Boyd et al. [29] provided an introduction, de�nition, and

history of Social Network Sites (SNSs). They de�ned an SNS as a Web-based service that allows

users to build a (semi)public pro�le, articulate a list of users with whom they share a connection,

and explore the list of other users. Then they provided a detailed timeline history of social network

Web sites and discussed the key changes and developments.

Benevenuto et al. [22] presented a detailed click-stream analysis of user workloads in four
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popular social networks: Orkut, MySpace, Hi5, and LinkedIn. The click-stream approach collects

and analyzes user interactions with a Web site or application. They tried to understand how fre-

quently users connect to social networks, for how long, and what type of activities they conduct.

Their study shows that session duration, inter-request time, and inter-session time are heavy-tailed

and there are large variations in users' usage. They found that browsing is the most popular activ-

ity with 92% of all user activities. The browsing also consists of silent interactions like browsing

friends' pro�les and pro�les two or more hops away. Furthermore, they found that users mostly

interact within a close geographical distance.

While YouTube is the second most popular social platform, it generates more network traf�c

than any other Internet service [6]. Gill et al. [63] presented a traf�c characterization of YouTube.

In this work, they studied YouTube usage. First, they monitored the YouTube traf�c at the Univer-

sity of Calgary for three months to present a local view of YouTube usage by campus users. Their

study included the generated network traf�c and user-watching behaviour of campus YouTube

users. They compared YouTube network usage with the traditional Web and media streaming

workloads. Their �nding shows that YouTube traf�c, like the traditional Web, is very correlated

with human behaviour. The network traf�c generated by YouTube is different by the time of the

day, day of the week, and even the university calendar. They found that 50% of videos were pre-

viously requested. This shows that caching and CDN could improve the scalability of YouTube.

Second, they provided a global view of YouTube usage by investigating the top 100 most viewed

videos per day, week, month, and all time. The results show statistical information such as video

duration, age of video, bitrate, and category of popular videos on the campus.

Krishna et al. [36] provided analysis and comparison of the most popular social networking

sites: Facebook, Twitter, and MySpace. They evaluated these Web sites based on four criteria:

Navigation, Intelligence, Interactivity, and Source Credibility. Then they proposed a list of mea-

sures for each criterion. Afterwards, they conducted a user case study by collecting the 5-point

Likert scale feedback on each measurement for each social Web site. The results show that Face-
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book and MySpace provide more navigation links than Twitter, all three sites showed certain Web

intelligence, Facebook and mySpace are more interactive, and Facebook provides more credibility.

Amato et al. [8] proposed atwo-step detection strategywhich is a probabilistic model to

identify human behaviour in a social network. In the �rst step, they use Markov chains to train the

system by using normal human behaviour from a social network dataset. Then they use an activity

detection framework to identify unexplained activities. They evaluate their proposed mechanism

using a set of Facebook data. The results show that the proposed strategy could recognize 80% of

unexpected behaviours.

Since recommender systems work based on the users' similarities, and users build social net-

works based on their common interests, recommender systems can use social relationships to im-

prove the recommendations. Eirinaki et al. [55] reviewed the opportunities and challenges of

social recommender systems. They used social relationships to address the sparsity of rating and

the cold-start problem of recommender systems. This approach uses the fact that users' interests

are in�uenced by the preferences of their friends.

Mobile Social Networks

Mobile Social Networking (MSN) is a social network application where users with similar interests

connect with each other through their mobile phones or tablets. Most of the Web-based social

networking sites such as Facebook and Twitter have created their mobile apps to provide instant

and real-time access. In addition, new native mobile social networks such as Instagram and TikTok

have been created that allow users to build a community around mobile functionality. Penni [129]

studied the bene�ts of social networks that encourage users to be active on social media networks.

Finally, she used a survey of 2000 Americans' behaviour towards the popular OSNs to examine

the important factors that help the long-term implications of social media. The results show that

the connection among the users is a key factor in activities. The other signi�cant factors are age,

gender, and access to the mobile Internet.

Qiu et al. [134] studied the evolution process and architectures of Mobile Social Networks.
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First, they introduced �ve types of MSN applications as Vehicular Social Networks, Mobile Sensor

Social Networks, Cellular Networks, Community Networks, and Opportunistic Networks. Then

they reviewed the state-of-the-art studies in these social applications. Finally, they summarized the

main social media-based routing protocols that are applied to MSNs.

Walnycky et al. [167] present a measurement study by focusing on the forensic and cybercrime

aspect in Mobile Social applications. The authors performed an analysis of the network traf�c

and storage of 20 Android social instant messaging apps to �nd digital evidence from mobile

devices, data in transit, and data stored on servers. In a controlled testbed environment, they used

Wireshark, Network-miner, and NetWitness Investigator to parse and analyze the captured data.

They also classi�ed content as pictures, videos, or plain text. By exploiting the captured data,

they answered the following question: Which apps encrypt the text messages, sketching features,

transmitted locations, audio/video, and images? They found that there is unencrypted content

over some apps servers. This allows any investigator with access to these links to download the

data. To investigate the data storage, they used XRY tool [34] to analyze and recover information

from mobile devices. During the examination of the databases that the applications created on the

device, they found some stored sensitive user data.

Instagram, the mobile application used to share photos and videos, has gained 1.2 billion users

and produces 1 billion posts and stories per day. Segev et al. [148] measured the in�uence of users

on Instagram. They proposed a linear regression model that uses network-oblivious statistics such

as the number of received likes, followers, and comments to score and measure the users' in�uence

on Instagram. Bakhshi et al. [17] studied the impact of users' portraits on social engagement on

the photo. First, they used the Instagram API to collect 2000 popular images. Then they used the

snowball sampling technique to collect 23 million more images from 3 million Instagram users.

They randomly sampled 1.1 million photos from this data set. Finally, they studied likes and

comments as two social engagements on these 1 million Instagram photos. The results show that

face photos are 38% more likely to gain likes and 32% more likely to receive comments. In
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addition, they found that ages, gender, and the number of faces do not impact the received likes

and comments.

Silva et al. [149] characterized theparticipatory sensingbehavior in Instagram. Participatory

sensing are humans that use mobile devices and cloud computing services to share local envi-

ronmental data such as a picture. This data could be obtained from physical sensors like a GPS

or human sensors like vision. They collected 2.3M geo-tagged photos, posted by about 500,000

users. Each photo consists of GPS coordinates and photo sharing time. First, they found that the

frequency of photo sharing is spatio-temporal. The spatial coverage of Instagram was mostly in

eight cities in the world. The temporal aspect was very unequal and correlated with routine human

activities. Finally, they studied individual behaviour. They found that the distribution of the num-

ber of photos shared by each user is widely varied. They observed that 40% of users just posted

one photo, and 17% of users posted more than 10 photos, and only 0.1% of users contributed more

than 100 photos during the considered period.

Li et al. [101] proposed HideMe, a framework to protect users' privacy in online photo shar-

ing applications. It helps the users' friends to preserve their privacy based on different scenarios.

As a user uploads a photo, HideMe extracts photo's factors such as date, time, location, and the

number of people. Then it applies all recognized users' privacy settings on the uploaded photo.

They proposed a face-matching algorithm to speed up the matching process. They also proposed a

distance-based algorithm to protect the privacy of bystanders in a photo. To evaluate their frame-

work, they conducted a case study with 487 users and characterized the users' behaviour based on

four scenarios: temporal (when), spatial (where), interpersonal (who), and attribute (what). The

results show that HideMe could recognize other users with 97.3% accuracy.

2.4 Summary

This chapter provided background information on network traf�c measurement of social network

applications. Table 2.1 presents a high-level summary of the papers covered in this literature
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review. The three sections of the table correspond to Network Traf�c Characterization, Mobile

Traf�c, and Social Network Traf�c Characterization, respectively. Within each section, the papers

are listed in chronological order. The columns on the right summarize the topical coverage of each

paper.

The next chapter introduces the speci�c network traf�c measurement techniques used in the

rest of the dissertation.
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Chapter 3

MoVIE: An Active Measurement Tool for Smartphones

This chapter1 describes the design and implementation of MoVIE (Mobile Video Information Ex-

traction) [89], a cross-platform active measurement tool to study the network traf�c of a smart-

phone under test.

Section 3.1 provides an introduction and our motivation to design this tool. Then, the overview

of the MoVIE tool is described in Section 3.2, followed by a detailed description of tool design

and implementation in Section 3.3. Next, to illustrate the MoVIE functionality, we use it to study

360° video streaming on smartphones in Section 3.4, and we provide details on MoVIE's ability to

decrypt network traf�c in Section 3.5. Finally, Section 3.6 concludes this chapter.

3.1 Introduction

Over the past decade, smartphones have become an integral part of our lives. The emerging mobile

Web supported by WiFi and 4G/5G cellular networks allows anytime and anywhere Internet access

from hand-held devices such as smartphones and tablets. With the popularity of smartphones

and emerging bandwidth-hungry mobile apps, the overall mobile data traf�c has been growing

rapidly. In 2020, the traf�c from hand-held devices (excluding tablets) represented 54.18% of

global Internet traf�c [156]. Cisco has projected that each smartphone will generate 11 GB of

traf�c per month on average by 2022 [40]. Measuring and understanding this traf�c is essential for

app developers, Internet service providers, and network administrators.

On the other hand, with increasing popularity in smartphone applications, this market has wel-

comed many different providers. In this competitive environment, service providers collect infor-

mation about users and their usage to improve their services. Besides, many of these providers

1An earlier version of the work reported in this chapter was published at the International Conference on Perfor-
mance Engineering (ICPE 2020) [89].
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cover part of their costs through advertising and data analytics. This raises concerns about the

user's privacy. Collecting users' data has led to several security and privacy issues, such as identity

theft and targeted marketing. Nowadays users are more concerned than ever about their privacy

when they interact with Internet services [169].

In this context, the measurement and characterization of network traf�c generated by these mo-

bile devices can provide a comprehensive understanding of Internet services and their behaviours.

Active measurement is an effective way to quantify mobile traf�c from a single device.

Active measurement brings several advantages to studying smartphone network traf�c. First,

it indicates the domain names, IP addresses, and port numbers that an application uses. This infor-

mation is required for passive measurement to distinguish an Internet service's traf�c from the rest

of the network traf�c. Second, it identi�es the traf�c patterns associated with different interactions

like login, downloading, uploading, streaming, and logout. Third, it provides an overview of gen-

erated TCP/UDP connections and the application's traf�c behaviour. Fourth, it enables us to study

application behaviour in different settings like when using different devices, operating systems,

and network connection types.

However, there are some challenges with active measurement on a smartphone. First, most

of the Web sites and mobile applications use end-to-end encryption to secure their connections.

Developers use encryption mechanisms to protect user privacy and also to conceal advertising

and tracking connections. Second, the new versions of operating systems have introduced new

privacy features to prevent data leaks. While these features are good for protecting users' data, it

makes the study of mobile traf�c dif�cult. Third, the capturing mechanism should not interfere

with application performance. Finally, there is traf�c from other smartphone apps that needs to be

�ltered (removed) from the analysis.

The task of selecting an appropriate active measurement tool that works with state-of-the-art

operating systems and apps is one of the hardest phases of active measurement. The network

measurement tools such as Ping and Wireshark on their own lack visibility into the mobile apps'

34



activities and privacy issues generated by mobile devices, and existing mobile security tools do not

provide adequate insight into the network traf�c.

To tackle these challenges in our study, we designed and implemented MoVIE (Mobile Video

Information Extraction), an active measurement and traf�c analyzing tool that captures and ana-

lyzes smartphone network traf�c. MoVIE is an open-source client-side traf�c analyzer that studies

smartphones network traf�c from different viewpoints. It collects information about network-level

packet traf�c, transport-layer �ows, and application-level metrics such as video player activities.

Then it identi�es relationships within the collected data to make mobile activities transparent.

MoVIE is intended for studying video streaming activities at the application level. In addition

to the network traf�c measurement and privacy analysis, MoVIE supports objective video Quality

of Service (QoS) evaluation for mobile video streaming. We designed MoVIE to study video

streaming since video streaming has the biggest share among all Internet traf�c consumption [40].

Everything from entertainment, sports, businesses, educational institutions, and governments are

increasingly using video streaming services. During recent years, video-on-demand services such

as Hulu, Net�ix, Vimeo, and YouTube have experienced explosive growth in terms of the number

of users and videos. Indeed, video delivery is shifting from traditional TV broadcasting to online

video streaming, and Internet traf�c is dominated by such videos. A recent report from Cisco [40]

predicts that global mobile traf�c will increase 7-fold by 2022, and mobile video streaming traf�c

will grow 11-fold, reaching nearly 79% of the world's total mobile traf�c. This growth in mobile

traf�c will be a heavy burden on mobile operators.

However, MoVIE is not limited to video streaming. MoVIE uses multiple observational view-

points [12] to extract information about smartphone traf�c. These features make MoVIE a power-

ful tool for network traf�c measurement, privacy analysis, and multimedia streaming studies.
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3.2 Tool Overview

This section presents an overview of MoVIE, an active measurement tool that intercepts and an-

alyzes all network traf�c into and out of a smartphone. We aimed to develop a user-friendly and

easy-to-customize tool to explore network traf�c, measure video QoS, and provide visibility into

streaming traf�c. The MoVIE tool is designed with the following features:

� Visibility : MoVIE captures all incoming/outgoing Internet traf�c from the smart-

phone during the video streaming. It records all video streaming activities such as

the transmitted TCP/UDP packets, HTTP/HTTPS requests and responses, stream-

ing status, and video buffering events. MoVIE provides a multi-level view of video

streaming network traf�c, from the network packet level to an application-level

view.

� Video QoS Measurement: Video streaming users expect a Quality of Experience

(QoE) that is not always well-re�ected by traditional network-layer QoS metrics

such as packet loss, delay, and jitter. Subjective QoE metrics, such as Mean Opinion

Score, must be collected directly from users [152]. Video QoS metrics such as

playback delay, video quality switches, and the number of stalls, are metrics that

can be quanti�ed with a measurement tool as a prediction for QoE metrics [24].

MoVIE provides the video QoS metrics for video streaming sessions.

� Privacy View: Smartphones involve sensitive information for personal conversa-

tions, bank transactions, online purchasing, tax payments, and so on. In addition,

smartphones exploit sensors like a GPS, camera, and microphone to provide bet-

ter services, but this use increases the potential risk of privacy violations. Recent

studies show that people are concerned about the privacy of themselves and their

children more than before [191]. MoVIE provides a full view of the generated con-

nections, and it shows the tracking and advertisement �ows. It provides a detailed
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report of what data is collected and where it is sent during the interactions with Web

sites.

� Traf�c Mapping : We propose a novel and accurate mechanism to relate all trans-

mitted packets to network �ows and video streaming status. In this way, MoVIE

can report network statistics such as bitrate, packet rate, average packet size, and

connection type for every single �ow, with all �ows related to application-level

video player activities.

� Comparability : MoVIE can process up to two video streaming traces simultane-

ously, which is convenient for comparing video providers, video codecs, and video

players. This feature makes MoVIE a powerful tool to compare video streaming

from different devices, operating systems, providers, and codecs.

� Customizability: MoVIE is an open-source tool that visualizes user interactions

and enables researchers to view network �ows, captured packets, multimedia events,

general statistics, graphs, and so on. MoVIE is portable and can run on all desk-

top operating systems. The measurement report is in HTML5 format, which is

supported by any modern browser and OS. To make MoVIE an easy-to-customize

tool, we: i) publish the source code on GitHub; ii) design a Web site to explain the

tool and illustrate the experimental setting; iii) and provide several use cases with

reports and raw captured data.

In the next section, we describe MoVIE's design and implementation in detail.

3.3 Tool Design and Implementation

This section discusses the design and implementation of MoVIE. MoVIE needs to capture all

network traf�c, request/response �ows, and video player events. Then based on the captured data,

it computes and provides a graphical analysis of the video streaming traf�c.
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Figure 3.1 illustrates the architecture of MoVIE, which consists of seven components: 1)Traf�c

Interceptor, 2) Packet Tracer, 3) Player View, 4) Privacy View, 5) Mapper, 6) Main Component,

and 7)Graphical User Interface. We now discuss each component in more detail.

Figure 3.1: Structural Overview of the MoVIE Tool for Mobile Video Streaming Analysis

3.3.1 Traf�c Interceptor

This component captures all application-layer connections generated by the smartphone. To achieve

this, we use Mitmproxy [43] to transparently intercept all HTTP/HTTPS traf�c between the mo-

bile device and the Internet. Mitmproxy is an open-source proxy application that uses the typical

man-in-the-middle (MitM) attacks. As shown in Figure 3.1, using Mitmproxy requires that the

Mitmproxy CA certi�cate be installed on the client device, and both mobile devices and PC should

be connected to the same WiFi. We used WiFi because Mitmproxy requires the smartphone and

PC to be connected to the same access point.

A sample screenshot of the Mitmproxy program capturing �ows is shown in Figure 3.2. In

Mitmproxy, a “�ow” represents a single HTTP/S transaction, and it contains detailed information

about the connection and its request and response [43]. This section of Mitmproxy represents a

list of captured �ows in chronological order. Each row represents a captured �ow with information
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such as timestamp, HTTP version, URL, request type, content type, content size, etc. Each row of

the data has a link to the Flow View section that provides more detailed information about each

�ow. The Mitmproxy sits between the two parties and intercepts all transmitted traf�c to provide a

coarse-grained view of all network activities involving the smartphone.

Figure 3.2: A Screenshot of Mitmproxy

The Traf�c Interceptor collects information such as URL, host name, GET/POST requests/re-

sponses, connection types, duration, request/response timestamps, plus sender and receiver IP

addresses and port numbers, and sends them to theMain component. Figure 3.3 shows a sam-

ple output of the Traf�c Interceptor component contains several lines of a �ow response in JSON

format.
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Figure 3.3: A Sample Output of the Traf�c Interceptor Module

3.3.2 Packet Tracer

We use TShark, a terminal-oriented version of Wireshark2, to capture a full packet trace of Internet

traf�c generated by mobile video streaming. TShark is a widely-used protocol analyzer, providing

a network-level view of traf�c, similar to Wireshark. The raw packet trace data can be stored in

JSON, XML, and PCAP �le formats.

The output from thePacket Traceris sent to theMain component for analysis. Figure 3.4

shows a sample of the Packet Tracer's output which contains some TCP packet information in

JSON format.

Figure 3.4: A Sample Output of the Packet Tracer Module

2https://www.wireshark.org
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For capturing network traf�c, we used TShark rather than Wireshark for two reasons. First,

TShark enables us to capture a limited number of �elds of interest for our data analysis. The

latest version of Wireshark has over 261,000 �elds in 3,000 protocols, but only a limited number

of these �elds are required for our data analysis. Wireshark also captures the raw data for SSL

connections. Since this raw data is encrypted, there is not any bene�t from capturing this data,

which substantially increases the captured traf�c volume. Second, Wireshark consumes a big

share of the system's memory and processing power which could affect the performance of other

running applications. MoVIE by default uses TShark for data analyses. However, it also can

analyze Wireshark's output in a JSON format.

3.3.3 Player View

MoVIE uses video player activities and events to measure video QoS metrics. It also exploits

this information to determine the relationships between video player events and network traf�c

generated by the mobile device.

We developed an Android app [91] to collect and parse video properties, video player activities,

and player events from the video player. The video log contains the title, URL, audio/video codecs,

duration, resolution, play start time, video buffering events, video resolution changes, and so on.

The output of this component is sent to theMain component for analysis. Figure 3.5 shows

output of this component that includes video player logs in JSON format.

3.3.4 Privacy View

This component investigates the generated traf�c to detect potential data leaks. It receives �ows

from the Traf�c Interceptor component and uses EasyList3 to detect advertisement and tracking

�ows. EasyList has a list of all international tracking and advertisement URLs, and is the primary

�ltering list used by ad blockers. The list is created and updated weekly by the ad-block commu-

3https://easylist.to/easylist/easylist.txt
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Figure 3.5: A Sample Output of the Player View Component

nity4 and supports many different geographical regions. This component extracts a list of potential

tracking and advertising �ows from the set of all �ows observed.

3.3.5 Mapper

MoVIE exploits multiple observational viewpoints [12] for its analysis of network traf�c, �ows,

and video player activities. Mapping the network packets captured by Wireshark/TShark to the

�ows collected from Mitmproxy, and relating this information to video player activities, is an

essential phase, and one of the most important elements of the tool.

We need to identify the origins of each �ow, for given video streaming activities, and which

packets correspond to those �ows. In the following, we propose our own novel mapping mech-

anism. In addition to mapping packets to the corresponding apps, it maps the captured network

traf�c to each responsible �ow and video player activity. In the following �ve subsections, we

describe the step-by-step details of our solution for this problem.

4http://adblock.mozdev.org
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Flows:

Mitmproxy captures the generated network traf�c in the �ow format. An HTTP/S �ow is a col-

lection of objects representing a single HTTP transaction [43]. For example, when a user opens a

Web page, Mitmproxy captures several �ows for the page's components like images, HTML �les,

and CSS �les. The captured data contains the request and response information for each connec-

tion. A sample �ow captured by Mitmproxy is shown in Figure 3.6. The �ow view enables a user

to inspect and manipulate a single �ow [43]. The Request/Response/Detail tabs provide detailed

information about each �ow.

Figure 3.6: Flow View in Mitmproxy

We use the header �eld of each generated �ow to group the captured connections. TheUser-Agent

�eld in the �ow request identi�es the software component that originates the �ow request. For ex-

ample, Web browsers use the followingUser-Agent template [50, 142]:

[Name]/[version] ([system and browser information]) [platform] ([platform details])

[extensions]
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Using this format, an Android MobileUser-Agent generated from a Samsung Galaxy S9

smartphone might appear as follows:

Mozilla/5.0 (Linux; Android 8.0.0; SM-G960F Build/R16NW) AppleWebKit/537.36 (KHTML,

like Gecko) Chrome/62.0.3202.84 Mobile Safari/537.36

By exploiting this information, we can separate Web browser traf�c from other generated traf-

�c. For multimedia traf�c that includes video and audio streams, iOS devices useApple Core

Media/[v] and Android devices useStagefright as theUser-Agent �eld. In addition, we use

the Host andResolvedAddress �elds of �ows to identify the host name and IP address of the

destination server. In the next step, we group related �ows into sessions.

Sessions:

A session might involve multiple �ows for initiating, maintaining, and terminating that session.

These �ows have several shared attributes, such as times at which the client and the server initiated

their (application-layer) communication. In addition, each (transport-layer) �ow in a session has

its own timestamps for Client and Server TCP/TLS handshake, as well as request and response

timestamps.

We group all �ows into sessions based on their common �elds. Each session contains a list

of �ows, host name, user agent, source and destination IP addresses and port numbers, and client

/server connection establishment time.

TCP/UDP Streams:

All packets in a TShark/Wireshark trace are automatically grouped into TCP/UDP streams. A

stream is a sequence of packets transmitted between two transport-level endpoints in one session.

As a result, the TCP and UDP packets of a session have the same value for thetcp.stream or

udp.stream �eld.

To �nd the destination host of each stream, we use theHost �eld. For HTTP connections, one

packet in the stream contains theHost andUser-Agent �elds from the HTTP request header. The

Host �eld indicates the name of the stream destination. For HTTPS connections, the destination
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host name is located in thessl.handshake.extensions server name�eld of the SSL layer in

one of the packets of that stream.

We group all packets according to their stream index. Each TCP stream has its own packet

list, destination host name, user agent, source and destination IP addresses and port numbers, and

packet timestamps. We group UDP streams in a similar way. For UDP streams that include DNS

packets, we use thedns.qry.name �eld to �nd the host name.

Mapping Packets to Flows:

For each session identi�ed by Mitmproxy, we observe two separate streams with the same host

name, source/destination IPs, and ports in the Wireshark trace. The reason for this is that Wireshark

and Mitmproxy run on the PC, and not the smartphone itself. As a result, each TCP session appears

twice: once from the mobile device to Mitmproxy, and again from Mitmproxy to the destination

server. Fortunately, the timestamps of the �ows differ slightly, making it easy to distinguish them.

We assign packets in each stream to the �ows in the corresponding session. The timestamps

for requests and responses of each �ow are used to �nd the corresponding packets. This is possible

since there is a gap between the timestamps of packets from one �ow to the next one. To the best

of our knowledge, we are the �rst to provide an exact mapping of packets to HTTP �ows, and

mapping the �ows to video player activities. In the next step, we map the video activities to �ows.

Mapping Video Activities to Flows:

In the �nal step of the mapping process, we separate audio/video �ows from other �ows, and use

the timestamps of player activities and events to �nd the corresponding �ows. This completes the

in-depth look at ourMappercomponent.

3.3.6 Main Component

The Main component is the central part of MoVIE that manages and coordinates all the other

components. It receives a �ow list from theTraf�c Interceptor, a packet list from thePacket Tracer,

and the video streaming activities from thePlayer Viewcomponent. TheMapper component

45



assigns the connections based on all captured information. Then theMain component analyzes

the data to determine the video streaming metrics. It calculates the video-related QoS parameters,

statistics of packets and �ows, and categorizes data. Finally, theMain component invokes the

Graphical User Interfaceto provide a visual representation of the results.

3.3.7 Graphical User Interface (GUI)

The MoVIE tool represents video streaming analysis in a graphical view. The multi-level visual

representation in the form of tables and graphs helps researchers gain better insights into video

streaming behaviour. This GUI represents relationships and interactions between the video player,

the network, and the video provider. In addition, network statistical reports such as throughput,

�ow sizes, packet counts, and many more are represented in tables and graphs that make them easy

to explore.

The output of MoVIE is generated in HTML5 format, which offers several advantages. First, it

is easy to use and easy to export the data for other purposes. Second, it is portable and only needs

a browser to explore the outputs. Last but not least, MoVIE is an open-source tool, with source

code available for customization. We implemented a library to export data in HTML5 format to

facilitate report customization.

3.4 Case Study

In this section, we illustrate MoVIE's capabilities with a case study of streaming 360° videos, in

which we use MoVIE to analyze the network traf�c generated from an Android device when it

plays 360° videos from two different video streaming providers.

Head-Mounted Display (HMD) devices are a new and exciting trend in computer science.

Devices such as Oculus Rift, HTC Vive, and Google Cardboard have become widely available

and affordable for the public. These devices enable viewers to watch immersive 360° videos with

higher bandwidth demands than regular video streaming. Major multimedia streaming providers
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such as YouTube and Facebook now support uploading and viewing these 360° videos, which users

can watch by connecting their smartphones to the HMDs. However, this technology demands huge

bandwidth for streaming and the part of the video that is not in the user's viewport is considered

wasted bandwidth [180].

We �rst describe our experimental setup and then use our tool to study 360° video streaming

from YouTube and Facebook.

3.4.1 Experimental Setup

We set up an environment that streams video sessions in a mobile Web browser and collects packet

traces, �ow traces, and video player activities. All video streaming was done on a Nexus 6 smart-

phone (Quad-Core 2.7 GHz CPU, 3 GB RAM) running Android 7.0, with video streaming per-

formed using Chrome 72.0 as the Web browser. MoVIE ran on a separate PC (Core i7, 8-core, 3.6

GHz CPU, 8 GB RAM) running Ubuntu 18.04 Linux. The PC was used to capture all incoming

and outgoing network �ows and packet traf�c from the mobile device. Both devices used WiFi for

communication. We conducted the measurements in 7th �oor of the ICT building in University

of Calgary. Our devices were connected to AirUC-Secure, the encrypted wireless network at the

University of Calgary. We conduct experiments using a 5 GHz 802.11n network.

To intercept the network traf�c, we used Mitmproxy 4.0 on the PC to collect network �ows.

TShark 6.2.2 was used on the PC to capture full packet traces of the Internet activities generated

by the smartphone. We developed an Android app to parse the video streaming activities and send

it to MoVIE. It uses the Google Chrome APIs to analyze video player's activities, and then sends

a detailed video streaming log in a JSON format to MoVIE.

We prepared the mobile device by performing a factory reset to ensure that other software or

previous experiments do not impact our experiments. In addition, we updated the OS and pre-

installed apps to the latest versions. We cleared the browser cache and history before each video

streaming session. Then we installed the Mitmproxy CA Certi�cate on the device. During each

test, we con�gured the Chrome browser on the smartphone to send all network traf�c through the
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Mitmproxy to collect HTTP/HTTPS �ows. At the same time, TShark was running on the PC to

capture network traf�c at the packet level.

We streamed a single 360° video called “Lion Cub” from the National Geographic Channel, us-

ing two different popular 360° video streaming platforms: YouTube and Facebook. Evaluating the

same video content with two different streaming platforms helps in understanding the differences

in their services.

Once the network was set up, we started the data collection tools on the PC and the video

streaming on the mobile device. At the end of video streaming, our video logger application sent

the video player activities to MoVIE for further processing. After all network traf�c was complete,

we used MoVIE to analyze the data. All captured network data, video streaming log, and results

are available from the MoVIE project's Web site [91].

3.4.2 Measurement Results

MoVIE's report is divided into four parts: 1) packet level, 2) �ow level, 3) video player level, and

4) comparison. The �rst part provides a detailed packet-level report of network traf�c generated by

the mobile device. The second part presents a �ow-level and privacy analysis of the network traf�c.

The third part reports video player activities and QoE metrics. The �nal part is for comparing two

different video streaming sessions. This could be used to compare streaming from video providers,

video services, video codecs, video encoders, video players, and devices.

Here we illustrate each part in detail. Later, we compare 360° video streaming from YouTube

and Facebook.

Packet-Level View

The �rst part of the tool provides a packet-level report of captured network traf�c. This report

includes a tabular view of network traf�c statistics, trace, and several charts.

As shown in Figure 3.7, the statistics section includes the capturing date, duration, sent/received

packets, sent/received bytes, average throughput, and average packet rate. Note that the “packets”
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Figure 3.7: Packet-Level View of YouTube Streaming in MoVIE

shown in this �gure are application-layer video frames. These statistics imply that this particular

video was transmitted at 30 frames per second, with an average frame size of 38 KB, producing an

average network data rate of 9.5 Mbps.

In this experiment, our PC used the network's loopback interface [140] to deliver the received

data to the smartphone. The traf�c that a computer program sends on the loopback interface

uses a fast path that reduces latency and improves performance for applications which use the

TCP loopback interface for inter-process communication [82]. We enabled it to remove latency

between the PC and smartphone. It is possible to disable the network's loopback interface in the

OS kernel [140]. Disabling the loopback interface will prevent high-speed traf�c transmission

between the PC and the smartphone which can affect the measurement results.

The packet-level part presents twelve graphs for illustrating the captured traf�c including sen-

t/received packets/bytes, PDF, and CDF charts. This part of the tool is useful for study the video

streaming behaviour from a packet-level perspective. For instance, the graphs of sent and received

bytes in Figure 3.8 demonstrates Web page and video data loading by the Chrome Web browser.

As we see, the Web browser sent several packets from 0 to 12 seconds. By investigating the gener-

ated connections, we found that it sent HTTP/S requests to load the Web page components. Then it
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requested chunks of video and audio data between 12 to 18 seconds. After that, it received a chunk

of data about every 2 seconds. This indicates that this video streaming uses an adaptive buffering

method. As we will see in the player view section, the video player starts by pre-loading a certain

amount of video and audio in advance, to prevent video stalls.

Figure 3.8: The Sent/Received Packets at Packet-Level View

In addition, as shown in Figure 3.9, the whole captured packet trace is available in a sortable/search-

able form for further interactive exploration. The format includes detailed information such as

timestamp, source/destination IP, ports, packet length, type, and other header �elds for each indi-

vidual packet.

Flow-level View

This section presents a �ow-level study of the generated HTTP/HTTPS �ows. First, it reports the

statistics about the number and types (GET/POST) of generated �ows. A sample of this informa-

tion is shown in Figure 3.10.

In addition, as we see in Figure 3.11, detailed �ow information is listed in a sortable and

searchable table. For every single �ow, it shows the URL, method (GET/POST/other), status code,

content length (request and response), content type, source and destination IP addresses, ports,
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Figure 3.9: Packet Trace Data in Packet-Level View

Figure 3.10: Flow Information in Flow-Level View

request/response times, and other �elds. The user can also drill down to see the packet list for each

particular �ow.

In this case study, we observed that YouTube uses HTTP/1.1 for audio/video streaming and

HTTP/2.0 for other content types. The HTTP/2.0 Server Push feature allows a server to proactively

send resources to a client before the client requests them.

This part of MoVIE also illustrates all �ows in graphs. For example, Figure 3.12 shows the

distribution of �ow types and sizes, as well as a time-series graph of the �ows generated per second

during the streaming. This graph shows (as expected) a large number of �ows generated at the start

of the experiment. This is because the smartphone sends an HTTP request to fetch a Web page,

and the HTTP response includes links to several resources such as HTML, scripts, style sheets,

images, and others, that must be requested to complete the page loading.
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Figure 3.11: Captured Flows in Flow-Level View

As expected, the video �ows contributed most of the sent/received data size. In addition, the

number of video �ows are nearly four times more than the number of audio �ows. This could be

because YouTube uses more video �ows to cover a 360° sphere. In another experiment5, we found

that the number of audio and video �ows are equal in streaming regular videos from YouTube.

Finally, MoVIE maps the generated �ows to the EasyList entries. For this example, it rec-

ognized 7 �ows as advertisements or tracking �ows. Since MoVIE provides a detailed list of all

�ows, we are able to investigate the generated connections. In this case study, all ad �ows were

related to the Google ad services likegoogleads.g.doubleclick.net.

Player-level View

In this part of the GUI, MoVIE gives detailed information about the streaming events. First, it

provides general info about the video such as video/audio codecs, resolution, and duration. Then

it reports the video QoS metrics of the streaming that includes startup time, number of quality

switches, and number of audio/video rebuffering events. Startup time is the time taken to download

enough chunks to begin playback. The number of quality switches is calculated by counting the

5The experiment's data is available in the MoVIE's Web site [91].
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Figure 3.12: Graphical Charts in Flow-Level View of MoVIE

total number of times that the video resolution is changed. Buffering is used to store video chunks

that have been downloaded but not yet played. If the player does not �nd suf�cient new data in the

buffer, it causes a pause during the playback.

As seen in Table 3.1, YouTube uses theOpusaudio codec and theVP9video codec for 360°

videos. The playback start time was 1.2 seconds. In this particular experiment, we did not observe

any video quality switches or rebuffering events.

In addition, as seen in Table 3.2, this part has a full detailed report for a comprehensive view of

video streaming events. The timeline-based report contains all video player activities from fetching

the URL to the end of the video streaming. It reports events for URL retrieval, �nding video

and audio codecs, determining video and audio decoders, pipelining, video and audio buffering,

resolution, playtime, timestamps for resolution changes, and all the other playback activities.
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Table 3.1: Player-level View of MoVIE, with Video QoS Metrics

Player Value
Title YouTube

Frame URL
https://www.youtube.com/watch?
v=sPyAQQklc1s&amp

Streaming URL
blob:https://www.youtube.com/f169cece
-5961-401c-a2ae-da5d11322ee4

Audio Codec opus
Video Codec vp9
First Resolution 1440x2560
Video Duration 270.581 sec
Playing Duration 114.305362 sec
Pause Time 115.535713 sec
Stop Time 116.505313 sec
Video QoS Metrics
Player Start Time 1.230351 sec
Audio Rebuffering 0 times
Video Rebuffering 0 times
Quality Switches 0 times

MoVIE provides a detailed view of the Google Chrome video player status during the video

streaming. In general, the Google Chrome player works as follows. First, the player gets theplay-

back frame urlandplayback frame title. Then it seeks for the audio stream and extracts itsaudio

codec name. Finding thevideo streamandvideo codec nameare the next steps. Then it recognizes

the audio and videodecoders. After that, it extracts the con�guration such assamplesper second,

bytesper frame, andcodecdelayfor audio �le. It does the same for video �les and extracts infor-

mation such asformat, resolution, andvisible rectangle. Then it �lls the audio and video buffers.

Before playing the video, it checks thefor suspendedstart value of its player to resume the video

if it has been suspended. Finally, it starts thePLAY event. After starting the video, it may expe-

rience audio/video re-buffering or changing the video quality.Pause, Stop, andDestroyedevents

happen when the user pauses, stops, or closes the player.Destroyedevent is the last event that

MoVIE shows in the video player activities.
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Comparison

The last part of the tool facilitates comparison of two video streaming experiments. In this study,

we compared streaming from YouTube and Facebook. This comparison uses selected results from

the foregoing sections.

Table 3.3 shows that YouTube usesOpus/VP9as its audio/video codecs, respectively, while

Facebook usesAAC/H.264. In this example, YouTube streamed 135 MB of content, while Face-

book streamed only 82 MB for the same video. Interestingly, Facebook experienced 10 quality

switches, 4 audio rebuffering events, and 3 video rebuffering events, while YouTube had none.

The playback start time of Facebook (0:72 s) was faster than YouTube (1:23 s). Facebook used

512 �ows, while YouTube used only 129 �ows. Among these �ows, YouTube requested 42 video

and 12 audio �ows, while Facebook requested 192 video �ows and no audio �ow. The main reason

for the latter difference is that Facebook uses the FB 360 Encoder6 to combine video with multi-

ple supported audio formats when uploading 360° videos. Another interesting observation is how

Facebook responded to the video player during quality switches. Facebook created and destroyed

the video player 7 times during 10 quality changes, while YouTube used just one instance of the

video player throughout the streaming.

The comparison part also shows the graphs and charts in packet-level, �ow-level, and player

views for both video sessions.

3.4.3 Discussion

In this section, we demonstrated MoVIE's functionalities with streaming a 360° video from two

different service providers. We studied 360° videos since social media providers such as Facebook

and YouTube allow users to upload and view 360° videos. MoVIE analyzed the streaming sessions

from three viewpoints. From packet-level, we observed all generated packets, packets for each

connection, and video activity. From connection-level, we observed all generated connections.

This provides a visibility to where our device is connecting. We use this feature in next chapters

6https://facebook360.fb.com/spatial-workstation
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to �nd the host names and IP addresses that OSN apps use. The video-level viewpoint reveal all

video streaming activities in video player. For example, we observed that these two platforms use

different video codec to deliver 360° videos. MoVIE's features make it a desirable tool for network

researchers to study video sessions.

This case study is an example to illustrate MoVIE's functionality to study video streaming.

Since the network channel conditions vary over time, it is not advisable to evaluate video stream-

ing sessions based on a single measurement. Abedi et al. [1] studied the degree to which 802.11n

MIMO network experiments can be repeated. They found that even under controlled conditions

where there is no WiFi or non-WiFi interference, using existing methodologies is not able to ob-

tain reliable results. As a result, and based on their �ndings, we recommend using MoVIE in

multiple interleaved experiments to fairly conduct experiments under variable channel conditions.

MoVIE captures the required data during each streaming session. It also is able to analyze the

captured data after video streaming. This means a video streaming researcher can repeat a video

streaming session several times and MoVIE can analyze the captured data again and again. Since

MoVIE does not capture packet data, each minute of video sessions only occupies few megabytes.

Repeating the streaming session makes it possible to repeat the video streaming experiments to

fairly compare two or more video streaming sessions from different network settings, platforms,

or devices. MoVIE is also able to capture and analyze video streaming sessions from the same

PC that is running the MoVIE tool. In this way, we can analyze the video streaming from a wired

connection.
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Table 3.2: MoVIE Reports Detailed Video Player Activities of the Google Chrome Player

Player
Time

Event Value

0.000000 origin url https://www.youtube.com/

0.000009 frameurl
https://www.youtube.com/watch?
v=sPyAQQklc1s

0.000011 frame title YouTube
0.000013 surfacelayer mode kOnDemand

0.000146 url blob:https://www.youtube.com/
f169cece-5961-401c-a2ae-da5d11322ee4

0.000176 info ChunkDemuxer: buffering by DTS
0.990527 found audiostream True
0.990530 audiocodecname opus
1.036293 found video stream True
1.036298 video codecname vp9
1.037603 audiodecoder FFmpegAudioDecoder

1.037622 info

Selected FFmpegAudioDecoder,
con�g: codec: opus,
samplesper second: 48000,
bytesper frame: 8,
seekpreroll: 80000us,
codecdelay: 312

1.037746 video decoder VpxVideoDecoder

1.037759 info

Selected VpxVideoDecoder,
con�g: codec: vp9,
pro�le: vp9 pro�le0,
coded size: [2560,1440],
rotation: 0°

1.037773 pipelinestate kPlaying
1.039323 audiobuffering state BUFFERINGHAVE ENOUGH
1.050495 height 1440
1.050495 width 2560
1.060295 video buffering state BUFFERINGHAVE ENOUGH
1.230131 pipelinebuffering BUFFERINGHAVE ENOUGH
1.230131 for suspendedstart False
1.230351 event PLAY
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Table 3.3: Comparison of YouTube and Facebook Streaming of “Lion Cub” Video

Info YouTube Traf�c Facebook Traf�c
Original URL www.youtube.com www.facebook.com
video codecname vp9 h264
audiocodecname opus aac
Resolution 1440x2560 1184x2960
Video Duration 270.581 sec 270.67508 sec
Playing Duration 114.305362 sec 111.009935 sec
Received Packets 3648 (pkt) 8334 (pkt)
Received Packet Rate 30.65 (pkt/sec) 69.82 (pkt/sec)
Sent Packets 1966 (pkt) 8123 (pkt)
Sent Packet Rate 16.52 (pkt/sec) 68.06 (pkt/sec)
Received Bytes 135M 82M
Sent Bytes 270K 785K
Throughput 9M 5M
Number of Flows 129 512
QoE Metrics
Play Start Time 1.230351 sec 0.715850 sec
Audio Rebuffering 0 times 4 times
Video Rebuffering 0 times 3 times
Quality Switches 0 times 10 times
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3.5 Traf�c Decryption by MoVIE

Encryption is a fundamental aspect of online security and privacy. Most Web sites and mobile

applications use encryption mechanisms for transmitting data over the Internet. Developers use

encryption mechanisms to protect user privacy and also to hide the advertisement and tracking

connections. We have developed a solution that enables MoVIE to intercept, capture, and decrypt

the captured network traf�c on a speci�c smartphone under test. Here we describe this methodol-

ogy.

Since Mitmproxy is not able to decrypt HTTPS traf�c from a device with updated Android OS,

we use Charles proxy7 instead of Mitmproxy in our experimental setup. In addition, we rooted

an Android mobile device by using the Magisk tool. Rooting allows a user to have root access

to the Android operating system with privileged access to modify code or install software that the

vendor would not normally allow. Then we installed Xposed version 90-beta3 to install the Charles

proxy certi�cate in system mode. Finally, we installed the Charles proxy's CA Certi�cate on the

mobile device as the root user. Charles proxy can decrypt encrypted traf�c on the �y, as long as the

client trusts its built-in certi�cate authority. This means that the Charles CA certi�cate has to be

installed on the client device. We also installed Charles proxy on the PC to capture all connections

generated from the smartphone. We use this setup to provide more data for privacy analysis.

We use this setting only for the decryption of the network traf�c. This methodology decrypts all

generated traf�c from the Web browser. Figure 3.13 shows sample data from a POST connection

transmitted from a smartphone during the video streaming. As we see, this Web page sent user

information to its server.

We can also use this methodology to decrypt the network traf�c generated from mobile apps.

Figure 3.14 shows data transmitted from a mobile app that has access to the user location.

7https://www.charlesproxy.com
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Figure 3.13: Decrypted Traf�c from a Video Streaming Web Page
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Figure 3.14: Decrypted Traf�c from a Smartphone App
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3.6 Summary

We presented MoVIE, an active measurement and video streaming measurement tool that provides

visibility into network traf�c from mobile devices. MoVIE is an open-source project and it is

available on our GitHub repository [64]. It bene�ts from a modular object-oriented design, which

enhances its reusability and extensibility. MoVIE contains about 5000 lines of code overall, and

it is developed in Python and JavaScript. We spent more than 4 months designing and developing

this tool. Appendix A shows the source code of the MoVIE's main component.

MoVIE enables video streaming researchers to have a comprehensive view of �ows and net-

work traf�c generated by a mobile device, and also video player activities. We illustrate MoVIE's

functionality with a small case study of 360° video streaming via Facebook and YouTube. Our

case study shows that MoVIE is a useful active measurement tool for studying the network traf�c

of a single smartphone device under test. The source code and a demo of MoVIE tool with full

packet/�ow/video traces are available from our project Web site [64, 91].

As we observed in the case study, MoVIE is able to analyze and compare up to two video

streaming sessions. Since MoVIE is an open-source tool, other contributors can adapt it to study

more traf�c sessions simultaneously. However, extending MoVIE to analyze more video stream-

ing events requires more memory to load and analyze packet trace �les. MoVIE uses multiple

observational viewpoints to extract information about network traf�c. It is capable of being used

to study network traf�c from both smartphones and PCs.

MoVIE also provides a framework to decrypt network traf�c from a Web browser and mobile

apps. These features make MoVIE a powerful active measurement tool for multimedia streaming,

network traf�c measurement, and privacy analysis.
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Chapter 4

Measurement and Characterization of Instagram Traf�c

Instagram is a popular social network application that allows users to create, edit, and share photos

and video clips with friends and followers. In this chapter1, we present methodologies and results

from our measurement and workload characterization study of Instagram network traf�c, as viewed

from a large campus edge network. We used a combination of active and passive measurement

techniques to analyze one week of Instagram traf�c. Despite the challenges of NAT, DHCP, end-

to-end encryption, and high traf�c volume, we are able to identify key characteristics of the campus

Instagram traf�c, which exceeds 1 TB per day.

Section 4.1 provides an introduction to this chapter. Then, we review the background and re-

lated work in Section 4.2. Next, Section 4.3 describes our methodology to measure and character-

ize the Instagram workload, followed by measurement results in Section 4.4. Section 4.5 discusses

the performance implications and the impact of deploying content delivery networks (CDNs) by

Instagram. Finally, Section 4.6 concludes this chapter.

4.1 Introduction

Internet traf�c is always changing, as new network applications emerge and grow in popularity.

Over the past decade, the combination of ubiquitous WiFi networks and the technological capabil-

ities of new smartphones (e.g., larger screens, faster CPU/GPU, high-quality cameras, photo/video

editing software) have given rise to newsocial multimedia applicationsthat allow users to share

photos and short-form video clips. Nowadays, smartphones have become the dominant platform

for online social network applications, which have grown immensely in popularity [117].

Within a world of 4.57 billion people online, mobile social platforms have attracted 3.76 bil-

1A portion of the work reported in this chapter has been published at the IEEE 27th International Symposium on
Modeling, Analysis, and Simulation of Computer and Telecommunication Systems (MASCOTS) [93].
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lion active users [155]. In particular, social apps are extremely popular among users who are 16-24

years old, for whom “�nding funny or entertaining content” has recently supplanted “keep(ing) in

touch with friends” as the top motivator [130]. The variety of social media apps, the generated

content, and the time spent on these platforms have increased as well. Studies show that social me-

dia users now spend almost 2.5 hours per day on these apps, across an average of 8 different social

networks and messaging apps [66]. The popularity of multimedia sharing apps has consequently

increased smartphones' overall Internet traf�c [40].

In the last few years, Instagram has grown rapidly in usage and popularity. It is a popular Inter-

net service for photo sharing, video streaming, and online social media interaction. Instagram has

arguably become the newest and hottest social media application, especially among high-school

and college-age students, as well as the general public [145]. Although the new social mobile apps

and in particular Instagram have gained immense popularity, there have been relatively few mea-

surement studies to characterize the network traf�c generated from these apps. One reason might

be the dif�culties in capturing and measuring traf�c in an enterprise network, in which privacy

concerns, end-to-end encryption, and growing complexity (e.g., wireless APs, DHCP, NAT, VPN)

make it challenging to identify network connections and user sessions. Nonetheless, several key

characteristics such as diurnal usage patterns, connection durations, content sizes, and bandwidth

consumption can still be determined from the encrypted traf�c.

In this chapter, we use a combination of active and passive measurement techniques to over-

come the foregoing challenges to conduct a large-scale network measurement study. We collected

the campus-level network traf�c for one week from March 3, 2019 to March 9, 2019 on our uni-

versity campus, which consists of more than 35,000 students, faculty, and staff. The university

campus environment with many younger-generation students provides an opportunity to study

emerging social media apps. We believe that campus networks offer a rich and fertile environ-

ment for studying current trends in network application usage, because of the high-speed network

connectivity, the �exible usage policies, and the large cohort of young and technically savvy users.
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Furthermore, such workload studies can help identify the performance implications of these

network applications on future enterprise networks, whether in academia or industry. The results

from this study will offer better insights into these services, and can help ISPs and network ad-

ministrators to improve their network infrastructure. This measurement and characterization study

also provides network-level information for app developers to observe the performance of mobile

applications in a dynamic enterprise network.

In this chapter, we study the Instagram traf�c to answer the following research questions:

� What are the key workload characteristics for Instagram?

� What are its performance implications on the campus network?

4.2 Background and Related Work

Instagram, a photo and video sharing service now owned by Facebook, was originally developed

by Kevin Systrom and Mike Krieger and released on October 6, 2010 [79]. The platform quickly

grew in popularity, with 25,000 signups on the very �rst day [79]. Instagram also bene�ts from a

strong social integration as users are easily able to share their content simultaneously to a variety

of other social networks such as Facebook, Twitter, Flickr, and Tumblr.

Currently, Instagram is one of the most popular mobile social apps worldwide with high levels

of user engagement. As of January 2021, Instagram has more than 1.2 billion active users world-

wide, including 500 million daily active users who share more than 400 million stories daily [79].

Instagram is mostly dominated by younger users below the age of 35 [164].

Using Instagram, people can share their photos and videos with the world, categorizing them

using hashtags, and describing the photos using a small amount of text. Posting on Instagram is

easy: take a picture or capture up to 60 seconds of video, customize it with �lters and other creative

tools, add an optional caption or location, and then share it. A user can browse through other user's

postings, either by user pro�le or by hashtag. Instagram keeps expanding its functionality beyond

the posting/liking of photos and videos. Some of the newer features are [79]:
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� Instagram Direct: Users can send messages directly to other users. Users also can

create groups or make audio/video calls using Instagram Direct.

� Instagram Stories: A Snapchat-like feature, where users can share photos and videos,

making them public for only 24 hours.

� Instagram TV (IGTV): This feature supports uploads of longer videos �lmed verti-

cally.

� Live Streaming: Users can send and/or receive live video streaming sessions with

one or more other users.

� Reel: Enables users to create multi-clip videos up to 30 seconds. It offers built-in

creative features to work with text, AR �lters, and audio.

Internet traf�c measurement is a well-known technique to facilitate the study of network-based

applications [46]. The two main methodological approaches are active and passive network mea-

surement. These two basic techniques can be used to collect and analyze data about network

systems. A tutorial on network traf�c measurement is available in [46]. A primary goal of net-

work measurements is traf�c characterization. Web browsing [11, 30], peer-to-peer applications

[18, 103], and video streaming services [28, 32] are examples of network applications that have

been studied in the past. Network traf�c measurement studies are especially valuable when they

identify performance problems with particular protocols, applications, or services, or can predict

potential performance implications in the future. For example, Adhikari et al. studied Net�ix [3, 4]

and the evolution of its CDN infrastructure to support large-scale video streaming services. Our

measurements help provide insight into the potential performance implications of Instagram traf�c

on our campus network, as well as on Instagram's infrastructure. For example, our measurements

show that Instagram now accounts for over half of the total Facebook traf�c seen on our campus

network.
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4.3 Methodology and Data Collection

Network traf�c measurement can provide useful information for resource allocation, traf�c en-

gineering, and malicious behaviour detection. The general approach of our methodology is as

follows. First, we use the MoVIE tool to intercept Instagram's traf�c on a single device under test.

Then from this traf�c, we �nd target host names for different Instagram activities. Next, we con-

duct a passive measurement and capture all inbound/outbound traf�c from our campus network.

After that, we search for Instagram's domain names in the relevant DNS log. We translate names

into IP addresses, and validate the IP addresses to ensure that these IP addresses are used exclu-

sively by Instagram. We conduct our methodology on both Android and iOS smartphones. Finally,

we have a list of IP addresses that Instagram uses to transmit data.

In this section, we describe our active and passive measurement techniques to collect and an-

alyze Instagram traf�c at a campus level. All the measurements are captured at the University of

Calgary in Calgary, Alberta, Canada.

4.3.1 Active Measurement

We use the MoVIE tool, as a small-scale active measurement tool, to reveal important informa-

tion about how Instagram interacts with the Internet. This process identi�es the domain names, IP

addresses, protocols, and port numbers associated with Instagram, as well as the TCP/UDP con-

nections generated during different interactions, such as login, streaming, uploading, and logout.

We intercept the generated traf�c by setting up the Charles proxy2 on a desktop PC. Charles

proxy provides a graphical user interface that enables us to observe hostnames and resolved IP

addresses while exploring different Instagram features. To make the Android device trust the

Charles proxy, we �rst rooted the smartphone, and then installed the Charles CA Certi�cate as a

system-level trusted credential. For the iOS device, we installed the iOS version of Charles, and

granted it permissions to capture and inspect network requests and responses. Finally, we manually

2https://www.charlesproxy.com
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con�gured the WiFi settings on the smartphones to send their traf�c through the desktop PC [43].

Both the PC and smartphones were associated with the same WiFi access point.

Prior to running experiments, we did a factory reset on the smartphones, and removed as many

extraneous apps as possible. We disabled Internet access for any other remaining mobile apps. We

manually tested all features of Instagram during a 30-minute experimental session. During each

test, the smartphone's traf�c traversed the MoVIE tool, and all HTTP/HTTPS �ows, SSL/TLS

requests, packet-level traf�c, and connection metadata were collected on the PC.

For mapping domain names to IP addresses, we used our historical DNS logs from our archive

of past and present DNS history to �nd the resolved IP addresses associated with host names.

From this process, we obtained a list of the main IP addresses used by Instagram. In addition,

we conducted the same active measurement methodology on other Facebook apps. Instagram,

Facebook, Facebook Messenger, and WhatsApp are all owned by Facebook. Our �ndings show

that Instagram mainly made connections to distinct IP addresses. However, we observed a small

number of common IPs amongst apps from Facebook. For example, all Facebook-related apps

make connections tograph.facebook.com , but the traf�c volume for this analytics reporting was

negligible.

All measurements were done on a Google Pixel smartphone (Quad-Core 2.15 GHz CPU, 4 GB

RAM) running Android 8.0, and an iPhone 7s (Quad-Core 2.70 GHz CPU, 3 GB RAM) running

iOS 12. We used a separate PC (Core i7, 8-core, 3.6 GHz CPU, 8 GB RAM) running Ubuntu 18.04

Linux to capture all network traf�c to and from the smartphone.

For a period of two weeks, at different times of day, we captured and analyzed the network traf-

�c generated from the Instagram app during several distinct interactions, such as login, exploring,

live streaming, video call, uploading, reviewing stories, videos, and logout. Each measurement

session lasted around 10 minutes long.

Looking at the IP addresses used by Instagram and Facebook, there are many differ-

ent addresses, and they change frequently, since these are cloud-hosted services in AWS,
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with lots of DNS round-robin for load-balancing across servers. However, through the ac-

tive measurements, we identi�ed one particular IP address (157.240.3.63) that was used con-

sistently in over 90% of the Instagram requests seen. The DNS host names associated with

this IP arei.instagram.com , platform.instagram.com , instagram.c10r.facebook.com ,

scontent-sea1-1.cdninstagram.com , andgraph.instagram.com , all of which resolve to the

same IP address. The data we study in this chapter is only for connections to this address.

4.3.2 Passive Measurement Methodology

In our study, we use passive traf�c measurement techniques to collect network traf�c at the Uni-

versity of Calgary campus in Calgary, Alberta, Canada. Passive measurement involves observing

traf�c at a vantage point to extract packet header information. We collected the network traf�c

at the edge router connecting the campus network to the Internet for a period of one week. The

university edge network is used by 32,000 undergrad/grad students and 3,000 faculty/staff. Our

campus network bandwidth is at 10 Gbps.

Traf�c measurement on a campus-scale faces many challenges. To conduct the traf�c mea-

surement and characterization on a large-scale network, �rst, we require network measurement

facilities that are capable of capturing all traf�c passing through the network. Second, it requires a

massive storage infrastructure to store large amounts of data. Third, we need a mechanism to re-

trieve and analyze terabytes of raw data. The last challenge is in regards to ethical considerations.

Here we explain how we address these challenges.

Traf�c Capturing Mechanism

To conduct large-scale network measurements, we �rst must have the infrastructure in place to ob-

serve the incoming/outgoing traf�c from/to the campus network. To do this, we collaborated with

the university's IT team to obtain mirrored streams of all inbound/outbound traf�c from/to our

campus network. At the edge router connecting the University of Calgary to the Internet, we have

installed specialized hardware for Internet traf�c measurement. Our Endace DAG (Data Acqui-
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Figure 4.1: Example of Selected Fields from the Zeek Connection Log Format for Empirical
Analysis of Instagram Traf�c (anonymized Source IPs)

sition and Generation) Packet Capture Card is installed at the router that connects the University

of Calgary to the Internet and it sees all inbound and outbound network packets in a mirrored

stream from the campus edge router. DAG cards are used for security and network monitoring.

For privacy reasons, we only process packet headers, and not packet payloads.

Storage Mechanism

To conserve on storage space requirements for long term data collection, the packet streams are

processed using Zeek (formerly called Bro [125]) to produce TCP connection level summaries.

Zeek is a free and open-source software network analysis framework [125]. In 1994, Vern Pax-

son developed the “Bro” project to monitor and understand his university and national laboratory

networks. While Zeek was intended to be used as a network intrusion detection system (NIDS), it

provides a comprehensive platform for general network traf�c analysis. Zeek records network traf-

�c summaries in the form of Zeek logs for a number of different protocols such as HTTP, HTTPS,

FTP, DHCP, DNS, and SSH. The logs used in this dissertation are referred to as the conn, HTTP,

and DNS logs. Conn logs are comprised of meta-data associated with TCP, UDP, and ICMP con-

nections, HTTP logs contain HTTP transactions, and DNS logs are DNS query/response details.

Each connection in Zeek logs is summarized into a one-line entry in a log, as shown in the exam-

ple in Figure 4.1. We use the default Zeek connection log format. The most relevant �elds for our

needs are the timestamp, the source IP address and port, the destination IP address and port, the

TCP connection duration, the TCP connection state, and the counts of packets and bytes sent and

received on each TCP connection.
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Analysis Mechanism

To analyze captured data, we use Vertica3. Vertica is an analytic database management tool that

is designed to handle large volumes of data. It is optimized for big data analytics and enables

very fast SQL query performance using parallelization. Then we use SQL queries to perform our

analyses. In addition to supporting SQL commands, Vertica provides many common analytical

built-in functions to facilitate data analysis.

Ethical Considerations

We considered ethical issues carefully in the collection and analysis of our network traf�c data.

Our network monitor is installed in a secure data center with restricted access. Permission to

collect network traf�c was obtained via a ethics review from our University ethics board, with

cooperation from campus-level IT. It is our duty as researchers to ensure that the traf�c data is used

only for suitable research purposes and handled in an appropriate manner such that user privacy is

respected. In this regard, we focused on collecting and characterizing aggregate device-generated

traf�c, and made no attempt to identify individual user-generated traf�c, locations, or behaviors.

Furthermore, our campus network makes extensive use of DHCP, NAT, and VPN, which effectively

obfuscates users behind temporary IP addresses.

4.3.3 Data Collection

In this chapter, we focus on a single week of data from Sunday, March 3, 2019, to Saturday, March

9, 2019. This week is from the middle of the academic semester, when many students, staff,

and faculty are around campus and thus provides a representative sample of Instagram activities.

Our raw network data was collected via the measurement infrastructure outlined in this chapter.

The captured traf�c was logged into connection summaries using Zeek. The logs for our one-

week collection period included connection summaries. Each connection summary represents

communication from a sender to a receiver, where one of the hosts is on the campus network, and

3https://www.vertica.com

71



the other elsewhere on the Internet. The data contains over 13 million TCP connections between

the University of Calgary and Instagram.

4.4 Measurement Results

This section presents the characterization of Instagram traf�c from our campus edge network.

Speci�cally, we focus on traf�c destined to/from IP address 157:240:3:63, which is known as

i.instagram.com . While there are several other IP addresses involved in an Instagram session

(e.g.,b.i.instagram.com 157:240:3:174 andgraph.facebook.com 157:240:3:20), this IP ap-

pears to be the main entry point into Instagram, and accounts for over 90% of the HTTP(S) requests

and responses during our test sessions. We thus focus on this single IP, with the caveat that our

results may slightly underestimate the total Instagram traf�c.

4.4.1 Overview

Table 4.1 provides a statistical summary of our week-long dataset. The table shows the daily totals

of connections, packets, and bytes for Instagram traf�c, as well as some structural properties of

the data, such as mean duration, and observed distinct IP addresses and subnets. The primary

observations from Table 4.1 are the high data volumes generated by Instagram traf�c (e.g., about

1 TB per day), the asymmetry of this traf�c (e.g., received bytes exceeds sent bytes by about a

factor of 20), and the large client base (e.g., several thousand distinct IP addresses observed, many

of which are NAT addresses with multiple users behind them). What is also remarkable is the

consistency in the traf�c from one day to the next. A typical weekday involves about 2 million TCP

connections to Instagram from 1,600 different IP addresses across about 50 subnets, exchanging

well over 1 TB of data. Each TCP connection lasts about 72 seconds on average, though this is

slightly higher on weekends.

Figure 4.2 provides graphical overviews of our Instagram network traf�c pro�le for the one-

week period of observation. The upper graph shows the number of initiated TCP connections to
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Table 4.1: Overview of Instagram Traf�c Dataset (U of C, March 3-9, 2019)

Description Sun Mar 3 Mon Mar 4 Tue Mar 5 Wed Mar 6 Thu Mar 7 Fri Mar 8 Sat Mar 9 Overall
TCP Conns 896,849 2,355,640 2,313,701 2,352,614 2,253,556 2,055,827 853,820 13.1 M
Mean Conns 78.7 s 72.1 s 71.9 s 72.0 s 72.3 s 72.4 s 76.7 s 72.3 s
Packets Sent 264.3 M 565.3 M 565.2 M 561.9 M 550.3 M 509.0 M 283.3 M 3.3 B
Packets Recv 550.9 M 1,003 M 953.9 M 931.1 M 950.7 M 910.2 M 589.9 M 5.9 B
Bytes Sent 34.5 GB 68.1 GB 64.8 GB 64.6 GB 64.4 GB 61.5 GB 35.7 GB 394 GB
Bytes Recv 746 GB 1,352 GB 1,285 GB 1,253 GB 1,281 GB 1,225 GB 799.3 GB 7.9 TB
Client IPs 1,450 1,679 1,605 1,532 1,621 1,547 1,449 3,498
IP Subnets 31 60 53 49 59 52 49 81

the Instagram site in each one-hour interval of the trace. The volume of transferred bytes per hour

is shown in the bottom graph. These �gures show a clear diurnal usage pattern for Instagram, as

expected. Network traf�c usually changes diurnally, as a result of human usage of the network.

Here, we see busy periods that start in the morning, peak around lunchtime, and then decline in the

late afternoon and evening hours. For instance, on Tuesday at noon, Instagram traf�c was about

110 Gb in one hour (an average of about 245 Mbps) where it accounted for about 6% of overall

generated traf�c in our campus network. The Instagram connection counts are quite consistent on

each weekday, but drop by about 60% on the weekends. This pattern re�ects the diurnal activities

of the faculty, staff, and students on campus. The network traf�c is higher when more people are

present on campus, although Instagram traf�c continues late into the evening, perhaps re�ecting

students in the residences on campus.

Figure 4.3 provides a more detailed comparison of the day-to-day traf�c, with a direct overlay

of the connection counts on an hourly basis. The main observations are the consistency of the

weekday traf�c (with a slight decline on the Friday afternoon), the lower activity levels on week-

ends (since no lectures take place, and fewer people are on campus), and some subtle differences

between Saturday (slightly lower traf�c, especially in the evening) and Sunday (slightly higher

traf�c, especially in the evening). These patterns are consistent with the intuition of Friday and

Saturday evenings for social outings, with Sundays and “school nights” for academic and/or online

pursuits.
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(a) Connections Observed per Hour

(b) Bytes Observed per Hour

Figure 4.2: Hourly Instagram Traf�c (March 3-9, 2019)
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4.4.2 TCP Connection State

In our next analysis, we focus on observed TCP connection states. Brief descriptions of TCP

connection states in Zeek logs are described in Table 4.2. Current popular applications rely heavily

on TCP. Therefore, service providers are trying to improve TCP performance, both on the client

and server sides. Studying TCP performance in the wild is essential for a better understanding of

current shortcomings in TCP. Recall that a normal TCP connection progresses through three-way

SYN/SYN-ACK handshaking, then sending/receiving data, and �nally ends with a FIN/FIN-ACK

handshake. This normal process is represented with the SF state.

Figure 4.3: Detailed Daily Patterns for Instagram Traf�c (March 3-9, 2019)

Figure 4.4 illustrates the possible states for a TCP connection and how the states change based

on various events [74]. However, as indicated in the sample log data in Figure 4.1, not all TCP

connections behave this way. For example, some SYN connection requests are never answered

(S0), and some TCP connections are aborted with a reset, either by the originator (client) or the

responder (server). Furthermore, some connections might last so long that they commence in one
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Figure 4.4: TCP State Transition Diagram [74]

(3 hours) log and �nish in a different log. These partially observed connections can have several

different states in the connection log, such as S1, S2, S3, or OTH. Table 4.2 gives a brief description

of the connection states that Zeek uses in its reports [187].

Table 4.3 represents the TCP connection states observed in our dataset. Approximately half

(47.9%) have the normal SF state, while the other half do not. Among the latter, the most preva-

lent is a reset of a successful connection by the originating client (RSTO). There could be many

reasons for this, including a user aborting slow content, changing pages prematurely, or deacti-

vating their mobile device [153]. It could also re�ect how some Web browsers handle idle TCP
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Table 4.2: Brief Descriptions of Connection States in Zeek

State Meaning
S0 Connection attempt seen, no reply.
S1 Connection established, not terminated.
SF Normal establishment and termination.
REJ Connection attempt rejected.
S2 Connection established and close attempt by originator seen.
S3 Connection established and close attempt by responder seen.
RSTO Connection established, originator aborted (sent a RST).
RSTR Responder sent a RST.
RSTOSO Originator sent a SYN followed by a RST, no SYN-ACK from the responder.
RSTRH Responder sent a SYN ACK followed by a RST, no SYN from the originator.
SH Originator sent a SYN followed by a FIN, no SYN ACK from the responder.
SHR Responder sent a SYN ACK followed by a FIN, no SYN from the originator.
OTH No SYN seen, just midstream traf�c.

connections [13]. However, the reset by the client is not always in response to abnormal events.

Shukla et al. [153] found that some applications such as Internet Explorer 6 (the most popular

Web browser at that time) terminate all connections by sending a RST instead of using the two-

way FIN/ACK handshake. Surprisingly, the results of their performance evaluation indicated that

this mechanism improves server throughput by more than 15%. However, this can lead to several

performance problems in an enterprise network such as our campus network with many devices

behind the NAT. Since a NAT device cannot become aware of the connection termination without

ACK [141], it keeps states about TCP sessions that no longer exist. To address this issue, NAT

uses a garbage collection mechanism to clean up unused state about TCP sessions. For example,

NAT uses timestamp entries and keeps the connections state as long as possible. Then, it retires

the longest idle session when it becomes necessary. Note that it is not possible in the general case

to distinguish between connections that have been idle for an extended period of time (like an idle

SSH connection) from those that no longer exist [141]. As a result, these client-side reset connec-

tions not only affect the NAT's performance (by keeping many connection states), they also can

prematurely terminate long-lasting idle connections.

The S1, S2, S3, and OTH states represent long-duration connections and exchange a lot of data

77



Table 4.3: Summary of TCP Connection States Observed

State Description Conns %Conns Bytes %Bytes
SF: SYN-FIN 6,265,336 47.88% 3.78 TB 52.55%
RSTO: origin reset 2,487,505 19.01% 1.74 TB 22.91%
S3: no FIN seen 1,554,591 11.88% 879.9 GB 11.21%
S2: client FIN only 595,772 4.55% 340.1 GB 4.38%
S1: server FIN only 498,635 3.81% 189.7 GB 2.33%
RSTOS0: fail/RSTO 354,775 2.71% 222.9 GB 2.87%
RSTR: rcvr reset 335,304 2.56% 49.2 GB 0.63%
SH: no SYN-ACK 294,300 2.25% 107.1 GB 1.37%
SHR: no SYN seen 273,951 2.09% 57.3 GB 0.74%
OTH: other state 201,788 1.54% 71.3 GB 0.92%
S0: failed setup 166,822 1.27% 0.03 GB < 0.01%
REJ: rejected 37,455 0.29% 4.5 GB 0.06%
RSTRH: rcvr reset 20,329 0.16% 2.0 GB 0.03%
Total 13,086,563 100.0% 7.5 TB 100.0%

for which the monitor did not observe both the SYN and the FIN from each of the transport-level

endpoints. Two other reset types are also seen, either for unsuccessful connections (RSTS0), or for

successful connections reset by the server (RSTR). The next state of interest is S0, for unsuccessful

TCP connection attempts. Finally, there are a half-dozen other unusual states (e.g., half-open

connections, REJECT, etc) that account for a very small proportion of the total connections and

bytes.

Figure 4.5 provides a more detailed look at the TCP connection state. This is a time series

plot, with a one-minute time granularity for the week, and a small tick mark at midnight as a

demarcation between each day. The graph shows the relative proportion of each (color-coded)

TCP connection state in each one-minute interval. The purple colors represent SF (dark purple),

S1, S2, and S3 (light purple), while S0 is yellow.

Two observations are evident from Figure 4.5. First, there is a strong diurnal pattern in the

TCP connection states. At night time, the SF state dominates, while when the traf�c load is higher

during the day, many other TCP states are observed. Second, the downward “�ngers” along the top

of the graph represent the busiest parts of each day. When the traf�c load is near its peak, there are
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Figure 4.5: Time Series Illustration of TCP Connection State in One-Minute Intervals for Insta-
gram Traf�c (March 3-9, 2019)

more instances of unsuccessful connections (RSTOS0 in dark green) and server-side resets (RSTR

in orange). There are also more half-open connections (SH in light blue, and SHR in dark blue),

but these could be attributable either to the server, our monitor, or Internet congestion (i.e., packet

losses) in transit [153].

4.4.3 TCP Connection Duration

The next analysis focuses on how long each TCP connection lasts. The TCP connection duration is

reported in the logs, and represents the elapsed time between the �rst packet (usually a SYN) and

the last packet (usually a FIN or a FIN/ACK) observed for a given TCP connection. Connection

duration has been considered as a useful measurement metric for traf�c prediction or account-

ing [98]. Since clients and servers keep connection states, the long-duration connections can cause

server-side performance issues such as the “listen queue over�ow” and “silent SYN drops” [153].

In addition, some operating systems also slow down dramatically when there are numerous open

connections. As mentioned earlier, the long-last connections also affect the NAT performance.

Figure 4.6 shows the results from our analysis of TCP connection duration. Speci�cally, Fig-

ure 4.6a shows the cumulative distribution function (CDF) on a linear scale, while Figure 4.6b

shows the probability distribution function (PDF) on a log scale, and Figure 4.6c shows the log-log

complementary distribution (LLCD).

There are several idiosyncrasies in the connection duration distribution. First, about 12% of
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(a) CDF (Linear Scale) (b) PDF (Log2 Transform)

(c) LLCD

Figure 4.6: Distribution of TCP Connection Duration for Instagram Traf�c

the connections have a duration of zero, since they consist of only a single packet. Second, there

is a small peak near 4 seconds, since many of the failed (S0) connections give up after several

unsuccessful retransmission attempts. Third, there is a large peak at 65 seconds; we attribute

this to a default persistent connection timeout value for an idle TCP connection. Finally, there is

another peak at 185 seconds. Again, this is due to a persistent connection timeout value used by

the Instagram site. Through active measurements, we have determined that the 65-second timeout

is used to terminate persistent connections when the Instagram app is closed, and the 185-second

timeout is used when the app is still running in the background. Facebook's proxygen HTTP server

also uses a 185-second timeout.

The CDF plot in Figure 4.6a shows a more detailed breakdown of the connection duration
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distribution based on TCP connection state. The S0 connections are the shortest, typically lasting

2-5 seconds, and appear in the upper left part of the plot. In addition, we also show in this paper

that, because short connections do not have enough packet samples to accurately estimate the time

they need to wait for acknowledgments, the conservatively chosen value can introduce very large

gaps between packets, thus making the traf�c generated by (short) TCP connections even more

bursty.

The modeling of Internet traf�c has long been important to networking product developers,

performance analysts, network administrators, and researchers.

Successful connections (SF) have a wide range of durations, with the median near 65 seconds,

the average near 83 seconds, and the longest observed connection (9;923 seconds) lasting almost

3 hours. The distributions for S1/S2/S3 connections are similar in shape to SF, though S1 con-

nections tend to be much shorter, S2 connections only slightly shorter, and S3 connections tend to

be much longer than SF. The “kinks” in these CDF plots for SF and S1/S2/S3 connections align

with the persistent connection timeouts mentioned earlier, namely at 65 seconds and 185 seconds.

Furthermore, many of the RSTR connections occur at exactly 65 seconds, suggesting that the reset

is a mechanism for the server to reclaim needed resources [153]. Finally, the RSTO connections

tend to be shorter; this line falls between those for S0 and S1.

Since the TCP connection durations vary so widely, we apply a log-transform (base 2) to the

duration data, and replot the distribution in Figure 4.6b. Note that the vertical scale now is also

logarithmic. This graph shows a wide-ranging distribution, from the single-packet connections

with near-zero duration, to the connection that lasted almost 3 hours. The tallest peak in this

distribution represents durations of 64 to 127 seconds.

The LLCD plot in Figure 4.6c provides a closer look at the tail of the distribution, on a log-log

scale. In this graph, the straight line (slope� 3:15, R2 = 0:9748) indicates a power-law structure,

implying a heavy-tailed distribution for the TCP connection duration. The tail of the distribution

starts near 100 seconds, and spans almost all the way to 10;000 seconds.

81



The presence of heavy-tailed behavior for OSN traf�c is especially important because it pro-

vides support for an explanation of the observed self-similarity of network traf�c [47]. The ex-

ceptional nature of a heavy-tail distribution brings a number of problems for performance anal-

ysis [45]. For example, the fact that the connection duration can be arbitrarily large means that

many traditional system metrics can be affected. It is also particularly problematic for simulations

involving heavy tails [45].

4.4.4 Data Transfer Sizes

We next look at the data volumes exchanged on TCP connections, either inbound or outbound. We

do so based on both packet counts and byte counts, as a sanity check on our data. The smallest

packet sizes observed are 40 bytes, and the average packet size on the large transfers is around

1,440 bytes. Both these values make sense for typical TCP/IP implementations on the Internet.

Figure 4.7 shows LLCD plots for the number of packets sent and received on each TCP con-

nection. Since this number varies widely, we apply a log-transform to this data, using base 2.

In general, the received packet counts are slightly higher, though the two values are comparable

since TCP uses ACK packets to ensure reliable data transfer. With TCP's delayed ACK strategy,

the number of ACKs is typically half the number of data packets. The tail of the distribution has

several connections with well over 100,000 packets, possibly for photos or streaming videos. The

graph suggests that both distributions are heavy-tailed, based on the straight-line behavior in the

tail of the distribution on the log-log plot (similar slopes for both:� 1:85,R2 = 0:9887).

Figure 4.8 shows the results for the number of bytes sent and received on each TCP connec-

tion. This number varies widely, from zero bytes to 600 MB, so we again apply a log-transform

(base 2) to this data. Figure 4.8a shows the PDF of the resulting distribution for bytes sent, while

Figure 4.8b shows the PDF for bytes received. The tallest bars are for connections with less than

1 KB of data, although the distribution continues well to the right. Two connections sent over 100

MB of data (possibly for live streaming or for video uploads), and two connections received over

600 MB of data. In general, the received byte counts are about an order of magnitude larger than
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Figure 4.7: Distribution of Transfer Sizes in Packets

the bytes sent, though this does not hold true for individual TCP connections that are uploading

lots of data.

Figure 4.8c shows the CDFs of the two distributions, while Figure 4.8d compares their LLCD

plots. Both distributions are heavy-tailed, with the bytes received (slope� 1:53, R2 = 0:9633)

having a longer tail (slope� 1:1, R2 = 0:9856).

4.4.5 TCP Throughput

Next, we investigate the average throughput for TCP connections observed in our captured traf�c.

From the TCP connection durations and transfer sizes, it is possible to analyze the TCP throughput

achieved, both for inbound and outbound data transfers. Recall that the network throughput (in bits

per second) is calculated from the transfer size and duration for each TCP connection. For smaller

transfers, persistent connection timeouts bloat the duration, resulting in low average throughput.

For larger transfers, however, this metric provides a good assessment of TCP performance, and the

demands being placed upon the campus network and the Instagram servers.

Figure 4.9 shows the results from this analysis. Speci�cally, we only consider inbound/out-
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(a) Bytes Sent PDF (b) Bytes Received PDF

(c) CDF (d) LLCD

Figure 4.8: Distribution of Transfer Sizes in Bytes
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