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Abstract

Knee osteoarthritis (OA) is a proli�c and devastating disease. The processes leading to the development

of OA are poorly understood, but periarticular bone adaptations are theorized to play an important role.

High-resolution peripheral quantitative computed tomography (HR-pQCT) can resolve human bone microar-

chitecture in vivo, and is uniquely suited to investigate these hypotheses. This thesis develops automated

methods for quantifying bone microarchitecture at the knee with HR-pQCT. First, a deep learning work�ow

is developed for segmenting bone compartments in HR-pQCT images of the distal radius and tibia using data

from a large normative cohort, achieving excellent accuracy and equal or better precision than the established

semi-automated work�ow. Building on this, a deep learning algorithm for segmenting subchondral and trabec-

ular bone in HR-pQCT images of the knee is developed using similar methods and an atlas-based segmentation

work�ow is developed for automatic contact surface identi�cation, again achieving excellent accuracy and

improved precision compared to the established work�ow. Separately, a large dataset is leveraged to analyze

the statistical and geometric interdependence of four parameters that quantify trabecular microarchitecture,

and evidence is found that these four parameters represent only two true degrees of freedom, with important

implications for inferential testing and study design. Next, an alternative, model-based method for measuring

cortical thickness and subchondral bone plate thickness on HR-pQCT is developed by reformulating Cortical

Bone Mapping as a global optimization with spatial regularization of �tted parameters. Finally, methods

developed herein are applied to study the one-year changes in periarticular bone microarchitecture in the knee

following both ACL injury and surgery. The main e�ects for the injured side are consistent with theory, but

the contrasts for OA risk factors are not signi�cant while contrasts for baseline microarchitectural factors are.

This evidence suggests that the e�ects of OA risk factors on OA pathogenesis may be mediated through the

state of the microarchitecture at the onset of OA development, rather than directly impacting tissue changes

that lead to OA from a common baseline state.
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Preface

This thesis is manuscript-based, and contains multi-authored works that have been published or are at various

stages of the publication submission process.

Chapter 1: An introduction that motivates and describes the objectives and contributions of the thesis.

Chapter 2: A review of some of the relevant recent literature that motivated and informed the work in

this thesis.

Chapter 3: A manuscript-based research chapter concerning automating segmentation of distal radius

and tibia HR-pQCT images. Published as Neeteson et al. (2023), it has been slightly modi�ed to �t the format

of the thesis. Dr. Besler assisted the author with the conception of the project. Drs. Besler and Whittier

assisted the author with creating the experimental plan. Dr. Whittier assembled and inspected the datasets.

The author developed the algorithms, wrote the code, conducted the experiments, analyzed the data, and

wrote the manuscript. Dr. Boyd supervised and provided project administration. All authors reviewed and

edited the manuscript.

Chapter 4: A manuscript-based research chapter concerning an investigation of the interdependence of

four of the standard microarchitectural parameters. Published as Neeteson et al. (2024a), it has been slightly

modi�ed to �t the format of the thesis. The author conceptualized the project, developed the methodology,

performed the investigation and formal analysis, generated the visualizations, and wrote and reviewed the

manuscript. Annabel Bugbird assisted with the conceptualization, methodology, and analysis, and reviewed

the manuscript. Dr. Burt curated data, assisted with conceptualization and methodology, and reviewed the

manuscript. Dr. Boyd provided supervision, assisted with methodology, and reviewed the manuscript.
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Preface

Chapter 5: A manuscript-based research chapter concerning the automation of the peri-articular analysis

work�ow for knee HR-pQCT images. Currently in review at Computer Methods and Programs in Biomedicine

as of the writing of this thesis and published as a preprint as Neeteson et al. (2024b). The author conceptualized

and implemented the methods, conducted the experiments, performed the statistical analysis, and wrote

the manuscript. Sasha Hasick recruited participants and organized collection of the new in vivo data, and

processed the new data. Dr. Souza provided input into method conceptualization and investigation. Dr.

Boyd provided input into method conceptualization and investigation, and provided supervision and project

administration. All authors reviewed the manuscript.

Chapter 6: A manuscript-based research chapter concerning a novel evolution of the model-�tting

approach for measuring cortical thickness. Currently in review at Computers in Biology and Medicine

as of the writing of this thesis. The author conceptualized and implemented the methods, conducted the

experiments, performed the statistical analysis, and wrote the manuscript. Dr. Boyd provided input into

method conceptualization and investigation, and provided supervision and project administration. Both

authors reviewed the manuscript.

Chapter 7: A manuscript-based research chapter investigating the one-year changes in knee bone

microarchitecture that follow ACL injury and reconstructive surgery. Currently in review at Bone. The

author conceptualized the sub-study, processed the data, created the data reduction and modelling work�ow,

analyzed the data, generated the visualizations, and wrote the original manuscript. Drs. Boyd, Manske, and

Walker conceptualized the original longitudinal study from which data was sampled, and Annie Bugbird and

Callie Stirling assisted with data processing. Nina Pavlovic coordinated the study, pulled data from surgical

records, and created a recruitment �owchart. All co-authors provided feedback and input into the statistical

modelling design and gave feedback on the �nal manuscript.

Chapter 8: A summary of the signi�cance and limitations of the work presented in the thesis and

speculations on directions for future work.
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Chapter 1

Introduction

"Begin at the beginning," the King

said, very gravely, "and go on till you

come to the end: then stop."

Lewis Carroll

1.1 Motivation

Osteoarthritis (OA) is a degenerative joint disease characterized by the degradation of articular cartilage.

This progressive degradation causes a variety of life-altering symptoms that include pain, joint swelling, and

reduced range of motion in the a�ected joint (Arden et al., 2014). In the knee speci�cally, OA symptoms lead

to reduced mobility and an inability to participate in many physical activities, diminishing quality of life

(QOL).

Risk factors in�uencing the development of knee OA are not fully understood. However, a signi�cant

association has been observed with anterior cruciate ligament (ACL) injury: between 10% to 90% of those

who su�er an ACL injury experience the onset of post-traumatic knee OA (knee PTOA) within 10 to 20 years

(Dare and Rodeo, 2014; Lohmander et al., 2007). It has been hypothesized that a connection between ACL

injury and knee PTOA lies in the bone adaptation response to injury. In the distal femur and proximal tibia,

structural changes could propagate to the subchondral bone plate and lead to the degradation of articular

cartilage. Using high resolution in vivo imaging, we can investigate how peri-articular bone responds at the

microscale in the months and years after trauma, and how this may lead to PTOA.
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Knee OA is currently diagnosed clinically and supported radiographically using a combination of standard

radiography and magnetic resonance imaging (MRI) (Altman et al., 1986; Hefti et al., 1993; Guermazi

et al., 2013). However, these radiographic criteria are insensitive to early OA-related joint changes. A

more thorough understanding of the pathophysiology and aetiology of knee PTOA is necessary to facilitate

the development of biomarkers and diagnostic protocols to catch the development of knee PTOA before

the cartilage has degraded irreparably and QOL-impacting symptoms have begun. ACL injury provides a

unique window of opportunity to prospectively study biomechanical processes that may be related to the

incipience of OA, whether post-traumatic or idiopathic. If bone remodeling does play a signi�cant role in

the pathophysiology of OA, and the speci�c character of the changes can be described, not only will this

deepen our understanding of the aetiology of OA, but it may also be possible to develop pharmacotherapeutic

interventions to reduce the incidence of early-onset PTOA in those who tear their ACL at a relatively young

age.

Quanti�cation of in vivo bone density and microarchitecture in the human knee using high-resolution

peripheral quantitative computed tomography (HR-pQCT) is relatively new (Kroker et al., 2017b, 2019;

Shiraishi et al., 2020), and building and retaining large cohorts is di�cult to due to the logistics of recruiting

participants soon after an ACL tear, the demands of HR-pQCT knee imaging on participants, and the relatively

small number of sites where HR-pQCT equipment is available. It is thus necessary to develop new tools for

robust, e�cient processing of study data and to maximize the precision, accuracy, physiological relevance,

and statistical power of the subsequent analyses, to streamline and standardize analysis work�ows and to

make the absolute most of the data that we can collect.

1.2 Research Objectives

1. Automate segmentation of cortical and trabecular bone in distal radius and tibia HR-pQCT

images: The distal radius and tibia are the primary sites for in vivo HR-pQCT imaging. The standard

semi-automated segmentation protocol is tedious and laborious and introduces signi�cant inter-operator

biases into study data, hindering both multi-center research and the clinical viability of the technology.

Automating this protocol using deep learning will have immediate positive impacts on research

work�ow, and will serve as a pilot project to prove feasibility of eventually automating segmentation

and analysis of knee HR-pQCT images.
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2. Investigate the interdependence of the trabecular bone segmentation-based microarchitectural

parameters: Currently, the peri-articular analysis of knee HR-pQCT generates a large volume of data

for each participant, as does standard microarchitectural analysis at typical distal sites (although to a far

lesser degree). Further, it is a typical practice for health researchers using HR-pQCT to use all the

standard microarchitectural parameters output by the manufacturer-provided software for inferential

testing. A rigorous examination of the interdependencies between some of these parameters may raise

awareness of the pitfalls of this statistical practice and motivate researchers to be more careful and

selective of the parameters they choose to use for inferential testing.

3. Automate the peri-articular analysis work�ow for knee HR-pQCT images: The typical femur

or tibia HR-pQCT image is an order of magnitude larger (volumetrically) than the typical distal

radius or tibia image and the subchondral bone plate is much thinner than typical distal cortical bone.

The peri-articular analysis further requires the manual de�nition of contact surfaces using a GUI

point-picking tool, which technically must then be validated by a specialist physician. These manual

steps introduce signi�cant inter- and intra-operator biases in resulting data, even when repeatedly

evaluated on the exact same images. Full automation of the peri-articular analysis work�ow for knee

HR-pQCT images should surmount all of these obstacles, allowing for knee HR-pQCT studies to

scale up to include larger cohorts and more time-points, and standardizing the analysis across research

centers.

4. Investigate alternative sub-voxel resolution cortical thickness measurement techniques: The

thickness of the subchondral bone plate at the articular contact surfaces of the femoral condyles

and tibial plateaus varies greatly spatially and between participants, often approaching the limits of

resolution of in vivo HR-pQCT. A model-�tting approach for cortical thickness measurement could

simultaneously improve the accuracy and precision of subchondral bone plate thickness measurements,

and further could serve as an additional method for re�ning the segmentation of the subchondral bone

plate and trabecular bone from the background.

5. Investigate the one-year changes in bone microarchitecture in the knee that follow ACL injury

and ACL reconstruction surgery and the possible in�uence of risk factors on these changes:

It is well known that ACL injury leads to increased prevalence of knee osteoarthritis earlier in life,

but the mechanism of pathogenesis is not well-understood. As the capstone of the thesis, insights
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and developed tools from prior aims are leveraged towards a sub-sample of data from an on-going

longitudinal study to investigate how the peri-articular bone microarchitecture of the femur and tibia of

the injured and contralateral knees change between injury and one year later and ACL reconstructive

surgery and one year later, and whether these changes co-vary with some known osteoarthritis risk

factors.

1.3 Thesis Outline

This manuscript-based thesis contains eight chapters in total. Chapter 1 introduces and motivates the thesis

research, gives the objectives of the thesis, and provides an overview of the content of the thesis and the

contributions to science and open-source software during the course of the research. Chapter 2 reviews

some of the relevant recent literature that motivated and informed the research in this thesis. Chapter 3

addressesResearch Objective 1 by using a combination of deep learning and traditional morphological image

processing techniques to automate segmentation of cortical and trabecular compartments in distal radius and

tibia HR-pQCT images. The model is trained and validated using a large dataset of expert-segmented images,

and the results are validated on the basis of segmentation accuracy and the accuracy and precision of the

resulting morphological analyses. The precision with the new method is statistically signi�cantly superior to

the prior gold-standard semi-automated work�ow. Chapter 4 addresses Research Objective 2 by using

Principal Component Analysis and multiple linear regression with geometrically informed hypotheses to

demonstrate the statistical interdependence of four standard bone microarchitectural parameters. The results

indicate that only two of the four parameters should be used together for inferential testing in any given

study. Chapter 5 addresses Research Objective 3 by using deep learning (transfer learning), atlas-based

segmentation, longitudinal registration, and traditional morphological image processing techniques to develop

an automated work�ow for either cross-sectional or longitudinal peri-articular analysis of knee HR-pQCT

images. The automated work�ow is validated for segmentation accuracy and the accuracy and precision of

the morphological analysis outputs. Chapter 6 addresses Research Objective 4 by advancing Cortical Bone

Mapping by reformulating the optimization from a sequential and local operation applied to individual surface

nodes to a parallel global operation applied to all surface nodes simultaneously. Two methods are introduced

for spatially smoothing out the �tted model coe�cients, either by interpolating model coe�cients from a

sparse grid to the surface nodes or by adding a regularization loss that penalizes model parameters for di�ering
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from a distance-weighted average of the parameter values at N nearest neighbours. Chapter 7 addresses

Research Objective 5 by investigating the one-year changes in bone microarchitecture following ACL injury

and ACL reconstructive surgery, using the automated work�ow from Chapter 5 for data processing, factor

analysis for data reduction, and mixed e�ect modelling and counterfactual marginal e�ect predictions and

contrasts for statistical modelling and inferential testing. Predictions are generated for the post-injury and

post-surgery cases for the injured and contralateral legs, and contrasts are examined for sex, age at time of

surgery, surgery delay, meniscal status, and the state of the microarchitecture at baseline. Finally, Chapter 8

contains a summary of the signi�cance of the work presented in the thesis and speculations on directions for

future work.

1.4 Contributions

This section lists the contributions to science and relevant contributions to open-source software that were

produced by the author during the course of this PhD program.

1.4.1 Peer-Reviewed Publications

1.4.1.1 As the Lead Author

1. Nathan J. Neeteson, Bryce A. Besler, Danielle E. Whittier, and Steven K. Boyd. Automatic

segmentation of trabecular and cortical compartments in HR-pQCT images using an embedding-

predicting U-Net and morphological post-processing. Scienti�c Reports, 13(1):252, January 2023.

ISSN 2045-2322. doi: 10.1038/s41598-022-27350-0.

2. Nathan J. Neeteson, Annabel R. Bugbird, Lauren A. Burt, and Steven K. Boyd. Statistical investigation

of interdependence of trabecular microarchitectural parameters from micro-computed tomography.

Bone, 187:117144, October 2024a. ISSN 87563282. doi: 10.1016/j.bone.2024.117144.

3. (Pre-print, in review at Computer Methods and Programs in Biomedicine) Nathan J. Neeteson, Sasha

M. Hasick, Roberto Souza, and Steven K. Boyd. Automated quantitative analysis of peri-articular bone

microarchitecture in HR-pQCT knee images, May 2024.
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4. (In review at Computers in Biology and Medicine)Nathan J. Neeteson and Steven K. Boyd. Automated

quantitative analysis of peri-articular bone microarchitecture in HR-pQCT knee images. medrxiv, 2024.

doi: 10.1101/2024.05.20.243076435.

5. (Submitted to Bone) Nathan J. Neeteson, Annabel R. Bugbird, Callie Stirling, Nina Pavlovic, Sarah

L. Manske, Richard E. A. Walker, and Steven K. Boyd. HR-pQCT measurements of changes in

periarticular bone density and microarchitecture one year after acute knee injury and after reconstructive

surgery, 2024.

1.4.1.2 As a Contributing Author

1. Chantal M. J. de Bakker, Tushar Peedikayil, Richard E. A. Walker, Nathan J. Neeteson, Sarah L.

Manske, and Steven K. Boyd. Diagnostic accuracy of a dual-energy computed tomography-based

post-processing method for imaging bone marrow edema following an acute ligamentous knee injury.

Skeletal Radiology, March 2022a. ISSN 0364-2348, 1432-2161. doi: 10.1007/s00256-022-04023-7.

2. Nikolas K. Knowles, Nathan Neeteson, Andres Kroker, Richard E.A. Walker, and Steven K. Boyd. A

pilot study of four-year longitudinal bone changes following anterior cruciate ligament reconstructive

surgery using DXA and HR-pQCT. Osteoarthritis Imaging, 2(2):100068, June 2022b. ISSN 27726541.

doi: 10.1016/j.ostima.2022.100068.

3. Nikolas K. Knowles, Nathan Neeteson, and Steven K. Boyd. High performance multi-platform com-

puting for large-scale image-based �nite element modeling of bone. Computer Methods and Programs

in Biomedicine, 225:107051, July 2022a. ISSN 1872-7565. doi: 10.1016/j.cmpb.2022.107051.

4. Michael T. Kuczynski, Nathan J. Neeteson, Kathryn S. Stok, Andrew J. Burghardt, Michelle A.

Espinosa Hernandez, Jared Vicory, Justin J. Tse, Pholpat Durongbhan, Serena Bonaretti, Andy Kin On

Wong, Steven K. Boyd, and Sarah L. Manske. ORMIR_xct: A Python package for high resolution

peripheral quantitative computed tomography image processing. Journal of Open Source Software,

9(97):6084, May 2024. ISSN 2475-9066. doi: 10.21105/joss.06084.

5. Bryn E. Matheson, Nathan J. Neeteson, and Steven K. Boyd. Establishing error bounds for internal

calibration of quantitative computed tomography. Medical Engineering & Physics, 124:104109,

February 2024. ISSN 13504533. doi: 10.1016/j.medengphy.2024.104109.

6



1. Introduction

6. Callie E. Stirling, Nathan J. Neeteson, Richard E.A. Walker, and Steven K. Boyd. Deep learning-based

automated detection and segmentation of bone and traumatic bone marrow lesions from MRI following

an acute ACL tear. Computers in Biology and Medicine, 178:108791, August 2024. ISSN 00104825.

doi: 10.1016/j.compbiomed.2024.108791.

1.4.2 Conferences

1. (Poster) Nathan J. Neeteson, Bryce A. Besler, Danielle E. Whittier, and Steven K. Boyd. Automatic

Segmentation of Cortical and Trabecular Bone Compartments in HR-pQCT Scans Using a Fully

Convolutional Neural Network and Morphological Post-Processing. American Society of Bone Mineral

Research Annual Meeting, Virtual. October 1, 2021.

2. (Oral) Nathan J. Neeteson, Bryce A. Besler, Danielle E. Whittier, and Steven K. Boyd. HR-pQCT

Images Can be Accurately, Precisely, and Automatically Segmented Using a Fully Convolutional

Neural Network and Morphological Post-processing. 23rd International Workshop on Quantitative

Musculoskeletal Imaging, Nordw…k, Netherlands. June 16, 2022.

3. (Oral) Nathan J. Neeteson and Steven K. Boyd. Automation of segmentation of trabecular and cortical

compartments in HR-pQCT knee images using deep learning models pretrained on standard distal

HR-pQCT images Canadian Arthritis Research Conference: Research Presentation Days, Virtual.

February 6, 2023.

4. (Poster) Nathan J. Neeteson and Steven K. Boyd. Automating Quantitative Analysis of Peri-articular

BoneMicroarchitecture in HR-pQCTKnee Images using Deep Learning and Atlas-Based Segmentation.

American Society of Bone Mineral Research Annual Meeting, Vancouver, BC, Canada. October 15,

2023.

5. (Oral) Nathan J. Neeteson, Ian Smith, and Steven K. Boyd. Seamless Integration of External Deep

Learning-Based Image Analysis Pipelines into the Standard HR-pQCT User Work�ow. Scanco User

Meeting, Vancouver, BC, Canada. October 17, 2023.

6. (Oral) Nathan J. Neeteson, Sasha Hasick, and Steven K. Boyd. Deep learning and atlas-based

segmentation automates quantitative analysis of bone quality in knee HR-pQCT. Canadian Arthritis

Research Conference: Research Presentation Days, Virtual. April 2, 2024.
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7. (Oral) Nathan J. Neeteson, Annabel R. Bugbird, Callie Stirling, Nina Pavlovic, Sarah L. Manske,

Richard E. A. Walker, and Steven K. Boyd. Changes in periarticular bone density and microarchitecture

in the human knee one year after acute ACL injury and one year after ACL reconstruction surgery.

Canadian Society of Biomechanics Conference, Edmonton, AB, Canada. Aguust 20, 2024.

8. (Abstract, upcoming) Nathan J. Neeteson, Annabel R. Bugbird, Callie Stirling, Nina Pavlovic, Sarah

L. Manske, Richard E. A. Walker, and Steven K. Boyd. One-year bone changes following acute ACL

injury and reconstructive surgery: automated human knee analysis using HR-pQCT. 24th International

Workshop on Quantitative Musculoskeletal Imaging, The Barossa Valley, Australia. November 3, 2024.

1.4.3 Open-Source Software

1.4.3.1 Packages Created

� HR-pQCT-Segmentation: Python code for automatically segmenting distal radius and tibia HR-pQCT

images using deep learning and morphological post-processing, described in Chapter 3.

� bonelab-pytorch-lightning: An installable package containing Dataset components, Transforms,

LightningModules, etc. for pre-processing images and training deep learning models for segmentation

of HR-pQCT images with PyTorch, PyTorch Lightning, and MONAI. Used in Chapter 5.

� HRpQCT-Knee-Seg: An installable package to automate periarticular analysis of knee HR-pQCT

images with trained models for segmentation and atlas-based registration for contact surface de�nition.

Developed in Chapter 5 and used in Chapter 7.

1.4.3.2 Packages Contributed to

� bonelab: This is the lab repository, to which I contributed a number of command-line utilities:

� blAutocontour: Python reimplementation of the standard IPL autocontour algorithm developed

by Buie et al. (2007) and re�ned by Burghardt et al. (2010).

� blRegistrationDemons: Utility for doing multi-scale deformable registrations with the Demons

(and variant) algorithms using SITK. Used in Chapters 5 and 7.
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� blRegistrationLongitudinal: Utility for doing multi-timepoint rigid longitudinal registration

with SITK, including computation of the overlap volume and transformation of masks from

baseline to follow-up. Used in Chapters 5 and 7.

� blAdaptiveLocalThresholding: Python reimplementation of the trabecular bone segmentation

algorithm created by Mys et al. (2022).

� blFFTLaplaceHamming: A speculative attempt at recreating the (closed-source) IPL Laplace-

Hamming segmentation function in Python.

� blTreeceThickness: A utility for computing cortical thickness maps, described in Chapter 6.

� ORMIR-XCT: Contributed an open-source python implementation of the sphere-�tting thickness

estimation algorithm created by Hildebrand and Rüegsegger (1997), validated against IPL data by

Kuczynski et al. (2023). The implementation uses numba to leverage just-in-time compilation to

machine code for the main part of the algorithm.
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Chapter 2

Literature Review

What you can imagine depends on

what you know.

Daniel Dennett

2.1 Overview

The work in this thesis primarily concerns the development and/or investigation of methods for quantitative

analysis of bone in high-resolution CT images, with a �nal results chapter that leverages some of the prior

work to investigate quantitative changes in periarticular bone at the knee that follow ACL injury. The �rst

half of this chapter is a broad review of the structure and function of bone, the structure of the knee, knee OA,

some pathogenic theories for knee OA, and some recent in vivo work using high-resolution CT to investigate

bone in the context of knee OA. The second half of this chapter is a broad review of some relevant concepts in

image processing and deep learning that are of speci�c relevance to automating segmentation and analysis of

medical images and speci�cally to the novel methods that are developed and validated in subsequent chapters.

2.2 Bone

Bone is the primary constituent of the skeletal system, and plays many important roles in the human body. The

rigid, mineralized component of bones provides structural support, supplies leverage for muscles to facilitate

movement, and stores reserves of minerals (e.g. calcium) that are critical for homeostasis. The marrow in

the interior compartment of long bones is also the site of hematopoiesis: the production of red and white
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Figure 2.1: Diagram of a femur. Created using Servier Medical ART under a Creative Commons BY 4.0
license.

blood cells and platelets. At the tissue level, 65% of bone is mineral and 35% is a combination of organic

matrix, water, and cells. The mineral component is primarily (impure) hydroxyapatite: Ca10(PO4)(OH)2,

with various alternate constituents also present in the lattice. The organic components of bone are 90%

collagen (primarily type I), and other various non-collagenous proteins that include osteocalcin, osteonectin,

osteopontin, and bone sialoprotein, some of which can be monitored in blood serum or urine as markers of

bone turnover (Cowin, 2001).

The four main mature bone cell types are osteoclasts, osteoblasts, osteocytes, and bone lining cells.

Osteoclasts are large multinucleated cells whose lineage derives from haemopoietic stem cells and that are

responsible for resorbing existing bone. Osteoclasts attach to the bone surface and create a local acidic

environment to dissolve the mineralized component of bone and release proteolytic enzymes to break down

the organic components. Osteoblasts are cuboidal cells with a single large nucleus whose lineage derives

from mesenchymal stem cells and that are responsible for forming new bone. Osteoblasts synthesize and

secrete the organic extracellular matrix, but the exact mechanism for promotion of bone mineralization

is not well-understood. However, it does involve the active transport of minerals by osteoblasts from the

surrounding �uid to the organic matrix site, and it may also involve further osteoblast-driven facilitative

mechanisms to promote the precipitation of hydroxyapatite from solution and the subsequent binding to the

organic matrix. Osteocytes are the resident cells of bone, and are mature osteoblasts that have been entombed

in bone following bone formation. There is evidence that osteocytes are capable of sensing local conditions in

bone, including local strains and microdamage, transmitting information through their cellular network, and
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Figure 2.2: The composition of cortical and trabecular bone. Created using Servier Medical ART under a
Creative Commons BY 4.0 license.

controlling local bone remodelling by promoting or inhibiting the di�erentiation rates, and activity levels, of

osteoclasts and osteoblasts, perhaps by secretion of sclerostin (Sapir-Koren and Livshits, 2014). Bone lining

cells are inactive, �attened mature osteoblasts that lie on the outer surface of bone. Bone lining cells control

the �ux of �uids and ions between the lacunae and caniculi and the exterior �uid, and have the potential to be

reactivated for bone formation if required (Mohamed, 2008).

At the macroscopic level in long bones, there are two types of bone that each have distinct form and

function: cortical bone, and trabecular bone. Cortical bone, comprising 80% of the skeleton by mass, is the

solid outer shell of a bone, present at all surfaces with varying thickness, but thickest in the diaphysis. Cortical

bone is thick and dense, with several types of microscopic channels: lacunae that contain osteocytes (the

main bone resident cells), caniculi that connect lacunae and contain the cellular processes of the osteocytes

(forming the cellular network), and Haversian canals that contain blood vessels and nerves. The fundamental

structural unit of cortical bone is the osteon (left side of Figure 2.2), a cylindrical structure with a central

Haversian canal surrounded by concentric ‘lamellae’ (layers) of dense bone, interspersed with lacunae and

caniculi, and bounded by a cement line that attaches it to other osteons. Trabecular bone is occasionally

referred to in literature as cancellous bone, or spongy bone, but in this thesis, this type of bone will be

consistently and exclusively referred to as trabecular bone. Trabecular bone is a complex network of rods and
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plates that is present inside of the cortical bone at the ends of long bones (the metaphysis and epiphysis),

where bones tend to �are out to provide a wide surface for cartilage and to more easily support articular

loads. The fundamental structural unit of trabecular bone is the hemiosteon (right side of Figure 2.2), a

crescent-shaped packet of lamellae of dense bone that is held to other hemiosteons by a cement line (Cowin,

2001; Burr and Akkus, 2014).

Bone remodeling is the cyclic process of the removal of old bone and deposition of new bone. Bone

remodeling occurs both ‘appositionally’ (at bone surfaces) and at the sites of osteocytes (osteocytic osteolysis;

Tsourdi et al. (2018)) and it occurs constantly throughout the life of an organism, though the level of bone

remodeling activity varies both over time and by skeletal site (Hill, 1998; Katsimbri, 2017). Bone remodeling

is performed by a group of cells, referred to as the Basic Multicellular Unit (BMU), that are theorized to act as

a coordinated group to create one osteon or hemiosteon. There are six (�ve active) stages of bone remodeling,

which occur in a speci�c order: resting, activation, resorption, reversal, formation, and mineralization. After

mineralization, there is a return to the resting state. At rest, the surface of the bone is said to be ‘quiescent’

- the surface is lined with bone lining cells, and no resorption or formation is on-going. Activation is the

process of recruiting the BMU to the bone surface following some biomechanical stimulus, though the speci�c

mechanisms of sensing and recruitment are not well-understood. Many hypotheses exist for these mechanisms

(Hughes and Petit, 2010; Li et al., 2021b; Sapir-Koren and Livshits, 2014; Bellido, 2014), but are not the

focus of the research in this thesis. Resorption is performed by the osteoclasts, and takes approximately one

week in trabecular bone and one to three weeks in cortical bone. Reversal is the temporal stage separating the

completion of resorption and initiation of bone formation at a speci�c location, which takes approximately

one to two weeks. Formation and mineralization are the stages where osteoblasts synthesize and secrete the

organic extra-cellular matrix for bone, which is then mineralized. Complete mineralization takes up to six

months, though the newly formed bone is 70% mineralized within weeks (Kenkre and Bassett, 2018).

The bone remodeling mechanisms in cortical and trabecular bone are also distinct. The mechanism

in cortical bone is depicted in Figure 2.3. Osteoclasts burrow axially (aligned with the long axis of the

bone) through the dense bone, forming a ‘cutting cone’ that creates a resorption cavity that translates over

time (approximately 20 to 40 ‘m per day). At the apex of the resorption cavity is the reversal zone, where

osteoblasts take the place of osteoclasts on the bone surface. As the osteoclasts continue cutting, osteoblasts

trail behind and re�ll the cavity with new bone, forming the lamellar layers of the osteon, but leaving a

cavity in the center (the Haversian canal) that is layered with bone lining cells in the �nal resting state. A
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Figure 2.3: Diagram of the the cutting cone, the BMU of cortical bone. Created using Servier Medical ART
under a Creative Commons BY 4.0 license.

capillary through the Haversian canal supplies the resorption cavity with nutrients and progenitor cells to

sustain the BMU. The mechanism in trabecular bone is depicted in Figure 2.4. During the resorption phase

the osteoclasts scoop out a crescent-shaped cavity on the surface of the trabecula (a Howship’s lacuna), to a

depth of approximately 60 ‘m, covered by a canopy of pre-osteoblast lineage cells. During formation and

mineralization, the Howship’s lacuna is �lled in with bone lamellae by osteoblasts. The trabecular BMU is

supplied with nutrients and progenitors from the �uid in the marrow and nearby capillaries, perhaps aided by

active transport from the canopy or even originating from the canopy itself.

Bone remodeling happens passively and in the absence of additional stimulus it results in a small net

loss in bone mass over time in adults, since the ‘normal’ BMU removes slightly more bone than it forms

(Frost, 2003). However, applied loads play an important role in the rate of bone turnover and in the balance

between bone resorption and bone formation. In the 1800s, Julius Wol� established that in bones, form

literally follows function: both the structure of the trabecular network and the density distribution of the

cortical bone adapt to the magnitude, directionality, and distribution of external loads Wol� (1986). Harold

Frost later developed the mechanostat theory Frost (2003), which holds that a unit of bone can be in three

states, depending on the strain imposed by an external load on the larger structure. At low strains bone is in
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Figure 2.4: Diagram of the Howship’s lacuna, the BMU of trabecular bone. Created using Servier Medical
ART under a Creative Commons BY 4.0 license.

disuse and resorption overtakes formation, at physiologically ‘normal’ strains the bone is in an adapted state

and bone turnover is balanced, and at large strains bone is overloaded and formation overtakes resorption.

For a consistent applied load, tissue-level local strains will decrease with added bone, and vice versa, so the

mechanostat theory describes a negative feedback loop that, when operating optimally and in the absence of

severe biochemical or biomechanical disturbances, should theoretically maintain all bone in the adapted state

experiencing physiologically normal strains.

2.3 ACL Injury and Surgery, Bone, and Osteoarthritis

2.3.1 Knee Anatomy and ACL Injury

The knee, shown in Figure 2.5, consists of two joints: tibiofemoral and patellofemoral, each of which can be

sub-divided into a medial and lateral compartment. The bony components of the knee are the femur, tibia,

and patella, shown in Figure 2.5. The distal femur ends in two condyles: lateral and medial, each matched

to the shape of their corresponding tibial plateau. Each tibial plateau has a �bro-cartilaginous meniscus

around the outer edge that restricts relative lateral movement between the femoral condyle and tibial plateau

during �exion (Blackburn and Craig, 1980). Extension of the knee involves the quadriceps muscle group,

the quadriceps femoris tendon, and the patellar tendon. The patella both redirects the forces applied by the

muscle groups for greater strength in extension and improves the dynamic stability of the joint. There are two

bursae, prepatellar and infrapatellar, which serve to cushion the patella and associated ligaments from bony
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Figure 2.5: The bones and ligaments of the knee. Created using Servier Medical ART under a Creative
Commons BY 4.0 license.

surfaces. Additional bursae are positioned anteriorly, medially, and laterally about the knee (Blackburn and

Craig, 1980).

The posterior cruciate ligament (PCL) is in the medial compartment and connects the medial femoral

condyle to the posterior tibial plateau. The PCL plays a critical role in knee stabilization by resisting

posterior translation of the tibia. The anterior cruciate ligament (ACL) is in the lateral compartment and is

composed of three bundles which variously connect portions of the lateral femoral condyle to the intercondylar

eminence, which is the raised ridge of bone between the tibial plateaus. The ACL contributes to knee

stabilization in multiple degrees of freedom, preventing tibial translation (medial and anterior) and resisting

both internal-external and varus-valgus tibial rotation, particularly during knee extension (Takeda et al.,

1994). In �exion, the anteromedial bundle tightens while the posterolateral bundle relaxes. Conversely, the

anteromedial bundle relaxes and the posteromedial bundle tightens in extension (Petersen and Zantop, 2007).

Hyperextension and/or anterior tibial translation can result in the bundles of the ACL being torn (Blackburn

and Craig, 1980).
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2.3.2 Osteoarthritis

Osteoarthritis (OA) is the most common form of arthritis (Lawrence et al., 1998). OA causes physical pain,

reduces the range of motion of the a�ected joint, and leads to emotional distress. These symptoms may have a

signi�cant impact on earning potential, basic day-to-day function, and lifestyle (Simon, 1999). OA is a disease

a�ecting diarthrodial joints, such as the knee, hip, and shoulder, the principal components of which are bone,

cartilage, and connective tissue. The subchondral bone of a diarthrodial joint is covered in hyaline (articular)

cartilage (see Figures 2.1 and 2.5), composed of type II collagen, chondrocytes, and proteoglycans. Type II

collagen is a native protein that forms �brils to give the cartilage structure, proteoglycans are glycosylated

proteins that retain water to provide distensibility, and chondrocytes are the resident cell of the articular

cartilage, albeit with limited reparative capabilities (Simon, 1999). The articular cartilage distributes loads

across the joint surfaces, while a thin synovial cell lining on the articular surface produces lubricating �uid.

The knee is a complex and interdependent organ consisting of articular cartilage, subchondral bone,

ligaments, tendons, a synovial membrane, bursae, and the joint capsule. These tissues interact and in�uence

each other dynamically and are all a�ected by OA in various ways (Loeser et al., 2012). Cartilage damage

leads to in�ammation and general tissue response, and mechanical changes to the tissues cause the joint to

stop operating correctly. These in�ammatory and mechanical cascades can a�ect the entire joint regardless

of where the damage starts (Haslauer et al., 2013), but there are generally few systemic e�ects outside of

the a�ected joint (Simon, 1999). The two broad theoretical pathways for the pathogenesis of OA are: (1)

abnormal load-bearing tissues, and (2) abnormal loads in�icted on normal load-bearing tissues. Abnormal

load-bearing tissues could include subchondral bone a�ected by osteopetrosis or articular cartilage degraded

by a metabolic disorder. Abnormal loads in�icted on normal load-bearing tissues would typically occur in

the context of repetitive strains from manual labour or acute trauma (Simon, 1999).

OA can be broadly classi�ed as either �secondary� or �idiopathic� depending on whether there is a known

antecedent event or condition, �generalized� or e.g. �patellofemoral� depending on whether a single joint is

a�ected, and �erosive� or �in�ammatory� depending on whether erosion of cartilage or in�ammation1 was

the incipient factor leading to OA development. Epidemiological research indicates that there is a strong

genetic component to the pathogenesis of idiopathic OA (Simon, 1999). Genetic factors are not typically

mentioned as risk factors for secondary OA in review articles outside of the context in which a primary

1e.g., from an auto-immune disorder
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genetic condition is the antecedent condition for secondary OA.

The main symptom-causing e�ect of OA is cartilage degradation � the combination of �brillation of

the collagen and failure of proteoglycans to retain water leads to sti�ening of the cartilage. When the

chondrocytes attempt to repair the structure, they can become overwhelmed and release metalloproteins,

which further contribute to the destruction of collagen �bres and the extra-cellular matrix (ECM). Articular

cartilage degradation eventually leaves the subchondral bone plate exposed, which can incite (or perhaps

is caused by) subchondral bone plate sclerosis and the development of lesions in the periarticular bone.

Unbalanced forces promote the formation of sub-chondral cysts and osteophytes (Simon, 1999).

Cartilage degradation manifests radiographically as decreased joint space width, and there are a variety of

radiographic scoring systems that are used to diagnose OA, including Kellgren-Lawrence Kohn et al. (2016),

International Knee Documentation Committee (IKDC), Fairbank, Brandt et al., Ahlbäck, and Jäger-Wirth.

Recently, Wright and The MARS Group (2014) performed a comparative study using a large dataset with

both repeated assessments with independent radiologists and gold standard arthroscopic validation data and

found that the IKDC radiographic scoring system had the optimal combination of accuracy and inter-rater

reliability. There have also been semi-quantitative scoring systems developed to quantify OA-related MRI

biomarkers, including the Boston�Leeds Osteoarthritis Knee Score (BLOKS) Hunter et al. (2008), the Whole

Organ MRI Score (WORMS) (Peterfy et al., 2004), the MRI OA Knee Score (MOAKS) (Hunter et al., 2014a;

Runhaar et al., 2014), the Knee Osteoarthritis Scoring System (KOSS) (Kornaat et al., 2005), and the Rapid

OsteoArthritis MRI Eligibility Score (ROAMES) (Roemer et al., 2020).

2.3.3 ACL Injury and PTOA Pathogenesis

When the antecedent factor leading to secondary OA is an acute trauma, the disease is referred to as

post-traumatic osteoarthritis (PTOA). PTOA accounts for approximately 12% of all OA cases (Brown et al.,

2006). A signi�cant correlation between acute ACL injury and PTOA has been observed in the literature,

albeit with a wide range of reported rates of association that include 14% (Gelber, 2000), 87% (Friel and

Chu, 2013), 50% - 90% (Luc et al., 2014), 0% to 100% (Lie et al., 2019), and 23% - 50% (Khella et al.,

2021). Meanwhile, the prevalence of OA among all adults over the age of 45 is only 20% - 30% (Anderson

et al., 2011). The primary bene�t of studying PTOA, rather than idiopathic OA, is that the antecedent trauma

provides a known starting point for OA pathogenesis, relative to which tissue progression can be measured.
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Insights into the respective roles of tissue and pre-PTOA mechanical and biological cascades can potentially

be translated to inform the study of idiopathic OA.

Many additional risk factors for PTOA development have been identi�ed in meta-studies including: age

(Bodkin et al., 2020), sex (Jacobs and Hunt, 2022), meniscal tear or resection, patellar dislocation, ankle

instability (Carbone and Rodeo, 2017), delay between injury and reconstructive surgery (Cinque et al., 2018),

reconstructive surgical technique (Rothrau� et al., 2020), body mass index (BMI), physical activity level,

lower-body muscle weakness, abnormal joint morphology (Whittaker and Roos, 2019), varus knee alignment,

education, and smoking (Wang et al., 2020). Concomitant meniscus damage seems to be a particularly

important risk factor, with reported risk multiplication factors of 3.5 (Cinque et al., 2018) and 10 (Roos and

Lohmander, 2003).

In the USA, between 2005 and 2010 approximately 75% of all of those who su�ered a new-onset ACL

tear opted for ACL reconstructive (ACLR) surgery � this incidence increases to 73% to 98% when considering

patients between the ages of 14 and 35 (Sanders et al., 2016a). It is a commonly held hypothesis that

ACLR reduces likelihood of PTOA by improving joint kinematics, particularly by restraining unnatural

tibial translation and rotation (Wang et al., 2020). However, several meta-studies have shown that there is

insu�cient evidence that ACLR reduces the long-term prevalence of PTOA (Friel and Chu, 2013; Luc et al.,

2014; Smith et al., 2014). Concerns arise that confounding and often-unreported risk factors, such as the

menisci status (Cinque et al., 2018) or the properties of the surgical technique (Rothrau� et al., 2020), have

prevented a fair assessment of the bene�ts of an �optimal� ACLR surgery for PTOA prevention. For example,

in one meta-analysis it was found that ACLR surgeries which could be classi�ed as �anatomic,� based on a

total score threshold on the anatomic ACL reconstruction scoring checklist (AARSC), resulted in a 10-year

follow-up PTOA prevalence of only 23%, compared to a 44% PTOA prevalence following �non-anatomic�

surgeries (Rothrau� et al., 2020).

Conversely, it is possible that even an optimal ACLR cannot prevent deleterious structural adaptions

after the degree of tissue and molecular damage that occurs in an acute knee trauma. In this case, the

bene�t or restored kinematics is cancelled out, or outweighed, by the additional in�ammatory insult and

structural trauma to the knee caused by invasive surgery, as indicated by the elevated presence of in�ammatory

biomarkers IL-1V, IL-6, and TNF-U following ACLR (Han et al., 2018). It has been observed that the delay

between injury and surgery is strongly positively correlated with increased risk of PTOA at 5- to 10-year

follow-up (Cinque et al., 2018), though it has also been shown that surgical delay is not a risk factor for PTOA
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if patients adhere to a structured rehabilitation program after surgery (Frobell et al., 2010).

As with idiopathic OA, readily available diagnostic imaging modalities are not su�cient to detect early

PTOA. However, MRI can be used to detect traumatic bone marrow lesions (BMLs) and changes in the

composition of the cartilage ECM (Riordan et al., 2014), and MRI T2-weighted mapping can be used to check

the water content of cartilage � importantly, as cartilage degradation is often preceded by loss of water content

(Eagle et al., 2017). Summary statistics of segmented cartilage compartments on MRI T1d-weighted mapping

at baseline have been shown to be predictive for poor Knee Injury and OA Outcome Score (KOOS) results

at three-year follow-up after ACL injury (Mamoto et al., 2018). It has also recently been demonstrated in

principle that patients can be accurately classi�ed as healthy or �pre-PTOA� using random forest classi�ers on

quantitative characteristics extracted from confocal laser endomicroscopy of articular cartilage (Tschaikowsky

et al., 2021), implying that there may be �early OA �ngerprints� that can be detected using a combination of

high-resolution imaging and sophisticated image processing techniques (Khella et al., 2021).

A major impediment to development of early PTOA diagnostic and interventional protocols is that the

complete pathophysiological mechanism linking PTOA to ACL injuries is complex and multi-factored, and

as such is currently not well-understood (Dilley et al., 2023). However, there are four broad categories of

potentially important mechanisms: structural, biological, mechanical, and neuromuscular.

The immediate structural impact of an ACL tear is that the tibia is less constrained and can translate

and rotate unnaturally during extension. However, concomitant damage to other knee structures, such as

the menisci, has also been shown to increase risk of PTOA (Friel and Chu, 2013). High-impact forces

may induce apoptosis in chondrocytes (Riordan et al., 2014), further limiting the ability of the cartilage to

repair itself. Damage to the menisci further reduces tibiofemoral stability and the ability for the joint to

attenuate energy and disturbs the proper distribution of loads. Damaged menisci may also release enzymes

and in�ammatory mediators that promote cartilage degeneration (Bradley et al., 2023). ACL tears are also

accompanied by traumatic BMLs within the bone, indicative of a high-force collision of the femur and tibia

during the injury. BMLs are primarily found on the lateral femoral condyle and posterior lateral tibial plateau

(Patel et al., 2014), are likely sites of microfracture, vascular proliferation, and elevated in�ammation, have

been shown to be sites of concentrated short-term bone density loss (Kroker et al., 2019). A combination of

traumatic BMLs and imbalanced load distribution may lead to bone remodelling and deleterious alterations to

subchondral bone morphology (Wang et al., 2020). For example, subchondral bone plate porosity is known

to be associated with OA (I…ima et al., 2016; Botter et al., 2011), and it has been observed in post-ACL injury
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animals models (White et al., 2022).

Structural trauma leads to parallel biological consequences, including: chondrocytes releasing cytokines

(Smith et al., 2014; Lieberthal et al., 2015), in�ammation, as evinced by elevated levels of IL-1,6,8,17, TNF-U,

SDF-1, and cartilage ECM fragments (Riordan et al., 2014), and decreases in lubricin production (Elsaid

et al., 2008). Heightened in�ammation in turn upsets the bone remodelling balance and promotes excess bone

resorption (Swärd et al., 2012; Park et al., 2013; Dolan et al., 1997), and while subchondral and trabecular

bone density can recover, excess resorption can lead to changes in trabecular microarchitecture that are both

weakening and permanent (Guo and Kim, 2002). The in�ammatory response to ACL injury is particularly

insidious: a randomized study on anti-in�ammatory intervention following ACL injury observed that in

the �rst 5 weeks following the injury, in�ammatory biomarkers worsened while patient-reported outcomes

improved (Lattermann et al., 2017), resulting in the authors suggesting early PTOA progression is a �silent

killer.�

There are several neuromuscular de�cits caused by ACL injury. Persistent ACL laxity can lead to

modi�cation of the neuromuscular feedback loop, impairing function (Dare and Rodeo, 2014; Racine and

Aaron, 2014). The ACL contains mechanoreceptors, the loss of which impairs muscle control (Palmieri-Smith

and Thomas, 2009). Finally, de�cits in control and/or strength of the hamstring can increase biomechanical

loading and exacerbate the load imbalances already caused by structural abnormalities (Friel and Chu, 2013;

Øiestad et al., 2015). Biomechanical load imbalances and adverse structural changes can disrupt joint

homeostasis (Andriacchi and Favre, 2014), and these combined post-ACL injury kinematic changes may be

linked with OA (Pro�en et al., 2015).

Changes in the structural shape of the bone are a risk factor for PTOA development and patient-reported

QOL outcomes at follow-up (Jacobs and Hunt, 2022) and could precede cartilage changes (Baker-LePain and

Lane, 2012; Shepstone, 2001). It has been shown that ACL injury is associated with changes of the shape of

the tibia (Pedoia et al., 2016a), femur (Jacobs and Hunt, 2022; Pedoia et al., 2016a), and patella (Yang et al.,

2019). Investigation of serum concentrations in individuals with chronic knee pain suggest that bone and

cartilage turnover are parallel processes in early OA (Petersson et al., 1998), and nuclear imaging has shown

that subchondral bone turnover precedes radiographic evidence of knee OA (Hutton et al., 1986). Animal

models demonstrate that surgically induced subchondral bone trauma incites deterioration of the overlying

articular cartilage (Mrosek et al., 2006) and that early onset OA is associated with genetic mutations that cause

osteogenesis imperfecta (Blair-Levy et al., 2008). Meta-analysis shows that in early OA, the subchondral
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bone plate is porous and demonstrates low density, while in late-stage OA it shows signs of sclerosis along

with osteophytes at the medial and lateral margins of the articular surface (Baker-LePain and Lane, 2012).

This progression could be caused by bone remodelling in response to modi�ed stress distributions (Wol�,

1986), and corresponding changes to bone metabolism could produce excess release of biomediators that

incite or accelerate local cartilage breakdown (Baker-LePain and Lane, 2012).

The most e�ective public policy strategy for preventing PTOA is currently to work to prevent ACL

injuries in the �rst place through education and training (Wang et al., 2020). However, neuromuscular,

educational (Huang et al., 2020), and physical training programs (Silvers-Granelli et al., 2017) have shown

some success in reducing PTOA incidence following acute ACL injury. In response to the hypothesized

mechanistic pathways listed above, there have been corresponding suggestions for potential preventative

treatments and therapies for PTOA including anticytokines (Friel and Chu, 2013), antiresorptives (Teichtahl

et al., 2015), antioxidants (Henrotin and Mobasheri, 2018), and joint aspiration (Svoboda, 2014). However,

none have demonstrated su�cient e�cacy and safety to become part of standard clinical practice.

2.3.4 Bone as a Potential Mechanism Linking ACL Trauma and Osteoarthritis

The importance of subchondral bone remodelling in OA pathogenesis was �rst suggested in the 1960s by LC

Johnson (1962), and this hypothesis has been extensively investigated in the intervening years. Mechanical

investigations revealed that bone was the dominant source of strength and force attenuation in the knee,

implying that a loss of bone strength would be deleterious for the articular cartilage (Radin and Paul, 1970).

In animal models, repetitively applied impulses at the knee lead to elevated bone remodelling activity,

culminating in subchondral bone plate sclerosis and cartilage �brillation and �ssuring, implying that bone

plate sti�ness caused increased stress on cartilage and subsequent damage (Radin et al., 1984), and ACL

transection that showed articular cartilage degradation was accompanied by increases in subchondral bone

volume and histological evidence of active bone formation (Brandt et al., 1991). However, Burr and Radin

(2003) later argued that bone sti�ness no longer appeared to be mechanistically linked with later cartilage

changes, based on observations that arti�cially increasing bone sti�ness using bone plugs fails to induce

cartilage degradation, regardless of bone plug positioning. They postulated that subchondral microcracks

were more mechanistically relevant, perhaps by inducing bone remodelling or by opening the osteochondral

junction and allowing excess transportation or promoting vascular in�ltration. These subchondral microcracks
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Figure 2.6: Histology (left) and electron microscopy (right) imaging of the osteochondral junction. Compo-
nents reproduced from Li et al. (2013) with permission, see license in Appendix M.

could be caused by the trauma of the original injury, or could be caused by normal physiological loads

during the transient period of reduced bone density (and therefore bone strength) that we know follows ACL

injury, as observed by Kannus et al. (1992), Leppälä et al. (1999), Boyd et al. (2000), Bayar et al. (2008),

Van Meer et al. (2014), Kroker et al. (2019), among others. Stress testing in canine carpal joints showed

that intra-articular stress-induced failures start in the calci�ed cartilage and propagate into the subchondral

bone plate, suggesting the extreme loads applied to a joint may directly damage the osteochondral junction

(Vener et al., 1992). Conversely, Zhen et al. (2013) used a mouse model to show that inhibition of TGF-V

in subchondral bone attenuates the degradation of articular cartilage that occurs in an ACLT mouse model:

TGF-V stimulates chondrocyte proliferation, but it also is involved in the signalling pathway that initiates

osteoclastic bone resorption, implying that subchondral bone adaptation is a critical element of the mechanism

linking ACL injury and PTOA pathogenesis.

Li et al. (2013) and Teichtahl et al. (2015) describe potential models for the role of subchondral bone

adaptation in OA pathogenesis that explain these observations. In these models, peri-articular bone responds

to atypical strains, whether caused by acute trauma, sustained in�ammation, or structural alterations, and

a biomechanical event cascade initiates. First, the subchondral bone plate thins and becomes porous,

accompanied by trabecular microarchitectural deterioration and microcracks in the bone plate and articular

cartilage. Next, cartilage and subchondral bone both thicken, the former due to hypertrophic repair mechanisms

and ossi�cation of cartilage (the reduplication and advancement of the tidemark), and the latter due to the
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Figure 2.7: The progression of tissues of the osteochondral junction from a healthy state to an osteoarthritic
state. Components reproduced from Li et al. (2013) with permission, see license in Appendix M.

bone remodelling response to stress. The speci�c mechanisms that incite chondrocyte apoptosis and cartilage

degeneration are not well-understood, but alterations to biochemical cross-talk at the osteochondral junction

likely play a role. There may be excess transport, or excess vascular proliferation or in�ltration across the

junction when the bone plate is thin and porous (early OA), or the cartilage may be deprived of nutrients

when the bone plate has thickened and the calci�ed cartilage has expanded (late OA).

Whether or not bone remodeling is the primary mechanism of OA pathogenesis, pre-OA and post-ACL-

injury peri-articular bone remodelling is worth continued study, and there is a strong need to develop imaging

biomarkers that can be measured earlier and provide indication of pre-symptomatic OA progression (Mason

et al., 2021). However, the trabecular microstructure is three-dimensional and requires a high spatial resolution

to accurately quantify, so traditional imaging technologies such as planar radiography, clinical CT, and MRI

are insu�cient in isolation.
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2.4 Medical Imaging

Wilhelm Röntgen’s 1895 discovery of X-rays, highly energetic photons on the approximate order of 102

to 106 eV, enabled the development of radiographic imaging technologies (Brailsford, 1946). The tissue-

(or material-) dependent attenuation of X-rays as they pass through an object allows for information about

the composition of the object along the path of an X-ray beam to be derived from measurements of the

photon �uence (number of photons passing through an area per unit of time) going into and coming out of an

object. Two-dimensional (2D) radiographic modalities, such as planar radiography and dual-energy X-ray

absorptiometry, use a static X-ray source and detector array to generate a projection of three-dimensional

(3D) tissue attenuations onto a 2D plane. X-rays can also be used to generate 3D images: in computed

tomography (CT), the X-ray source and detector are rotated around the object, and the 3D distribution of

tissue attenuations can be approximated from the measured projections using either (�ltered) backprojection

or iterative reconstruction (Bushberg et al., 2020). Within certain ranges of tissue densities and X-ray energies,

the attenuation coe�cient of the tissue is also approximately linearly correlated with the tissue density. This

allows for the calibration of CT images (Engelke, 2017), which can be done using calibration phantoms either

synchronously (phantom present in the image) or asynchronously (phantom imaged separately) or ‘internally’

by segmenting speci�c tissue types within the image, making assumptions about tissue densities, and �tting a

model that relates density and attenuation coe�cients (Michalski et al., 2020; Smith et al., 2022; Matheson

et al., 2024).

The mechanism of attenuation of X-rays in tissue damages the cells and DNA where the attenuation

occurs, which can cause organ damage and in the long-term can cause various cancers (Brody and Guillerman,

2002; Lin, 2010). Children and developing fetuses (depending on the stage of pregnancy) are typically more

sensitive to the e�ects of ionizing radiation than adults. Correspondingly, an important principle governing

the use of radiographic imaging in clinical practice and research is to keep radiation dose ‘as low as reasonably

achievable’ (ALARA) and to evaluate the bene�ts versus risks when performing imaging for diagnostics or

research. While CT provides volumetric information about tissue composition, it also typically incurs orders

of magnitude greater radiation dose to the imaged tissue than corresponding 2D imaging modalities. Further,

while the spatial resolution of CT images is nominally limited by the physical size of the X-ray detector

array elements (and the Nyquist theorem), increasing spatial resolution while maintaining su�cient contrast

resolution for acceptable image quality also requires increasing the X-ray �uence and correspondingly the
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e�ective dose of ionizing radiation. Technological innovations can help to reduce dose by more e�ciently

utilizing projection data and reducing noise so that less X-ray �uence is required, but there are practical limits

on ethically achievable in vivo CT spatial resolutions.

2.4.1 HR-pQCT

Standard modern clinical CT provides spatial resolutions on the order of hundreds of microns (Bushberg

et al., 2020), while the thicknesses of individual trabeculae are on the order of tens to hundreds of microns

(Cowin, 2001). As such, calibrated, or quantitative, clinical CT is appropriate for measuring the spatial

distribution of volume-averaged bone densities and can be used to measure cortical thickness, but cannot

provide quantitative assessment of trabecular microarchitecture. Historically, trabecular microarchitecture was

exclusively measured ex vivo on bone samples using histomorphometry or micro-CT (‘CT) (Dalle Carbonare

et al., 2005; Brandi, 2009). The development of high-resolution peripheral quantitative computed tomography

(HR-pQCT) enabled in vivo CT imaging of the extremities at a nominal isotropic voxel sizes of 82.0 ‘mm

and of 60.7 ‘mm (for �rst- and second-generation hardware, respectively) at an e�ective radiation dose

of only 5 ‘Sv by combining a small and dense detector array with a small �eld of view (Manske et al.,

2015). HR-pQCT was originally designed for imaging of the wrist and ankle (speci�cally, the ultra-distal

radius and ultra-distal tibia), but protocols have been developed to enable it to be utilized to image the hands

(Werner et al., 2017), feet (Metcalf et al., 2018), knees (Kroker et al., 2017b), and elbows (Sada et al., 2020).

HR-pQCT images are asynchronously calibrated (‘quantitative’) and in combination with micro-scale spatial

resolution, this allows accurate and precise standardized in vivo bone densitometry and morphometry in

humans (Wong, 2016; Manske et al., 2015; Boutroy et al., 2005).

2.4.2 Image Segmentation

This sub-section will describe the application of a number of segmentation techniques to HR-pQCT images,

while some of these techniques will be described in greater technical detail in the subsequent Image PRocessing

section. To perform a semantic segmentation on an image is to assign a class label to every pixel or voxel in

the image. For example, to label the voxels in an image as belonging to either a tumour or the background. In

the context of HR-pQCT, the objective of the semantic segmentation is to identify two disjoint anatomical

compartments: the hard cortical shell of the bone, and the trabecular region contained within. For a single
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Figure 2.8: A grey-scale slice of a segmented distal radius HR-pQCT image, with the endosteal and periosteal
surfaces labelled (left) and the trabecular compartment shaded in blue and the cortical shell shaded in green
(right).

intact bone, the trabecular and cortical regions should be contiguous, so the HR-pQCT semantic segmentation

problem can be equivalently formulated as the problem of identifying two surfaces: the periosteal surface and

the endosteal surface, where the latter should be interior to the former. A 2D slice of a segmented distal

radius HR-pQCT image is shown in Figure 2.8. An accurate semantic segmentation of HR-pQCT images is

necessary for quantitative microarchitectural analysis: separate algorithms are employed to characterize the

cortical and trabecular bone. Since the cortical and trabecular bone are so structurally dissimilar, small errors

in the segmentation can have a large impact on the accuracy of microarchitectural analysis outputs.

The �eld of medical image segmentation encompasses many di�erent approaches applied to many

di�erent imaging modalities. For the purposes of this thesis, the focus will be on some pertinent techniques

that have been applied to HR-pQCT. Techniques for HR-pQCT image segmentation can be broadly separated

into two categories: morphological algorithms that are ‘hand-crafted’ to leverage domain knowledge about

the structure of the anatomical objects to be segmented, and machine learning approaches that rely on existing

expert-segmented images to train a ‘black box’ image segmentation model.

HR-pQCT segmentation was originally performed using a semi-automated slice-by-slice manual contour-

ing approach using a snakes line-snapping approach (Kass et al., 1988; Laib et al., 1998). This method was

supplanted in 2007 by an automatic dual-thresholding approach using a combination of Gaussian smoothing

and a sequence of morphological opening and closing operations (Buie et al., 2007). The dual-threshold

method has remained the gold standard for HR-pQCT segmentation to the present, with small modi�cations
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(Burghardt et al., 2010). However, the recommended protocol is semi-automated and output segmentations

require manual inspection and correction of the generated contours due to high bias and precision errors

observed in uncorrected segmentations (Whittier et al., 2020d,c). An experienced operator may spend as

much as 15 to 30 minutes correcting a di�cult radius or tibia image. Further, a typical HR-pQCT knee image

is composed of six times as many axial slices as a standard radius or tibia and the proximal tibia and distal

femur are larger, and have a more complex bone surface, than the distal radius or tibia. Development of

more e�cient, fully automated image analysis work�ows will be critical for standardization and improving

feasibility of larger studies using HR-pQCT to study the knee.

Several advanced morphological segmentation algorithms have been proposed for HR-pQCT in recent

years, including several variations on active contour algorithms that iteratively evolve a level set surface

embedding �eld to minimize �energy� � a linear combination of internal energy, which is based on surface

curvature, and external energy, which is the distance between the contour and edges in the image as

approximated using convolution-based smoothing and edge-detecting �lters (Hafri et al., 2016; Ohs et al.,

2021). However, limitations in test set sample size, reported performance, and insu�cient characterization

of morphological analysis accuracy and reliability have prevented these algorithms from supplanting the

gold-standard approach in standard practice outside of the research centres where they were developed.

Few machine learning approaches had been published speci�cally for HR-pQCT segmentation as of

the outset of this project. The high spatial resolution of HR-pQCT images presents a signi�cant challenge

for GPU-driven deep learning approaches, as it is di�cult to �t images into video RAM and impossible to

process batches larger than one image, or one section of an image, at a time. Prior to the popularization of

convolutional neural networks, one group combined 3D texture analysis with a random forest classi�er to

segment images voxel-by-voxel. While they achieved a reasonable Dice similarity coe�cient of approximately

0.90 on the test set, the limited accuracy of morphometric outputs and the small training (n=13) and testing

set size were unconvincing (Valentinitsch et al., 2012). Recently, 2D and 3D U-Nets have been applied to

periosteal segmentation of HR-pQCT hand images (Folle et al., 2021). While this study reported excellent

measures of overlap for the predicted and reference segmentations, they did not estimate the accuracy of

morphological analysis outputs apart from bone mineral density. As such, much work remains to prove that a

U-Net can be used to replace the standard segmentation protocol in HR-pQCT work�ows.
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Figure 2.9: The application of quantitative microarchitectural analysis to the peri-articular regions in the
knee. Spheres are overlayed on a small section of segmented trabecular bone to visualize how Tb.Th, Tb.Sp,
and Tb.N are measured.

2.4.3 Quantifying Bone Density and Microarchitecture

Following image segmentation, compartment-speci�c microarchitectural and densitometric analyses can be

executed. Within each compartment, the average volumetric bone mineral density (BMD; mg HA/cm3) can

be measured by averaging the density values of all voxels within the compartment. The abbreviations for

compartmental BMDs are commonly pre�xed by an abbreviation of the compartment label, e.g. Tt.BMD,

Tb.BMD, Ct.BMD, or Sc.BMD for the whole bone (total) or trabecular, cortical, and subchondral bone plate

compartments, respectively. The average cross-sectional areas of the total bone and individual compartments

(Ar; mm2) are occasionally measured, as is the average perimeter (Ct.Pm; mm) of the periosteal contour (the

interface between cortical and trabecular bone) (Whittier et al., 2020c).

The common trabecular microarchitectural parameters of interest are trabecular thickness (Tb.Th; mm),

separation (Tb.Sp; mm), and number (Tb.N; mm�1) and bone volume fraction (BV/TV; %). The �rst step is
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segmentation of trabeculae frommarrow within the trabecular compartment, which is achieved using Gaussian

smoothing and density threshold-based segmentation (the parameters are generation-/resolution-dependent).

Tb.N is measured by skeletonizing the trabecular segmentation, using the maximal sphere-�tting thickness

estimation of Hildebrand and Rüegsegger (1997) to �nd the mean spacing between the trabecular skeleton,

and inverting this mean spacing to arrive at an estimate of the spatial frequency of trabeculae (see Figure 2.9).

Hildebrand and Rüegsegger (1997) de�nes a local thickness map, g„ fi?” as follows (using set theory notation):

g„fiG” := 2 max „fA j fiG 2 sph „ fi?� A” � 
� G � 
g” � (2.1)

where fi? and fiG are coordinate vectors in the 3D image, sph „fiG� A” de�nes a sphere with radius A centered

at fiG, and 
 is the set of voxels in the structure being measured (voxels with a value of 1 in the binary mask).

In plain language, the value of the local thickness map at any voxel is equal to the diameter of the largest

sphere that �ts inside the structure and contains that voxel. The mean structure thickness, �g is then computed

by taking a volume-weighted average and also prescribing a minimum thickness value, gmin:

�g =

–

 max „g„fiG”� gmin” 3+

–

 3+

(2.2)

In �rst-generation HR-pQCT, Tb.BV/TV was derived from voxel densities while Tb.Th and Tb.Sp were

subsequently derived from the BV/TV and Tb.N estimates assuming plate-like trabecular geometry. In

second-generation HR-pQCT, these parameters are all measured independently and directly (Manske et al.,

2015). Tb.Th is the mean thickness of the trabecular segmentation and Tb.Sp is the mean thickness of

the marrow segmentation (inverted trabecular segmentation), both using the method of Hildebrand and

Rüegsegger (1997) (see Figure 2.9). BV/TV is directly measured as the ratio of the number of voxels in

the trabecular bone segmentation versus the total number of voxels in the trabecular compartment. Other

trabecular microarchitectural parameters that can be measured, but will not be discussed here, include the

inhomogeneity of the trabecular network (Tb.1/N.SD; mm), connectivity density (Conn.D; mm�3), structural

model index (SMI; unitless), and the degree of anisotropy (DA; unitless).

The most common cortical microarchitectural parameters of interest are cortical thickness (Ct.Th; mm) and

porosity (Ct.Po, %). Cortical thickness is measured using the maximal sphere-�tting method of Hildebrand

and Rüegsegger (1997) applied to the whole cortical compartment segmentation, while in second-generation

HR-pQCT, cortical porosity is measured by �rst segmenting the pores in the cortical compartment (Burghardt
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et al., 2010) and then using a similar voxel-counting ratio approach as for BV/TV, but Ct.Po can also be

derived from image densities. Other pore-based cortical microarchitectural parameters that can be measured

include the average volume (Ct.Po.V; mm3) and diameter (Ct.Po.D; mm) of cortical pores.

2.4.4 in vivo HR-pQCT Imaging in OA Research

As described above, modern HR-pQCT scanners have adequate spatial resolution, and confer a su�ciently

low radiation dose, to be a safe and e�ective modality for studying in vivo bone microarchitecture in humans

independently of density (Manske et al., 2015). Traditionally, HR-pQCT has been limited to the study of

distal extremities such as the wrist, ankle and �ngers. However, the application of HR-pQCT has recently

been pioneered in parallel by two groups (Kroker et al., 2017b; Chiba et al., 2017) for the in vivo study of

bones at the knee � speci�cally, the distal femur and proximal tibia. Prior to these developments, HR-pQCT

had only been used to study knee bone morphology ex vivo, for example to calculate summary statistics of

3D joint space distance distributions (Mezlini et al., 2015) or to study subchondral microarchitecture in and

around BMLs using MRI-to-HR-pQCT 3D image registration (Kazakia et al., 2013).

The �rst documentation of HR-pQCT applied to study human knees in vivowas by Kroker et al. (2017b) in

the Bone Imaging Lab in 2017. This study established the hardware modi�cations, data collection parameters

and procedure, and analysis protocol that would be used in several subsequent studies, including the knee

HR-pQCT data used in this research project. The technique was subsequently applied to a retrospective

cohort of participants who had undergone ACLR surgery �ve years prior, and who had no current evidence of

OA based on the International Knee Documentation Committee questionnaire (IKDC). Comparative analysis

was performed by comparing pair-wise relative di�erences between injured and contralateral parameters

and by comparing between groups of participants based on meniscus status: intact, repaired, or partial

meniscectomy. This retrospective study observed subchondral thickening and porosity in the lateral femoral

condyle and decreased density and compromised trabecular structure in the medial femoral condyle of the

injured knee. Subchondral bone plate thickening in the medial compartment was driven by the groups with

a non-intact meniscus, while trabecular structural di�erences in the lateral compartment were universal

among injured participants (Kroker et al., 2018a). The HR-pQCT technique was then applied in combination

with MRI to study bone and cartilage in participants who had ACLR surgery as well as a healthy control

group. No signi�cant di�erences were observed in cartilage thickness, and no signi�cant di�erences in any
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parameter were observed between contralateral knees and the control group. However, signi�cant di�erences

in subchondral bone plate thickness were observed between the injured and contralateral knees in the posterior

and central sections of the lateral femur (Bhatla et al., 2018).

The �rst longitudinal study of peri-articular bone progression following ACL injury using dual X-ray

absorptiometry (DXA), HR-pQCT and MRI followed participants for eight months, with baseline scans

following the injury within six weeks and follow-ups at two, four, and eight months. Quadratic mixed e�ects

models were used to model temporal evolution of all quantitative morphological parameters of peri-articular

bone microarchitecture in load-bearing regions of interest (ROIs) in the femur and tibia as well as in ROIs

at and around co-registered regions containing BMLs on MRI. DXA showed that bone loss was localized

to the injured knee, occurred non-linearly, maximizing at 210 days post-injury, and that bone loss happens

globally in the joint and is not constrained to near the articular surface. HR-pQCT analysis showed a loss

of bone mineral density (BMD) in all compartments in the injured knee, maximizing at around 215 and

254 days post-injury in the femur and tibia, respectively. Bone loss was followed by either a plateau or

partial recovery up to the �nal study visit. In the medial tibia, bone loss was observed at all depths from

the subchondral surface and accompanied by decreases in the number of trabeculae and increases in the

trabecular separation. Analysis of HR-pQCT in BML regions revealed that there was approximately 20% peak

excess bone loss in the BML compared to the surrounding trabecular bone. Further, while the BML regions

began to recover after 189 days, BMD in the near-BML regions continued to decline until 258 days (Kroker

et al., 2019), hinting at a propagating e�ect emanating from the BML site. In this short-term post-ACL

injury longitudinal study, subchondral bone demonstrates asymmetric losses in density, trabecular structural

deterioration, and subchondral bone plate thinning. Conversely, in the cross-sectional study of participants

5- to 9-years removed from injury, bone density is not di�erent from controls while the subchondral bone

plate shows compartmentally asymmetric thickening. These observations seem disparate on the surface, but

can be �t to a narrative based on the OA pathogenesis hypothesis proposed by Li et al. (2013): Immediately

following the injury, bone density is reduced due to in�ammatory biomediators accelerating bone resorption.

Loss of trabecular bone leads to reductions in the number of trabeculae and connectivity and an increase in

trabecular separation. After the in�ammatory trauma response, bone density slowly recovers. However, the

trabecular microstructure is permanently impaired since new bone growth cannot restore lost inter-trabecular

connections. While trabecular structure has been permanently weakened, the same biomechanical load must

be borne by the structure. In response to increased stresses, which will likely be concentrated at or near
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the articular surface, the peri-articular trabeculae thicken and merge to become more plate-like, and the

subchondral bone thickens to gain su�cient sti�ness to bear the load.

Data from the preceding study was also used in micro-�nite element (‘FE) modelling to estimate

longitudinal changes in strength and failure load of the femur. Interestingly, the trends for strength in

the BMLs and nearby trabecular bone volumes were reversed when compared to trends in density, with

strength in the BML reaching a minimum at 174 days while the strength of the surrounding bone reached

a minimum at 152 days, the same time as the entire femoral condyle (Shtil, 2019). Knee HR-pQCT ‘FE

modelling has also been recently demonstrated as a benchmark for comparing results of quantitative computed

tomography (QCT)-based FE modelling (Knowles et al., 2021). Finally, a repeat-scan cadaver study compared

peri-articular analysis outputs using the standard in vivo scan parameters to those produced using an ex vivo

scan protocol that produced images with double the spatial resolution. All quantitative measures had high

coe�cients of determination, and errors were within 9% (Keen et al., 2021).

HR-pQCT has separately been applied to the in vivo comparison of peri-articular bone structure in the

knee between late-stage OA patients and healthy controls, along with planar radiography to assess joint space

width and joint alignment. OA patients demonstrated asymmetries in both bone volume to total volume ratios

and structural properties of trabecular bone between the medial and lateral tibial plateaus. Further, in the

medial tibial plateau, several measures of trabecular microarchitecture correlated signi�cantly with both

femorotibial angle and worse outcomes on the Kellgren-Lawrence OA classi�cation system � in general for

OA-a�icted patients, the trabecular bone in this compartment was more voluminous, thicker, more plate-like,

and displayed more anisotropy (Shiraishi et al., 2020).

2.5 Image Processing

The computational and/or algorithmic processing of digital images is central to much of the research in this

thesis, so some relevant concepts and algorithms are discussed in this section. A 2D or 3D medical image

is represented digitally by a matrix (� „G� H”) or tensor (� „G� H� I”) where the entries are pixels or voxels that

correspond to an area or volume of 3D space and the value at each pixel or voxel represents information

about the imaged tissue (attenuation, density, EMR signal strength, etc.). Image processing algorithms

operate directly on the values of pixels or voxels to smooth images, segment structures, align images, derive

quantitative metrics, or for other applications.
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Figure 2.10: Schematic of 2D digital computation of convolution and/or cross-correlation (with a symmetric
kernel, there is no di�erence). Zero-value constant padding is used to maintain the image extent and the
kernel uses values from Pascal’s triangle to approximate Gaussian windowed �ltering. Each paired image
(green) and kernel (blue) value are multiplied and the products (red) are summed to produce the �nal result
(yellow). The value at other pixels in the result would be calculated by sliding the kernel over to a new
location on the image and repeating the process.

2.5.1 Convolutional Filtering

Broadly, in mathematics, image processing, and signal processing, the term ‘convolution’ refers to computing

the integral of the product of two functions (with one function re�ected in its domain) as applied o�-set (with

an o�set dimensionality equivalent to the domain of the functions) is varied either smoothly or incrementally.

The convolution, �, and cross-correlation, ¢, operations are closely related, and their de�nitions are (Braasch,

2018):

„ 5 � 6” „C” :=
„ 1

�1
5 „g”6„C � g”3g� (2.3)

„ 5 ¢ 6” „C” :=
„ 1

�1
5 „g”6„C ‚ g”3g� (2.4)

where 5 and 6 are univariate functions parameterized by C and g is a dummy integration variable.
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For a 3D digital image, � „G� H� I”, and kernel,  „G� H� I”, the discrete convolution and cross-correlation

are de�ned as (Braasch, 2018):

„� �  ” „G� H� I” :=
‚�GÕ

8=��G

‚�HÕ

9=��H

‚�IÕ

:=��I

� „G � 8� H � 9 � I � :” „8� 9 � :”� (2.5)

„� ¢  ” „G� H� I” :=
‚�‚GÕ

8=���G

‚�‚HÕ

9=���H

‚�‚IÕ

:=���I

� „G ‚ 8� H ‚ 9 � I ‚ :” „8� 9 � :”� (2.6)

where ��G � ��H � ��I are the extents of the kernel in each dimension.

Convolutional �ltering is often used to smooth images by setting each pixel or voxel to a weighted average

of itself and its neighbours (Behrenbruch et al., 2004). In box �ltering, the kernel values are uniform, while in

Gaussian �ltering, pixels or voxels closer to the center are weighted more heavily than more distance voxels,

using a Gaussian distribution to set the weights:

6„G” =
1

f
p

2c
4�G

2�2f2
� (2.7)

where f is the variance of the Gaussian, controlling the rate at which the averaging weights drop o� and

therefore the severity of the smoothing. Regardless of the kernel used, in smoothing it is critical to normalize

the kernel so that the sum of all values is 1, otherwise the smoothing operation will change the mean intensity

of the image. There are also a number of non-linear image smoothing �lters, including median �ltering

(Weiss, 2006), adaptive median �ltering, bilateral �ltering (Li et al., 2021a), and di�usion �ltering (Fang

et al., 2008).

Convolutional �ltering is also commonly used for edge detection. The Sobel �lters (Kanopoulos et al.,

1988) are the product of matrix multiplication between a (Pascal’s triangle-based) Gaussian kernel with a

stencil for the central di�erence approximation for the �rst derivative, and can be convolved with an image

to obtain the (smoothed) gradient of the image: one new image component for each dimension, that each

correspond to the local rate of change of the image in that direction. The Laplacian of an image is a scalar

image that is the divergence of the gradient and can also be computed by convolution (Mlsna and Rodríguez,

2009). Zero-crossings in the Laplacian of a function indicate an in�ection point, corresponding to the

center of an edge in the context of an image. However, the numerical computation of spatial gradients is a

noise-amplifying operation, and the degree of noise ampli�cation increases with each successive derivative
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order, so it is most common to combine a Laplacian �lter with a Gaussian �lter and instead look for zero

crossings in the Laplacian of the Gaussian (LOG) (Gunn, 1999).

2.5.2 Segmentation

Segmentation, or semantic segmentation, is the voxel-wise classi�cation of an image to create a binary mask,

or masks, that label a separable structure, or multiple structures, in an image (Pal and Pal, 1993; Bali and

Singh, 2015). Some relevant intensity-based methods for segmenting medical images include simple global

thresholding, local adaptive thresholding methods (Mys et al., 2022), Otsu’s method (Goh et al., 2018),

Gaussian mixture modelling (one of many examples of applications of unsupervised clustering algorithms for

segmentation) (Nguyen and Wu, 2013), the watershed algorithm (Beucher, 1994), and Laplace-Hamming

segmentation (Sadoughi et al., 2023). Each of these methods use the pixel or voxel intensities, and/or the

di�erences between intensities in small neighborhoods, to classify individual pixels or voxels to one or more

classes.

In ‘active-contour’ methods, the segmentation problem is recast as the problem of �nding the optimal

positioning of a boundary, or boundaries (curves in 2D and surfaces in 3D) between classes. The boundary

is assigned an ‘energy’ that typically depends on both the image itself and on some internal properties of

the boundary (e.g. curvature), and the optimal boundary positioning is de�ned by the minimization of this

energy. How to derive the image-based energy varies between implementations (but typically involves both

smoothing and spatial derivatives of image intensities), as does the methodology for iteratively updating the

boundary positioning (Kass et al., 1988; Yushkevich et al., 2006; Hafri et al., 2016).

In atlas-based segmentation, an ‘atlas’ image with representative anatomy and an optimal segmentation is

registered to the target image, and the atlas segmentation is transformed to the target image using the �tted

transform. There exist a variety of methods for both generating the atlas and for the registration, depending on

the anatomy, the purpose of the �nal segmentation, and the data available (Bach Cuadra et al., 2015; Besler

et al., 2018; Rohl�ng et al., 2004; Liu et al., 2024).

2.5.3 Morphological Operations

Often, automatically generated segmentations have �aws. How detrimental these �aws are depends on

the application for the segmentation, e.g. annotations to guide qualitative radiological interpretation of
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Figure 2.11: Schematic demonstrating the application of dilation, erosion, opening, closing, and connected
components �ltering to a binary image in 2D. In erosion, voxels set from 1 to 0 are coloured red, while
in dilation, voxels set from 0 to 1 are coloured green. In the connected components image, the individual
connected components are assigned separate colours and given numerical labels in order of size.

images need not be as precise as segmentations that will be used for subsequent automated quantitative

analyses. Morphological operations (see Figure 2.11) can be applied to binary segmentations to enlarge

or shrink structures (dilation/erosion), to separate disconnected components of a binary segmentation into

multiple contiguous binary segmentations (connected components), or to delete small spurious features

(opening/closing). The exemplars of these operations shown in Figure 2.11 use standard uniform 3x3 kernels

(also referred to as ‘structural elements’ in this context) and only go as far as showing the e�ects of two-step

�ltering. However, more complex morphological operations can also be devised using more complex kernels

and with multi-stage iterative �ltering sequences, as described in great detail and mathematical precision

by Dougherty and Lotufo (2003). Physiologically informed sequences of morphological operations are a

powerful tool for generating or improving segmentations, and have been used extensively to develop automated

or semi-automated HR-pQCT analysis work�ows (Buie et al., 2007; Burghardt et al., 2010; Whittier et al.,

2021).
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Figure 2.12: Schematic of the generic image registration iterative loop.

2.5.4 Registration

The purpose of image registration is to align two (or more) images by de�ning one image as the moving

image and one image as the target image and �nding a transformation that maps from the physical space

of the moving image to the physical space of the target image. The generic image registration optimization

loop is depicted in Figure 2.12. The four main components of the image registration optimization are the

transform, the interpolator, the metric, and the optimizer (Brown, 1992). It is also important to select an

appropriate convergence criteria, which terminates the optimization when realized.

The transform dictates the type of registration being performed. The simplest transform is the rigid

transform, which allows for spatial translation and rotation, and is appropriate when the anatomical structures

in the moving and target images have the same scale and form, e.g. intra-subject multimodal or longitudinal

registration. To register image with signi�cant di�erences in the scale and form of the anatomies, a�ne

transformations allow for translation, rotation, scaling, and skewing, spline-based transforms use sparse grid

points with arbitrary deformations that are interpolated to the voxel-scale, and fully deformable transformations

apply a unique deformation vector to each voxel in the moving image to transform it to the target space (Wang

and Li, 2019).
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The aforementioned transformations are continuous, and voxels from the moving space will not map

cleanly onto voxels in the target space. To facilitate computation of the registration metric, the transformed

image must be interpolated to the target image’s structured grid. When registering based on image intensities

(or densities), linear interpolation is the most common, but there are also a variety of spline-based and

bandpass �lter-based interpolation schemes, which come with greater computational costs.

The metric is a function that generates a single real number based on a comparison of the interpolated

transformed image and target image, and optionally the transform (e.g. regularization), the value of which is

at a minimum (or a maximum) when the two images are optimally registered (Melbourne et al., 2010). There

are a number of registration metrics for di�erent scenarios. The Sum of Squared Di�erences is appropriate

when the moving and target images are from the same modality and are quantitative, so the same anatomical

structure will have the same intensity in each image:

LSSD =
Õ

voxels
„�1 � �2”2 � (2.8)

If the intensities in each image should correlate but are not guaranteed to exactly correspond, then

Cross-Correlation is a more appropriate metric:

LCC =
Õ

voxels
�1�2� (2.9)

For cross-modality registration, where intensities will not correspond or correlate, a joint entropy-based

metric like Mutual Information can be used:

LMI =
Õ

�1��2

% „�1� �2” log
�
% „�1� �2”

% „�1” % „�2”

�
� (2.10)

where % „�1”, % „�2”, and % „�1� �2” are the probability distributions of image �1 and �2 and the joint

probability distribution of the two images, respectively. % „�1� �2” cannot be known exactly and must be

approximated from the image data, typically using a histogram-based method, which is computationally

costly.

There are a number of image registration optimizers, which can be broadly divided into two groups.

Gradient-based optimizers either compute or numerically approximate the gradient of the metric with respect

to the transform parameters and use this to update the transform, and include Gradient Descent and the Limited
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Broyden�Fletcher�Goldfarb�Shanno Bounded (L-BFGS-B) method. Gradient-free optimizers search the

transform space for optimal solutions using methods without gradients, and include brute force (or exhaustive

search), the Powell method, and the Nelder-Mead method.

Optimization can be terminated after a set number of optimizer iterations, after the metric has reached a

certain threshold, or after the metric has stopped changing over a certain number of iterations (‘patience’). Two

additional (conceptually related) methods for improving the stability and convergence of image registration are

transform initialization and multi-scale registration. Transform initialization refers to registering two images

using a simpler transformation and using the �tted result to initialize the ultimate registration transformation.

For example, a rigid registration may be initialized by a simple translation transformation that aligns the

bounds of the two images, or that aligns the two images based on the �rst moment of their intensities. A

deformable registration may be initialized by �rst rigidly registering the two images, which itself my be

initialized as above. Sequences of registrations can be chained together arbitrarily, and multi-scale registration

is one example of this. In multi-scale registration, the images are downsampled to a lower resolution, or a

sequence of lower resolutions. The downsampled images are registered and the resultant transformation is

used as an initialization for the next registration (at a higher resolution), until the images are registered at the

original (or �nal) resolution.

2.5.4.1 Demons Algorithm

The ‘Demons algorithm’ for image registration, �rst proposed by Thirion (1998), is a fully deformable

registration method, where the transform is a deformation map, 38, a vector �eld de�ned on every voxel

of the moving image that points to a position in the space of the target image. The Demons registration is

iterative, and each iterative update to the deformation map occurs in �ve steps, starting from some initialized

deformation map:

(1) deform the moving image:

<0  " � 38 � (2.11)

where " and <0 are the intensities of the original and deformed moving image,

(2) compute the deformation update, �38:
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�38  r8C
<0 � C

„r8C”2 ‚ „<0 � C”2
� (2.12)

where r8 is the spatial gradient and C is the intensities of the target image,

(3) regularize the update (�uid-like regularization):

�38  �fupdate � �38 � (2.13)

where �fupdate is a Gaussian kernel,

(4) update the deformation map:

38  38 ‚ �38 � (2.14)

and (5) regularize the deformation map (di�usion-like regularization):

38  �fdeformation � 38 � (2.15)

where �fdeformation is another Gaussian kernel.

In the original work, Thirion (1998) notes that variants of the Demons algorithm can be generated by

varying the locations of the grid points for the deformation, the allowable deformations, the interpolation

method, and the formula for computing the update (�38), mirroring the discussion in the preceding subsection

of the modular components of the generic image registration pipeline.

A particular concern in Demons registration is the reversibility of the transformation. The deformation

map generated by the standard Demons algorithm is not necessarily reversible: the deformation map may

have singularities where multiple locations in moving space are mapped to the same position in target space,

or exhibit ‘folding,’ where the deformation vectors cross over each other. In most applications of image

registration for medical images, neither of these phenomena are likely to be anatomically correct, and they

prevent the transformation from being reversed. Vercauteren et al. (2009) proposed the ‘di�eomorphic’

Demons algorithm for this purpose. While the standard Demons algorithm performs an optimization over

the space of all possible non-parametric deformations (constrained only by the resolution of the vector �eld

and the regularization), the di�eomorphic Demons algorithm constrains the search space to the sub-space of

reversible non-parametric deformations by modifying both how the deformation is applied to the moving

image and how the update is computed.
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2.5.4.2 Deep Learning for Image Registration

More recently, there has been an acceleration of research into using deep learning for image registration. This

includes the use of reinforcement learning to create ‘intelligent’ optimizers, supervised learning to directly

predict transformation parameters from image pairs, and autoencoder and/or generative adversarial networks

to predict deformation maps from image pairs (Fu et al., 2020). The application of deep learning to improve

image registration is exciting, but not utilized in the research in this thesis.

2.6 Deep Learning

The application of deep learning for image segmentation is the main subject of Chapters 3 and 5. This section

reviews some basic concepts and recent literature in deep learning that are of relevance for automated image

segmentation.

2.6.1 Ontology - Arti�cial Intelligence, Machine Learning, and Deep Learning

Broadly, arti�cial intelligence (AI) encompasses a set of technologies that allow computers to simulate human

decision-making in automated (or semi-automated) processes (Goertzel and Pennachin, 2007). This ability

may come from hard-coded logic-based decision rules created by human domain experts or it may come

from ‘learning’ from experience and/or data prospectively and/or retrospectively. Historical examples of

AI include expert systems (Kastner and Hong, 1984; Swartout, 1985), e.g., hard-coded decision trees, and

genetic algorithms (Lambora et al., 2019), adaptive algorithms that are semi-randomly perturbed, tested,

and pruned iteratively to optimize some target metric. Machine learning (ML) is a subset of AI in which

parameterized statistical models, of vastly varying degrees of complexity, are �tted to observed data (Mahesh,

2020). The three primary branches of ML are reinforcement learning, unsupervised learning, and supervised

learning. In reinforcement learning, ML models control the behaviour of agents that receive discrete partial

snapshots of the state of the environment and optimize their actions to maximize a reward signal from the

environment (Sutton and Barto, 2020), e.g. to control a robot to solve a maze quickly using limited sensor

data. In unsupervised learning, ML models are �t to unlabelled data to discover patterns and structure within

the data, e.g. to segment a customer base using demographic and sales data, or to detect outliers (Boukerche

et al., 2021). In supervised learning, ML models are �t to labelled data to learn a mapping from one feature
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space to another, e.g. to segment a structure in an image or to estimate the risk of an adverse event from

tabular patient characteristic data.

In the context of automated analysis of medical images with speci�c target outcomes (e.g. semantic

segmentation, computer-aided diagnosis), supervised learning is the most directly applicable branch of ML.

However, unsupervised learning can be used to pre-train components of models on large unlabelled datasets

prior to �ne-tuning a model for a speci�c task using supervised learning with a smaller curated labelled dataset

- this practice is referred to as transfer learning (Weiss et al., 2016) or pre-training, while domain adaptation

refers to taking successful models trained on a speci�c input distribution and adapting it to work on data

from a new distribution (Kouw and Loog, 2019), e.g. to adapt a model to new scanner hardware or new MRI

sequences. The two main sub-branches of supervised learning are regression and classi�cation. In regression,

the output(s) of the model are continuous values - a classic pedagogic example is predicting the sale price of

a house given a set of features of the house. In classi�cation, the output(s) of the ML model are binary or

categorical, such as assessing a tumour as benign or malignant, or �agging a screening mammogram for

recall. Semantic segmentation, the generation of binary mask(s) from image data, is voxel-level classi�cation,

where each voxel in an image is assigned a binary or categorical label.

Deep learning (DL) is a subset of ML where the model is a deep neural network (DNN). DNNs, inspired

by the biological ‘thinking’ architecture of neurons and synapses, process inputs in sequential stages, creating

intermediate/latent outputs that are the inputs to the next stage, culminating in an output layer (or many

independent output layers) that compute the �nal prediction(s) (LeCun et al., 2015).

2.6.2 Fundamentals

A generic supervised ML model is a parameterized function that maps an input vector to an output vector:

Ĥ = 5 „G j\”� (2.16)

where Ĥ are predicted outputs, G is a vector of input features, and \ is a vector of the internal parameters

of the model, 5 . The input features are accompanied by a ground truth output value, H, and together with the

predicted value and a loss function, � „�� �”, this allows for the calculation of the loss, L:

L = � „ Ĥ� H” = � „ 5 „G j\”� H”� (2.17)
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Figure 2.13: Schematic of the typical supervised ML optimization iterative procedure.

The gradient of the loss function with respect to the model parameters provides an update vector that

can be added to the model weights to increment them towards the optimal model state where the loss is

minimized:

\  \ � [r\ � „ 5 „G j\”� H”� (2.18)

where [ is the ‘learning rate,’ a small number required for numerical stability (Goodfellow et al., 2016),

and r\ is the gradient operator with respect to \. Modern deep learning libraries include auto-di�erentiation

engines (e.g., torch.autograd or jax) that can automatically successively apply the chain rule to compute

the analytical gradient of any (di�erentiable) loss function with respect to any computational graph (or at

least, with respect to the parameters of the di�erentiable components of the graph). If all of the training data

are used together to compute one loss value and the gradient of this loss is used to increment the model

parameter, this is classical gradient descent. However, modern DL datasets and models are too large for

the gradient of the loss to be computed on the entire training dataset in parallel, due to memory constraints.

While gradient accumulation could be used to compute the loss on batches of training data and only increment

the model parameters after one full pass through the training dataset (an ‘epoch’), it is more e�cient to
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increment the model parameters more often than this. In stochastic gradient descent, the loss is computed

from only one sample / unit from the training dataset and used for a model parameter update. In mini-batch

gradient descent, batches of training data samples are grouped together (typically as many as can be �t in

memory during backpropagation) and the summed or averaged loss across the batch is used for a model

parameter update. Mini-batch sampling is the de facto standard methodology for training model DL models,

occasionally with gradient accumulation to increase the apparent batch size for the parameter update beyond

memory constraints.

A general supervised ML model training loop is shown in Figure 2.13. The primary components are the

dataset, the data sampling procedure, the loss function(s) and metric function(s), the logging module, the

(optional) earely stopping criteria, and the optimizer.

2.6.3 Data Pre-processing and Augmentation

The dataset is all of the labelled training data that is exposed to the model during training. Typically, this

data will be separated into two groups: training data to use for computing gradients and updating the model,

and validation data to be used for computation of losses and/or metrics only, used as a proxy metric for

model generalizability. The data sampling module extracts training and validation data from the dataset,

constructs the minibatches, preprocesses the data as necessary (including normalization, cropping, etc.), and

may apply optionally data augmentation transformations to training data. Data augmentation is a strategy

for synthetically increasing the size of the training dataset by modifying the existing training data in an

attempt to make it more representative of the target distribution on which the model will eventually be

applied and to mitigate over-�tting to the (original) training data. Data augmentation can be intensity-based:

additive noise, contrast modi�cations, etc., or geometry-based: re�ections, rotations, a�ne transformations,

deformations, etc. It is important to only apply data augmentation transformations that are reasonable based

on the expectation of the target data distribution, and in the case of voxel-level output labels, to transform the

labels consistently with the inputs (Goodfellow et al., 2016).

2.6.4 Pertinent DNN Layer / Block Types

There are many DLmodel architecture types that are used for di�erent applications (Liu et al., 2017), including

standard feed-forward fully-connected Deep Neural Networks (DNNs) for structured data, Recurrent Neural
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Networks (RNNs), Long Short-Term Memory (LSTM) models (Sherstinsky, 2020), and Transformer-based

encoder-decoder models for natural language processing (or more generally, for sequence-to-sequence

prediction/generation) (Vaswani et al., 2017), Convolutional Neural Networks (CNNs) (Alzubaidi et al., 2021)

and Vision Transformers (ViTs) (Dosovitskiy et al., 2020) for image classi�cation, Deep Super-Resolution

(DSR) networks for up-sampling images (Anwar et al., 2021), Generative Adversarial Networks (GANs) for

generating synthetic images (Goodfellow et al., 2020), Graph Neural Networks (GNNs) for graph data (Zhou

et al., 2020), and many more.

2.6.4.1 Fully-Connected Layer

The fully-connected layer is the building block of the multi-layer perceptron (MLP). Inspired by biological

synaptic networks (Rosenblatt, 1958), a fully connected layer maps an input vector to an output vector by

performing a matrix multiplication and adding a bias vector:

I »;‚1…8 = , »;‚1…8 9 0 »; …9 ‚ 1
»;‚1…
8 � (2.19)

where I »;‚1…8 is the output vector for layer ; ‚ 1, 0 »; …9 is the input to layer ; ‚ 1 and the �nal output from

layer ;,, »;‚1…8 9 is the matrix of learnable weights for layer ; ‚ 1, and 1 »;‚1…8 is the vector of learnable biases for

layer ; ‚ 1.

In theory, a su�ciently deep MLP (with activation functions: see Section 2.6.4.4) is a universal function

approximator: any arbitrary mapping from one dimensional space to another can be learned, given su�cient

training data and su�cient model capacity (Hornik et al., 1989). In practice, it is often more e�cient to

import relevant inductive biases into models for speci�c purposes based on human domain knowledge, or

hypotheses about the structure of the mapping we desire the model to learn.

2.6.4.2 Convolutional Layers

Images present a challenge for traditional feed-forward fully-connected neural networks. Consider a 2D image

with 1024 x 1024 (210 � 210) pixels: there are 220 total pixels in the image - this is the dimensionality of the

input space! A single fully-connected layer to an intermediate latent space with the same dimensionality

would have „220 ‚ 1”220 � 240 parameters. For context, it is estimated that only approximately 14.3 trillion

(� 243�7) photographs have been taken in human history, and the entire GPT-4 model is rumoured to have only
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as many as � 2 trillion (� 240�9) parameters. Here, we run into the ‘curse of dimensionality:’ (Goodfellow

et al., 2016) the number of images that could possibly be available for training for a specialized task vanishes

relative to the number of parameters in a single layer of our model.

Convolutional layers were �rst developed by Fukushima (1980) and �rst applied successfully (for digit

recognition) with automatic optimization via backpropagation by LeCun (1995). A convolutional layer allows

us to import two key inductive biases into the model to dramatically reduce the (independent) parameter count.

First, translational equivariance allows for weight sharing: the same structure should be processed in the same

way regardless of its position in the image. Second, the relationships of pixels (or voxels) that are relatively far

apart should be ignored, which allows us to pare away many (the overwhelming majority) of the connections

that would be present in a fully-connected layer. Regardless of input image size, a convolutional layer applied

to an image with 3 features with a kernel size of : will contain only 3:2 ‚ 1 (3:3 ‚ 1 in 3D) independent

parameters per output latent feature (e.g. for a 1-channel input and a 3x3 kernel: 10 parameters per latent

feature). Conceptually, a convolutional �lter is identical to cross-correlation �ltering as de�ned in equation

2.6, except the values of the kernel are learnable parameters and an additonal bias term is (optionally) added,

so the general equation de�ning the relationship between the inputs and outputs of a convolutional layer is:

I »;‚1…2 = „0 »; … ¢, »;‚1…2 ” ‚ 1 »;‚1…2 � (2.20)

where , »;‚1…2 and 1 »;‚1…2 are the convolutional kernel tensor and bias scalar for output class 2 in layer

; ‚ 1, 0 »; … is the post-activation output tensor of layer ; (the input to layer ; ‚ 1), and I »;‚1…2 is the output tensor

of the convolutional layer ; ‚ 1 for class 2. While the ‘convolution’ layer is technically a cross-correlation

layer in practice, the di�erence is only semantic, since the values in the kernel are initialized randomly and

learned during training. If the true convolution operator were substituted for cross-correlation, the learned

kernel values would simply re�ect across each axis.

Convolutional layers may be con�gured by setting the number of features to extract (each feature

contributes an independent kernel tensor that is convolved over the input tensor), the size of the kernel, the

stride (the step size when sliding across the image, larger values downsample the image while convolving),

the edge-handling behaviour (unless the input tensor is padded somehow, e.g. with constants, re�ection,

or edge values, then the convolution operation will shrink the tensor and the output will be smaller), or by

adding ‘dilations’ to use so-called ‘atrous convolutions.’
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2.6.4.3 Vision Transformers

The Transformer architecture was �rst introduced for sequence-to-sequence tasks (speci�cally for machine

translation) by Vaswani et al. (2017) and later applied to create the Vision Transformer (ViT) by Dosovitskiy

et al. (2020). A transformer encoder layer processes a sequence with using multihead self-attention (MSA) and

followed by a linear feed-forward layer, with residual/skip connections around each. The (scaled, dot-product)

attention equation is:

Attention„&�  �+” = sigmoid
�
& )
p
3 

�
+� (2.21)

where &,  , and + are the ‘query,’ ‘key,’ and ‘value’ vectors, which are each computed from the input

sequence (‘self-attention’) using linear layers with shared weights2, 3 is the dimensionality of the key vector

(‘scaled’), and sigmoid„�” is an activation function de�ned as follows:

sigmoid„I” =
1

1 ‚ 4�I
� (2.22)

which approaches 1 as the input approaches1 and 0 as the input approaches �1. MSA linearly projects

the query, key, and value vectors to a set of � parallel lower-dimensional subspaces and computes attention in

parallel and concatenates the output:

MSA„&�  �+” = Concat„head1� head1� head1� � � � � head�”� (2.23)

head8 = Attention„&,&
8 �  ,

 
8 � +,

+
8 ”� (2.24)

where,&
8 ,, 

8 , and,+
8 are learnable linear maps from the internal model space of the Transformer to

the � subspaces. A single Transformer block is then de�ned by the following two updates:

I0; = MSA„LN„I;�1”” ‚ I;�1� (2.25)

I; = MLP„LN„I0;”” ‚ I;� (2.26)

where I;�1 is the input sequence, ; is the layer/block index of the current Transformer block in a sequence

of blocks, MLP is a multilayer perceptron layer, as described above, and LN is layer normalization3.

2Shared between entries in the sequence, not shared between &,  , and + . The mapping from input to query, key, and value is
equivalent to a 1D convolution with a kernel size of 1.

3Layer normalization is described in the next subsection.
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A ViT takes an image as input and executes the following steps: (1) separate the image into a sequence

of # square (or cubic) patches, (2) �atten each patch into a 1D vector and feed the sequence of 1D vectors

through a linear layer with shared weights (embedding), (3) add (learnable parameter) positional encodings

to each vector in the ‘embedded’ sequence and also add a dummy ‘CLASS’ encoding to a zero-vector at

the start of the sequence, (4) feed the embedded & positionally encoded sequence through some number of

Transformer blocks, and (5) using either the value of the �rst (dummy CLASS-coded) vector or the pooled

values of all output vectors from the �nal sequence as input into an MLP layer to produce a class prediction to

classify the input image. While ViTs retain the advantage of having dramatically fewer learnable parameters

than would be required for a dense feed-forward network applied to 2D or 3D images, they lack the inductive

biases of CNNs (short-range relationships between pixels/voxels and translational equivariance), other than in

the initial step of splitting the image into patches of �xed size. How to encode the positioning of patches

and how to utilize that positional information in the Transformer blocks is fully left to the model to learn.

This additional �exibility means that ViTs require relatively larger training datasets to achieve reasonable

performance than do CNNs, but that ViTs have a greater potential to learn more varied mappings from input

to output given su�ciently large volumes of training data, and could outperform CNNs with a comparable

number of parameters if the inductive biases of CNNs are not optimal for the task at hand.

2.6.4.4 Other Important Neural Network Components

Perhaps the single most important concept to enable deep learning, aside from matrix multiplication and the

chain rule, is the activation function (Dubey et al., 2022). Matrix multiplication is linear, and therefore an

arbitrary sequence of matrix multiplications is reducible to multiplication by a single matrix:

�»! … � � � �»3…�»2…�»1…G = �0G� (2.27)

where �»; … and �0 are matrices4 and G is a vector.

Introducing a non-linear function between each matrix multiplication breaks this linearity and allows for

DNNs to be universal function approximators:

4The dimension of �0 would be such that it would be identical to the dimension of the matrix produced by left-multiplying all of
�»; … in sequence from ; = ! to ; = 1. Note also that �»; … must have dimensions that are compatible with this sequence of matrix
multiplications.
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Figure 2.14: Normalization layers - each block represents a tensor. Cells coloured red or purple are grouped
to compute the mean and standard deviation for normalization. Note that while ‘voxel dim’ is depicted as a
single axis, in the context of medical imaging it represents as many as three additional axes: height, width,
depth. Figure adapted from Figure 2 in Wu and He (2018).

�»! …f
�
� � � f

�
�»3…f

�
�»2…f

�
�»1…G

���
� � �

�
< �0G� (2.28)

where f„�” is a non-linear uni-variate function that is applied to an input vector element-wise, called

the activation function. There are a great number of activation functions that have been developed and used

(Dubey et al., 2022), but two prevalent and archetypical examples are ReLU and the sigmoid. ReLU is de�ned

as:

ReLU„I” =

8>>>><
>>>>:

I I � 0

0 I � 0
� (2.29)

and the sigmoid is de�ned in equation 2.22.

For most activation functions, it is desirable for the inputs to be within, or close to, the »�1� 1… interval,

as this is either where the non-linearity occurs (ReLU) or where the gradients are strongest (sigmoid, and

other hyperbolic-like activation functions). If intermediate values within the model grow too large or too

small, it can lead to either exploding or vanishing gradients, which cause models to either diverge or stall

during optimization. To prevent this and stabilize the intermediate values within the model, not only are the

inputs to a DNN typically scaled in some way (e.g., standardization), but ‘normalization’ layers are applied

within the network. As shown in Figure 2.14, there are many kinds of normalization layers, which apply

normalization across di�erent dimensions of the intermediate tensors. Batch normalization normalizes on the

batch dimension, while instance normalization normalizes values within each channel in each batch. Layer

normalization normalizes latent tensors on the channel dimension, and group normalization is a special case
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of layer normalization, where the channels are separated into groups that are each normalized separately (Wu

and He, 2018).

Downsampling layers are important in CNNs, as they e�ciently reduce the height and width (and

depth) of the latent space to reduce the required computational resources and allow models to learn lower-

dimensional representations of the structures in image data, select the most salient features detected in small

neighbourhoods, and increase the e�ective receptive �eld5 of ensuing convolutions. Downsampling can

be accomplished using average pooling, max pooling, or by setting stride ¡ 1 in a convolutional layer. In

autoencoder-style models where the output must be of the same dimensionality as the input, downsampling

operations must be accompanied by upsampling operations. The most common upsampling layers are

transposed convolutions and bilinear (2D) or trilinear (3D) interpolation. Transposed convolutions often

introduce a checkerboard artifact into their outputs, and while there has been research into checkerboard-free

transposed convolutions (Aitken et al., 2017; Gao et al., 2019; Sugawara et al., 2019), interpolation-based

upsampling does not su�er this issue and does not introduce additional learnable parameters.

2.6.4.5 Loss Functions

The loss function de�nes the optimization metric that the model parameters learn to minimize on the training

set (Goodfellow et al., 2016). In regression problems, the mean absolute error & mean squared error of

the di�erence between the predictions and targets are two common metrics. In classi�cation problems, the

dominant metric is cross-entropy loss, LCE, so-called because it is based on the information-theoretic concept

of the cross-entropy between probability distributions:

LCE =
Õ

2

Õ

voxels
�H2 log „ Ĥ2” � (2.30)

where H2 and Ĥ2 are the vectors of targets (binary) and predictions (continuous) for each class. Cross-

entropy can be extended to higher-dimensional targets and predictions (e.g. 2D, 3D images) by computing

the element-wise cross-entropy loss and summing or averaging across the tensor.

Another common loss function for image segmentation problems is the Dice loss, based on the Dice

similarity coe�cient (DSC):

5The receptive �eld of a latent feature pixel/voxel is all of the pixels/voxels in the input that it depends on.
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LDice =
Õ

2
„1 � DSC2” =

Õ

2

�
1 �

2
˝

voxels „H2 Ĥ2” ‚ n1˝
voxels H2 ‚

˝
voxels Ĥ2 ‚ n2

�
� (2.31)

where n1, n2 are small constants to prevent divide-by-zero errors. While DSC is technically unde�ned for

segmentations where both the reference and prediction are entirely background, in some implementations

n1 = n2 = 0 and divide-by-zero errors are captured and the loss is set to 0 to re�ect that the prediction is

technically completely accurate. Dice loss was �rst proposed for training deep learning image segmentation

models by Sudre et al. (2017) as an alternative to cross-entropy for tasks with unbalanced classes, as the DSC

is an overlap-based metric that is normalized by the total size of the target and predicted region.

2.6.4.6 Optimization and Regularization

The optimizer is responsible for translating a computed loss into an update value for all of the (learnable, non-

frozen) parameters in the model. While there are optimization methods not based on backwards propagation

of derivatives, such as the Forward-Forward algorithm recently introduced by Hinton (2022), gradient descent

and its derivatives remain the dominant paradigm for training deep learning models (Goodfellow et al., 2016).

The basic gradient descent update is given in equation 2.18, where backpropagation (linear algebra and the

chain rule) is employed to propagate analytical derivatives (evaluated at the input values) backwards through

a model, starting from the loss function, to obtain the gradient of the loss function with respect to every

(learnable, non-frozen) parameter in the model, which is used to increment the model, ideally towards a

minimum. Several variants have been developed to improve the e�ciency and stability of convergence of

gradient descent, typically by approximating an exponential running average of the gradients, or some similar

quantity or quantities, and scaling the step updates. Gradient descent variants include Adagrad, RMSProp,

Adam, and AMSGrad, among others.

‘Regularization’ is a class of methods used to mitigate the model parameters over-�tting to the training

data and to optimize the bias-variance balance of the �nal model (Kuka£ka et al., 2017). In L1 and L2

regularization, the absolute value or the squared sum of the parameters in the model is added to the loss

function:

LL1 = L ‚ _
Õ

8
j\8 j � (2.32)
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LL2 = L ‚ _
Õ

8
\2
8 � (2.33)

where _ is a scalar coe�cient that controls the in�uence of the regularization loss relative to the

task-speci�c primary loss function(s). L1 regularization, sometimes referred to as the least absolute shrinkage

and selection operator (LASSO), promotes sparsity in the model parameters, while L2 regularization, also

referred to as weight decay, prevents the magnitudes of the weights from growing too large. Model parameters

can also be regularized using dropout, a DNN layer that randomly zeros out paths through the model during

training, to prevent any one path through the model from becoming dominant, theoretically improving model

generalizability. Data augmentation, described in a prior section, is also sometimes considered a method of

regularization.

2.6.4.7 Training Strategies

The fundamental mode, or strategy, for training a model is ‘from-scratch,’ where the parameters of the model

are initialized randomly and the model is trained on some training dataset that is sampled so as to match the

expected distribution of input data that the model will be applied to6, and where the model is trained only for

the task it will be applied to (Goodfellow et al., 2016). In some cases, there is only a small amount of data

available for a speci�c task, but much more data available for a similar, but di�erent task. In ‘transfer learning,’

a model is trained to perform a related task on a larger dataset and the pre-trained model is �ne-tuned on

the smaller task-speci�c dataset (Weiss et al., 2016). Pre-training may involve either supervised learning or

unsupervised learning modes, and it is possible to only pre-train certain components of a model and/or to

only �ne-tune certain components of a model. ‘Domain adaptation‘ is a speci�c subset of transfer learning in

which a successful model is re-trained to compensate for a shift in the distribution of input data, e.g. from

changing the imaging equipment, the patient demographics, or the prevalence of pathology (Kouw and Loog,

2019). ‘Federated learning’ encompasses a broad suite of techniques for training a centralized model using a

distributed network of nodes with partitions of the training dataset, which protects patient health data and

avoids institutional and legal barriers to data sharing (Mammen, 2021). Typically, a version of the model is

sent to the nodes, which return gradient updates to the central server that were computed with their local

training data. Finally, in ‘multi-task learning,’ a model is trained for the target task while simultaneously

6Or more often, simply the data the researcher or developer has access to.
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Figure 2.15: Some common metrics for quantifying segmentation accuracy based on overlap and contour
distance.

trained for one or more secondary tasks, e.g. multi-class segmentation when only one class label is required,

or training a segmentation model to also predict motion scores or other quantitative or categorical outputs

(Thung and Wee, 2018). Multi-task learning promotes the model to learn additional salient features beyond

those required for the speci�c task on the training data and can improve both performance and generalizability.

2.6.5 Metrics and Validation

After a model has been trained, it is necessary to quantatively validate the performance of the model - in

the case of segmentation models, based on the quality of the segmentations. There are a great many image

segmentation metrics and reviews by Taha and Hanbury (2015) and Yeghiazaryan and Voiculescu (2018)

document them and provide guidance on metric selection. Here, we review two overlap-based metrics and

two surface distance-based metrics, shown in Figure 2.15.

A binary segmentation can be thought of as the (sub)set of all the voxels that have been assigned to

that class. When evaluating the quality of a predicted segmentation against a reference segmentation, we

are comparing the membership of two (sub)sets. Overlap-based metrics compute the number of common

elements between the two sets and normalize this number by some measure of the total number of elements.
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The Dice Similarity Coe�cient normalizes the overlap by the average of the total size of each of the two

individual sets (Dice, 1945), while the Jaccard Index (also referred to as ‘intersection over union’ (IoU))

normalizes the overlap by the size of the union of the two sets (Jaccard, 1912).

A binary segmentation can also be thought of as de�ning a manifold (e.g., a 2D surface in 3D space or a

1D contour in 2D space) that separates ‘inside’ from ‘outside.’ In this perspective, we are comparing the

location of a predicted surface and a reference surface. One can de�ne the ‘symmetric surface distance’ at

each point on either surface as the distance to the closest point on the other surface. The average symmetric

surface distance (ASSD) and the Hausdor� distance are the average and maximum of these surface distances,

respectively.

There are two distinct strategies for model validation: test set holdout and cross-validation (CV)

(Goodfellow et al., 2016). In test set holdout, a segment of the dataset is partitioned (‘held out’) and remains

untouched by the researcher and/or the model. The model is trained and validated on the remaining data, and

once satisfactory performance is achieved and the model is �nalized, the held out test set is used for one

�nal validation round. Held out test set performance is then an estimate of expected performance on future

unseen data. In CV, the data is separated into many partitions. For each partition, we train a model on the rest

of the data and use the held out partition for validation. The metrics are averaged across all partitions to

obtain a �nal estimate of future performance on unseen data for the �nal model, which may be retrained

using all of the data, or created by ensembling all of the trained models. In ‘leave-one-out’ CV, each partition

contains one sample from the dataset. In ‘:-fold’ CV, the dataset is evenly divided into : partitions, which

each have many samples. Leave-one-out CV is feasible for small datasets or simple models, but for deep

learning models, typically only :-fold CV is feasible. An important concept to keep in mind when training a

model is ‘data leakage,’ the improper in�uence of data in the evaluation dataset on the training of the model.

Data leakage can occur directly if some data is replicated between the training or validation datasets and the

held out test dataset or if a data preprocessing transformation is �tted to all of the data rather than just to

training data, but it can also occur indirectly through ‘researcher degrees of freedom.’ A model developer

might start with a holdout evaluation approach, get poor results, and either tweak the model and repeat the

experiment, or default to using a CV approach with the same dataset. Or, a model developer may repeat

their CV experiments a great many times, �ne-tuning their approach to optimize the CV performance metric

estimates. In all of these cases, it is unclear whether the evaluation strategy can now produce an unbiased

(or even useful) estimate of the expected performance on future unseen data. These researcher degrees of
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Figure 2.16: UNet architecture. Adapted from Ronneberger et al. (2015).

freedom and the lack of (widely adopted) formal systems for mitigation combine with publication bias to

in�ate published estimates of model performance and erode trust in the performance of published models.

2.6.6 Speci�c Relevant Segmentation Model Architectures

This section brie�y describes �ve segmentation model architectures that are used in Chapter 5 and that, for

brevity, are not described in any detail in that chapter. For a more complete review and taxonomy of the

dozens of UNet-like segmentation models, see Azad et al. (2022).

2.6.6.1 UNet

The U-Net was initially proposed by Ronneberger et al. (2015) for cell segmentation on 2D microscopy

images and later extended to 3D by Milletari et al. (2016) for volumetric medical image segmentation, applied

to MRI. A high-level schematic of the U-Net architecture is depicted in Figure 2.16. The U-Net has two

main components: an encoder and a decoder. In the encoder, an input image is sequentially transformed and

down-sampled, producing latent feature maps with progressively lower spatial resolution but more features per

voxel. In the decoder, the latent feature maps are sequentially transformed and up-sampled to get back to an

output image with the same (or similar) resolution as the input and a speci�ed number of output channels, in

this case each corresponding to a binary classi�cation on each voxel. The encoder and decoder typically make

use of a shared block unit for the transformations at each stage, referred to as a ‘Conv. Block’ in the �gure,
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Figure 2.17: UNet++ architecture. Adapted from Zhou et al. (2018).

which typically involve two sequential convolutional layers, each followed by an activation function layer and

possibly also normalization layers and/or dropout layers. The down-sampling can be achieved using either a

pooling operation or by adding strides to the �nal convolution in the block. In the decoder, up-sampling can be

performed using either transposed convolutions or up-sampling interpolation layers. Finally, there are residual

‘skip connections’ between corresponding levels of the encoder and decoder (indicated in Figure 2.16 by

dashed lines), wherein the output of an encoder convolutional block (prior to down-sampling) is concatenated

(indicated in Figure 2.16 by adjoined circles) to the input of the corresponding decoder convolutional block.

The purpose of these skip connections and concatenations are both to prevent vanishing gradients and to allow

for features learned at each hierarchical level of the encoder to contribute more directly to the predictions

generated in the decoder.

2.6.6.2 UNet++

The UNet++, proposed by Zhou et al. (2018) and depicted in Figure 2.17, is a straight-forward evolution on

the architecture of the U-Net. While there remains only a single encoder, the interior of the U-structure is

�lled in with additional sub-decoders. Each sub-decoder passes its intermediate outputs along to the next

sub-decoder and also passes its �nal outputs from the model, resulting in a list of output images rather than a

single one. This list of images can be used to train the model (‘deep supervision’) and inferences with the

model can be made using either a combination of the outputs or only using the �nal output from the full
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Figure 2.18: SegResNetVAE architecture. Adapted from Myronenko (2018).

model.

2.6.6.3 SegResNetVAE

The SegResNetVAE (Segmentation Residual Network with Variational Autoencoder (VAE)) was proposed by

Myronenko (2018) and is depicted in Figure 2.18. A standard U-Net architecture is used for predicting a

semantic segmentation while a VAE decoder is attached to the lowest-level latent feature map of the U-Net. A

VAE decoder takes a �attened array and samples a new array element-wise from a normal distribution, using

half of the inputs as means and half of the inputs as standard deviations. The resulting sampled vector is

recon�gured to a volumetric tensor and decoded back to an image with the same resolution and number of

channels as the input. The SegResNetVAE is simultaneously trained to both predict the segmentation from

the UNet decoder with a standard segmentation loss function and to regenerate the input image from the VAE

decoder with standard VAE loss function, i.e. the L2 norm of the di�erence between the prediction and the

input and a KL divergence loss applied to latent normal distribution parameters. The SegResNetVAE is an

example of multi-task learning for image segmentation.

2.6.6.4 SeGAN

The SeGAN (Segmentation Generative Adversarial Network (GAN)) was proposed by Xue et al. (2018) and

is depicted in Figure 2.19. The SeGAN applies the classical GAN paradigm, where an ‘actor’ (in this case
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Figure 2.19: SeGAN architecture. Adapted from Xue et al. (2018).

‘segmentor’) and ‘critic’ are trained adversarially. When training a GAN, the actor is tasked with generating

outputs while the critic is tasked with evaluating the quality of the actor’s outputs, typically by attempting

to distinguish them from some reference data. In the SeGAN, the segmentor uses the standard U-Net

architecture to predict segmentations. The critic takes the input image, predicted segmentation, and reference

segmentation as inputs, masks the input image with each segmentation (the fuzzy predicted segmentation and

hard reference segmentation) and applies a decoder-like architecture to compute a multi-scale comparison of

the predicted and reference masked images. The SeGAN is trained in the classical adversarial style with the

segmentor and critic attempting to minimize and maximize the computed loss, respectively, being trained

on alternate iterations during each epoch. In this way, the SeGAN is much like a standard U-Net where a

complex custom loss function is learned on the training dataset.

2.6.6.5 UNETR

Finally, the UNETR (UNEt TRansformers) was proposed by Hatamizadeh et al. (2021) and is depicted in

Figure 2.20. The UNETR replaces the encoder backbone of the standard U-Net with a Vision Transformer

encoder, but retains skip connections (using intermediate outputs from between Transformer blocks) and the

convolution-based structure of the decoder.
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Figure 2.20: UNETR architecture. Reproduced from Hatamizadeh et al. (2021) with implicit permission
under a Creative Commons BY-NC-ND 4.0 license.

2.6.6.6 The Applicability of the U-Net to HR-pQCT

All �ve of these segmentation models are in the U-Net family. The U-Net is perhaps the most broadly powerful

modern tool for biomedical image segmentation: the U-Net and its variations have been shown to outperform

predecessor segmentation approaches across a broad range of medical segmentation tasks (Siddique et al.,

2021). Based on the consistent success of the U-Net across many biomedical segmentation tasks, it (or a

variant architecture) has great promise for automating segmentation of HR-pQCT radius, tibia, and knee

images. To accomplish this would only require a large and representative dataset of curated HR-pQCT images

with accurate segmentations.

2.7 Summary

Knee OA is a complex degenerative joint disease with multiple phenotypes, many known risk factors, and

several possible mechanisms of pathogenesis. Given the strong observed link between ACL injury and early

incidence of knee OA, an ACL injury provides an opportunity to study early tissue changes that may be

caused by the injury and may be related to OA etiology. There is also strong evidence that OA etiology

may involve pathological adaptations of periarticular bone microarchitecture that not only precede, but

directly or indirectly cause, cartilage degradation and other OA signs, such as osteophytes. HR-pQCT is
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the only established medical imaging technology that can resolve individual human trabeculae in vivo and

therefore is uniquely positioned to investigate these bone adaptation OA pathogenesis hypotheses. However,

the application of HR-pQCT to the knee is quite new. The preliminary analysis work�ows that have been

used in work to date are either unveri�ed or highly laborious and prone to intra- and inter-operator biases

(which likely have both systematic and random components). For knee HR-pQCT imaging to gain traction

in the broader research community, it is necessary to develop and validate robust, automated work�ows for

image analysis. Given recent developments in deep learning research and development, a combination of

novel deep learning methods with traditional image processing algorithms is well-positioned to tackle these

challenges. This would establish a foundation for further development, improvement, and optimization of

shareable, standardized work�ows for quantitative analysis of knee HR-pQCT images. Further, while there

have been observations of longitudinal changes in bone structure in the �rst eight months after injury and

cross-sectional observations of the di�erences in bone structure between post-ACLR individuals and healthy

controls and between individuals with OA and healthy controls, there have beenn no longitudinal observations

of the progression of bone in the years after ACL injury or ACLR.
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Chapter 3

Automatic Segmentation of Trabecular and

Cortical Compartments in HR-pQCT

Images Using an Embedding-predicting

U-Net and Morphological Post-processing

... the lazy man will �nd an easy way

to do it. He may not do much, but he

will �nd an easy way to do it.

Clarence Bleicher

Originally published as Neeteson et al. (2023), presented here in a slightly modi�ed format. The

reproduction license is provided in Appendix M.

Contributions

I developed the idea for this project, developed the experimental plan with the co-authors, developed the

algorithms, wrote the code, executed the experiments, analyzed the data, generated the visualizations, wrote

the original draft of the manuscript, and revised the �nal manuscript with co-author and reviewer feedback.
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Endosteal
surface

Periosteal
surface

Figure 3.1: Axial 2D slice of HR-pQCT radius image cropped close to the bone. The cortical, trabecular, and
background compartments are labelled, as are the periosteal and endosteal surface contours. The periosteal
surface is the interface between the background and the cortical region, while the endosteal surface is the
interface between the cortical and trabecular regions.

3.1 Introduction

High-resolution peripheral quantitative computed tomography (HR-pQCT) is an in vivo medical imaging tool

that provides an isotropic voxel size of 60.7 µm, allowing for precise and direct quanti�cation of cortical

and trabecular microarchitectural parameters via morphometric analysis (Manske et al., 2015). HR-pQCT is

an emerging technology and has the potential to transition from a being research-only tool to become the

future of advanced clinical bone densitometry. In combination with micro-�nite element modelling (µFEM)

(Arias-Moreno et al., 2019; Knowles et al., 2022a) HR-pQCT has provided insight into how trabecular

microarchitecture at the distal radius and tibia is a�ected by a wide variety of factors, including age, sex,

physical activity, disease, and nutrition (Samelson et al., 2018; Zhu et al., 2018; Burt et al., 2019; Foreman

et al., 2020; Whittier et al., 2020a; Yu et al., 2020). HR-pQCT shows particular promise for fracture

screening, as several studies have shown that bone morphology and phenotypes at peripheral skeletal sites are

independently and signi�cantly predictive of fracture risk (Samelson et al., 2019; Mikolajewicz et al., 2020;

Whittier et al., 2020b).
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A limitation of HR-pQCT is that standard quantitative morphometric analysis of radius and tibia images

requires an accurate semantic segmentation of the trabecular and cortical bone compartments (Figure 3.1).

The current gold-standard segmentation protocol requires human operators to manually inspect and correct

automatically generated segmentations (Whittier et al., 2020c). Manual correction is time-consuming and

introduces potential for inter- and intra-operator biases, particularly with untrained or inexperienced operators.

This has been recently demonstrated in a study performed in our lab by Whittier et al. (2020d) that found

systematic biases exceeding the least signi�cant change (LSC) when uncorrected segmentations were used,

and a signi�cant in�uence of operator experience level on precision errors even with corrected segmentations.

With the current segmentation protocol, the skill and experience level of the operator has a large e�ect on both

the accuracy and precision of the analysis, and thus on the reliability of study outcomes. The requirement for

manual inspection and correction, and the potential biases these processes incur, poses a signi�cant barrier to

wider adoption of this technology in both clinical and research settings.

Development of robust segmentation protocols for distal radius and tibia images has been an active

area of research since HR-pQCT became available. Originally, segmentations were produced manually,

slice-by-slice, assisted by the Snakes edge-�nding algorithm (Kass et al., 1988; Laib et al., 1998). This

method was later supplanted in common practice by an automatic dual-thresholding algorithm developed

by Buie et al. (2007), and a modi�ed version of this method developed by Burghardt et al. (2010) remains

the current gold standard for generating preliminary segmentations. However, the dual-threshold technique

was developed using assumptions based on typical bone characteristics. It can fail to distinguish cortical

from trabecular bone in atypical cases, such as professional athletes (high bone quality) and osteoporotic

patients (low bone quality). Consequently, the segmentations must be manually inspected for deviations and

corrected (Whittier et al., 2020c), and the speci�c types and prevalence of errors that must be corrected have

been documented by Whittier et al. (2020d). There have been several automatic segmentation approaches

developed recently, including the combination of image texture analysis with machine learning by Valentinitsch

et al. (2012), multiple dual-active contours approaches from Hafri et al. (2016) and Ohs et al. (2021), and

a deep learning-based computer vision approach by Folle et al. (2021). However, there has yet to be a

segmentation technique developed for standard HR-pQCT images at distal sites that su�ciently matches or

exceeds performance of the current semi-automated gold standard.

Convolutional neural networks (CNNs) were �rst introduced nearly three decades ago for computer vision

by LeCun (1995). Since the breakthrough development of AlexNet by Krizhevsky et al. (2012), development
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and application of CNNs has greatly accelerated for several tasks and domains (Anwar et al., 2018; Bernal

et al., 2019; Dhillon and Verma, 2020). In particular, the development of the fully connected network

(FCN) by Long et al. (2015) and the U-Net by Ronneberger et al. (2015) and Falk et al. (2019) were critical

developments for the advancement of biomedical image segmentation. U-Nets have been shown to accurately

automate semantic segmentation across a broad range of biomedical imaging modalities and applications

(Isensee et al., 2021). Recently, standard 2D and 3D U-Nets have been successfully applied to the task of

segmenting HR-pQCT hand images by Folle et al. (2021), although the aim was whole bone segmentation for

estimation of total volumetric bone mineral density, rather than de�ning cortical and trabecular compartments

separately for full morphometric analysis of bone microarchitecture.

The objective of this study is to develop and evaluate a fully automated, end-to-end algorithm to replace

the current standard semi-automated method for segmenting HR-pQCT distal tibia and radius images. The

proposed protocol combines a modi�ed U-Net segmentation model with a morphological post-processing

algorithm that is speci�cally designed for the task of segmenting HR-pQCT radius and tibia images in

preparation of quantitative morphological analysis. Robust automation of HR-pQCT image analysis will

incent wider adoption of HR-pQCT technology in the bone densitometry research community and make

feasible clinical adoption of HR-pQCT.

3.2 Methods

3.2.1 Datasets

All images used in this study were obtained using HR-pQCT (XtremeCT II, Scanco Medical AG, Brütisellen,

Switzerland) with the standard in vivo protocol (Manske et al., 2015; Whittier et al., 2020c) at standard

scan sites for the distal radius and tibia (Manske et al., 2017) using a �xed o�set. In each image, 168 slices

were collected with a nominal isotropic voxel size of 60.7 ‘m. Images were excluded if the motion score

was recorded as a four or higher on a one-to-�ve scale (Pauchard et al., 2012). All participants provided

written informed consent prior to data collection, which was approved by the Conjoint Health Research

Ethics Board at the University of Calgary (REB16-1606, REB15-0858), and all methods were carried out

in accordance with relevant guidelines and regulations. All images used in this study have corresponding

reference segmentations, produced by an expert following the standard semi-automated protocol. There were

four distinct sets of data used in this study, referred to as the training, validation, test, and precision subsets.
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3.2.1.1 Train, Validate, Test Subsets

The training, validation, and test subsets were produced by pooling together all second-generation HR-pQCT

images from the NORM (n=1236) and HIPFX (n=108) studies (see Table A1 in Appendix A). Participants

in the combined dataset were strati�ed by study then split into four equally sized groups based on total

volumetric bone mineral density (Tt.BMD), obtained using reference segmentations. There are multiple

images, and therefore multiple Tt.BMD values, for each participant. The minimum Tt.BMD across all images

corresponding to each participant was used for the purposes of strati�cation. Finally, participants in each

strati�ed group were randomly assigned to the training, validation, or test subsets with 70% of participants

assigned to the training subset, and 15% to each of the validation and test subsets. In total, there were

1257 radius and 1343 tibia images from 1278 participants used in the training, validation, and test subsets

combined.

The training dataset was used to train the U-Net’s internal parameters. The validation dataset was used

to evaluate the U-Net’s performance after training, to inform selection of U-Net architecture and training

hyper-parameters, and to develop the post-processing algorithm. The test dataset was set aside immediately

following subset splitting to prevent data leakage. It was accessed only once to evaluate the performance of

the overall pipeline on unseen data, after satisfactory performance was achieved on the validation dataset.

3.2.1.2 Precision Subset

The precision dataset is fully disjoint from the training, validation, and test datasets and was derived from two

separate previous studies: the PRECXTII study in Table A1 in Appendix A. The precision dataset served

as a second held-out dataset, but with repeated same-day scans of the same sites in the same participants.

There were 85 tibia and 71 radius images from 90 participants in the precision dataset, with a duplicate,

same-day scan with repositioning for each image. In the precision dataset there were 46 men and 44 women

with a combined mean age of 64 years (SD 8 years). The repeated scans allow for an unbiased, quantitative

comparison of the precision error and LSC (Glüer, 1999; Glüer et al., 1995) between the proposed and current

standard segmentation protocols.
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3.2.2 Pre-processing

During training, HR-pQCT images are imported and converted from native units to densities in milligrams

hydroxyapatite per cubic centimeter (mg HA / cm3), and reference cortical and trabecular masks are imported

and converted to binary images. A padding transform aligns the image and masks and pads the coronal and

sagittal extents to the same multiple of eight voxels. A standardization transform performs a truncated linear

mapping on the image densities from the interval [-400, 1400] mg HA/cm3 to the unitless interval [-1, 1]

using the following equations:

d0„G� H� I” = min „max „d „G� H� I” ��400” � 1400” � (3.1)

�d„G� H� I” =
2d0 „G� H� I” � 1000

1800
� (3.2)

where d is the image densities, d0 is the truncated image densities, and �d is the truncated and rescaled

image densities on the interval »�1� 1…, which are then used as inputs to the U-Net.

3.2.3 Embedding-predicting U-Net

3.2.3.1 Architecture

The U-Net used in this work, shown schematically in Figure 3.2, is based on the original 2D biomedical

U-Net architecture (Ronneberger et al., 2015) and implemented using Python v3.7.12 (Van Rossum and

Drake, 2009) and PyTorch v1.8.0 (Paszke et al., 2019). The U-Net takes �ve adjacent axial slices, stacked on

the channel dimension, as input to produce predictions for only the center slice, using re�ection padding to �ll

in the missing adjacent slices when necessary at the proximal and distal ends of the image. A 3D prediction

is constructed by sweeping over the image axially, creating an independent prediction for each axial slice.

The double convolutional �lters used in each layer of the U-Net are the same as in the original con�guration

with the modi�cation of ‘same’-style padding in the convolutions and the addition of group normalization

(Wu and He, 2018) and dropout layers (Wu and Gu, 2015). Finally, the U-Net does not directly produce

a prediction of the cortical and trabecular segmentations as output. Instead, the outputs are of predicted

level-set embedding �elds (Osher and Fedkiw, 2003) for the endosteal and periosteal surfaces (see Figure
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Figure 3.2: Schematic of modi�ed U-Net architecture. Each box represents a PyTorch tensor containing an
input, latent, or output image. All tensors in the same row have the same height and width, but depth (number
of channels) varies and is labelled for all tensors. Block arrows represent transitions between tensors and are
described in a legend, where ‘s’ refers to stride and ‘p’ refers to padding. Pre-processing refers to padding,
scaling, and conversion to PyTorch tensor format, while in this context post-processing refers to converting
output surface embeddings to binary masks (cortical and trabecular compartments and background).
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3.1), where the sign of the �eld indicates whether a voxel is inside or outside of the embedded surface, and

the magnitude of the �eld indicates the distance between a voxel and the embedded surface.

3.2.4 Loss Functions

3.2.4.1 Classi�cation Accuracy

The primary loss function is based on the voxel-wise classi�cation accuracy in the output slice. While the

semantic segmentation of the image will consist of three non-overlapping binary masks (indicating trabecular,

cortical, and background regions), the output of the network consists of two scalar �elds: qendo and qperi,

the embedding �elds for the endosteal and periosteal surfaces, respectively. The embedding �elds are �rst

converted to predicted probabilistic segmentations, ?cort, ?trab, and ?back, as follows:

?trab = �n „�qendo” � (3.3)

?cort = �n „qendo” �n
�
�qperi

�
� (3.4)

?back = �n
�
qperi

�
� (3.5)

where �n is an approximate and di�erentiable Heaviside function (Bracewell, 2000) of the following

form:

�n „G” =
1
2
‚

1
c

tan�1
�G
n

�
� (3.6)

The predicted segmentation probabilities are normalized to sum to one in each voxel:

?08 =
?8˝
9 ? 9

� (3.7)

where 8 and 9 are indices over the three classes (background, cortical, trabecular). A cross-entropy loss

function is used to compute the mean of the negative log-likelihood of the output, LCE, across all voxels in

the slice:

LCE =
1
#

Õ

:

Õ

9
�B: 9 log

�
?0: 9

�
� (3.8)
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where # is the number of voxels, : is an index over all voxels, 9 is an index over the classes, and B: 9 , ?0: 9

are the corresponding binary values of the reference segmentations and predicted values of the predicted

segmentations for each class 9 and voxel : .

3.2.4.2 Curvature Regularization

The curvature, ^, of a surface de�ned by an embedding in 2D can be calculated as the divergence of the

surface normals (Osher and Fedkiw, 2003):

^ = fir �
'››
«

firq���firq
���

“fifi
‹

� (3.9)

where fir is the vector di�erential operator, firq is the gradient of the embedding �eld, and
���firq

��� is the

magnitude of the gradient of the embedding �eld. An accurate semantic segmentation of the cortical and

trabecular compartments will have a characteristic smoothness, with the distribution of local curvatures falling

within a speci�c band. Extreme curvatures in an output embedding �eld therefore would be non-physical and

may indicate either over�tting or an incorrect model for the shape of the endosteal or periosteal surface. To

penalize this, a regularizing loss function based on zero-level set local curvatures in embedding �eld 8, L^�8 ,

is de�ned as:

L^�8 = X „q8” ReLU

 �
^8

^thresh

�2

� 1

!

� (3.10)

where X „q8” is a binary mask that is activated where the embedding �eld crosses zero or is equal to zero,

ReLU is the recti�ed linear unit function (Fukushima, 1975) and ^thresh is a curvature threshold below which

the local value of L^�8 will be zero. Based on preliminary investigation of surface curvatures in a subset of

the training dataset, ^thresh was set at 0.005 ‘m�1 for both the endosteal and periosteal embedding �elds.

3.2.4.3 Magnitude Gradient Regularization

When an embedding is a signed distance function, the magnitude of the gradient of the embedding �eld

should be equal to one at all points not on the embedded surface (Chunming Li et al., 2005):

���firq
��� = 1�where q < 0� (3.11)
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This property motivates the construction of a second regularization loss function that penalizes the model

for producing output embeddings that are not proper signed distance transforms of an embedded surface,

formulated as such:

L��� firq
����8
= „1 � X „q8”” log2

���firq
���
8
� (3.12)

The form of this loss function penalizes output embedding �elds where the magnitude of the gradient is

below or above one for voxels not directly on the embedded surface. There are two primary bene�ts: (1)

extreme local variations in the output embedding �elds could be indicative of over�tting, and (2) as the model

outputs become more like a proper signed distance function, the curvature calculations for the loss function

described in the preceding sub-section become more accurate.

3.2.4.4 Combined Loss Function

The combined loss function is a linear combination of the classi�cation error, curvature regularization, and

magnitude gradient regularization functions applied to each of the endosteal and periosteal embedding �elds:

Ltotal = LCE ‚ _^
�
L^�endo ‚ L^�peri

�
‚ _��� firq

���

�
L��� firq

����endo
‚ L��� firq

����peri

�
(3.13)

where _^ and _��� firq
���
are regularization coe�cients for the curvature and magnitude gradient regularization

loss functions, respectively. Typically, optimal regularization coe�cients would be determined using grid

or random search in tandem with cross-validation (Yu and Zhu, 2020). However, this was infeasible due to

computational resource constraints and so in this work each of these coe�cients were set to 10�4. This value

was selected empirically so that the classi�cation accuracy-based loss would dominate at the start of training

and that all losses would be of the same order of magnitude at convergence.

3.2.5 Training

The U-Net was trained on a research computing cluster node with two NVIDIA Tesla V100 GPUs for 25

epochs using the AdamW optimizer (Loshchilov and Hutter, 2019) and the super-convergence one-cycle

scheduling policy for optimizer hyper-parameters (Smith and Topin, 2018). There were 10 epochs in a

half-cycle and 5 convergence epochs, resulting in 25 total epochs and approximately 1.9 million iterations (25

epochs, 1822 images in the training set, and 42 batches per image). The minimum and maximum learning
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rates were 10�4 and 10�3, selected via learning rate range plot analysis, and the maximum and minimum

momentums were 0.95 and 0.85. All other optimizer hyperparameters were left as default values. During

each training epoch, the images in the training subset were shu�ed then loaded sequentially. For each image,

full slices were used for training using a shu�ed ordering (but still retaining the information of which slices

neighbour each other for the purposes of building stacked samples) with a batch size of 4. One inferential

pass is performed on the full validation subset at the end of each training epoch.

3.2.6 Morphological Post-processing

Post-processing of output segmentations is necessary to ensure optimal morphometric analysis accuracy and

precision. The speci�c post-processing approach used in this work is motivated by qualitative observations of

the topology of the structures of interest: the cortical and trabecular compartments at the distal radius and

tibia. First, there is only one simply connected region for each of the cortical and trabecular compartments.

Second, there should be no background gaps between these compartments: there is only a single endosteal

surface. Finally, the trabecular compartment should be fully separated from the background by a continuous

cortical shell with a de�ned, and con�gurable, minimum physical thickness. Accordingly, a post-processing

procedure was designed to ensure that these topological properties of the physiological structures are shared

by the �nal predicted segmentations. In the following sub-sections, components of the post-processing

procedure are described, followed by a high-level description of the overall procedure. The morphological

image processing operations in the post-processing procedure were implemented using NumPy v1.16.6

(Harris et al., 2020), scikit-image v0.18.1 (Van der Walt et al., 2014), and VTK (Schroeder et al., 2006).

3.2.6.1 Iterative Binary Segmentation Filter

The iterative binary segmentation �lter is a modi�ed version of the canonical alternating sequential �lter

(Dougherty and Lotufo, 2003), in which open-close operations are applied to an image repeatedly with

gradually increasing structural elements. A canonical ‘open’ is an erosion followed by a dilation, while a

canonical ‘close’ is a dilation followed by an erosion. The �rst modi�cation is to add a connectivity �lter step

to keep only the largest connected component of the foreground between the erosion and dilation of the open

and keep only the largest connected component of the background between the dilation and erosion of the

close. The second modi�cation is to use di�erent maximum structural element sizes for the open and close
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operations, which were radii of 5 voxels and 15 voxels, respectively. The purpose of this �lter is to remove

both union and subtractive noise and to ensure that the secondary bone (ulna, �bula) is not inadvertently

included in the primary bone (radius, tibia) segmentation.

3.2.6.2 Minimum Cortical Shell Filter

The minimum cortical shell �lter takes a binary segmentation of the trabecular compartment as input and

produces a binary segmentation of a cortical shell around this trabecular compartment as output. First, the

trabecular binary segmentation is dilated by 8 voxels, or approximately 0.5 mm. Then the original trabecular

segmentation is subtracted from the dilated segmentation, producing a cortical shell with a width of 8 voxels.

3.2.6.3 Morphological Bone Mask Filter

The morphological bone mask �lter is based on the �rst step of the gold-standard dual-thresholding algorithm.

(Buie et al., 2007) The rescaled image is binarized using -0.25 as a threshold in the normalized image intensity

space, equivalent to a density-based threshold of 275 mg HA/cm3. A median �lter is applied with a 3x3x1

(sagittal, coronal, axial) kernel, followed by the iterative binary segmentation �lter (with maximum structural

sizes of radius 3 voxels and radius 15 voxels for the open and close operations, respectively). The result is

a purely morphologically derived binary image containing a rough mask of the entire tibia or radius (and

excluding the �bula or ulna, if present in the image). The purpose of generating this mask and combining it

with the bone mask generated by the U-Net is to reduce the likelihood of a catastrophic error � i.e., the bone

mask missing a portion of the primary bone � at the cost of potentially reducing the accuracy of the periosteal

contour.

3.2.6.4 Post-processing Procedure

The U-Net-output embeddings for the endosteal and periosteal surfaces are converted to two binary images,

or masks: the cortical mask is de�ned as the region between the endosteal and periosteal surfaces ( qendo ¡ 0

and qperi � 0), and the trabecular mask is de�ned as the region inside of the endosteal surface (qendo � 0).

This conversion procedure is like what is done during training for calculation of the classi�cation accuracy,

except here binary segmentations are computed by checking if the embedding �elds are greater than or less

than zero, rather than using di�erentiable approximations to generate fuzzy segmentations. Figure 3.3 shows

a �ow-chart of the complete morphological post-processing procedure that follows, along with incremental
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visualizations of the outputs of the major steps and the corresponding operations explained in detail in the

�gure caption. The �nal post-processing outputs are the �ltered cortical and trabecular masks. During

inference or testing, these can be automatically saved in a manufacturer-speci�c image format for further

processing, such as morphometric analysis.

3.2.7 Evaluation and Metrics

After the U-Net was trained using the training subset and the post-processing procedure was developed

using the validation subset, the parameters of the U-Net and post-processing procedure were frozen and

used in sequence to obtain predicted segmentations on the test and precision subsets. These predicted

segmentations were compared to the corresponding reference segmentations to evaluate the accuracy and

reproducibility of the proposed segmentation algorithm. All statistical analysis was performed using Python

v3.7.12 (Van Rossum and Drake, 2009), statsmodels v0.11.1 (Seabold and Perktold, 2010), and SciPy v.1.6.1

(Virtanen et al., 2020) with a signi�cance threshold of 5% for all statistical testing.

Predicted and reference segmentations were compared on the test subset both by using standard

segmentation quality metrics and by comparing the quantitative outputs of the standard HR-pQCT extended

cortical analysis using the standard manufacturer-provided procedure (Whittier et al., 2020c; Hildebrand

et al., 1999). The standard segmentation quality metrics used were the Dice similarity coe�cient (DSC), the

Jaccard similarity coe�cient (JSC), and the average and maximum of the symmetric surface distances (SSD)

(Yeghiazaryan and Voiculescu, 2018), hereafter referred to as ASSD and Hausdor� distance, respectively

(implemented using SimpleITK v2.0.2 (Lowekamp et al., 2013)). The quantitative analysis outputs used

for comparison were: total bone mineral density (Tt.BMD) and area (Tt.Ar), cortical bone mineral density

(Ct.BMD), thickness (Ct.Th), porosity (Ct.Po), and area (Ct.Ar), and trabecular volumetric bone mineral

density (Tb.BMD), bone volume fraction (Tb.BV/TV), number (Tb.N), thickness (Tb.Th), separation (Tb.Sp),

and area (Tb.Ar) (Whittier et al., 2020c). For each parameter at each scan site, the paired prediction and

reference outputs were compared using both direct linear correlation analysis and by the di�erence and mean

values in Bland-Altman (or Tukey mean di�erence) plots.

To investigate the performance of the proposed in particularly adverse situations where a human operator

would �nd the most di�culty in correcting the endosteal contour, two sub-groups were also analyzed separately

for each scan site: The �low cortical thickness� sub-groups, which were composed of the radius and tibia
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Trabecular Mask

Final
Trabecular Mask
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Final
Cortical Mask

Bone Mask

Cortical Mask Density Image

INPUTS

Filtered 
Trabecular Mask

Filtered 
Bone Mask

Figure 3.3: Schematic of post-processing procedure visualised using a distal tibia image. The top row shows
the inputs while the bottom row shows the outputs. Block arrows correspond to composite morphological
�ltering operations: grey � the mask is simply copied, red � iterative binary segmentation �lter, pink �
minimum cortical shell �lter, blue � morphological bone mask �lter, and yellow � subtraction (the �ltered
trabecular mask is subtracted from the �ltered bone mask). When multiple arrows converge on the same
output mask, this indicates the outputs were combined (union).
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images in the top quartile for Ct.Th for each scan site, and the �high cortical porosity� sub-groups, which

were composed of the radius and tibia images in the bottom quartile for Ct.Po for each scan site.

Finally, the precision of the proposed algorithm was compared to the gold-standard protocol by calculating

the least signi�cant change (LSC) and the root-mean-squared percentage coe�cient of variation (RMS

%CV) on the pairs of same-day repeat scans in the precision subset (Glüer et al., 1995). The pairs of

repeat-scan images were registered, and the common volume shared between the two was computed. Then,

morphometric analysis was applied only to the common volume using the predicted and reference masks

for each image (Ellouz et al., 2014). The LSC and RMS %CV were calculated for each of the standard

quantitative analysis outputs. Normality of the individual standard deviations from the paired precision data

were assessed separately for the predicted and reference analysis outputs using D’Agostino and Pearson’s

method (D’Agostino and Pearson, 1973), and the signi�cance of the di�erences in precision outputs were

assessed using independent Wilcoxon signed-rank tests (Conover, 1999). As with the test subset, this analysis

procedure was then repeated for �low cortical thickness� and �high cortical porosity� sub-groups formed

separately for each scan site.

3.2.8 Visualizations

Plots were generated using pandas v1.2.4 (McKinney, 2010), Matplotlib v3.4.3 (Hunter, 2007), and seaborn

v0.11.2 (Waskom, 2021). Volumetric renderingswere created using vtkbone (https://github.com/Numerics88/vtkbone),

VTK v8.2.0 (Schroeder et al., 2006), and PyVista v0.33.2 (Sullivan and Kaszynski, 2019).

3.2.9 Code Availability

All code used for model development, training, inference, post-processing, visualization, and statistical analysis

is publicly available in the following GitHub repository: https://github.com/Bonelab/HR-pQCT-Segmentation.

The trained model weights used for segmentation of the test and precision data in this work are available upon

reasonable request.

3.3 Results

After strati�ed splitting of the dataset, there were 896, 190, and 190 unique participants in the training,

validation, and test subsets, respectively. There were 326 men and 570 women in the training dataset, 67
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Table 3.1: Results of direct comparison of predicted and reference masks on held-out test dataset.

Mean (SD) (Min, Max)
Radius (n=185)

Cortical Mask DSC 0.98 (0.02) (0.90, 0.99)
JSC 0.94 (0.03) (0.82, 0.98)

Trabecular Mask DSC 0.99 (<0.01) (0.97, >0.99)
JSC 0.99 (0.01) (0.94, 0.99)

Endosteal Surface Hausdor� (mm) 0.6 (0.3) (0.2, 1.9)
ASSD (mm) 0.05 (0.02) (0.02, 0.18)

Periosteal Surface Hausdor� (mm) 0.3 (0.2) (0.1, 1.0)
ASSD (mm) 0.02 (0.01) (0.01, 0.06)

Tibia (n=201)

Cortical Mask DSC 0.97 (0.02) (0.90, 0.98)
JSC 0.93 (0.03) (0.81, 0.97)

Trabecular Mask DSC 0.99 (<0.01) (0.98, >0.99)
JSC 0.99 (0.01) (0.96, >0.99)

Endosteal Surface Hausdor� (mm) 0.9 (0.4) (0.3, 3.5)
ASSD (mm) 0.08 (0.03) (0.04, 0.21)

Periosteal Surface Hausdor� (mm) 0.4 (0.3) (0.2, 2.7)
ASSD (mm) 0.02 (0.01) (0.01, 0.09)

DSC: Dice similarity coe�cient, JSC: Jaccard similarity coe�cient
Hausdor�: maximum symmetric surface distance, ASSD: average symmetric surface distance.

men and 123 women in the validation dataset, and 64 men and 126 women in the test dataset. The training

dataset contained 885 radii and 937 tibiae, the validation dataset contained 187 radii and 203 tibiae, and the

test dataset contained 185 radii and 201 tibiae. Using the trained segmentation model and post-processing

algorithm, the mean time to produce a post-processed 3D predicted segmentation for a full radius or tibia

image in the test subset was 140 s (SD 56 s) on a research computing cluster node with an NVIDIA Tesla

V100 and an Intel Xeon Gold 6148. Inference and post-processing times scale with the size of the image,

which depends on the size of the radius or tibia and how close the image has been cropped to the bone.

3.3.1 Held-out Test Subset

The comparative analysis of predicted and reference segmentations on the test subset are shown in Tables

3.1 and 3.2 and in Figure 3.4. Dice similarity coe�cient (DSC) and Jaccard similarity coe�cient (JSC) are

reported separately for each compartment while Hausdor� distance and average symmetric surface distance

(ASSD) are reported separately for each surface. For both the radius and the tibia, the mean DSC of the

predicted cortical and trabecular segmentations are �0.97 and �0.99, indicating extremely close segmentation
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overlap across the test subset. The mean ASSD is no greater than 0.08 mm (less than one and a half times the

width of a 0.0607 mm voxel) for both surfaces in both scan sites in the test subset and the mean Hausdor�

distances are less than 0.91 mm (approximately 15 voxels) for both surfaces in both scan sites across the test

subset.

Table 3.2: Results of linear regression and Bland-Altman analysis on the held-out test dataset, comparing the
predicted morphometric outputs, obtained using predicted segmentations, and the reference morphometric
outputs, obtained using reference segmentations.

Bland-Altman Linear Regression
Mean Error
(95% LOA0) Slope (95% C.I.1) Intercept (95% C.I.1) R2

Radius (n=185)
Tt.BMD mg HA/cm3 0.6 (-3.3, 4.6) 0.995 (0.991, 1.000) 2.0 (0.6, 3.4) 0.999
Ct.BMD mg HA/cm3 -0.9 (-21.4, 19.7) 1.013 (0.990, 1.037) -12.7 (-33.6, 8.3) 0.975
Tb.BMD mg HA/cm3 0.2 (-6.2, 6.6) 0.990 (0.980, 1.000) 1.8 (0.1, 3.4) 0.995

Ct.Th mm -0.01 (-0.06, 0.04) 0.963 (0.946, 0.980) 0.030 (0.012, 0.048) 0.986
Ct.Po % -0.08 (-0.43, 0.27) 0.847 (0.816, 0.878) 0.050 (0.016, 0.083) 0.938

Tb.BV/TV % 0.047 (-0.943, 1.037) 0.991 (0.980, 1.001) 0.253 (0.004, 0.502) 0.994
Tb.N mm�1 0.000 (-0.004, 0.004) 1.000 (0.999, 1.001) 0.000 (-0.001,0.002) >0.999
Tb.Th mm 0.000 (-0.007, 0.007) 0.964 (0.939, 0.988) 0.009 (0.003, 0.014) 0.970
Tb.Sp mm -0.001 (-0.006, 0.004) 0.999 (0.997, 1.000) 0.000 (-0.001, 0.001) >0.999

Tt.Ar mm2 0.6 (-0.8, 1.9) 1.001 (1.000, 1.003) 0.2 (-0.2, 0.7) >0.999
Ct.Ar mm2 0.1 (-3.1, 3.2) 0.957 (0.944, 0.971) 2.7 ( 1.9, 3.6) 0.991
Tb.Ar mm2 0.5 (-2.6, 3.5) 1.004 (1.000, 1.008) -0.5 (-1.3, 0.4) 0.999
Tibia (n=201)
Tt.BMD mg HA/cm3 0.1 (-2.5, 0.4) 0.999 (0.999, 1.000) 0.3 (0.2, 0.4) >0.999
Ct.BMD mgHA/cm3 3.8 (-14.3, 21.9) 0.975 (0.962, 0.988) 25.2 (14.4, 36.1) 0.991
Tb.BMD mgHA/cm3 0.3 (-4.4, 4.9) 0.990 (0.982, 0.998) 1.9 (0.6, 3.2)� 0.997

Ct.Th mm -0.01 (-0.11, 0.08) 0.944 (0.924, 0.963) 0.072 ( 0.042, 0.101) 0.979
Ct.Po % -0.13 (-0.75, 0.49) 0.957 (0.935, 0.979) -0.008 (-0.083, 0.068) 0.973

Tb.BV/TV % 0.044 (-0.547, 0.634) 0.991 (0.984, 0.998) 0.263 ( 0.085, 0.441) 0.997
Tb.N mm�1 0.000 (-0.004, 0.005) 1.000 (0.998, 1.001) 0.001 ( -0.001, 0.003) >0.999
Tb.Th mm 0.000 (-0.006, 0.007) 0.985 (0.969, 1.001) 0.004 (>0.000, 0.008) 0.987
Tb.Sp mm -0.001 (-0.004, 0.002) 0.998 (0.997, 0.999) 0.001 (>0.000, 0.002) >0.999

Tt.Ar mm2 0.3 (-0.9, 1.4) 1.000 (1.000, 1.001) -0.1 (-0.5, 0.3) >0.999
Ct.Ar mm2 -1.2 (-8.7, 6.3) 0.956 (0.940, 0.972) 4.6 ( 2.5, 6.8) 0.986
Tb.Ar mm2 1.3 (-6.1, 8.8) 1.002 (0.998, 1.006) 0.0 ( -2.3, 2.5) 0.999

0 95% limits of agreement (LOA) are the mean error plus or minus 1.96 times the standard deviation of the errors.
1 95% con�dence interval (C.I.) are the estimated slope or intercept plus or minus 1.96 times the estimated standard
error of the estimate, as reported by statsmodels’ ordinary least squares linear regressor after being �t to the data.

Figure 3.4 compares results of a quantitativemorphometric analysis via linear regression andBland-Altman

plots for cortical thickness (Ct.Th), cortical porosity (Ct.Po), trabecular bone volume fraction (Tb.BV/TV),

and trabecular separation (Tb.Sp), while Table 3.2 tabulates summary statistics of Bland-Altman and linear

regression analysis for all standard analysis outputs, separated by scan site, each evaluated using the full

test subset. All parameters at both scan sites have limits of agreement that overlap with zero mean bias

78



3. Automatic Segmentation of Distal Radius and Tibia HR-pQCT Images ...

error. Nearly all parameters have coe�cients of determination that are �0.97, where the lone exception is

Ct.Po in the radius (R2 = 0.938). There were no substantial di�erences (95% con�dence interval for slope

estimate contained the unit slope) between the �tted slopes and the null hypothesis unit slope for 13 of the

total 24 parameters. While there are substantial di�erences between the linear �t and the null zero-intercept,

unit-slope linear model for 11 parameters, all but one of these deviating parameters have estimated slopes

between 0.944 and 1.004. The outlying parameter is again Ct.Po in the radius, with a �tted slope of 0.847 –

0.031. This discrepancy is re�ected visually in the second row, left column of Figure 3.4, where both the

linear correlation and Bland-Altman plots for Ct.Po in the radius shows several extreme over-estimates of

predicted Ct.Po where the mean value is low (<1%) and several extreme under-estimates of predicted Ct.Po

where the mean value is high (>2%).

The linear correlation and Bland-Altman sub-analyses on the �low cortical thickness� and �high cortical

porosity� sub-groups are tabulated in Tables B1 and B2 in Appendix B. Referring to Table B1 for the �low

cortical thickness� sub-group: Coe�cients of determination were >0.93 for all parameters, where the two

lowest values were for Ct.Th in the radius and tibia. Zero mean bias was observed for all parameters, and the

quality of the linear �ts were not substantially di�erent from those in the main group (Table 3.2). Referring to

Table B2 for the �high cortical porosity� sub-group: Coe�cients of determination were >0.94 for all but two

parameters, these being Ct.Po in the radius and tibia, where the coe�cients of determination were 0.810 and

0.816, respectively. Zero mean bias was observed for all parameters. The quality of the linear �ts were not

substantially di�erent from those in the main group (Table 3.2) for all parameters except Ct.Po in the radius

and tibia, where the �tted slopes were 0.813 � 0.116 and 0.893 � 0.101, respectively. This indicates both a

tendency to under-estimate Ct.Po and a greater variance in predicted Ct.Po values relative to reference values,

for images with larger reference Ct.Po values.

3.3.2 Sample Visual Results

While the discrepancy in Ct.Po between the predicted and reference segmentations is less than 0.5% for >93%

of the images in the test subset, we visually explore speci�c cases of extreme disagreement to gain insight

into how they arise. Accordingly, Figure 3.5 shows sample visualizations of predicted and reference masks,

and disagreement, for three axial slices from the two images in the test subset with the largest over- and

under-estimates in Ct.Po. Disagreements arise primarily along the endosteal surface in regions where, when
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Figure 3.4: Linear regression and Bland-Altman plots for select parameters comparing results of morphometric
analysis on the held-out test set using predicted and reference segmentations. Linear regression: the dashed
black line is the line of unity, while the dashed red line is the linear �t between the predicted and reference
outputs. Bland-Altman: the solid black line is the line of zero error, the dashed red line indicates the mean
bias error, and the dashed black lines indicate the 95% limits of agreement (n=185 for radius; n=201 for tibia).
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looking at a single slice, it is ambiguous whether a speci�c structure corresponds to porous cortical zones or

thickened near-endosteal trabeculae. Figure 3.5 also includes volumetric surface renderings of the reference

and predicted cortical compartment for these two images, to qualitatively demonstrate the overall similarity in

shape and surface smoothness.

3.3.3 Held-out Precision Subset

Table 3.3 shows the root-mean-square percentage coe�cient of variance (RMS %CV) and least signi�cant

change (LSC) values, in parameter-speci�c units, for all standard quantitative analysis outputs, evaluated

with the full precision subset. RMS %CV and LSC are reported separately for scan site and for each of the

current semi-automated gold standard and proposed segmentation protocols. Root-mean-square standard

deviation (RMS SD) values are provided in Table B3 in Appendix B. D’Agostino and Pearson’s test for

normality indicated that the individual standard deviations were not normally distributed for most parameters.

Therefore, for consistency, the signi�cance of the di�erences in the coe�cients of variation were assessed

using independent Wilcoxon signed-rank tests for all parameters.

The novel automated segmentation algorithm produced equivalent or signi�cantly better precision for all

morphometric parameters except for total area (Tt.Ar) and trabecular area (Tb.Ar) in the tibia (Tt.Ar: RMS

CV% was 0.27% and 0.13% for the novel and standard protocols, respectively; Tb.Ar: RMS CV% was 0.29%

and 0.16% for the novel and standard protocols, respectively). For most of these parameters, the magnitudes

of the signi�cant di�erences were small, ranging between -0.13% and 0.52% (negative indicating worse

precision and positive indicating improved precision). The exception is the Ct.Po in both the radius and tibia.

In the radius, the RMS %CV of the novel and standard protocols were 7.92% and 9.55%, respectively. In

the tibia, the RMS %CV of the novel and standard protocols were 9.07% and 11.67%, respectively. These

statistically signi�cant di�erences indicate an absolute reduction in variation, and thus improvement in

precision, of 1.63% and 2.60% in the radius and tibia, respectively, for cortical porosity measurements with

the novel, automated segmentation protocol.

Precision analysis results for �low cortical thickness� and �high cortical porosity� sub-groups are tabulated

in Table B4 in Appendix B. With the �low cortical thickness� sub-group, the proposed algorithm produces

outputs with equivalent or better precision for all morphometric parameters with the exception of Tt.Ar in

the tibia. Precision was statistically signi�cantly better with the proposed algorithm than with the standard
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Figure 3.5: Sample visualization of the two images in the test dataset with the most extreme over- and
under-estimates of Ct.Po (predicted value less reference value). Both are distal tibia images. The largest
over-estimate of Ct.Po was +1.48% (left column: a, b, e, f) while the largest under-estimate of Ct.Po was
-1.48% (right column: c, d, g, h). (a - d) 3D surface renderings are shown of reference (a, c) and predicted (b,
d) cortical compartment segmentations. (e - h) The image is shown in all panes in grayscale, overlaid with
colored masks corresponding to the reference (e, g - green), the prediction (f, h � blue), and the voxels for
which there is disagreement (f, h � red).
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Table 3.3: Root-mean-square percentage coe�cient of variation (RMS %CV) and least signi�cant change
(LSC) compared between the proposed algorithm (U-Net) and the current semi-automated gold standard
(Standard) segmentation protocols on the held-out precision dataset.

RMS %CV LSC Wilcoxon
U-Net0 Standard1 U-Net Standard p Value

Radius (n=71)
Tt.BMD mg HA/cm3 0.29 0.70 2.51 5.60 0.796
Ct.BMD mg HA/cm3 0.27 0.79 6.67 19.12 0.0102
Tb.BMD mg HA/cm3 0.51 0.61 1.87 2.37 0.055

Ct.Th mm 0.69 0.80 0.022 0.025 0.781
Ct.Po % 7.92 9.55 0.23 0.25 0.0012

Tb.BV/TV % 1.00 1.06 0.51 0.54 0.0302
Tb.N mm�1 1.40 1.41 0.057 0.057 0.0302
Tb.Th mm 0.63 0.72 0.004 0.005 0.0052
Tb.Sp mm 1.06 1.07 0.021 0.022 0.0362

Tt.Ar mm2 0.71 0.77 6.20 5.01 0.0002
Ct.Ar mm2 0.76 1.17 1.46 1.78 0.0002
Tb.Ar mm2 0.79 1.27 5.35 6.29 0.284
Tibia (n=85)
Tt.BMD mg HA/cm3 0.47 0.48 3.72 3.74 0.639
Ct.BMD mg HA/cm3 0.36 0.45 8.37 10.47 0.0002
Tb.BMD mg HA/cm3 0.61 0.69 2.79 3.06 0.0162

Ct.Th mm 0.61 0.74 0.026 0.032 0.333
Ct.Po % 9.07 11.67 0.76 0.82 0.0452

Tb.BV/TV % 0.83 0.82 0.50 0.52 0.560
Tb.N mm�1 2.97 2.98 0.11 0.11 0.246
Tb.Th mm 0.56 0.67 0.004 0.005 0.460
Tb.Sp mm 2.21 2.21 0.045 0.045 0.497

Tt.Ar mm2 0.27 0.13 5.63 2.74 0.0003
Ct.Ar mm2 0.37 0.66 1.41 2.42 0.991
Tb.Ar mm2 0.29 0.16 4.92 2.68 0.0003

0 U-Net: novel automated segmentation algorithm.
1 Standard: Current standard semi-automated segmentation protocol.
2 Wilcoxon signed-rank test indicates signi�cantly lower individual standard deviations with automated segmentation
algorithm as compared to the standard semi-automated protocol.
3 Wilcoxon signed-rank test indicates signi�cantly higher individual standard deviations with automated segmentation
algorithm as compared to the standard semi-automated protocol.

protocol for Ct.Th in the radius, Ct.Po in the radius, and Tb.N in the radius and tibia. RMS %CV values for

Ct.Th and Ct.Po in the tibia were lower with our algorithm than with the standard protocol, but the di�erences

were not statistically signi�cant.

With the �high cortical porosity� sub-group, the proposed segmentation algorithm produces outputs with
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equivalent or better precision for all morphometric parameters. Precision was statistically signi�cantly better

with our algorithm than with the standard protocol for Ct.BMD in the radius, Tb.N in the tibia, and Ct.Ar in

the tibia. RMS %CV values for Ct.Th in the tibia and radius and Ct.Po in the radius were lower with the

proposed algorithm than with the standard protocol, while the RMS %CV values for Ct.Po in the tibia were

higher with the proposed algorithm than with the standard protocol; however, none of these di�erences were

statistically signi�cant.

3.4 Discussion

This study proposes a segmentation algorithm that utilizes a 2D U-Net applied to stacks of �ve axial slices at a

time to obtain preliminary 3D segmentations. These segmentations are then morphologically post-processed

to ensure physiological validity. The combination of machine learning with traditional image processing is a

truly novel approach for HR-pQCT image segmentation. The fully automated algorithm was able to segment

trabecular and cortical compartments at least ten times faster than the current gold-standard protocol (2 to 3

minutes versus up to 30 minutes), with superior precision, while requiring no human intervention or oversight.

The predicted segmentations were found to be accurate when compared to reference segmentations based on

both traditional medical image segmentation metrics and by comparing predicted and reference morphological

analysis outputs, using a large test dataset comprised of 386 total images from 190 participants. Predicted

segmentations were also found to be as precise or more precise when compared to reference segmentations

from 156 same-day, repeat-scan image pairs from 90 participants.

To the authors’ knowledge, this is the �rst study to present a fully automated algorithm for segmentation

of HR-pQCT radius and tibia images that requires no manual correction and demonstrates greater or equal

precision when compared to the current standard segmentation protocol. While a previous study successfully

explored the use of 2D and 3D U-Nets for segmentation of HR-pQCT hand images (Folle et al., 2021), the

U-Nets in that study were designed to extract the entire bone for estimation of Tt.BMD � a simpler task than

semantic segmentation of the cortical and trabecular compartments for a complete morphometric analysis

of distal bone microarchitecture. There have been several recent attempts to automate segmentation of

radius and/or tibia HR-pQCT images using dual active contours and texture analysis combined with machine

learning. However, none of these techniques have supplanted the current semi-automated protocol in standard

practice, due to varying limitations. These techniques were either exclusively focused on obtaining only the
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periosteal contour (Ohs et al., 2021), did not quantify the accuracy of subsequent morphometric analysis

(Hafri et al., 2016), or had insu�cient agreement between reference and generated segmentations (DSC =

0.90 – 0.05) (Valentinitsch et al., 2012). Further, no prior work presenting a new automated pipeline for

HR-pQCT segmentation has quanti�ed the precision of the proposed protocol.

The proposed algorithm requires no human intervention or correction, in contrast to the current standard

protocol, where correction of individual images may occupy a human operator for as much as 30 minutes

for challenging images (Whittier et al., 2020d). With the proposed algorithm, standard analysis-compatible

cortical and trabecular masks are ready in approximately 2 minutes and 20 seconds. Further, processing can

be batched while researchers attend to other tasks or parallelized on a computing cluster if a large dataset

needs to be processed quickly. However, the elimination of human intervention would not only save time.

Automation prevents inter-operator error since the algorithm is deterministic and will always create the same

segmentation from the same input image. Inter-operator error can materially impact precision and LSC in

both multi-center and longitudinal studies, where it can often be infeasible to have a single expert operator

correct all segmentations consistently.

While the predicted segmentations are highly accurate for ¡93% of images, disagreements between

reference and predicted segmentations can still occur; however, we have shown visually that the most extreme

of these disagreements occur in places where a human operator may experience the same challenge in de�ning

compartments. This observation is further reinforced by the tendency for the Hausdor� distance and ASSD

to be much lower at the periosteal surface than the endosteal surface, by at least a factor of two. The correct

label or classi�cation for voxels in these low-density regions can be unclear even for the human observer,

as the structures could be interpreted as either porous cortical zones or thickened trabecular zones. The

semi-automated segmentation correction protocol does not provide rigorous criteria for how to di�erentiate

between these cases, so human operators must make inherently subjective real-time decisions when correcting

segmentations. Whether the proposed algorithm or standard semi-automated protocol more often achieve the

objectively correct endosteal surface, or whether such a thing even exists, is unclear. However, it is apparent

from analysis of the precision data that this surface is selected with greater consistency and reproducibility

with the proposed algorithm than it is with the semi-automated protocol. This is evinced by the statistically

signi�cant decreases of RMS %CV for Ct.Po from 9.55% to 7.92% in the radius and from 11.67% to 9.07%

in the tibia (Table 3.3). The inherent di�culty of correctly placing the endosteal surface in the presence of

low-density cortical bone also explains the relatively worse linear �t for cortical porosity in the radius and the
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larger scatter observed in the linear regression plots for this parameter in both scan sites in the analysis of the

test data.

There are important limitations in this study that should be considered. First, all the image data used for

training and evaluation were produced using the same scanning parameters at two speci�c standard distal

scan sites. The distal radius and tibia are the standard HR-pQCT scan sites, and the vast majority of the

usage of HR-pQCT for basic and translational research focuses on these sites (van den Bergh et al., 2021).

However, there is growing interest in applying HR-pQCT to study in vivo bone microarchitecture at other

sites, including the knee (Shiraishi et al., 2020) and the elbow (Sada et al., 2020). Extension of the proposed

algorithm to other scan sites may be achievable using domain adaptation techniques, such as transfer learning

(Kouw and Loog, 2019), and would undoubtedly require adjustments to the post-processing procedure. It is

not currently clear how di�cult this adaptation process would be, or if the proposed algorithm would be as

successful for segmentation of these alternate scan sites as it has been shown to be for the distal radius and

tibia.

Second, all the segmentations used for training and evaluation in this study were produced, or reviewed by,

an experienced operator at a single research centre using data from participants from a single region in Canada.

Generated segmentations and morphometric outputs were also compared only to reference segmentations

created by that same experienced operator, albeit on unseen data. Comparing segmentations generated by the

proposed algorithm to segmentations created by additional operators would undoubtedly results in increased

variance in the comparison results (Whittier et al., 2020d), but the bene�t of a fully automated approach is the

consistency of the output, which could be shared across all sites and at all timepoints when this approach is

used. At the same time, by training on data with segmentations produced by a single expert operator, speci�c

inferential bias has been encoded into the model that informs how the periosteal and endosteal surfaces are

placed. While this will not a�ect the precision of the resulting segmentations or corresponding analysis

outputs, it could in�uence the accuracy when compared to segmentations generated using standard protocols

employed at other research centres. An alternative approach for training and developing this algorithm

could be to involve a multi-national, multi-center collaboration that produces a large dataset of images and

reference segmentations. This approach would both incorporate input from di�erent centres and include

study participants representing di�erent geographic areas and ethnicities. In the interim, potential users who

are concerned about the agreement between segmentations generated by the proposed algorithm and the

segmentations created by their own operators with the standard protocol could perform comparative studies
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using new unseen data or, if necessary, retrain the 2D U-Net on their own datasets.

In a fully automated system, it would be bene�cial to establish robust error detection. However, to capture

errors, one must de�ne a ‘failed segmentation’ in the absence of a reference segmentation to compare to.

A simple de�nition would be a segmentation that either misses large portions of the structures of interest

or that erroneously includes portions of the background or secondary bone. We did not observe any failed

segmentations of this kind in the combined 1088 images in the validation, test, and precision data subsets;

however, this is not conclusive evidence that the algorithm will always succeed. A reasonable protocol

using the proposed automated protocol will likely still require a human operator to quickly inspect output

segmentations to screen for these types of obvious failures.

Development of an automated error screening algorithm is a subject for future work but could include:

monitoring axial slice-to-slice variations in the segmentations, monitoring simple morphological metrics of the

segmentations (such as the number of connected components in each compartment in the �nal segmentation),

�agging segmentations where the di�erence between the raw U-Net output and post-processing output

exceeds some threshold, or using unsupervised or supervised machine learning methods for outlier detection

(Pang et al., 2022) with the morphometric analysis outputs and/or the segmentations directly.

3.5 Conclusions

We have presented and validated a novel, fully automated algorithm for the semantic segmentation of

HR-pQCT distal radius and tibia images. The proposed algorithm requires no human input or oversight

and is faster, as accurate, and as precise or more precise when compared to the current gold-standard

semi-automated approach. In its current form, it can be seamlessly integrated into standard work�ows for

HR-pQCT morphometric analysis with radius and tibia images. Future work will focus on translating this

approach to additional scan sites.
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the manuscript, and revised the �nal manuscript with co-author and reviewer feedback.

4.1 Introduction

4.1.1 Background

Micro-computed tomography (µCT) was established in the 1990s for the non-invasive measurement of 3D

bone microarchitecture (Genant et al., 1999). This eventually led to the development and proliferation of

high-resolution peripheral quantitative computed tomography (HR-pQCT), which is an emerging medical

imaging technology with a nominal spatial resolution of 60.7 ‘m that allows for direct, in vivo, quantitative

analysis of cortical and trabecular microarchitecture (Manske et al., 2015). HR-pQCT has been extensively

applied to study how a wide variety of factors can a�ect the structure and strength of human bones at the

smallest scales (Foreman et al., 2020; Burt et al., 2019; Samelson et al., 2018). Increasingly, there is interest

in the clinical utility of HR-pQCT, typically in the context of osteoporosis screening (van den Bergh et al.,

2021). For example, several studies have shown that HR-pQCT images (Chapurlat et al., 2023) and the

derived strength and microarchitectural parameters (Samelson et al., 2019; Mikolajewicz et al., 2020; Whittier

et al., 2022) are signi�cantly and independently predictive of fracture risk.

A typical HR-pQCT microarchitectural analysis includes the following quantitative trabecular parameters:

bone mineral density (Tb.BMD), thickness (Tb.Th), separation (Tb.Sp), number (Tb.N), bone volume

fraction (Tb.BV/TV), and inhomogeneity of trabecular network (Tb.1/N.SD). Sometimes it might also include

structural model index (SMI), connectivity density (Conn.D), and degree of anisotropy (DA). Trabecular

thickness, separation, number and bone volume fraction (Hildebrand and Rüegsegger, 1997; Hildebrand et al.,

1999) are based on the bone segmentation, as opposed to the direct gray-scale image, and are recommended

as part of the minimum set to be reported (Whittier et al., 2020c). Figure 4.1 depicts how these parameters

are calculated and demonstrates how they are related geometrically.

These parameters are the basis for characterizing trabecular bone structure in cross-sectional studies,

longitudinal studies, and by comparison to normative cohorts. However, a challenge of HR-pQCT is that

there are many parameters available. To minimize both Type I and II errors, the selection of appropriate

parameters is important. An insu�cient set of parameters could result in physiologically relevant di�erences

going undetected. Conversely, with many parameters, the problem of multiple testing arises, increasing

the likelihood of Type I errors. Bonferroni correction (Dunn, 1961) and Benjamini-Hochberg correction
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Figure 4.1: The trabecular microarchitectural parameters of focus are labelled on a sub-section of a distal
radius HR-pQCT bone segmentation. Trabecular thickness, separation, and number are each calculated using
Hildebrand’s thickness algorithm [11] on the bone segmentation, the background segmentation, and the
background of the medial axis of the bone segmentation (black line), respectively. Bone volume fraction is
the ratio of the number of voxels in the bone segmentation to the total number of voxels in the trabecular
compartment [13].

(Benjamini and Hochberg, 1995) are statistical methods that can be used to compensate for this risk, either

by decreasing the e�ective signi�cance thresholds proportionately to the number of hypotheses to be tested

(Bonferroni) or by entirely modifying the statistical testing procedure (Benjamini-Hochberg). However,

both procedures generally assume that the hypotheses being tested are independent. If there are redundant

parameters, and therefore redundant hypotheses being tested, the tests will be more conservative than strictly

necessary, increasing the risk of Type II errors and decreasing the statistical power of the analysis (Moran,

2003).

The objective of this study is to show that trabecular number and bone volume fraction are intrinsically

linked to, and therefore statistically dependent on, thickness and separation. We demonstrate this dependence

in both synthetic and in vivomicroarchitectural data, using principal component analysis and linear regressions.

These dependencies are important to recognize because they a�ect how to apply hypothesis testing and

optimize study design.
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4.1.2 Theoretical Relationships

We can observe in Figure 4.1 that the inverse of trabecular number is found by �tting spheres between the

medial axis of the trabecular network, trabecular separation is found by �tting spheres between the trabecular

surfaces, and trabecular thickness is found by �tting spheres within the trabecular surfaces (Hildebrand

and Rüegsegger, 1997). Therefore, we can hypothesize that on average the di�erence between the inverse

trabecular number and trabecular separation will be the trabecular thickness, or:

1
Tb.N

� Tb.Th ‚ Tb.Sp� (4.1)

Turning to bone volume fraction, we �rst note that this parameter is de�ned as the ratio of bone volume to

total volume within a compartment. We hypothesize that within a unit volume, this ratio will scale as some

power of the ratio of the trabecular thickness to the sum of trabecular thickness and separation:

Tb.BV/TV � �
�

Tb.Th
Tb.Th ‚ Tb.Sp

�U
� (4.2)

where � is a constant coe�cient and U is the scaling power. If the trabeculae were axially aligned cylinders

of uniform thickness and arranged in a grid with uniform spacing then � = c�2 and U = 2 (Appendix C). If

the trabeculae were evenly spaced, parallel plates with uniform thickness then � = 1 and U = 1 (Appendix C).

If the trabecular bone network includes both rod-like and plate-like geometry, as in typical in vivo data, we

would expect 1 � � � c�2 and 1 � U � 2. The natural logarithm transformation can be applied to each side

of equation 2 and standard logarithm rules can be applied to produce a linearized relationship:

ln Tb.BV/TV = ln � ‚ U ln
�

Tb.Th
Tb.Th ‚ Tb.Sp

�
� (4.3)

4.2 Methods

4.2.1 Datasets

4.2.1.1 in vivo Image Data

Image data captured in vivo with human participants were aggregated from four separate studies performed in

our lab exploring bone microarchitecture by HR-pQCT, which were the NORM, HIPFX, and ATHLETES
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(a) (b)

Figure 4.2: (a) Isometric rendering of a synthetic bone segmentation with a uniform cylinder radius of 7 mm
and a uniform grid spacing of 25 mm. (b) Schematic diagram of the synthetic data labelling the grid spacing
(s) and cylinder radius (r). Trabecular thickness, separation, and number measurements are approximately the
diameter of the corresponding dashed circles.

datasets (see Table A1 in Appendix A). All images were obtained using HR-pQCT (XtremeCT II, Scanco

Medical AG, Brütisellen, Switzerland) with the standard �xed o�set in vivo scan protocol at standard scan sites

for the distal radius and tibia. In each image, 168 slices were collected with a nominal isotropic voxel size of

60.7 ‘m. All participants provided written informed consent prior to data collection, which was approved by

the Conjoint Health Research Ethics Board at the University of Calgary. All images were analyzed following

the standard semi-automated protocol for contouring and using the standard, manufacturer-implemented

microarchitectural analysis.

4.2.1.2 Synthetic Image Data

Synthetic bone segmentations were generated to explore the relationships between trabecular thickness,

separation, number, and bone volume fraction when thickness and separation could be directly manipulated.

The synthetic bone structures consisted of evenly spaced arrays of uniform cylinders aligned with the z-axis

(Figure 4.2). Synthetic bone segmentations were generated with an isometric voxel size of 1 mm, an image size

of 200 x 200 x 100 mm, trabecular radii ranging from 1 to 12 mm in increments of 1 mm, and unit grid spacing

from 3 to 25 mm in increments of 1 mm. Constraining the grid spacing to be at least twice the trabecular

radius plus one millimetre, so that synthetic trabeculae did not overlap, resulted in 144 total synthetic bone

92



4. Interdependence of Trabecular Microarchitectural Parameters

segmentations. Synthetic bone segmentations were generated and analyzed using manufacturer-provided

software (Image Processing Language, IPL, version 5.42, Scanco Medical AG, Brütisellen, Switzerland).

4.2.2 Analysis

First, raw values for trabecular thickness, separation, number, and bone volume fraction were normalized

within each data subset (synthetic, in vivo) by subtracting the mean and dividing by the standard deviation.

For each dataset, principal component analysis (PCA) (Jolli�e and Cadima, 2016) was used to assess the

interdependence of microarchitectural parameters by measuring the proportion of variance explained by each

principal component, always using the normalized values. PCA �nds a linear coordinate transformation from

the original coordinate system to a new coordinate system, where the principal components are the basis

vectors. The �rst principal component is aligned with the line of best �t to all of the data and each subsequent

principal component is the line of best �t to the data after projection into a subspace that is orthogonal to

all preceding principal components. The variance explained by each principal component is the variance

oriented along that new coordinate. PCA was applied to trabecular thickness, separation, and number, then to

thickness, separation, and bone volume fraction, and �nally to all four parameters together. This process was

repeated on each of the synthetic and in vivo data subsets. Appendix F describes and reports further analysis

with additional semi-synthetic data generated from the in vivo data subset. PCA was also applied to trabecular

thickness and separation together with the remaining parameters: structural model index, connectivity density,

degree of anisotropy, and the inhomogeneity of the trabecular network.

Next, linear regressions were used to investigate how well equations 4.1 and 4.3 �t the synthetic and in

vivo data. The coe�cients of determination of these regressions were examined and the coe�cients of the

regressions with synthetic data were compared to the expected values to investigate the non-linear dependence

of trabecular number and bone volume fraction on thickness and separation.

All analysis was performed using Python (Van Rossum and Drake, 2009). PCA models were created

using scikit-learn (Pedregosa et al., 2011) and linear regressions were created using statsmodels (Seabold

and Perktold, 2010). Visualizations were created using Inkscape, Matplotlib (Hunter, 2007), Seaborn

(Waskom, 2021), and a manufacturer-provided 3D visualization tool (UCT3D, Version 4.2, Scanco Medical

AG, Brütisellen, Switzerland).
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Table 4.1: Demographic information for the in vivo HR-pQCT data used in this chapter.

Dataset Number of
participants

Median age
[min, max] Sex Number of

images
Normative (Whittier et al., 2020a) 1244 56 [18, 93] 472M, 772F 1243R, 1245T
Hip fracture (Whittier et al., 2020b) 110 72 [57, 97] 25M, 85F 109R, 176T
Athletes (Burt et al., 2022; Wyatt et al., 2023) 80 24 [14, 41] 36M, 44F 103R, 111T
Aggregated 1434 57 [14, 97] 533M, 901F 1455R, 1532T

Sex: M � male, F � female. Images: R � radius, T � tibia.

Figure 4.3: Explained variance for combinations of Tb.Th, Tb.Sp, Tb.N, and Tb.BV/TV. Measured:
measurements in in vivo images from four aggregated studies. Synthetic: measurements in synthetically
generated images.

4.3 Results

Table 4.1 shows demographic information for all participants in the aggregated in vivo image dataset. For more

information on the study inclusion and exclusion criteria and study-speci�c health data for these participants,

please see the corresponding studies.

Figure 4.3 shows the results of PCA with trabecular thickness, separation, number, and bone volume

fraction on the two data subsets. Similar trends are observed in both the in vivo and synthetic data subsets.

Across each combination of parameters, the �rst two principal components combine to explain between 92%

and 97% of the total variance.

Figure 4.4 shows the results of PCA with trabecular thickness, separation, structure model index,
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Table 4.2: Predictor coe�cients, coe�cients of determination, and F-statistic-based p-values for linear
regressions �t on relations of the form of equations 4.1 and 4.3 using the synthetic and measured in vivo
datasets. Note that ln „c�2” � 0�45.

Parameter Dataset Regression Coe�cient(s) R2 p-valueIntercept Tb.Th Tb.Sp

1 / Tb.N Synthetic -2.0 (SEE 0.3) 1.24 (SEE 0.02) 0.998 (SEE 0.001) 0.980 <0.001
in vivo 0.078 (SEE 0.003) 0.06 (SEE 0.01) 0.919 (SEE 0.001) 0.994 <0.001

ln(A) a

ln(Tb.BV/TV) Synthetic 0.31 (SEE 0.02) 1.81 (SEE 0.02) 0.990 <0.001
in vivo 0.26 (SEE 0.01) 1.27 (SEE 0.01) 0.827 <0.001

Regressions were �t using the

Ordinary Least Squares linear regression model from the statsmodels Python package.

connectivity density, degree of anisotropy, and inhomogeneity of the trabecular network. For structure model

index, connectivity density, and degree of anisotropy, the third principal component explains approximately

10% of the variance in the dataset. The inhomogeneity of the trabecular network is the exception: here, the

�rst two principal components explain over 98% of the variance in the data. To assist with the qualitative

interpretation of parameter interdependencies, pair plots are shown in Appendix E.

Table 4.2 shows the results of linear regressions of the form of equations 4.1 and 4.3 �t to the synthetic

and in vivo datasets. All correlations were statistically signi�cant, and all had coe�cients of determination

�0.98 except for bone volume fraction with the in vivo measured dataset, which was 0.827. The coe�cients

of trabecular thickness and separation for predicting the inverse of trabecular number were 1.24 (95% CI:

1.20 � 1.28) and 0.998 (95% CI: 0.970 � 1.025), respectively, with the synthetic data, while with the in vivo

data the coe�cients were 0.061 (95% CI: 0.039 � 0.083) for trabecular thickness and 0.919 (95% CI: 0.916 �

0.921) for trabecular separation. In the regressions for the power-law scaling of bone volume fraction, the

intercepts were 0.313 (95% CI: 0.272 � 0.353) with synthetic data and 0.262 (95% CI: 0.234 � 0.291) with

the in vivo data, corresponding to estimated values of A of 1.37 (95% CI: 1.31 � 1.42) and 1.30 (95% CI:

Figure 4.4: Explained variance for Tb.Th and Tb.Sp combined with SMI, Conn.D, DA, and Tb.1/N.SD
individually, using the in vivo measured data subset.
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1.26 � 1.34), respectively. The �tted scaling powers for the synthetic and in vivo data subsets were 1.81 (95%

CI: 1.78 � 1.84) and 1.27 (95% CI: 1.25 � 1.29), respectively.

4.4 Discussion

This study demonstrates through PCA, with both a large heterogeneous in vivo dataset and synthetic images,

that when trabecular thickness, separation, number, and bone volume fraction are combined, 92% to 97%

of the total variance is explained by only two underlying dimensions (Figure 4.3). This suggests that these

parameters e�ectively describe only two orthogonal properties of the trabecular network. When we �t linear

regression models in the form of our theoretical approximate relationships to the synthetic and measured in

vivo data (Table 4.2), we �nd that all correlations are statistically signi�cant and have high coe�cients of

determination. We further �nd regression coe�cients in line with theoretical expectations in the synthetic

data. For the inverse of trabecular number, coe�cients of trabecular thickness and trabecular separation

are close to 1, as expected. For the bone volume fraction, the constant coe�cient is approximately 1.37

(approximate expected value: 1.57) and the scaling power is 1.81 (expected value: 2). The regression

coe�cients deviated from expectations in the in vivo data. For the inverse of trabecular number, the coe�cient

of trabecular separation was close to 1, while the coe�cient for trabecular thickness was 0.06. For the bone

volume fraction, the constant coe�cient was approximately 1.3 and the scaling power was approximately 1.3,

in line with expectations for a mixture of rod-like and plate-like geometry. However, the regression for bone

volume fraction in the in vivo data showed the weakest correlation, with a coe�cient of determination of

0.827.

The deviation of the coe�cients in the in vivo regression for inverse trabecular number data can be

explained by the more complicated three-dimensional nature of the bone topology as compared to the synthetic

data. The fact that the ratio of trabecular thickness to voxel size covered a much larger range in the synthetic

data than in the in vivo data, 8 (SD 5) vs 4.1 (SD 0.5) (see Appendix E), could explain speci�cally why the

dominant predictor for the inverse trabecular number in the in vivo dataset is trabecular separation, while the

contribution of trabecular thickness seems to be negligible. However, we note that in all cases the regression

coe�cients are always signi�cant and always positive, indicating that the trend of the dependent parameters

will always be in the same direction given the same changes in the independent parameters.

In Figure 4.4, we show the proportion of explained variance when connectivity density, structural model
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index, the inhomogeneity of the trabecular network, and the degree of anisotropy are individually combined

with trabecular thickness and separation. For all parameters except inhomogeneity of the trabecular network,

we �nd that the proportion of variance explained by the third principal component is approximately 10%. In

the case of inhomogeneity of the trabecular network, the proportion of variance explained by the third principal

component is nearly negligible at �2%. However, we can contextualize this by examining the qualitative

relationships between trabecular number, trabecular separation, and inhomogeneity of the trabecular network

in the pair plot in Figure E2 (Appendix E). Here, it is apparent that the inhomogeneity of the trabecular

network is proportional to both trabecular separation and the inverse trabecular number. The inverse trabecular

number and inhomogeneity of the trabecular network are computed from the same local thickness �eld: as

the mean and standard deviation, respectively (Whittier et al., 2020c). Therefore, the dependence of the

inhomogeneity of the trabecular network on trabecular thickness and separation can be described as an artifact

of the dependence of the trabecular number on the trabecular thickness and separation. We have focused

our analysis on trabecular thickness, separation, number, and bone volume fraction as these parameters are

based on either a simple ratio of numbers of voxels or mean thicknesses of distance �elds as measured

with Hildebrand’s algorithm (Hildebrand and Rüegsegger, 1997). The de�nitions of these parameters are

simple to understand, and it is relatively simple to derive the expected relationships of trabecular number and

bone volume fraction on trabecular thickness and separation using only geometric arguments. This same

simple geometric analysis does not seem to work for any of connectivity density, structural model index, the

inhomogeneity of the trabecular network, or the degree of anisotropy. As such, exploration of the dependence

on these more complex parameters on each other and/or on trabecular thickness and separation is beyond the

scope of this work.

Our �ndings have important implications for the use of microarchitectural parameters in clinical research,

both when testing for the e�ects of an intervention on bone structure and when building predictive models.

When using statistical tests to detect di�erences, it is important to carefully select the set of parameters to

be tested. In the current guidelines, the minimum set of parameters to report includes trabecular thickness,

separation, number, and bone volume fraction (Whittier et al., 2020c). However, we have shown that trabecular

number and bone volume fraction are fully dependent on trabecular thickness and separation. Accordingly,

the change in any two of these parameters can be interpreted from the observed changes in the other two.

For example: if trabecular separation increases signi�cantly while trabecular thickness remains constant, it

must be the case that bone volume fraction decreases and trabecular number decreases. The consequence

97



4. Interdependence of Trabecular Microarchitectural Parameters

of our �ndings is that one can increase the statistical power of their study design by selecting two of these

four parameters to exclude from testing while losing no relevant information about geometric changes in the

trabecular bone network (see Appendix G for a more concrete exploration of this).

In theory, equations 4.1 and 4.2 can be manipulated to position any two parameters as the dependent

variables, and therefore study designers can select the two parameters of which the direct measurement

will be the most relevant to their speci�c research question(s). However, in the in vivo data, Tb.N is highly

dependent on Tb.Sp and very weakly dependent on Tb.Th. This is likely due to the relatively low variation

in Tb.Th compared to Tb.Sp in vivo. As a result, it would be inadvisable to select Tb.Sp and Tb.N as the

two parameters for statistical testing (i.e. one or the other should be selected along with one of Tb.Th or

Tb.BV/TV). No matter which two are ultimately chosen, this does not preclude the remaining dependent

parameters from being tabulated and reported alongside the two selected for statistical testing, as they may be

relevant for scienti�c interpretation. Finally, predictive models that incorporate trabecular microarchitectural

parameters will likewise be adversely impacted by multicollinearity in the inputs (Kim, 2019); therefore, we

recommend that either only two of these four parameters be used or that dimensional reduction techniques,

such as PCA, be used to reduce these four parameters to two dimensions as part of data preprocessing.

There are important limitations to the analysis that should be noted. First, while our in vivo data contains

a large sample of images and individuals (3152 total images from 559 men and 931 women) from a clinically

diverse set of studies, the geographic and ethnic diversity of our data is limited: all study data was collected

in Calgary, Alberta, Canada and the overwhelming majority of study participants were White. However,

our hypotheses and arguments are based primarily on the geometric de�nitions of the parameters and how

they relate to each other, and we believe our �ndings are fundamental to the measurement methodology.

Therefore, we have no cause to hypothesize that our results would fail to replicate in a separate cohort with

more geographic and ethnic diversity. Second, PCA is intended for the discovery of linear relationships

among variables in a dataset, while here we have used it to investigate potential non-linear relationships.

However, we have used PCA in this context only for exploration and to motivate the investigation of highly

speci�c non-linear interdependencies via linear regression analysis on linearized forms of those relationships.
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4.5 Conclusions

We have demonstrated that only two of trabecular thickness, separation, number, and bone volume fraction

are independent parameters of the trabecular network. When performing statistical testing, only two of these

parameters should be used, to minimize type I or II errors (depending on whether multiple-testing correction

is applied, as is recommended). Likewise, only two of these parameters should be included in the input space

when designing predictive models that incorporate microarchitectural parameters.

99



Chapter 5

Automated Quantitative Analysis of

Peri-articular Bone Microarchitecture in

HR-pQCT Knee Images

There is a great satisfaction in

building good tools for other people

to use.

Freeman Dyson

Currently available as a preprint (Neeteson et al., 2024b) and under review at Computer Methods and

Programs in Biomedicine, presented here in a slightly modi�ed format.

Contributions

I developed the idea for this project, implemented the algorithms, executed the experiments, analyzed the

data, generated the visualizations, wrote the original manuscript, and revised the manuscript with co-author

feedback.

100



5. Automated Quantitative Analysis of Peri-articular Bone in HR-pQCT Knee Images

5.1 Introduction

High-resolution peripheral quantitative computed tomography (HR-pQCT) is an in vivo medical imaging

modality that produces density-calibrated images with a nominal isotropic resolution of 60.7 µm, allowing for

direct and standardized measurement of bone density and microarchitecture (Boutroy et al., 2005). HR-pQCT

was originally intended for measuring bone at peripheral skeletal sites, primarily at the ultra-distal radius

and tibia (van den Bergh et al., 2021). However, there is growing interest in utilizing this technology to

measure bone quality in more proximal sites, such as the knee (Chiba et al., 2017; Shiraishi et al., 2020) and

the elbow (Sada et al., 2020). Data processing and analysis procedures for HR-pQCT radius and tibia images

are well-established (Whittier et al., 2020c), but extending this technology for use at other sites requires the

development and validation of new tools and protocols.

Our lab developed and validated a protocol for analyzing the peri-articular bone in the knee using

HR-pQCT (Kroker et al., 2017b) and has so far employed it in two cross-sectional studies (Kroker et al.,

2018b,a) and one longitudinal study (Kroker et al., 2019). Brie�y, we summarize the analysis steps (Kroker

et al., 2017b): First, the image is segmented, using the standard semi-automated HR-pQCT segmentation

procedure (Buie et al., 2007; Burghardt et al., 2010) to separate the background, trabecular bone, and

Figure 5.1: The peri-articular ROIs. The four compartments each have three trabecular ROIs (shallow -
yellow, middle - orange, deep - red) and one subchondral bone plate ROI (green). The ROIs are labelled for the
lateral femoral condyle, these labels also correspond to the same-coloured ROIs in each other compartment.
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cortical bone (which we de�ne to also include the subchondral bone plate, for simplicity). Next, the articular

contact surfaces on the tibial plateaus and femoral condyles are manually identi�ed. Finally, the articular

contact surfaces are axially extruded into the bone to de�ne four peri-articular regions of interest (ROIs) per

compartment: subchondral bone plate and shallow (0 � 2.5 mm), middle (2.5 � 5 mm), and deep (5 � 7.5

mm) trabecular bone. These ROIs are shown in a volume rendering of the femur and tibia from a sample

HR-pQCT image in Figure 5.1. In each subchondral bone plate ROI, the subchondral bone plate bone mineral

density (Sc.BMD) and thickness (Sc.Th) are measured. In each trabecular ROI, the trabecular bone mineral

density (Tb.BMD), thickness (Tb.Th), separation (Tb.Sp), and number (Tb.N) are measured, using standard

methods (Whittier et al., 2020c).

A major limitation of this protocol is that the semi-automated bone segmentation and the manual de�nition

of articular contact surfaces incur a signi�cant labour burden, not least due to the enormous size of a knee

HR-pQCT image relative to the size of a more typical HR-pQCT image of the ultra-distal radius or tibia,

hand, or foot. Furthermore, the subjectivity of these manual processes is a potential source of inter- and

intra-operator errors and biases in study data (Whittier et al., 2020d). A high labour burden limits the

feasibility of scaling knee HR-pQCT studies to larger sample sizes, and inter-operator biases limit the ability

to compare data between studies, scale studies to longer time periods, or conduct multi-center studies; all

cases where data would be processed by multiple individuals and be subject to inter-operator biases.

Two well-established techniques for automating biomedical image segmentation are deep learning (Conze

et al., 2023) and atlas-based segmentation (Bach Cuadra et al., 2015). Fully convolutional neural networks,

such as the UNet and its variants (Siddique et al., 2021), have been employed for segmentation to great success

across many biomedical imaging modalities, including HR-pQCT (Folle et al., 2021; Neeteson et al., 2023).

In recent years, generative-adversarial (Xue et al., 2018) and transformer-based (Hatamizadeh et al., 2021)

architectures have also shown excellent performance for segmentation in both general and biomedical domains.

Similarly, atlas-based segmentation is a well-established technique for biomedical image segmentation and

has been applied successfully across several modalities and sub-domains (Bach Cuadra et al., 2015). While

atlas-based segmentation is perhaps most well-known in the subdomain of neuroimaging, it also has a rich

history of application in the subdomain of musculoskeletal imaging (Pedoia et al., 2016b).

The objective of this study is to develop and validate the �rst robust, fully automated protocol for

peri-articular analysis of HR-pQCT knee images. We use deep learning for bone segmentation, atlas-

based segmentation for articular contact surface labelling, and traditional morphological image processing
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operations to combine these segmentations and obtain the �nal peri-articular ROIs. We leverage several

external validation datasets to evaluate the precision and accuracy of the developed protocol. This automated

analysis protocol, which we intend to freely distribute, will accelerate HR-pQCT knee research by enabling

studies to scale more e�ciently and eliminating inter-operator biases in reported study data.

5.2 Methods

5.2.1 Datasets

Images used in this study were obtained using second-generation HR-pQCT (XtremeCT II, Scanco Medical

AG, Brütisellen, Switzerland). All participants provided written informed consent before data collection. The

Conjoint Health Research Ethics Board approved data collection at the University of Calgary (REB15-2108).

There were three distinct sets of data used in this study: training data, external validation data, and precision

data. Training data was used to train bone segmentation models and develop knee atlases. After the training

was complete and the models were �nalized, external validation data was used to assess the accuracy of the

automated work�ow, and precision data was used to quantify the precision of the automated work�ow. All

images in the external validation and precision datasets were scored for motion (Pauchard et al., 2012), and

images with a motion score of 4 or 5 (on a 1-to-5 scale) were excluded from the analysis.

5.2.1.1 Training Data

There were two subsets of training data used in this study: the distal leg/wrist training data, and the knee +

background training data. The distal leg/wrist training data contains pooled image data from the NORM

(n=1244) and HIPFX (n=110) studies (see Table A1 in Appendix A). These images were collected at standard

scan sites for the distal radius and tibia, with 168 axial slices per image and a nominal isotropic resolution of

60.7 ‘m. These images have reference segmentations labelling background, cortical bone, and trabecular

bone, which were generated using the standard semi-automated protocol (Whittier et al., 2020c). The full 3D

images were preprocessed to create a training dataset consisting of 64x64x64 patch samples. Five patches

were sampled from each full image with 50% of patches centered on cortical bone and 50% of patches

randomly sampled from the full volume.

The knee + background training data contains image data from the SALTAC study (see Table A1 in

Appendix A). In this study, each participant had bilateral HR-pQCT imaging of their knees at baseline
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(following ACL injury) and up to three follow-up visits. These images were collected following the protocol

developed in our lab: the knee is placed at full extension in the scanner gantry and 1008 axial slices are

collected, covering approximately 40 mm of the femur and 20 mm of the tibia, with a nominal isotropic

voxel resolution of 60.7 ‘m. Reference segmentations had been previously generated following the standard

semi-automated protocol (Buie et al., 2007; Burghardt et al., 2010) as well as articular contact surface masks

and peri-articular ROIs generated (Kroker et al., 2017b). The 3D images were preprocessed to create a

training dataset consisting of 64x64x64 patch samples. From each articular contact surface in each image

(medial femur, lateral femur, medial tibia, lateral tibia), 100 patches were extracted with 50% of the patches

centred on the subchondral bone plate ROI and 50% of the patches randomly sampled from the vicinity of the

trabecular peri-articular ROIs.

All knee images from prior studies had their background masked out as part of the data curation protocol

that was followed at the time of those studies. To ensure the bone segmentation model could properly segment

the background in new images, background patch samples were randomly sampled from 115 radius and 115

tibia images selected from the normative study dataset. From each of these images, �ve patches were sampled,

centred on the background only. These background patches were pooled with the preprocessed knee image

patches to create the knee + background training dataset.

5.2.1.2 External Validation Data

The external test data contains pooled image data from three prior cross-sectional knee HR-pQCT studies:

KNEEVAL (n=12), CONMED (n=35), and PREOA (n=29) (see Table A1 in Appendix A). These images

were collected following the same protocol as the knee images in the training data, and have peri-articular

ROIs generated following the same semi-automated protocols.

5.2.1.3 Precision Data

A new repeat-measures dataset (TRIKNEE in Table A1 in Appendix A) was collected to allow quanti�cation

of short-term precision of measurement work�ows in knee HR-pQCT data. Adult participants were recruited

using convenience sampling with a target sample size of 30 (Glüer et al., 1995). Participants were screened

for pregnancy at the time of recruitment by participant self-disclosure. HR-pQCT knee scans were performed

on their non-dominant knee three times, with repositioning between scans, within a two week period. Knee
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HR-pQCT imaging followed the established protocol; however, to limit the total radiation dose, each scan

contained only three stacks of 168 axial slices covering only the proximal tibia (excluding the distal femur).

5.2.2 Bone Segmentation

5.2.2.1 Model Zoo and Training Procedure

Five distinct model architectures were considered for bone segmentation, all of which were 3DUNet variants or

derivatives. Four models were imported fromMONAI (MONAI Consortium, 2023): UNet (Ronneberger et al.,

2015), UNet++ (Zhou et al., 2018), UNETR (Hatamizadeh et al., 2021), and SegResNetVAE (Myronenko,

2018). An additional �fth model, SeGAN (Xue et al., 2018), was custom-implemented with PyTorch

v1.12.1(+cu116) (Paszke et al., 2019). These speci�c models were selected due to their availability in an

open-source package, their documented state-of-the-art segmentation performance, and because they each

represent a distinct variation on the classic fully convolutional segmentation model architecture. All of the

segmentation models take a 3D image with a single channel (rescaled densities) as input and produce a 3D

image with three class channels (subchondral bone plate, trabecular bone, background) as output.

Training and validation were performed using �ve-fold cross-validation (CV). Models were trained

using the PyTorch Lightning framework v1.9.4 (Falcon et al., 2020) with a cross-entropy loss function, the

AdamW optimizer (Loshchilov and Hutter, 2019), and a batch size as large as would �t in memory for a given

model using two NVIDIA A100 (2 x 80GB VRAM) GPUs, which varied based on model architecture and

hyperparameters. In each fold, training proceeded for a minimum of 40 epochs with the following stopping

conditions: four hours of wall clock time elapsed since the start of training, 1000 epochs, or no improvement

in validation set subchondral bone plate Dice similarity coe�cient (DSC) (Dice, 1945) over the previous 40

epochs. The hyperparameters considered for each model architecture are documented in Table H2.

5.2.2.2 From-scratch Learning

A hyperparameter grid search was performed with each of the �ve model architectures using �ve-fold CV

with the knee + background training dataset. The best-performing model of each architecture was selected

based on which had the highest mean validation set subchondral bone plate DSC. This resulted in �ve sets of

�ve trained models: one model from each fold for each architecture. These were labelled the �from-scratch�

trained models.
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Figure 5.2: Segmentation post-processing work�ow. Steps are shown as black arrows while intermediate
outputs are visualized as 2D slices of the full 3D volume between steps. The work�ow is demonstrated on a
tibia with low bone density to demonstrate how the post-processing steps correct possible errors in the initial
inferred segmentation.
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5.2.2.3 Transfer Learning

A hyperparameter grid search was performed with each of the �ve model architectures using �ve-fold CV with

the distal leg/wrist training dataset. The best-performing model of each architecture was selected based on

which had the highest mean validation set subchondral bone plate DSC (classifying radial and tibial cortical

bone with the subchondral bone class). The models were reinitialized with the optimal hyperparameters and

retrained using the full distal leg/wrist training dataset to convergence to be used as the pre-trained models.

The pre-trained models were �ne-tuned using �ve-fold CV with the knee + background training dataset. This

resulted in �ve sets of �ve trained models, labelled the �transfer� trained models.

5.2.2.4 Ensemble Inference

Ensemble inference uses a set of models to produce a single prediction (Ganaie et al., 2022). Each model

performs patch-based inference on a full image using MONAI’s sliding window inferer (MONAI Consortium,

2023) with a patch width of 128 voxels, an overlap of 25%, and Gaussian blending. In our case, the �ve

models are ensembled by summing their raw outputs element-wise before converting the outputs to voxel-wise

class labels by �nding the channel index with the largest predicted value at each voxel in the output. Ensemble

inference is performed using a single NVIDIA V100 (16GB VRAM) rather than two A100s, as less memory

is required for inference than for training.

5.2.3 Segmentation Post-processing

Figure 5.2 shows a schematic of the segmentation post-processing work�ow, including speci�c details of the

morphological �lters applied in each step. In step 1, the outputs from a set of trained models are ensembled to

create the raw segmentation, labelling voxels as either subchondral bone plate, trabecular bone, or background.

In step 2, the two bone labels (subchondral and trabecular) are combined to create a single bone mask. In step

3, morphological �lters �ll any gaps in the bone mask. In step 4, morphological �lters keep only the largest

connected component of the bone mask, which eliminates both small, �disconnected islands� resulting from

segmentation errors and removes any secondary bones (e.g. in a proximal tibia image, the proximal �bula and

distal femur are considered secondary). In step 5, the minimum subchondral bone plate is extracted from the

�ltered bone mask by eroding by 4 voxels and subtracting the eroded mask from the original mask. The result

is combined with the raw subchondral bone plate mask. In step 6, a morphological �lter removes all but the
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largest connected component from the subchondral bone mask and in step 7, the trabecular mask is created by

subtracting this subchondral mask from the �ltered bone mask. In steps 8 and 9, the trabecular bone mask is

morphologically �ltered to �ll in any interior gaps and subtracted from the subchondral bone plate mask

to ensure no overlap. Finally, in step 10, the trabecular and subchondral bone plate masks are combined

into the �nal post-processed segmentation. All morphological and Boolean operations are performed using

scikit-image v0.19.3 (Van der Walt et al., 2014) and NumPy v1.21.6 (Harris et al., 2020).

5.2.4 Atlas-Based Segmentation of Contact Surfaces

Articular contact surfaces on the tibial plateaus and femoral condyles are labelled on new images using

atlas-based segmentation, with a separate atlas for each of the tibia and femur. The average atlases were

created using the baseline knee images from the knee + background training dataset, which have manually

generated masks de�ning the medial and lateral articular contact surfaces on the tibia and femur. First, images

of left knees were re�ected across the sagittal plane and combined with images of right knees so that all the

images could be used to generate a single atlas (one for the tibia and one for the femur). An initial image

is selected randomly and all other images are a�nely registered to the initial image and averaged together

to create the average atlas. Each of the original images is deformably registered to the average atlas and

the contact surface masks from each image are transformed into the atlas space and combined to create the

average atlas mask using the STAPLE algorithm (War�eld et al., 2004) with a binarization threshold of 0.5.

The contact surfaces can be segmented in a new image by deformably registering the tibia and femur to their

corresponding atlas and transforming the atlas mask to the new image. If the new image is from a left knee,

the image is re�ected sagitally before registration and the transformed masks are re�ected sagitally back to

the original orientation as the �nal step.

The optimal parameters for atlas generation and deformable registration were determined using a grid

search (Table H1) and leave-one-out cross-validation, where there are as many folds as samples in the dataset.

In each fold, one image was held out for validation while the rest were used to generate an atlas. The atlas was

used to predict the contact surface mask on the validation image and the DSC of the reference and predicted

mask were computed, which were averaged across folds. The set of parameters that produced the highest

cross-validation DSC was considered optimal and used to generate a �nal atlas for the tibia and femur. The

ranges of parameters considered in the atlas generation grid search are documented in Appendix H, and the
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optimal procedure is reported in the Results section.

Figure 5.3: The combined work�ow to generate peri-articular ROIs from a knee HR-pQCT image. With
cross-sectional data, ROIs are generated for individual images. With longitudinal data, peri-articular ROIs
are generated for each image in a time series using rigid registration. The bone segmentations and contact
surface masks are transformed to the baseline frame to synchronize both the spatial location of the contact
surfaces and the direction of the extrusions that generate the trabecular ROIs.

5.2.5 Combined Work�ow

The full combined work�ow is depicted in Figure 5.3 for both cross-sectional and longitudinal analysis modes.

The steps are described in full detail in the proceeding sections.
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5.2.5.1 Segmentations

First, a full knee image is manually separated into two sub-volumes, using a custom script integrated into

the manufacturer-provided GUI program for image analysis (‘CT_Evaluation, v6.6, Scanco Medical AG,

Brütisellen, Switzerland). The two sub-volumes contain the distal femur and proximal tibia, which are

processed independently. Ensemble inference and post-processing are applied to obtain a bone compartment

segmentation. Next, the medial and lateral contact surface masks are obtained by atlas-based segmentation

using the corresponding atlas.

5.2.5.2 Longitudinal Registration

If the image data is longitudinal (i.e., repeated-measures), each follow-up image is rigidly registered to the

baseline image before generating the peri-articular ROIs. For rigid registration, �xed and moving images are

�rst downsampled by a factor of 4 and Gaussian smoothed with a standard deviation of 1 voxel. The rigid

registration uses a Powell optimizer with a maximum of 100 line iterations, a step length of 1, a step tolerance

of 10�6, a value tolerance of 10�6, a geometry-based initialization, linear interpolation, a correlation similarity

metric, a regular sampling strategy, and a sampling rate of 30%. Multi-scale registration is performed with

downscaling factors of 16, 8, 4, 2, 1 and corresponding Gaussian smoothing standard deviations of 8, 4, 2, 1,

0.1 voxels. Longitudinal registration is performed using SimpleITK v2.2.0 (Lowekamp et al., 2013). After

registration, the follow-up bone segmentation and atlas-segmented contact surface mask are transformed

to the baseline image space. The baseline and transformed follow-up contact surface masks are intersected

to create the longitudinal contact surface masks in the baseline frame. This is combined with the bone

segmentations, in the baseline space, to generate peri-articular ROIs for baseline and follow-up images.

Follow-up peri-articular ROIs are transformed back to their respective follow-up space(s). If the image data is

cross-sectional and only one image is available from each knee, the longitudinal registration step is skipped,

and peri-articular ROIs are created using the atlas-segmented contact surface mask.

5.2.5.3 Peri-articular ROI Generation

A Gaussian �lter (standard deviation: 1 voxel) is applied to smooth the medial and lateral contact surface

masks. The smoothed contact surface masks are dilated axially out from the bone by 20 voxels (proximally

for the tibia and distally for the femur) and intersected with the subchondral bone plate mask from the bone
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segmentation, and a connected components �lter is applied to keep only the largest component. The resulting

mask is dilated axially out from the bone by another 5 voxels and intersected once more with the subchondral

bone plate mask from the bone segmentation. This creates the �rst two peri-articular ROIs: the medial and

lateral subchondral bone plate. As in prior studies, the articular contact surfaces are extruded axially 7.5 mm

into the bone (proximally for the femur and distally for the tibia) to create three trabecular peri-articular ROIs

at three ranges of depth from the articular contact surface: shallow (0.0 � 2.5 mm), middle (2.5 mm � 5.0

mm), and deep (5.0 � 7.5 mm). This results in a total of eight ROIs in each of the femur and tibia.

5.2.5.4 Micro-architectural Analysis

Subchondral bone mineral density (Sc.BMD) and thickness (Sc.Th) are computed for the subchondral bone

plate ROIs, while trabecular bone mineral density (Tb.BMD), thickness (Tb.Th), separation (Tb.Sp), and

number (Tb.N) are computed for the shallow, middle, and deep peri-articular ROIs. All micro-architectural

parameters are computed using standard manufacturer-implemented algorithms (IPL) (Whittier et al., 2020c).

5.2.6 Evaluation and Metrics

First, the combined work�ow was applied to all images in the held-out test dataset in cross-sectional mode.

The predicted and reference ROIs were used to perform micro-architectural analysis. The paired reference

and predicted outputs were compared using both direct linear correlation analysis and the di�erence and

mean values in Bland-Altman plots.

Next, the combined work�ow was applied to all images in the precision dataset in both cross-sectional

and longitudinal mode (using the �rst scan as the baseline and repeat scans as follow-ups). Generated ROIs

were used to perform micro-architectural analysis and the cross-sectional and longitudinal results were used

to compute the root-mean-square percentage coe�cient of variation (RMS%CV) and least signi�cant change

(LSC) (Glüer et al., 1995) for all parameters at all ROIs in the tibia. The normality of the distribution of

individual-level standard deviations was assessed with D’Agostino and Pearson’s method (D’Agostino and

Pearson, 1973) and the signi�cance of di�erences in precision between the cross-sectional and longitudinal

modes was tested using independent Wilcoxon signed-rank tests (Conover, 1999), with the signi�cance

threshold adjusted for multiple testing using the Benjamini, Krieger, and Yekutieli two-step false discovery

rate correction procedure (34 tests) (Benjamini et al., 2006). The base signi�cance threshold for all statistical
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tests was 0.05. Visualizations were created using PyVista v0.38.6 (Sullivan and Kaszynski, 2019), Matplotlib

v3.5.3 (Hunter, 2007), pandas v1.3.5 (pandas development team, 2024), seaborn v0.12.2 (Waskom, 2021),

and Inkscape.

5.2.7 Code Availability

The code used in this project is distributed across three GitHub repositories: utility code for training

segmentation models in the PyTorch Lightning framework with HR-pQCT images, code for training, inference,

and atlas-based segmentation, and code for organizing and analyzing the precision dataset.

5.3 Results

5.3.1 Datasets

The distal leg/wrist training dataset contained 2,598 total images (1,257 radii, 1,341 tibiae) from 1,276

participants (457 men, 819 women). The knee + background dataset contained 131 total images (each

containing the femur and tibia) from 31 participants (10 men, 21 women). The external validation dataset

contained 128 images from 64 participants (21 men and 43 women) and the precision dataset contained 87

images from 29 participants (10 men, 19 women).

5.3.2 Segmentation Models

Figure 5.4 shows the mean cross-validation DSC for each class on the knee + background dataset for the

best-performing version of each of the �ve architectures considered and with each training approach. All the

best models achieve DSC � 0.94 at segmenting background and trabecular bone, except for the from-scratch

trained SegResNetVAE. As expected, segmentation of subchondral bone plate is the most challenging aspect

of the bone segmentation task. Most models achieved only 0.84 � DSC � 0.87, the from-scratch trained

SegResNetVAE achieved DSC = 0.66 (worse result), and the transfer trained SegResNetVAE and UNet++

achieved DSC = 0.89 (best results). Finally, the SegResNetVAE, UNet, UNet++, and UNETR show better

performance across all classes when transfer trained than when trained from-scratch, while the reverse is true

for the SeGAN. The transfer trained UNet++ was selected over the SegResNetVAE as the �nal model for bone

segmentation as it had a lower standard deviation in subchondral bone plate DSC during cross-validation

(UNet++: 0.889 – 0.006, SegResNetVAE: 0.889 – 0.014).
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Figure 5.4: Cross-validation results for the best-performing model of each architecture trained with each
method. The bars show the mean DSC averaged across folds, while the error bars show the standard deviation
of the DSC. The dashed line indicates DSC = 1.0.

5.3.3 Atlas-Based Segmentation

The best-performing atlas-based segmentation method was the di�eomorphic demons algorithm with a

displacement smoothing standard deviation of 2 and an update smoothing standard deviation of 2. Images

are downsampled by a factor of 8 and smoothed with a Gaussian �lter with a standard deviation of 0.5

prior to registration, and multiscale registration is performed with down-sampling factors of 16, 8, 4, 2 and

corresponding Gaussian smoothing standard deviations of 8, 4, 2, 1. The average DSC values across the

leave-one-out cross-validation for this optimal con�guration were 0.81 and 0.83 for the medial and lateral

tibia plateaus, respectively, and 0.83 and 0.84 for the medial and lateral femoral condyles, respectively.

5.3.4 Peri-articular microarchitectural parameters

Running times for the various steps in the work�ow are reported in Table H3. Ensemble inference is performed

on an NVIDIA V100 (16GB), and all other steps are performed on the CPU.

5.3.4.1 Accuracy

Figure 5.5 shows Bland-Altman and correlation plots comparing the results of morphological analysis on

the external validation dataset with the reference and predicted peri-articular ROIs. For all morphometric

parameters in all trabecular ROIs, the limits of agreement contain zero mean bias error, and the predicted and

reference values are highly correlated (R2 � 0.97). In the tibial subchondral bone plate ROIs, the limits of

agreement overlap with zero, indicating no bias for both Sc.BMD and Sc.Th. In the femoral subchondral bone

plate ROIs, the limits of agreement do not overlap with zero and indicate over-prediction of Sc.Th (+0.15 mm,
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Figure 5.5: Linear correlation and Bland-Altman plots showing results on the external test datasets. On the
linear correlation plots, the black line is y=x, the solid red line is a regression line, and the dashed red lines
indicate the con�dence interval for the regression. On the Bland-Altman plots, the black line is zero bias, the
solid red line is the mean bias, and the dashed red lines are the limits of agreement.
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compared to an approximate range of 0.35 to 0.85 mm) and under-prediction of Sc.BMD (-80 mg HA/cm3,

compared to an approximate range of 500 to 800 mg HA/cm3). Predicted and reference values are highly

correlated for Sc.BMD in the femur (R2 = 0.95) and Sc.Th in the tibia (R2 = 0.94), while the correlations are

weakest, though still quite strong, for Sc.BMD in the tibia (R2 = 0.86) and Sc.Th in the femur (R2 = 0.88).

Figure 5.6: Sample visualizations of the compartments with the largest over-estimation of Sc.Th, median
absolute disagreement in Sc.Th, and under-estimations of Sc.Th in the femur (top three rows, respectively) and
tibia (bottom three rows). In the left-most column we show axial projections of the predicted and reference
ROIs, combined into a single compartmental ROI, where green represents true positives, red represents false
positives, and yellow represents false negatives. In the two center columns, the predicted (left) and reference
(right) ROIs are overlaid on the gray-scale image of a central sagittal slice (the location of which is indicated
by a black line in the left-most column). Here, green is the subchondral bone plate and yellow, orange, and
red are the shallow, middle, and deep trabecular bone ROIs, respectively. ROI errors are shown in red in the
right-most column and are de�ned as any voxel where the predicted and reference ROI labels disagree.
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Figure 5.6 shows sample visualizations of the compartments with the largest positive errors, the largest

negative errors, and the median absolute disagreement in Sc.Th in the femur and tibia, with one row per

image. There are two potential sources of disagreement: articular contact surface labelling, and subchondral

bone plate segmentation. In each image, both types of error are present, with substantial disagreements

at the medial and lateral edges of the image as well as at the endosteal boundary, which separates cortical

bone, or subchondral bone plate, from trabecular bone. Notably, disagreements at the periosteal boundary

are minimal, and correspondingly the di�erences at inter-ROI boundaries are also minimal. Finally, both

the axial projections and sagittal slice overlays show good qualitative agreement between the predicted and

reference ROIs, even for these four images with the largest errors in Sc.Th.

5.3.4.2 Precision

Table 5.1 contains RMS%CV and LSC values for all morphological parameters in all peri-articular ROIs

in the tibia, computed in both cross-sectional and longitudinal analysis modes with the repeat-measure

precision dataset. RMS%CV values are � 3.5% for all parameter-ROI combinations, indicating excellent

reproducibility of morphometric measurements across repeat imaging with repositioning. Precision is best

for Tb.BMD (0.8% to 1.5%) and Tb.Th (0.7% to 1.3%), while Sc.Th shows the relative worst precision (2.2%

to 3.5%). For all but two parameter-ROI combinations, the di�erences in precision between cross-sectional

and longitudinal analysis modes are not statistically signi�cant. The exceptions are Sc.Th in the medial tibial

plateau, where the precision is signi�cantly improved with the longitudinal mode (RMS%CV improves from

3.5% to 2.2%) and Tb.N across all trabecular ROIs, where precision is statistically signi�cantly worse with

the longitudinal mode, though the e�ect is quite small (RMS%CV worsens from 2.8% to 2.9%). For nearly

all ROIs across all parameters except Tb.N, the trend is for precision to be improved when the analysis is

performed in the longitudinal mode compared to the cross-sectional mode, while this trend is reversed for

Tb.N.

5.4 Discussion

We have developed and validated a robust, automated protocol for peri-articular analysis of bone microarchi-

tecture with HR-pQCT knee images. We found that of the segmentation models considered, the UNet++

trained by transfer learning achieved the most accurate segmentation of the subchondral bone plate in �ve-fold
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Table 5.1: RMS%CV and LSC values for all microarchitectural parameters in all compartments of the tibia,
compared between the cross-sectional and longitudinal modes. Di�erences in RMS%CV between modes
were tested using Wilcoxon signed-rank tests.

Parameter [units] ROI Cross-sectional Longitudinal Wilcoxon p ValueRMS%CV LSC RMS%CV LSC

Sc.BMD
[mg HA / cm3]

All 2.2 37.3 2.2 36.6 0.980
Lateral 2.2 38.2 2.3 39.5 0.957
Medial 2.1 36.4 1.9 33.5 0.957

Sc.Th
[mm]

All 3.4 0.079 2.8 0.063 0.242
Lateral 3.4 0.066 3.3 0.066 0.980
Medial 3.5 0.091 2.2 0.059 0.0350

Tb.BMD
[mg HA / cm3]

All 1.3 9.1 1.1 8.1 0.730
Shallow Lateral 1.5 12.4 1.2 10.9 0.803
Middle Lateral 1.4 8.8 1.3 8.7 0.980
Deep Lateral 1.3 5.8 1.2 5.4 0.961
Shallow Medial 0.9 9.6 0.8 8.4 0.980
Middle Medial 1.2 9.9 1.0 8.4 0.980
Deep Medial 1.2 6.6 1.0 5.4 0.250

Tb.Sp
[mm]

All 2.8 0.038 2.9 0.039 0.242
Shallow Lateral 2.6 0.032 2.7 0.030 0.458
Middle Lateral 3.1 0.045 3.2 0.044 0.659
Deep Lateral 2.7 0.043 2.7 0.044 0.980
Shallow Medial 2.6 0.028 2.6 0.027 0.957
Middle Medial 3.2 0.043 3.5 0.047 0.242
Deep Medial 2.3 0.036 2.4 0.037 0.980

Tb.Th
[mm]

All 1.0 0.0086 1.0 0.0085 0.242
Shallow Lateral 1.2 0.0099 1.2 0.0092 0.980
Middle Lateral 1.0 0.0072 0.9 0.0071 0.250
Deep Lateral 0.9 0.0059 0.9 0.0059 0.957
Shallow Medial 1.3 0.0123 1.3 0.0114 0.980
Middle Medial 1.0 0.0092 1.2 0.0106 0.250
Deep Medial 0.7 0.0048 0.7 0.0048 0.730

Tb.N
[mm�1]

All 2.8 0.15 2.9 0.16 0.0351

Shallow Lateral 2.5 0.16 2.5 0.17 0.250
Middle Lateral 3.2 0.17 3.3 0.18 0.327
Deep Lateral 2.9 0.14 3.0 0.14 0.980
Shallow Medial 2.2 0.14 2.3 0.16 0.241
Middle Medial 3.2 0.18 3.4 0.19 0.358
Deep Medial 2.6 0.13 2.6 0.13 0.980

p values were corrected for multiple testing using the Benjamini, Krieger, and Yekutieli two-step false discovery rate correction procedure with a
signi�cance threshold of 0.05 and 34 tests.
0 Precision is statistically signi�cantly better with longitudinal method.
1 Precision is statistically signi�cantly better with cross-sectional method.
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cross-validation, though many of the models performed nearly as well, while atlas-based registration by the

di�eomorphic demons algorithm produced preliminary compartmental segmentations with DSCs of 0.81

to 0.84 in leave-one-out cross-validation. Using a held-out external validation test set, we found excellent

accuracy and precision in standard bone morphometric analysis outputs when compared to the previous

labour-intensive analysis work�ow.

This is the �rst study to present an automated protocol for the analysis of peri-articular bone morphometry

with in vivo HR-pQCT knee images and lays the foundation to leverage this technology more widely. While

the application of HR-pQCT for studying bone quality in the human knee is relatively recent, there have

been several studies demonstrating semi-automated protocols for both in vivo and ex vivo HR-pQCT knee

images. These include the in vivo study of knee microarchitecture in OA patients and controls by dividing the

tibial plateaus into four compartments (anterior, central, posterior, and medial or lateral) (Chiba et al., 2017;

Shiraishi et al., 2020; Okazaki et al., 2017), the ex vivo study of resected human femurs by manually creating

volumes of interest, based on visual inspection (Rapagna et al., 2019), and the in vivo protocol developed in

our lab and described in the introduction (Kroker et al., 2017b).

Comparing predicted to reference morphometric parameters in the test dataset (Figure 5.5), we observe

strong correlation and high accuracy for all trabecular parameters (R2 � 0.96) while for the subchondral

bone plate parameters, the correlations are still strong but relatively weaker (0.86 � R2 � 0.95). Sample

visualizations (Figure 5.6) for the femur and tibia images show one of the biggest challenges is measuring the

Sc.Th. This is not unexpected because the subchondral bone plate is extremely thin, which is evident both

visually in Figure 5.6 and in the ranges of Sc.Th in Figure 5.5 (femur: 0.25 � Sc.Th [mm] � 1.2; tibia: 0.25 �

Sc.Th [mm] � 2.5). An extremely thin structure combined with endemic measurement artifacts (e.g. motion,

partial volume e�ects, etc.) presents a di�cult segmentation problem, and this is worsened by the possible

presence of ambiguities in the de�nition of the boundary of the structure such as those caused by adjacent

thickened trabeculae and porosities and/or breaks in the subchondral bone plate. The smaller the structure,

the greater the marginal e�ect will be of incorrectly labelled voxels on density and thickness measurements.

Compared to the subchondral bone plate, the bone as a whole and the articular contact surfaces are much

easier to segment accurately (see Figure 5.4) All these e�ects combine to explain the greater accuracy in the

trabecular parameters when compared to the subchondral bone plate parameters.

It is important to keep in mind that the correctness of the reference segmentations used to train and

evaluate the model is subjective. These segmentations were generated using a semi-automated procedure with
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a human operator intervening to visually inspect and correct the periosteal and endosteal boundaries where

required. Corrections were made using a manufacturer-provided tool (‘CT_Evaluation, Scanco Medical

AG, Brütisellen, Switzerland) in which surface contours are inspected and adjusted laborously. A particular

challenge is that in the knee the articular contact surfaces are predominantly oriented parallel to the axial

plane and the proprietary software does not allow editing contours in other more convenient orientations. As

such, it is di�cult to ascertain which of the reference or predicted segmentations is objectively more correct

when disagreements arise, or whether the idea of an objectively correct subchondral bone plate segmentation

is even meaningful.

In practical usage, it is most important that a measurement has a su�cient degree of self-consistency, or

precision, such that di�erences can be reliably detected across groups or across time. When we apply our

novel technique to a triple-repeat-measures dataset with N=29, we �nd excellent measures of reproducibility

across all parameters and all compartments: 0.7 � RMS%CV [%] � 3.5, compared to 0.3 � RMS%CV

[%] � 3.0 for similar parameters measured by a similar automated work�ow at the distal radius and tibia in

Chapter 3. Importantly, these measures of precision include not just the e�ects of the segmentation work�ow

but also e�ects caused by repositioning and rescanning. By comparison, the semi-automated procedure used

to generate the reference segmentations was evaluated for inter- and intra-operator precision by comparing

analysis results on a single set of images either performed by one operator twice (intra) or by two operators

separately (inter), and this resulted in intra-operator precision values of 0.5 � RMS%CV [%] � 3.5 and

inter-operator precision values of 0.5 � RMS%CV [%] � 7.9 (Kroker et al., 2018b). The fully automated

work�ow we present in this work has, by construction, zero inter- or intra-operator precision error.

Finally, while we did not �nd an across-the-board improvement of the precision of using rigid registration

for repeat measures, we did observe a trend towards lower precision error, particularly in Sc.Th. One of the

main bene�ts of rigid registration is to ensure that the projection of the ROIs from the articular contact surface

into the bone occurs in the same direction in each image. In our precision data, repositioning was well aligned

between scans, but in cases where there is a greater di�erence in the knee angle between measurements,

it is presumed that registration would be an important tool to maximize precision (Kemp et al., 2020). In

our precision dataset, all participants were healthy and had no di�culty in keeping their knee close to 0° of

�exion consistently in each measurement. This is often not the case for injured participants with limited knee

mobility.

There are limitations to this study to be acknowledged. All study participants were recruited locally in
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Calgary, AB, Canada and therefore the geographic and ethnographic heterogeneity of the study population is

limited. It is not expected that this will limit its application, but that remains to be con�rmed. All images

were obtained using the same XtremeCTII scanner and all of the reference segmentations were generated by

only two operators (one for radius and tibia images and one for knee images). Due to limitations of radiation

dose, the knee image data for precision quanti�cation contained only images of proximal tibia and excluded

the distal femur. There was also a relative paucity of knee images with reference segmentations to be used for

training and testing, since the application of HR-pQCT to the study of the knee is quite a new development

compared to the well-established application to the distal radius and tibia.

There are elements of the work�ow that could be improved by the incorporation of additional tools and/or

techniques, or alternative measurement approaches. While the segmentation and ROI generation is fully

automated, currently a user �rst spends approximately two minutes placing bounding boxes to crop out the

distal femur and proximal tibia from a full knee image. This step saves memory and computation time in

subsequent steps and is an opportunity to perform basic visual data checking and metadata entry before

processing (e.g., to ensure the image has been reconstructed properly, to perform motion scoring, to make

sure the image is from the correct side, etc.). However, it could potentially be automated to further streamline

data processing. So-called ‘stack shift’ artifacts are a problem in any HR-pQCT measurement produced

by performing multiple sequential measurements and �stacking� them together, and knee images are no

exception. These artifacts can be particularly troublesome if the stack shift occurs at or near the articular

contact surface, but could be ameliorated by incorporating a stack shift-correcting registration approach

(Whittier et al., 2023b). The thickness of the subchondral bone plate is approaching, or at, the resolution

limits of HR-pQCT. An alternative to the standard measurement technique of segmentation and estimation of

Sc.Th by Hildebrand’s method for calculating structure thickness (Hildebrand and Rüegsegger, 1997) could

be to utilize the dual step function model-�tting approach originally proposed for measuring cortical thickness

of the proximal femur in clinical CT (Treece et al., 2012). Additionally, multi-task learning approaches have

been shown in recent years to dramatically improve the performance of deep learning models (Zhang and

Yang, 2018), particularly as a solution to data scarcity (Thung and Wee, 2018). Multi-task learning could be

applied to further improve subchondral bone plate segmentation by simultaneously training a model to predict

additional holistic or voxel-wise characteristics of the input image, such as the motion score, the subchondral

bone plate and trabecular thickness map, the marrow space thickness map, morphometric parameters, or even

strength-based parameters derived from �nite element modelling.
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5.5 Conclusions

We have presented and characterized a novel work�ow for automating the peri-articular analysis of bone at

the knee with in vivo HR-pQCT images. The algorithm runs fully automatically, requiring no human input

after an initial cropping step, and can be operated in either a cross-sectional or longitudinal con�guration as

needed for a given study. We have demonstrated the accuracy of the work�ow when compared to the best

available reference data, and have evaluated the short-term precision and shown that it compares favorably to

the precision of a similar work�ow for obtaining similar measurements on radius and tibia HR-pQCT images.

In its current form, it could be integrated directly and seamlessly into a standard HR-pQCT data analysis

work�ow, and the code, atlases, and trained models have been made available for anyone to use. Future work

will focus on the practical application of the work�ow on clinical data to investigate osteoarthritis etiology.
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Chapter 6

Advancing Cortical Bone Mapping with

Global Optimization

Truth is much too complicated to

allow anything but approximations.

John Von Neumann

This chapter was originally written for this thesis, though it is a multi-authored work in collaboration with

my supervisor, and has been submitted to Computers in Biology and Medicine for peer review.

Contributions

I developed the idea for this project (though obviously inspired by Graham Treece’ prior work, as well as a

conversation with Dr. Bryce Besler many years ago), implemented the methods, executed the experiments,

performed the analysis, analyzed the data, generated the visualizations, and wrote and revised the text.
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6.1 Introduction

6.1.1 Background

The identi�cation of the cortical bone compartment and the quanti�cation of the thickness of cortical bone are

of critical importance in many areas of bone research including osteoporosis diagnosis (Grampp et al., 1997),

fracture prediction (Li et al., 2010; Rodríguez-Soto et al., 2010; Whittier et al., 2023a), quanti�cation of bone

strength (Augat and Schorlemmer, 2006), the e�ect of diabetes on bone (Samelson et al., 2018; Nakamura

et al., 2018; Verroken et al., 2017), osteoarthritis (Kroker et al., 2019; Lajeunesse, 2004), and the stability

of implants in both orthopedic (Wirth et al., 2011) and orthodontic (Marquezan et al., 2014) surgery. An

established method for estimating cortical thickness in clinical computed tomography (CT) is a model-�tting

approach developed and re�ned by Treece et al. (2012), commonly referred to as Cortical Bone Mapping

(CBM). CBM will be described in detail in the subsequent sub-section, but in brief, CBM �nds the thickness

of the cortical bone at each point on a surface by sampling intensities along a line normal to the surface and

�tting an intensity pro�le model, in which cortical thickness is a parameter, to this sampled data. This is in

contrast to measuring cortical thickness by �rst segmenting the cortical bone (equivalently, determining the

endosteal and periosteal surfaces) and measuring the cortical thickness as the thickness of this segmentation.

CBM has been validated and applied to study cortical bone in clinical CT in a variety of contexts and at a

variety of skeletal sites (Treece and Gee, 2018).

The identi�cation of the cortical compartment is the central challenge in the quantitative analysis of

bone microarchitecture in high resolution peripheral quantitative computed tomography (HR-pQCT). The

standard analysis protocols require cortical and trabecular segmentation for compartment-speci�c analysis

(Boutroy et al., 2005), and the precision and accuracy of the resulting microarchitectural parameters are

directly dependent on the quality of the segmentations. This, in turn, is dependent on the robustness

of the (semi-)automated work�ow generating the segmentations and/or the skill level of the individual

correcting the segmentations (Whittier et al., 2020d). The current gold standard is to use a dual-thresholding

technique (Buie et al., 2007; Burghardt et al., 2010) combined with manual inspection and correction of the

output segmentations. There have been a number of alternative methods proposed using machine learning

(Valentinitsch et al., 2012) or active contours (Hafri et al., 2016; Ohs et al., 2021), and more recently, deep

learning methods have been developed, such as the work by Folle et al. (2021) and the work presented in

Chapters 3 and 5. Some researchers opt to focus on analysis of trabecular bone in knee HR-pQCT images and
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exclude the cortical bone (Shiraishi et al., 2020), perhaps owing to the challenge of accurately segmenting the

thin subchondral bone plate (see chapter 5).

Curiously, while CBM has been applied to HR-pQCT images to validate the accuracy of CBM in clinical

CT (Treece and Gee, 2018), it has not gained traction in the HR-pQCT research community and to our

knowledge, the accuracy and precision of CBM-derived thicknesses have not been characterized on HR-pQCT

data using either reference data (such as from histology or ‘CT) or with repeat-measures datasets. Instead,

the near-universal standard for the measurement of thicknesses in HR-pQCT is the sphere-�tting algorithm

developed by Hildebrand and Rüegsegger (1997), which requires both a periosteal and endosteal contour

to measure cortical thickness. It is well-established that de�ning the endosteal boundary is subjective

and operator dependent, and Whittier et al. (2020d) have demonstrated the signi�cant e�ects of operator

experience level on both precision and error bias with manually corrected endosteal contours.

The objective of this work is to advance the model-�tting CBM approach for cortical thickness estimation

in HR-pQCT by introducing two novel extensions that allow for the control of the local spatial variation in the

�tted parameters. We quantify the overall and local precision of the algorithms applied to the measurement

of cortical thickness and subchondral bone plate thickness in radius, tibia and knee HR-pQCT images,

respectively.

6.1.2 Estimation of Cortical Thickness by Model Fitting

The smooth model for the pro�le of densities as sampled on a straight line normal to the bone surface that

passes from the soft tissue through the cortical bone out to the trabecular compartment is:
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Here, 5̂ is the modelled density as a function of the distance G from the surface node, dB is the average

density of the soft tissue adjacent to the bone, d2 is the density of the cortical bone, d1 is the average density

of the trabecular compartment (including both marrow and trabeculae), < is the distance between the surface

node and the mid-point of the cortical bone along the sampled pro�le at the surface node, and C is the thickness

of the cortical bone at the surface node. Finally, f is the standard deviation of a Gaussian smoothing kernel

convolved with the two step functions to approximate the cumulative blurring incurred on the image densities

by the processes of measurement (Treece et al., 2012). The model �t is demonstrated in Figure 6.1.
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For more e�cient optimization, it is useful to analytically compute the gradient of the modeled densities as

a function of the model parameters, noting that d2 is �xed because the system is potentially under-determined

when d2 and f are simultaneously free (Treece et al., 2012). The gradient of 5̂ „G” with respect to the free

model parameters is:

fir 5̂ „G j<� C� dB� d1� f” =

2666666666666664

m 5̂
m<
m 5̂
mC
m 5̂
mdB

m 5̂
md1

m 5̂
mf

3777777777777775

=

26666666666666664

�d2�dBp
2cf

4
�„G�<‚C�2”2

2f2 � d1�d2p
2cf

4
�„G�<�C�2”2

2f2

d2�dB

2
p

2cf
4
�„G�<‚C�2”2

2f2 � d1�d2

2
p

2cf
4
�„G�<�C�2”2

2f2

1
2

h
1 � erf

�
G�<‚C�2
f
p

2

�i

1
2

h
1 ‚ erf

�
G�<�C�2
f
p

2

�i

� „d2�dB ” „G�<‚C�2”
f2
p

2c
4
�„G�<‚C�2”2

2f2 � „d1�d2 ” „G�<�C�2”
f2
p

2c
4
�„G�<�C�2”2

2f2

37777777777777775

�

(6.2)

Equation 6.2 gives the continuous gradient as a function of G for a given set of model parameters. Now,

we shift to a discrete frame where G is replaced by G 9 and 5̂ „G” is replaced by 5̂8 9 , where 8 indexes over surface

Figure 6.1: The left image shows a 100 x 100 voxel slice sampled from the subchondral bone plate region of
a proximal tibia HR-pQCT knee image annotated with the sample line in red and �tted cortical bone extent
in blue. The middle image shows the sampled intensity pro�le, the �tted model (with d2 = 1000 mg HA /
cm3), and the �tted locations for the cortical center (<) and the periosteal and endosteal boundaries (< � C�2,
< ‚ C�2). The �tted model parameters were < = 0�65 mm, C = 0�66 mm, dB = 84 mg HA/cm3, d1 = 340 mg
HA/cm3, and f = 0�24 mm. The right image shows how the model-derived cortical thickness varies (when
�t to the same intensity pro�le) with di�erent speci�ed cortical densities, with a red dot indicating the �t
shown in the middle plot and a dashed line showing a power-law relationship �t to C and d2 using ordinary
least squares. C and d2 are approximately inversely proportional.
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nodes and 9 indexes over points sampled along the density pro�le normal to the surface. 5̂8 9 is an # � "

matrix where there are # surface nodes and " densities sampled (and modeled) at each node.

The original approach for estimating cortical thickness by model �tting �ts an independent model to

each surface node in isolation (and as such is technically a "perfectly parallelizable" problem). However, in

this work, we propose a new global approach and �t a single model to all density pro�les from all surface

nodes simultaneously, �xing dB and d1 as spatially constant across the image but creating arrays of model

parameters <8, C8, f8 to represent individual parameter values at each surface node. We impose additional

constraints on the spatial relationships of these model parameters with two separate approaches:

1. A multigrid method in which model parameters are speci�ed at (relatively) sparse control points and

interpolated to surface nodes, and a hierarchy of optimization problems are solved sequentially, and

2. A spatial regularization method in which a new term is introduced to the global cost function.

In both approaches, the optimization is treated as a minimization problem, where we seek to minimize

the squared errors, averaged over all sample points and all surface nodes. For this we de�ne a global

mean-squared-error (MSE) cost function, LMSE:

LMSE =
1

2#"

#Õ

8

"Õ

9
W 9

�
5̂8 9 � 58 9

�2
� (6.3)

with gradient:

mLMSE

mI
=

1
#"

#Õ

8

"Õ

9
W 9

�
5̂8 9 � 58 9

� m 5̂8 9
mI

� (6.4)

where 58 9 are the densities sampled from the image, I is a model parameter (I 2 f<� C� dB� d1� fg) and W 9

are residual weights, required to incentivize the model to �t the steps to the edges of cortical bone rather than

to trabeculae (Treece et al., 2010):

W 9 = W0 ‚

 
1 � W0

max
��G 9

��

!
��G 9

�� � (6.5)

where W0 (recommended: � 1) is the ratio of the weight of errors at G 9 = 0 versus errors at
��G 9

�� = max
��G 9

��.

126



6. Advancing Cortical Bone Mapping with Global Optimization

6.1.2.1 Multigrid Method

In this method, we de�ne a subset of the points to be the control points. A set of control points, Q, are

randomly sampled from the set of surface points, P, with the following procedure, given a minimum control

point separation, B, and a distance metric, 3 „�� �” (in this case the Euclidean distance):
1. Initialize Q as an empty list. Q  ;

2. Select a random point ?0 from P. ?0 2’ P

3. Add the point ?0 to the set Q. Q  Q [ f?0g

4. Remove all points ? from P that are within B of ?0. P  P n f? 2 P j3 „?� ?0 ” � Bg

5. If P still has points in it, then return to step 2, otherwise terminate. j P j ¡ 0 =) Return to Step 2

Next, a sparse # � & interpolation matrix, 08: , is created using nearest-neighbours Gaussian kernel

distance weighting, where & is the number of control points (& = jQj). First, a :-d tree is used to e�ciently

�nd the nearest = control points (the neighbours), and their respective distances 38: , to each surface node.

Each element is calculated as follows:

08: =

8>>>>>>><
>>>>>>>:

6„38: jB”Õ

:2neighbours
6„38: jB”

� : 2 neighbours

0� otherwise

(6.6)

where 6„G jB” is a Gaussian with zero mean and variance B2:

6„G jB” =
1

B
p

2c
4
�G2

2B2 � (6.7)

The model parameters <: and C: are de�ned on the control points, and then interpolated to the points as

follows:

<8 =
&Õ

:
08:<: � C8 =

&Õ

:
08:C: � (6.8)

where 8 and : index over the points and control points, respectively. We assign dB and d3 across the

image and de�ne individual <: , C: , and f: at each control point, so the # � " matrix of modeled intensities,

5̂8 9 , is calculated as:

5̂8 9 = dB‚
d2 � dB

2
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1 ‚ erf
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(6.9)

The global multigrid minimization problem is:

argmin
<1�����<& �C1�����C& �dB �d1 �f1�����f&

»LMSE… (6.10)
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with „3& ‚ 2” model parameters, and the full gradient of the MSE cost is:

firLMSE =

2666666666666666666666666666666666664
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The solution procedure is as follows. Given the sampled density matrix, 58 9 , a set of control point

separations, B1� ���� B’ (where B8‚1 � B8), and bounds and an initial guess for all model parameters, we �rst

obtain an initial guess for <8 and C8 by globally �tting the model with a single < and C at all points. We

then solve the minimization problem once with each control point separation, following the procedures

described above for obtaining control points, de�ning an interpolation matrix (equation 6.8), and de�ning the

minimization problem (equation 6.10). At each step, the solution from the previous problem is used as the

initial guess for the model parameters. The �nal control point separation, B’, de�nes the smallest physical

length scale over which the modeled cortical thicknesses are allowed to freely �uctuate.

6.1.2.2 Spatial Regularization Method

In this method, we assign dB and d3 across the image and de�ne individual <8, C8, and f8 at each surface

node, so the # � " matrix of modeled intensities, 5̂8 9 , is calculated as:

5̂8 9 = dB ‚
d2 � dB

2

�
1 ‚ erf

�
G 9 � <8 ‚ C8�2

f8
p

2

��
‚
d1 � d2

2

�
1 ‚ erf

�
G 9 � <8 � C8�2

f8
p

2

��
� (6.12)

Subsequently, we augment the cost function by adding regularization terms that penalize spatial variation

in <8 , C8 , and f8 to develop a spatially regularized cost function, Lreg, as follows:
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where C0 and f0 are model values from the initializing global optimization step, _ is a spatial regularization

coe�cient that must be speci�ed, and l8 9 are the coe�cients of a sparse # � # spatial regularization matrix:

l8: =

8>>>>>>>>>>><
>>>>>>>>>>>:

1� : = 8

�6
�
38: jfreg

�
Õ

:2neighbours
6
�
38: jfreg

� � : 2 neighbours

0� otherwise

(6.14)

where freg is the standard deviation of the regularization Gaussian, 8 and : both index over the points, the

neighbours are computed using a :-d tree, and the neighbours of a point do not include the point itself. The

global regularization minimization problem is:

argmin
<1�����<# �C1�����C# �dB �d1 �f1�����f#

�
Lreg

�
(6.15)

with „3# ‚ 2” model parameters, and the full gradient of the spatially regularized cost function is:
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We �rst globally �t the model with a single< and C at all points. We then proceed to solve the minimization

problem in equation 6.15 using the solution from the global optimization as an initial guess. The parameter

_ determines the relative in�uence of the spatial regularization compared to the tendency to �t the model

perfectly to the sampled densities at each surface node, while the number of neighbours and freg control the

length scale over which the regularization is applied.

6.1.2.3 Summary of Thickness Estimation Methods

In the rest of this work, we refer to the method described in subsection 6.1.2.1 as the multigrid method,

the method described in subsection 6.1.2.2 as the regularization method, and our reimplementation of the

original method developed by Treece et al. (2012) as the local method. All three methods have the same

inputs and outputs. The inputs are a 3D image where each voxel contains an intensity (whether calibrated

to density or not) and a 3D image containing a binary segmentation of the periosteal surface of bone. The

output is a discrete 2D surface embedded in 3D space with a measured cortical thickness and distance to the

center of the cortex stored at each vertex. An additional 3D image with a binary segmentation of a sub-mask

may optionally be provided, in which case the thicknesses will be estimated on the surface of the bone only

for vertices within the sub-mask (e.g., in a contact region of an articular joint such as the knee).

6.2 Methods

6.2.1 Model Fitting Algorithm Implementation

All image processing steps are implemented with PyVista (v0.38.6) (Sullivan and Kaszynski, 2019). The

image, bone mask, and optional sub-mask are read in and the bone segmentation is converted to a surface

using a contour �lter then smoothed using Taubin smoothing (Taubin, 1995). The smoothed surface can be

optionally thresholded using the sub-mask to yield the portion of the surface within the sub-mask. After

smoothing, the surface normals are computed at each vertex and �ipped so they point inwards. The normals

can optionally be constrained to lie on a speci�c plane or to be aligned with a speci�c axis. Using the normals,

intensities are sampled in parallel from the image with a probe �lter using a speci�ed starting point from

outside the bone, an ending point within the bone, and sampling resolution. The sampled intensities can

optionally be �ltered using a 1D Gaussian �lter. The (optionally smoothed) sampled intensity pro�les and

vertex coordinates are given as inputs to one of the local, multigrid, or regularized model-�tting algorithms.
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The optimization problem is solved using the L-BFGS-B algorithm (Zhu et al., 1997) in the minimization

solver from SciPy (v1.7.0) (Virtanen et al., 2020). The output is a list of scalars representing �tted thicknesses,

model standard deviations, and distances to the cortical center for each surface vertex (or restricted to a

sub-mask, if applicable), which are saved to disk in a standard discrete surface format (i.e., a VTK �le

containing a PolyData). The mean and standard deviation of measured thicknesses are reported in a log �le.

All methods additionally require the speci�cation of the bounds and initial guesses for soft tissue and

trabecular density, model standard deviation, cortical thickness, and distance to cortical center. The assumed

cortical density must be provided, as must the maximum number of iterations, function tolerance, and gradient

tolerance for the least squares optimizer. For the multigrid method, the list of control point spacings must be

given, as well as the number of neighbours per point in the sparse interpolation matrix. For the regularization

method, the regularization coe�cient and standard deviation must be given, as must the number of neighbours

per point in the sparse regularization matrix.

6.2.2 Knee HR-pQCT Data

The knee HR-pQCT data used in this chapter is the same repeat-measures precision dataset used in chapter

5: the TRIKNEE dataset (see Table A1 in Appendix A). Brie�y, adult participants were recruited using

convenience sampling (N=29). Knee scans by HR-pQCT (XtremeCT II, Scanco Medical AG, Brütisellen,

Switzerland) were performed on their non-dominant knee three times, with repositioning between scans,

within a two week period. Scans followed the established protocol (Kroker et al., 2017b); however, to limit

the total radiation dose, each scan contained only three stacks covering the proximal tibia and did not cover

the distal femur.

Each of the three model-�tting algorithms are applied to the knee HR-pQCT data using the subchondral

bone plate segmentations created using the work�ow described in Chapter 5 as sub-masks, with the parameters

shown in Table 6.1. The sphere-�tting algorithm-based thicknesses shown in Chapter 5, computed using the

masks generated by the novel automated method, are used for comparative purposes.

6.2.3 Radius and Tibia HR-pQCT Data

The radius and tibia HR-pQCT data used in this chapter is the same repeat-measures precision dataset as

used in chapter 3: the PRECXTII dataset in Table A1 in Appendix A. Brie�y, the precision dataset contains
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Table 6.1: Parameter speci�cations for the application of the model-�tting thickness estimation algorithms to
the Knee and Radius & Tibia HR-pQCT datasets. Where not speci�ed, additional optional parameters of the
various �lters and functions used are left as default.

Parameter Knee Radius & Tibia
Taubin smoothing parameters

Iterations 100 100
Passband 0.01 0.1
Sampling parameters

Outside sampling distance [mm] 5 5
Inside sampling distance [mm] 15 15
Sampling resolution [mm] 0.0607 0.0607
Thickness parameters

Initial guess [mm] 1 1
Lower bound [mm] 0.0607 0.0607
Upper bound [mm] 12 12
Cortical center parameters

Initial guess [mm] 0 0
Lower bound [mm] -3 -3
Upper bound [mm] 6 6
Soft tissue intensity parameters

Initial guess [mg HA / cm3] 0 0
Lower bound [mg HA / cm3] -200 -200
Upper bound [mg HA / cm3] 400 400
Trabecular bone intensity parameters

Initial guess [mg HA / cm3] 0 0
Lower bound [mg HA / cm3] -200 -200
Upper bound [mg HA / cm3] 400 400
Model f parameters

Initial guess [mm] 0.1 0.1
Lower bound [mm] 0.01 0.01
Upper bound [mm] 2 2
Miscellaneous parameters

Intensity smoothing standard deviation [-] 3 3
Cortical density [mg HA / cm3] 1000 1000
Residual boost factor (W0) 10 10
Surface normal constraint axial direction axial plane
Optimizer parameters

Max iterations 400 400
Function tolerance 10�6 10�6

Gradient tolerance 10�6 10�6

Multigrid method-speci�c parameters
Control point spacings [vox] (256, 128, 64, 32, 16) (128, 64, 32, 16)
Neighbours 5 5
Regularization method-speci�c parameters

Regularization coe�cient 1 1
Regularization standard deviation [mm] 1.924 1.924
Neighbours 1000 500
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85 tibiae and 71 radii from 90 participants (46 men, 44 women). The images were collected following the

standard in vivo protocol (Manske et al., 2015; Whittier et al., 2020c) at standard scan sites for the distal

radius and tibia (Manske et al., 2017).

Each of the three model-�tting algorithms are applied to the radius and tibia HR-pQCT data using the

common region masks from intra-participant rigid registration as sub-masks, with the parameters shown in

Table 6.1. The sphere-�tting algorithm-based thicknesses shown in Chapter 3, computed using the masks

generated by the novel automated method, are used for comparative purposes.

6.2.4 Analysis

For each dataset, with each method, the precision is quanti�ed by computing and reporting the root-mean-

squared percentage coe�cient of determination (RMS%CV) and least signi�cant change (LSC) (Glüer

et al., 1995). With the knee HR-pQCT data, the precision metrics are quanti�ed at two levels: overall and

spatial. The overall precision metrics use the mean subchondral bone plate thickness for each image. The

spatial precision metrics are computed �rst for each participant by using iterative closest point registration

(pre-processing the surfaces by decimating with a decimation fraction of 0.9 and using 10,000 landmarks for

the registration) to align the surfaces from each repeated image, interpolating thicknesses to a single surface

using nearest-neighbour interpolation with 5 neighbours, and computing the RMS%CV and LSC for each

image set using the triplet of thickness estimates at each surface vertex. The spatial precision metrics are

averaged across the cohort. With the radius and tibia HR-pQCT data, precision metrics are computed at

the overall level only (spatial variation of cortical thickness is not typically utilized at the radius and tibia).

Wilcoxon signed-rank tests are used to test for signi�cance of di�erences between methods at the overall level

with a signi�cance threshold of 0.05.

Correspondence between model-�tting and sphere-�tting thickness estimation approaches is visualized

with scatterplots and Bland-Altman plots, generated using matplotlib (Hunter, 2007). The coe�cients of

determination, mean bias errors, and limits of agreement are also computed and reported for each model-�tting

method with respect to the current gold standard sphere-�tting method (Hildebrand et al., 1999) with masks

generated by automated work�ows using combinations of deep learning, morphological post-processing,

and atlas-based registration. SciPy (v1.7.0) is used for all statistical testing and regression �tting (to obtain

coe�cients of determination) (Virtanen et al., 2020).
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6.2.5 Clinical CT Data

The original CBMmethod was implemented for clinical CT, so here we demonstrate the universal applicability

of the newly devised extended CBM methods with clinical CT scans that were obtained at the University of

Calgary’s Centre for Mobility and Joint Health. One is an abdominal scan obtained following the standard

clinical CT imaging protocol for the kidneys, urinary tract, and bladder (KUB) and one is a dual-energy

lower-body scan covering the knees, both using a research-dedicated clinical CT scanner (Revolution GSI,

GE Healthcare, Waukesha, WI, USA). Imaging parameters for the clinical CT scans are provided in Table I1

(Appendix I). The bones are segmented in the KUB scan using a nnUNet model (Isensee et al., 2021) trained

on a reference dataset of approximately 80 clinical CT images and in the knee CT scan using thresholding

and morphological �ltering. The cortical thicknesses were estimated using the local and regularized methods

separately for each bone in each scan using the parameters in Table I2 (Appendix I).

6.3 Results

Table 6.2 shows the results of precision analysis on the knee HR-pQCT data at the overall and spatial levels

and the distal radius and tibia data at the overall level, while Figure 6.2 shows scatterplots and Bland-Altman

plots directly comparing estimated thicknesses from the model-�tting algorithms to those estimated with the

sphere-�tting algorithm on each image in each dataset.

Table 6.2: Results of precision analysis on the knee HR-pQCT data at the overall and spatial levels (for spatial,
reported as mean (SD)) and on the radius and tibia HR-pQCT data at the overall level. Reported p values are
for the comparison between the corresponding model-�tting variant and the standard sphere-�tting algorithm
at the overall level.

Overall Spatial
Method RMS%CV LSC [mm] Wilcoxon p Value RMS%CV LSC [mm]
Knee (Proximal Tibia)

Hildebrand 2.8 0.063 - - -
Local 1.7 0.045 <0.0010 46 (SD 7) 1.0 (SD 0.2)
Multigrid 2.3 0.057 0.651 21 (SD 7) 0.3 (SD 0.1)
Regularized 2.6 0.060 0.898 19 (SD 7) 0.2 (SD 0.1)
Distal Radius

Hildebrand 0.79 0.023 - - -
Local 0.95 0.030 0.848 - -
Multigrid 1.2 0.033 0.340 - -
Regularized 1.4 0.033 0.930 - -
Distal Tibia

Hildebrand 0.60 0.026 - - -
Local 0.42 0.016 <0.0010 - -
Multigrid 0.44 0.017 <0.0010 - -
Regularized 0.43 0.017 <0.0010 - -

Hildebrand: the sphere-�tting thickness estimation algorithm.
0 Precision is statistically signi�cantly better with model-�tting than with sphere-�tting.
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Figure 6.2: Scatterplots (left column) and Bland-Altman plots (right column) for the comparison of model-
�tting algorithm-derived (local, multigrid, regularized) to sphere-�tting algorithm-derived (Hildebrand)
cortical thicknesses for the knee (top row), distal radius (middle row), and distal tibia (bottom row) HR-pQCT
data. On the scatterplot, individual thickness values are shown in gray and the line of unity is shown in black.
On the right, individual means and di�erences of thicknesses are shown in light grey, the horizontal line of
zero bias is shown in black, the mean bias for each model-�tting method is shown as a horizontal black line,
and the limits of agreement (LOA) for each method are shown as grey horizontal lines.
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6.3.1 Knee HR-pQCT Data

Referring to Table 6.2, at the overall level, the overall-level short-term precision errors are lower with the

local model-�tting method than with the sphere-�tting method (2.3% versus 2.8%; p < 0.001), while the

di�erences are not statistically signi�cant between the sphere-�tting method and either of the multigrid (p

= 0.651) or regularized (p = 0.898) methods. At the spatial level, the multigrid and regularized methods

both have less than half of the mean precision error as the local method (21 (SD 7) % and 19 (SD 7) %

versus 46 (SD 7) %). The top row of Figure 6.2 shows scatter plots and Bland-Altman plots comparing each

of the model-�tting methods to the sphere-�tting method on individual medial and lateral contact surface

masks from the knee HR-pQCT dataset. For the local, multigrid, and regularized methods, respectively, the

coe�cient of determinations are 0.868, 0.680, and 0.674, the mean biases are +0.09 mm, +0.11 mm, and

+0.09 mm, and the LOA indicate that the biases are not signi�cantly di�erent from zero.

Figure 6.3 shows a sample visualization of the spatial thickness map generated by the sphere-�tting

method and each of the model-�tting approaches on a medial tibia subchondral bone plate contact surface

region, demonstrating the high-frequency spatial noise in the thickness measurements that is typical of the

model-�tting method when there is no spatial regularization in the model and the image is not spatially

smoothed prior to model �tting (Treece et al., 2012).

6.3.2 Radius and Tibia HR-pQCT Data

6.3.2.1 Radius

Referring to Table 6.2, at the overall level, there were no statistically signi�cant di�erences between the

sphere-�tting method and any of the model-�tting methods on the radius images (0.340 � p � 0.930). The

middle row of Figure 6.2 shows scatter plots and Bland-Altman plots comparing each of the model-�tting

methods to the sphere-�tting method on individual distal radius periosteal surfaces from the radius and

tibia HR-pQCT dataset. For the local, multigrid, and regularized methods, respectively, the coe�cient of

determinations are 0.982, 0.981, and 0.984, the mean biases are -0.04 mm, -0.06 mm, and -0.07 mm, and the

LOA indicate that the biases are not signi�cantly di�erent from zero.
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Figure 6.3: Sample visualizations of estimated subchondral bone plate thickness distributions for a sample
image from the knee HR-pQCT precision data created by the sphere-�tting algorithm (top left), the local
model-�tting algorithm (top right), the multigrid model-�tting algorithm (bottom left), and the regularized
model-�tting algorithm (bottom right).

6.3.2.2 Tibia

Finally, referring again to Table 6.2, at the overall level, all three of the model-�tting methods had statistically

signi�cantly lower RMS%CV (local: 0.42%; p < 0.001, multigrid: 0.44%; p < 0.001, regularized: 0.43%; p

< 0.001) than the sphere-�tting method on the tibia images (0.60%). The bottom row of Figure 6.2 shows

scatter plots and Bland-Altman plots comparing each of the model-�tting methods to the sphere-�tting

method on individual distal tibia periosteal surfaces from the Radius and Tibia HR-pQCT dataset. For the

local, multigrid, and regularized methods, respectively, the coe�cient of determinations are 0.978, 0.984,

and 0.985, the mean biases are -0.06 mm, +0.05 mm, and -0.07 mm, and the LOA indicate that the biases are
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not signi�cantly di�erent from zero.

6.3.3 Sample Visualizations with Clinical CT Data

Figure 6.4: Sample posterior rendering of the cortical thickness distributions of the proximal femurs, hip
bones, sacrum, and vertebra visible in a KUB clinical CT scan, estimated by the local (right) and regularized
(left) model-�tting algorithms.

Figure 6.4 shows a sample posterior visualization of the local and regularized model-�tting cortical

thickness estimation methods applied to a standard KUB clinical CT image, comparing the modelled thickness

maps for the proximal femurs, pelvic bones, sacrum, and lumbar vertebrae. The regularized thickness map

shows the expected increased degree of spatial smoothness. For example, in the local thickness distribution

there is a region of discontinous low thickness on the left femur and the appearance of banding in the

thicknesses on the posterior lip of the left pelvic bone, neither of which are present in the regularized thickness

distribution. Figure 6.5 shows a sample visualization of the local and regularized model-�tting cortical

thickness estimation methods applied to the distal femur and proximal tibia of the right leg from a standard
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Figure 6.5: Sample visualizations of cortical thickness distributions of the right leg’s distal femur and
proximal tibia from a lower body clinical CT scan. Left and middle: the local and regularized model-�tting
algorithm, respectively, frontal view. Top right and bottom right: the local and regularized model-�tting
algorithm, respectively, with a view of the articular contact surfaces on the femoral condyles (upper) and
tibial plateaus (lower)
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lower body clinical CT image. The thickness maps are compared with a frontal view on the left and with a

rotated view of the contact surfaces on the right. The regularized thickness distributions on the tibia and the

femur display markedly increased smoothness and decreased noise when compared with those of the local

thickness distributions, particularly on the femoral condyles and tibial plateaus and on both the femoral and

tibial diaphyses.

6.4 Discussion

In this study we have implemented a model-�tting approach for cortical thickness estimation, based on the

original articles (Treece et al., 2010, 2012), and extended the method in two novel ways: (1) constructing model

parameters by interpolating from values at grid points with progressively decreasing separation (multigrid),

and (2) introducing a spatial regularization term to the global minimization cost function (regularization).

We evaluated the accuracy and precision of all three model-�tting approaches for estimating subchondral

bone plate thickness and cortical thickness in knee, radius and tibia HR-pQCT data, respectively, with two

repeat-measures datasets, and demonstrated the universality of the approach on clinical CT imaging.

Across the knee, radius, and tibia, all of the model-�tting approaches considered in this study had either

statistically signi�cantly superior or statistically equivalent short-term precision for computing mean cortical

or subchondral bone plate thickness when compared to the reference thickness data generated using the

standard sphere-�tting method. However, an important advantage of the model-�tting methods is they derive

the cortical thicknesses using only a periosteal surface de�nition (derived from a binary bone segmentation),

while the sphere-�tting method requires both a periosteal and endosteal surface (derived from a semantic

segmentation of the cortical and trabecular bone). This is a signi�cant advantage because the periosteal

surface is relatively easy to obtain computationally by either classical image processing (Burghardt et al.,

2010) or using machine learning (Folle et al., 2021). Furthermore, the conceptual de�nition of the periosteal

surface is not controversial because it is simply the boundary between bone and background. By contrast,

the endosteal surface is relatively challenging to accurately identify (Table 3.1) and there is a lack of a

consensus in the �eld on a speci�c conceptual de�nition for the endosteal surface that would allow for

standardized manual contouring protocols or automated segmentation (Whittier et al., 2020d). With the

proposed extensions to the model-�tting method and a consensus on the correct optimization parameters

(e.g., prescribed cortical density, the bounds and initial guesses for the model parameters, and the degree of
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spatial regularization), the de�nition of the endosteal surface could be standardized. This eliminates the need

to manually correct endosteal contours and improves consistency by removing subjective manual correction.

Our repeated-measures assessment of the knee demonstrated there is a trade-o� between overall and

spatial precision between the three model-�tting algorithms. With the knee HR-pQCT dataset we found that

the local method has a mean spatial RMS%CV of 46%, whereas the multigrid and regularized methods have

mean spatial RMS%CVs that were much lower at 21% and 19%, respectively. This is in contrast to the 1.7%

overall RMS%CV for the local method and the higher 2.3% and 2.5% RMS%CVs for the multigrid and

regularized methods, respectively. In work�ows where the only desired measurement is the mean cortical

(or subchondral bone plate) thickness, the local method may be optimal. However, in work�ows where the

spatial distribution of thicknesses will be utilized, the regularized method provides improved results. One

application where spatial-level precision would be more important than overall-level precision would be in

the extension of the method by Treece et al. (2012) to measure cortical bone mineral density in addition to

cortical thickness. Another would be if the model-�t thicknesses and cortical centers were to be used to

derive a cortical and trabecular segmentation for the full distal or periarticular morphological analyses.

The spatial-level precision errors are higher than might be expected from sample visualization in Figure

6.3, particularly for the multigrid and regularized methods, but this may be due to factors other than the

model-�tting itself. For the local method, the obvious presence of high-frequency noise in the thickness

distribution is a clear contributor to the mean spatial RMS%CV of 46%. For the multigrid and regularized

methods, it is likely that registration errors play a signi�cant role. As described in Chapter 5, the images are

rigidly registered to de�ne the contact surfaces consistently in all timepoints (or repeated images). However,

this registration is performed with images downsampled by a factor of four, and therefore registration errors

on the order of a few voxels could be magni�ed and result in non-negligible discrepancies in contact surface

de�nition. Errors in the ICP registration to align the surfaces could also exacerbate apparent inconsistencies

between repeated images. Finally, as documented in Table 6.1, the surface normals are constrained to the

axial direction for the knee HR-pQCT data. However, the thickness estimation occurs in the reference frame

of each image, which are not aligned across timepoints (or across repeated images) and therefore the normals

are not pointed in physically consistent directions in each image. It may be advantageous to incorporate the

longitudinal registration transformations to adjust the constrained normals, similar to the work performed

by Plett et al. (2021) for longitudinal HR-pQCT-based �nite element modelling. Alternatively, it may be

bene�cial to not constrain the surface normals and simply employ su�cient surface smoothing to ensure
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consistent and sensible normals.

There are important limitations to this study that should be considered. The knee HR-pQCT data contains

images only of proximal tibiae and does not include distal femurs, which was due to a practical choice to limit

radiation exposure to participants having the three repeated scans. All of the segmentations used to de�ne the

periosteal surface for analysis (and the endosteal surface to obtain cortical thicknesses with the sphere-�tting

method for comparison) were generated by in-house developed automated work�ows with machine learning

components trained on reference data generated by two operators: one for the radius and tibia data (Chapter

3), and one for the knee data (Chapter 5). The novel methods were evaluated on the basis of short-term

precision on HR-pQCT data only using the method of Hildebrand et al. (1999) as the gold-standard reference,

but are not compared to ground truth reference data, e.g. from ‘CT or histology, to validate accuracy. Finally,

we validate the accuracy and precision with HR-pQCT data only and do not quantitatively validate the novel

extensions with clinical CT data.

There are also many possible directions for future work to continue exploring and improving model-�tting

based methods for measuring cortical thickness in HR-pQCT and clinical CT. We have assumed that d2

must be prescribed and cannot be a free parameter, as discussed by Treece et al. (2010). However, d2 has a

signi�cant e�ect on the measured thickness, as shown in Figure 6.1 and by Treece et al. (2010), and it is not

trivial to either prescribe a universal true value a priori or to computationally determine an appropriate image-

or participant-speci�c value prior to model-�tting. Therefore, it would be worth exploring the feasibility of

allowing d2 to vary in the global optimization framework either as a regularized, spatially resolved parameter

(like C, <, and f) or as a global parameter (like dB and d1). Another area worth exploring is to develop a

work�ow that produces a model-based cortical and trabecular segmentation and evaluates the precision and

accuracy of the resulting standard distal and periarticular morphological analyses. We have used a simple

distance-based interpolation scheme with a Gaussian distance kernel to construct both the interpolation

matrices and the spatial regularization matrix, but another possible extension would be to investigate other

kernels or other forms of interpolation. A fourth area that would be particularly promising is to explore

computing the distance between points along the surface, rather than in 3D space, for example with conformal

mapping (Nehari, 2012) or by utilizing the surface mesh topology (e.g. �nding the nearest neighbours, and

their distances, by marching through the network). Finally, the spatial regularization terms developed in

this work are similar to a discrete spatial Laplacian operator (computing the average of the neighbours and

subtracting the central value), implying that the Laplacian of C, <, and f should be approximately suppressed.
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A logical evolution would be to instead construct a curvature regularization term that is directly based

on penalization of excess curvature of the periosteal and endosteal surfaces, much like the curvature loss

function presented in Chapter 3. This could be approximated from C and < using the geometric de�nition of

curvature of a parameterized 2D surface in 3D space (Kühnel, 2006) combined with the requisite discrete

di�erential operators for arbitrary network topologies, which can readily be derived using the divergence

theorem (Sukumar and Bolander, 2003).

6.5 Conclusions

In this work we have developed, implemented, and validated two novel extensions for Cortical Bone Mapping.

These extensions modify the optimization procedure for model �tting from a local to a global framework,

either interpolating cortical thicknesses (and other model parameters) from sparse grid points or introducing a

spatial regularization term to the global cost function. We have validated the accuracy of the methods against

reference data and compared the precision of the methods against the precision of the current state-of-the-art

methodologies, �nding either the same or superior levels of short-term precision error. Finally, we also

qualitatively demonstrate the applicability and advantages of the new methods on sample clinical CT data.

The new (and old) methods have been implemented in an open-source format and are currently available for

anyone to use, as the blTreeceThickness command-line utility in the bonelab package.
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Chapter 7

Changes In Periarticular Bone Density and

Microarchitecture in the Human Knee One

Year After Acute ACL Injury and One Year

After ACL Reconstruction Surgery

It is a good morning exercise for a

research scientist to discard a pet

hypothesis every day before

breakfast: it keeps [them] young.

Konrad Lorenz

This chapter was originally written for this thesis, though it is a multi-authored work in collaboration with

Annabel R. Bugbird (ARB), Callie Stirling (CS), Nina Pavlovic (NP), Sarah L. Manske (SLM), Richard E. A.

Walker (REAW), and Steven K. Boyd (SKB; my supervisor). It has been submitted to Bone for peer review.

Contributions

The greater on-going longitudinal study from which data was sampled (SALTACII) was conceptualized

and initiated by SKB (in collaboration with SLM and REAW) and was in process before I started my
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PhD. However, I conceptualized this speci�c study of the one year changes in collaboration with SKB. I

processed the data with the assistance of ARB and CS, while NP coordinated the study (including tracking

recruitment and attrition) and pulled data from surgical records. I conceptualized the data reduction solution

and developed and executed the statistical analysis with feedback from all other coauthors. Finally, I generated

all visualizations (except for the participant �owchart created by NP) and wrote and revised the text, again

with input from all co-authors.

7.1 Introduction

ACL tears are a common injury with an incidence of 68.6 per 100,000 person-years (Sanders et al., 2016b) and

that are strongly linked to the development of osteoarthritis (OA). Post-traumatic OA (PTOA), estimated by

Brown et al. (2006) to account for approximately 12% of all OA cases, has been found in meta-analysis to have

sub-population prevalences of 34% and 36% ten years after ACL injury and reconstruction surgery (ACLR),

respectively (Luc et al., 2014). This is double the prevalence of OA in the global population, estimated

at 16% by Cui et al. (2020). There is mixed evidence regarding whether ACLR reduces the post-injury

prevalence of PTOA. Ostensibly, ACLR restores joint function, e.g. by restraining unnatural tibial translation

and rotation (Wang et al., 2020), but meta-analyses have consistently shown insu�cient evidence for the

preventative e�ect of ACLR on PTOA (Friel and Chu, 2013; Luc et al., 2014; Smith et al., 2014). Conversely,

a recent meta-study found that ACLR performed with su�cient anatomic technique (AARSC � 8) results in

signi�cantly reduced post-surgery PTOA prevalence of 23%, compared to 44% with non-anatomic technique

(AARSC � 8) (Rothrau� et al., 2020), indicating that ACLR may reduce PTOA prevalence under the right

conditions.

Many additional PTOA risk factors have been identi�ed, including age (OR = 2.4 for age ¡ 35 years), sex

(OR = 1.2 for women) (Bodkin et al., 2020), meniscal tear (OR = 3.0; Englund et al. (2009)) and resection

(RR = 14.0; Roos et al. (1998)), delay between injury and surgery ("chronicity") (Cinque et al., 2018), patellar

instability (Carbone and Rodeo, 2017), body mass index (BMI) and physical activity level (Whittaker and

Roos, 2019), education, and smoking (Wang et al., 2020), among many others. Meniscus tears have ACL

injury comorbidity rates as high as 79% (Hagino et al., 2015), have an immediate deleterious impact on knee

mechanobiology, and lead to higher rates of total knee arthroplasty long-term (Chang and Brophy, 2020).

The speci�c cause of PTOA is an open and active question, and while the complete picture may involve a
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mixture of mechanisms at various tissue levels (Dilley et al., 2023), pathological bone remodeling is one

hypothesized component of the biomechanical event cascade linking joint trauma to PTOA pathogenesis

(Li et al., 2013). While magnetic resonance imaging can be used to investigate soft tissue structure,

morphology, and pathology (e.g. ligaments, cartilage and meniscus, infrapatellar fat pad, bone marrow lesions

(BMLs), etc.), and clinical computed tomography (CT) can measure coarse-grained bone densities and cortical

thicknesses (Treece and Gee, 2018), high-resolution peripheral quantitative computed tomography (HR-pQCT)

has su�cient spatial resolution to resolve the trabecular microstructure and investigate microarchitectural

di�erences between groups and changes over time in vivo (Boutroy et al., 2005). The in vivo application of

HR-pQCT to the knee is relatively young, having been �rst demonstrated in 2017 by Kroker et al. (2017b).

Since then, cross-sectional knee HR-pQCT studies at approximately �ve years-post ACLR have found

compartmentally asymmetric increases in subchondral bone plate thickness and trabecular separation and

decreases in bone density and the number of trabeculae (Kroker et al., 2018a; Bhatla et al., 2018) and

that meniscal resection and repair is associated with elevated subchondral bone plate thickness �ve years

after surgery (Kroker et al., 2018b). Further, longitudinal knee HR-pQCT studies have found that in the

�rst eight months after ACL injury there is a loss of bone density and structural degradation in the injured

knee, peaking at around seven months post-injury and with a possible subsequent recovery phase (Kroker

et al., 2019), and an exploratory pilot study of changes four years post-ACLR indicated a partial recovery in

trabecular microarchitecture and density, albeit with large variations in trends and absolute changes between

participants, caused in part by the small sample size (Knowles et al., 2022b). HR-pQCT has also been used to

study bone microarchitecture in advanced OA in addition to post-ACL injury and post-ACLR populations: a

cross-sectional case control knee HR-pQCT study of tibia density and microarchitecture in elderly female

participants with OA found signi�cant correlations between Kellgren-Lawrence scores (Kohn et al., 2016)

and trabecular density and microarchitectural parameters (Shiraishi et al., 2020).

There have been in vivo observations of the bone microarchitecture changes that occur in the �rst

eight months after injury and there have been cross-sectional comparisons of bone microarchitecture both

�ve-to-twelve years after ACLR and in advanced OA. However, there is a gap in our understanding of the

di�erences in longitudinal bone changes in the �rst year after injury compared to the �rst year after surgery,

and how these bone changes may depend on PTOA risk factors. In this study, we will investigate in vivo

changes in periarticular bone density and microarchitecture in the human knee one year after ACL injury

without surgery and one year after ACLR. Based on prior �ndings, we hypothesize that in both groups, the
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injured knees will be a�ected, while bone in the contralateral knees will remain stable. We expect modest

de�cits in trabecular density and structural degradations one year after injury and increased subchondral bone

plate sclerosis, worsened by an impaired meniscus, one year after surgery. Finally, we expect deleterious

periarticular bone adaptations to be exacerbated by increases in both age and surgery delay and to be more

severe in female than in male participants. The objective of this study is to test these hypotheses by statistically

modeling the microarchitectural changes that occur in the human knee one year after a complete ACL tear and

one year after ACLR, adjusting for the e�ects of age, sex, surgery delay, and meniscal status. We sample in

vivo HR-pQCT knee imaging data from an on-going multi-modal longitudinal study, and use factor analysis

combined with mixed-e�ects modeling to maximize statistical power while maintaining interpretability.

7.2 Methods

7.2.1 Participants

This study is part of an on-going longitudinal prospective observational cohort study, which was approved by

the Conjoint Health Research Ethics Board at the University of Calgary (REB19-1184). All participants

provided written consent prior to data collection, and all methods were carried out in accordance with

relevant guidelines and regulations. Participants were recruited to the study through several partner clinics

following an acute ACL tear with the following inclusion criteria: between 14 and 55 years of age, a unilateral,

full-thickness complete ACL tear (based on expert clinical diagnosis and con�rmed with MRI), and able

to extend their injured knee to within 5-10 degrees of �exion, necessary to allow HR-pQCT scanning.

Participants were excluded if they meet any of the following exclusion criteria: radiographic con�rmation

of intra-articular fracture(s), prior knee ligament tear(s) in either leg, pregnancy (current or planned within

the next year), knee diameter in excess of second-generation HR-pQCT �eld of view (14 cm; con�rmed in

clinic using a custom knee sizer), recent (<12 months) history of disease and/or treatment that a�ects bone

turnover, radiographic evidence of skeletal immaturity, metal in scan region of either leg, or previous injuries

or implants that are not MRI-safe.

Participants are recruited following ACL injury and have their baseline imaging performed within six

weeks of injury and annual follow-up imaging thereafter. This study is observational, so we do not intervene

in treatment and the decision regarding if and when to undergo ACL reconstructive surgery is made by each

participant with their physician. If a participant undergoes ACL reconstruction surgery (ACLR) during the
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course of the study, new post-surgical baseline imaging occurs within six weeks of the surgery, follow-up

imaging timing is reset to occur on the anniversary of the surgery (rather than the injury), and annual follow-up

imaging continues. Additional data that was recorded for participants, and of relevance to the present study,

includes: height, weight (and therefore BMI), age (at time of injury), biological sex, and chronicity, which is

the time delay between injury and surgery. Surgical reports were reviewed to determine whether meniscal

resection or repair was performed during ACLR.

7.2.2 Imaging

At each imaging appointment, participants received bilateral scanning with second-generation HR-pQCT

(XtremeCT II, Scanco Medical AG, Brütisellen, Switzerland) using the protocol developed in our lab for the

knee (Energy: 68 kVp, tube current: 1,470 ‘A, integration time: 100 ms. Radiation dose per visit: �50 ‘Sv)

by Kroker et al. (2017b). Participants extended their knee as close to fully as possible and it was positioned in

the scanner by an imaging technician using a custom-built brace. Six standard image ‘stacks’ (6� 168 = 1008

axial slices) were acquired with a nominal isotropic voxel size of 60.7 ‘m, covering approximately 40 mm of

the distal femur and 20 mm of the proximal tibia. Image acquisition takes approximately 18 minutes per side.

Each participant’s injured leg was scanned at baseline with sagittal, axial and coronal proton density MRI

and sagittal fat-suppressed T2-weighted MRI (GE Optima MR430S, 1.5 T, Waukesha, WI, USA), and these

images were reviewed by our team musculoskeletal radiologist to con�rm a complete ACL tear and to assess

concomitant meniscal injury (medial and lateral meniscus tears), additional ligament tears, chondral injuries,

and other relevant tissue pathologies.

7.2.3 Study Design

The present longitudinal study included imaging data that was collected on or before January 10th, 2024.

Figure 7.1 shows the three possible cases of imaging appointment ordering for participants who were included

in the present study. In all cases, the participant is recruited following ACL injury (ACLT) and has baseline

imaging within six weeks of injury.

Case 1: Participant had one-year follow-up imaging, and either did not have ACLR or did not yet have

subsequent baseline and follow-up imaging by January 10, 2024.

Case 2: Participant had ACLR before their one-year follow-up imaging, then had their new post-surgical
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Figure 7.1: Each participant follows one of the three possible cases shown depending on if and when they
have ACLR. White and striped circles represent injury and surgery events, respectively. Blue circles represent
post-injury imaging appointments, while red circles represent post-surgery imaging appointments.

baseline imaging and follow-up imaging one year after surgery.

Case 3: Participant had one-year follow-up imaging, then had ACLR, then had their new post-surgical

baseline imaging and follow-up imaging one year after surgery.

Participants in Case 1 had their baseline and one-year follow-up imaging data included in the post-injury

group, while participants in Case 2 had their post-surgical baseline imaging and the next follow-up imaging

included in the post-surgery group. Participants in Case 3 were included in both groups, with each set of

baseline and follow-up imaging data partitioned into the corresponding groups. Any participants without the

required set of baseline and follow-up imaging data to qualify for either group were excluded from this study.

7.2.4 Periarticular Microarchitectural Analysis

All HR-pQCT images were processed using the automated methods presented in Chapter 5, treating each

baseline-follow-up image pair as a two-timepoint time series. Periarticular regions of interest (ROIs) were

manually checked after processing using a custom GUI application (PyQT v5.15.9), and minor corrections

were made as necessary to intermediate processing outputs (contact surface masks, bone segmentations;

ITK-SNAP v4.0.0 (Yushkevich et al., 2006)). In each leg there are four weight-bearing compartments: medial

and lateral condyles of the femur, and medial and lateral plateaus of the tibia. As shown in Figure 7.2, in each

weight-bearing compartment we analyzed the subchondral bone plate and three trabecular layers: shallow (0 -
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Figure 7.2: A typical in vivo scan of the knee is shown. The weight-bearing contact surfaces’ subchondral
bone plate and adjacent periarticular trabecular layers, and the associated depths from the surface and
computed microarchitectural parameters.

2.5 mm), middle (2.5 - 5.0 mm), deep (5.0 - 7.5 mm). In the subchondral bone plate we measured subchondral

bone plate bone mineral density (Sc.BMD; mg HA/cm3) and thickness (Sc.Th; mm) and in each trabecular

layer we measured trabecular bone mineral density (Tb.BMD; mg HA/cm3), thickness (Tb.Th; mm), and

separation (Tb.Sp; mm), resulting in a total of eleven outcome parameters per weight-bearing compartment.

Morphological analyses were performed using standard functions (IPL, v5.42) following the established

protocol for in vivo periarticular analysis of knee HR-pQCT images (Kroker et al., 2017b).

Cropped femur and tibia images were scored for motion on a 1 - 5 scale using standard grading criteria

(Pauchard et al., 2012) with the additional condition that a visible discontinuity intersecting any articular

contact surface resulted in an automatic assigned motion score of 4. Femur or tibia images assigned a motion

score �4 were excluded, necessarily along with their corresponding baseline or follow-up pair image.
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7.2.5 Exploratory Factor Analysis

We applied exploratory data analysis and factor analysis with the longitudinal dataset prior to statistical

testing due to the large number of measured parameters and consequent concerns about the e�ects of multiple

testing (and corrections for multiple testing) on the type I (and type II) error rate. Microarchitectural data

from all four compartments, in both knees, and across both the post-injury and post-surgery groups were

combined into a single dataset, in which the pair-wise correlations of all microarchitectural parameters

were examined (SciPy v1.7.0 (Virtanen et al., 2020), seaborn v0.12.2 (Waskom, 2021)). Next, the pooled

microarchitectural parameter data were normalized across all compartment samples and Principal Component

Analysis (PCA) was applied (scikit-learn v1.0.2 (Pedregosa et al., 2011)) to estimate the optimal number of

factors based on how many principal components were required to explain 90% of the variance in the dataset.

Finally, factor analysis was executed on the factorable parameters of the normalized microarchitectural data (R

v4.1.2 (R Core Team, 2021), psych v2.4.3 (William Revelle, 2024)) with the maximum likelihood estimation

factor method, ‘oblimin’ rotation (Carroll, 1957), and the factor score estimation method of ten Berge et al.

(1999). We created scatterplots and performed linear regressions (seaborn v0.12.2 (Waskom, 2021), SciPy

v1.7.0 (Virtanen et al., 2020)) with the factors as the independent variables and the microarchitectural

parameters loaded on each factor as the dependent variables to assist with interpretation of the biomechanical

signi�cance of a step change in a given factor. To further contextualize changes in factor scores, we used

the repeat-measures tibia HR-pQCT dataset from Chapter 5 to compute the least signi�cant change (LSC)

for each factor. Finally, longitudinal data factor scores were extracted for each compartment and used for

subsequent statistical modelling, along with any independent microarchitectural parameter(s) that could not

be bundled with other parameters into a common factor.

7.2.6 Mixed-E�ects Models

To simultaneously detect changes over time in bone density and structure, assess the potential di�erences

between groups, sexes, and injured versus contralateral legs, and to quantify the e�ects of age, surgery delay,

and meniscal status, we �t mixed-e�ects models to the one-year changes in each dependent variable in the

femur and tibia (i.e., the factors and independent parameter(s), if any). The �exibility of mixed-e�ects models

allows for missing data, typical in HR-pQCT studies due to motion exclusions, and random e�ects compensate

for the pseudo-replication of samples across groups that can occur in observational data (i.e., case 3).
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Table 7.1: Explanation of �xed e�ect labels used in the statistical analysis. Chronicity is only meaningful in
the post-surgery group, Meniscus Tear is only meaningful for the injured knee, and Meniscus Resected and
Meniscus Repaired are both only meaningful for the injured knee in the post-surgery group.

Fixed E�ect Type De�nition
Injured factor (2 levels) leg / side; 0: contralateral, 1: injured
PostSurgery factor (2 levels) study group; 0: post-injury, 1: post-surgery
Age continuous covariate age of participant at time of injury [years]
Female factor (2 levels) sex; 0: male, 1: female
Chronicity continuous covariate delay between injury and surgery [days]
Meniscus Tear factor (2 levels) 0: normal, 1: tear
Meniscus Resected factor (2 levels) 0: no resection, 1: resection (or debridement)
Meniscus Repaired factor (2 levels) 0: no repear, 1: repair

In each model, the one-year change in the factor or parameter was the outcome, adjusting for a set

of interacting factors and continuous covariates (the �xed e�ects, described in Table 7.1) that include the

baseline value, with a random intercept grouped at the participant level. The �xed e�ect structure was side

(injured, contralateral) and group (post-injury, post-surgery) crossed individually with each risk factor (sex,

age, chronicity, mensicus tear, meniscus resection, and meniscus repair) and the baseline microarchitectural

factors and independent parameter(s). We include the microarchitectural factors and independent parameter(s)

to adjust modeled changes for side- and/or group-speci�c bone changes that are, or could be, driven by the

pre-existing state of the bone microarchitecture. Model formulae are reported in full in Appendix J. The

(rounded) means and standard deviations of chronicity in the post-surgery group and age for all participants

(Table 7.2) were used to center and scale the respective covariates to improve model convergence.

All models were �t with restricted maximum likelihood (REML) optimization (R v4.1.2 (R Core

Team, 2021), lme4 v1.1.34 (Bates et al., 2014)). With each model, for each combination of side (injured,

contralateral) and group (post-injury, post-surgery), we compute the average marginal predictions (AMPs)

and the average marginal contrasts (AMCs) separately for each risk factor and each baseline microarchitectural

factor/parameter using the ‘counterfactual’ resampling method (marginaleffects v0.21.0 (Arel-Bundock

et al.)). For each AMP and AMC, p values are computed with the null hypothesis that the change (or di�erence

in change) is zero and these p values are adjusted for multiple testing across all models using the Benjamini

and Hochberg (1995) procedure with a signi�cance threshold (U) of p � 0.05 (statsmodels v0.13.5 (Seabold

and Perktold, 2010)). We tabulate all model coe�cients and standard errors of the estimates (SEEs) in an

appendix for reference. The AMPs and AMCs, their SEEs (not adjusted for multiple testing), and their

adjusted p values are tabulated and reported in the main text and used to identify statistically signi�cant

predicted one-year changes and statistically signi�cant predicted di�erences in changes that are attributable to
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PTOA risk factors and/or baseline microarchitecture.

7.3 Results

7.3.1 Participants

Table 7.2 reports sample sizes, ages, sex distribution, chronicity, BMI, and meniscal status for the participants

in each group and for all participants in the study. Figure 7.3 shows the recruitment process. Of the 41

post-enrollment withdrawals, 19 (46%) were caused by a mandatory non-essential research facility closure

during the COVID-19 global pandemic.

7.3.1.1 Motion Exclusions

In total there were eighteen femur and twelve tibia image pairs excluded for excess motion. In the post-injury

group, no single participant was fully excluded due to excess motion. There were eight femur image pairs

(three injured, �ve contralateral) and two tibia image pairs (one injured, one contralateral) excluded due to

motion. In the post-surgery group, two participants were fully excluded due to excess motion in their image

data. In addition, one tibia image pair (injured) was excluded due to a sensor artifact, one femur image pair

(injured) was excluded due to improper �eld of view, and there were seven femur image pairs (four injured,

three contralateral) and seven tibia image pairs (two injured, �ve contralateral) excluded due to motion.

Table 7.2: Sample sizes and demographic data for all the participants included in the study and for each of
the post-injury and post-surgery groups. Note that two participants are present in both groups (both male
participants).

Post-injury Post-surgery All
Sample size 19 45 62
Age at Injury [years] 40.4 (SD 8.3) 33.1 (SD 9.2) 35.2 (SD 9.6)
Sex 10F, 9M 33F, 12M 43F, 19M
Chronicity [days] - 180.0 (SD 120.0) -
BMI [kg / m2] 25.0 (SD 3.5) 24.8 (SD 2.6) 24.9 (SD 2.9)
Meniscus Tears 4M, 7L, 4B (15T) 13M, 4L, 15B (32T) 17M, 10L, 18B (45T)
Meniscus Resections - 1M, 4L, 0B (5T) -
Meniscus Repairs - 10M, 8L, 3B (22T) -

Sex: F: female, M: male.
Meniscus: M: medial, L: lateral, B: both compartments, T: total.
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Figure 7.3: Recruitment, imaging, exclusion, and withdrawal �owchart for the on-going longitudinal
prospective observational cohort study, at the time of cut-o�.

154



7. Changes In Bone in the Knee One Year Post-ACLT and -ACLR

Figure 7.4: The median percentage change from baseline to follow-up is reported for all parameters in each
compartment of each bone of the injured (left column) and contralateral (right column) leg for the post-injury
group (top row) and the post-surgery group (bottom row). Boxes are green for increased parameters, red for
decreased parameters, and white where the absolute value of the median percentile change was not greater
than the corresponding RMS%CV value computed in Table 5.1 (Sc.BMD: 2.2%, Sc.Th: 2.8%, Tb.BMD;
1.1%, Tb.Th: 1.0%, Tb.Sp: 2.9%). Boxes represent the longitudinal change at subchondral bone plate, and
the shallow, middle, and deep layers. The background image is a frontal maximum intensity projection of the
femur and tibia from a knee HR-pQCT image.

7.3.2 Bone Density and Microarchitecture

Figure L1 in Appendix L shows individual trajectories of Tb.BMD versus time since injury for both the

post-injury and post-surgery groups for the injured and contralateral knee, the tibia and femur, and at all

trabecular depths of both compartments. Figure 7.4 shows the median percentage change from baseline to

follow-up for all microarchitectural parameters computed in each compartment in each bone. The median is

computed across all data within each leg (injured, contralateral) in each group (post-injury, post-surgery) to

describe the overall patterns of changes observed. In both groups, the magnitudes of the percentage changes
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in density and microarchitecture are greater across the injured knees than in the contralateral knees. The

patterns of change also di�er between the injured knees of the post-injury and post-surgery groups, where in

the injured legs of the post-injury group there are decreases in Tb.BMD (-1.3% to -10.4%) and increases in

Tb.Sp (+3.0% to +9.5%) across all depths of both compartments of the femur and tibia, with relatively minor

changes in the subchondral bone plate (-5.3% to +1.7%). By contrast, in the injured legs of the post-surgery

group, changes in trabecular density or structure are sparse and relatively lower in magnitude (-5.6 % to

+2.5%), while there are relatively large increases in subchondral bone plate density (+4.5% to +8.7%) and

thickness (+4.1% to +6.0%) across both compartments of the femur and tibia.

7.3.3 Exploratory Data Analysis

Figure 7.5 shows pair-wise correlations between all of the microarchitectural parameters computed in each

weight-bearing compartment. There were three identi�able blocks of inter-correlated parameters, marked in

the �gure with hatched boxes: (1) Sc.Th and shallow and middle Tb.BMD and Tb.Th, (2) shallow, middle,

and deep Tb.Sp, and (3) deep Tb.BMD and Tb.Th. Sc.BMD correlates weakly with all other parameters

(A � 0�46). Figure 7.6 shows explained and cumulative variances for PCA applied to the normalized

microarchitectural parameters, with and without Sc.BMD included. In each case, the �nal four principal

components (PCs) explained negligible amounts of variance. With Sc.BMD, ¡90% of the variance was

explained by the �rst four PCs, and without Sc.BMD, ¡90% of the variance was explained by the �rst three

PCs. Together, correlation analysis and PCA suggested that Sc.BMD could be treated as an independent

parameter while factor analysis could be used to combine the remaining parameters into three factors.

7.3.4 Factor Analysis

Bartlett’s test of sphericity (p < 0.001) indicated the parameters were not all independent and the measure

of sampling adequacy (MSA) was 0.53, meeting the minimum MSA ¡ 0.5 criteria (Hair, 2006) for the

factorizability of the data. Table 7.3 shows the results of factor analysis, where correlations with absolute

value ¡0.3 are bolded. The communalities for all trabecular microarchitectural parameters are �0.73, while

the communality of Sc.Th is only 0.56. The sums of the squared correlations are ¡1 for all three factors,

indicating that all three factors are worth keeping. Figure 7.7 shows scatterplots, coe�cients of determination,

and �tted slopes for each factor and the respective microarchitectural parameters that load on it. The factors
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Figure 7.5: Correlation heatmap for the eleven morphological parameters measured in each compartment
in the periarticular knee HR-pQCT analysis. Each cell shows the Pearson correlation coe�cient, A, for the
corresponding pair of parameters labelled for each row and column, with negative correlations coloured red
and positive correlations coloured blue. There are three distinct blocks of parameters that each collectively
associate, which are each marked with a hatched box. Sc.BMD correlates only weakly with the other
parameters.
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Figure 7.6: Explained variance and cumulative explained variance for principal components (PCs) of the
standardized longitudinal knee dataset, performed with Sc.BMD (left; 11 parameters) and without Sc.BMD
(right; 10 parameters). With Sc.BMD, the �rst 4 PCs cumulatively explain 91.5% of the total variance, while
without Sc.BMD, the �rst 3 PCs explain 90.2% of the total variance.

were assigned post-hoc names inspired by their dominant loadings: Sclerosis was primarily based on Sc.Th

(’2 = 0�51; slope: 0.21 mm), shallow and middle Tb.BMD (’2 = 0�55� 0�56, slopes: 31, 33 mg HA/cm3),

and shallow and middle Tb.Th (’2 = 0�77� 0�94, slopes: 0.027, 0.042 mm). Separationwas primarily based

on shallow, middle, and deep Tb.Sp (’2 = 0�75� ¡ 0�99� 0�87, slopes: 0.048, 0.074, 0.094 mm). Finally,

Deep Density was primarily based on deep Tb.BMD (’2 = 0�85, slope: 42 mg HA/cm3) and deep Tb.Th

(’2 = 0�63, slope: 0.022 mm). Sclerosis has only weak correlations to the other two factors (jA j � 0�24),

while Separation and Deep Density are moderately-to-strongly negatively correlated (A = �0�51). The LSCs

for each factor are given in Table 7.4. The Separation factor had the largest precision error of the three factors

in both tibial compartments.

7.3.5 Mixed-E�ects Models

The �xed e�ect coe�cients of the �tted mixed-e�ects models for the one-year changes in Sclerosis, Separation,

DeepDensity, and Sc.BMD are reported in Appendix K. The averagemarginal predictions (AMPs; Predictions)

and average marginal contrasts (AMC; Contrasts) for one-year changes in Sclerosis, Separation, Deep Density,

and Sc.BMD are reported in Tables 7.5, 7.6, 7.7, and 7.8, respectively.

There were statistically signi�cant decreases in the Sclerosis factor in the injured tibia one year after ACL

injury (-0.33 [SEE 0.09]; p < 0.001) and in the injured femur one year after ACL reconstruction surgery (-0.14

158



7. Changes In Bone in the Knee One Year Post-ACLT and -ACLR

Figure 7.7: Scatterplots and linear regressions comparing the three factors named Sclerosis, Separation and
Deep Density (one per column) to the respective microarchitectural parameters (one per row) on which they
are primarily loaded, annotated with coe�cients of determination and estimated slopes (the change in the
parameter for a one unit change in the factor), to assist with interpretation of the physical meaning of unit
increases and decreases of a given factor. Each data point represents one set of eleven microarchitectural
parameters that are measured in each weight-bearing compartment. In the scatterplot of Sc.Th versus
Sclerosis, the horizontal red line at 0.2428 mm (4 voxels) shows the �oor of the thickness of the subchondral
bone plate that is imposed by the post-processing algorithm (Chapter 5).
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Table 7.3: Exploratory factor analysis results for three factors loaded on Sc.Th and Shallow, Middle and
Deep Tb.BMD, Tb.Th, and Tb.Sp. Factors were renamed as Sclerosis, Separation, and Deep Density
after inspecting the loadings. The top third of the table shows correlation coe�cients between factors
and parameters (correlation coe�cients with absolute value �0.3 are bolded) as well as the communality,
uniqueness, and complexity for each parameter. The middle of the table shows the sum of the squared
correlations for each factor and the bottom third of the table shows the correlation matrix for the factors.

Variable Sclerosis Separation Deep Density Communality Uniqueness Complexity
Sc.Th 0.77 0.00 -0.25 0.56 0.44 1.21
Tb.BMD, Shallow 0.69 -0.42 0.11 0.77 0.23 1.70
Tb.BMD, Middle 0.65 -0.44 0.31 0.97 0.03 2.25
Tb.BMD, Deep -0.15 -0.41 0.75 1.00 0.00 1.64
Tb.Th, Shallow 0.86 0.07 0.03 0.76 0.24 1.02
Tb.Th, Middle 0.94 0.15 0.09 0.93 0.07 1.07
Tb.Th, Deep 0.28 0.17 0.81 0.73 0.27 1.34
Tb.Sp, Shallow -0.16 0.91 0.10 0.77 0.23 1.08
Tb.Sp, Middle -0.01 0.99 -0.02 1.00 0.00 1.00
Tb.Sp, Deep 0.28 0.83 -0.23 0.96 0.04 1.40
Sum of squared loadings 3.39 3.31 1.75

Sclerosis Separation Deep Density
Sclerosis 1.00 -0.04 0.24
Separation -0.04 1.00 -0.51
Deep Density 0.24 -0.51 1.00

Communality is the proportion of a parameter’s variance that is explained by the factors.
Uniqueness is the proportion of a parameter’s variance that is not explained by the factors.
Complexity is an approximate measure of how many factors explain a parameter (Thurstone, 1931, 1934).
Kaiser-Meyer-Olkin test overall measure of sampling adequacy (MSA) (Dziuban and Shirkey, 1974): 0.53 (> 0.5).
Bartlett test of sphericity (Bartlett, 1951): p < 0.001.

Table 7.4: Least signi�cant change values for the three factors in each compartment of the tibia.

LSC [-] Medial Lateral

Sclerosis 0.16 0.16
Separation 0.60 0.57
Deep Density 0.33 0.34

[SEE 0.04]; p = 0.003). There were no detected one-year changes in the Sclerosis factor in the contralateral

knees or in the femur after injury or the tibia after surgery, and there were no signi�cant contrasts in the

change in Sclerosis for any of sex, age, surgery delay, or meniscus involvement. However, there were small

but signi�cant e�ects of baseline microarchitecture on the one-year changes in Sclerosis. In the injured

femur, for a one unit increase in the Separation factor at the time of surgery, there was a slight corresponding

increase in Sclerosis one year later (+0.11 [SEE 0.03]; p < 0.001). In the contralateral femur, for an increase

in Sc.BMD of +49 mg HA/cm3 at the time of injury, there was a small corresponding decrease in Sclerosis

one year later (-0.20 [SEE 0.07]; p = 0.018) (Table 7.5).

The Separation factor was found to increase modestly in both the injured femur (+0.59 [SEE 0.14]; p

< 0.001) and injured tibia (+0.61 [SEE 0.15; p < 0.001]) one year after injury, but remained unchanged
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Table 7.5: Average marginal predictions (Predictions) and average marginal contrasts (Contrasts) for one-year
change in the Sclerosis factor, with SEEs and adjusted p values. Statistically signi�cant predictions and
contrasts are bolded.

� Sclerosis Femur Tibia
Prediction Estimate p Value Estimate p Value

Injured, Post-Injury
Prediction -0.15 (SEE 0.08) 0.098 -0.33 (SEE 0.09) < 0.001 *
Contrast: Female -0.22 (SEE 0.10) 0.081 -0.25 (SEE 0.15) 0.168
Contrast: Age (+10 years) -0.05 (SEE 0.06) 0.808 +0.03 (SEE 0.09) 0.880
Contrast: Meniscus Tear +0.06 (SEE 0.09) 0.874 +0.02 (SEE 0.10) 0.909
Contrast: Baseline Sclerosis (+1) +0.4 (SEE 0.2) 0.178 -0.06 (SEE 0.09) 0.761
Contrast: Baseline Separation (+1) +0.04 (SEE 0.13) 0.821 -0.18 (SEE 0.11) 0.304
Contrast: Baseline Deep Density (+1) -0.16 (SEE 0.14) 0.510 -0.01 (SEE 0.09) 0.903
Contrast: Baseline Sc.BMD (+49 mg HA/cm3) -0.06 (SEE 0.07) 0.459 +0.12 (SEE 0.10) 0.459
Injured, Post-Surgery
Prediction -0.14 (SEE 0.04) 0.003 * -0.02 (SEE 0.05) 0.688
Contrast: Female +0.00 (SEE 0.08) 0.997 -0.12 (SEE 0.09) 0.415
Contrast: Age (+10 years) +0.00 (SEE 0.04) 0.977 -0.00 (SEE 0.05) 0.977
Contrast: Surgery Delay (+120 days) -0.00 (SEE 0.03) 0.906 -0.03 (SEE 0.04) 0.614
Contrast: Meniscus Tear +0.13 (SEE 0.06) 0.227 +0.10 (SEE 0.07) 0.336
Contrast: Meniscus Resection +0.08 (SEE 0.11) 0.867 +0.08 (SEE 0.12) 0.867
Contrast: Meniscus Repair +0.01 (SEE 0.07) 0.853 +0.05 (SEE 0.08) 0.809
Contrast: Baseline Sclerosis (+1) -0.05 (SEE 0.09) 0.632 -0.03 (SEE 0.05) 0.632
Contrast: Baseline Separation (+1) +0.11 (SEE 0.03) < 0.001 * +0.08 (SEE 0.04) 0.126
Contrast: Baseline Deep Density (+1) -0.11 (SEE 0.07) 0.188 -0.01 (SEE 0.06) 0.926
Contrast: Baseline Sc.BMD (+49 mg HA/cm3) +0.01 (SEE 0.03) 0.828 +0.06 (SEE 0.04) 0.164
Contralateral, Post-Injury
Prediction +0.18 (SEE 0.09) 0.122 +0.04 (SEE 0.08) 0.876
Contrast: Female +0.12 (SEE 0.12) 0.756 +0.11 (SEE 0.13) 0.756
Contrast: Age (+10 years) +0.08 (SEE 0.06) 0.912 +0.00 (SEE 0.08) 0.994
Contrast: Baseline Sclerosis (+1) +0.20 (SEE 0.17) 0.375 +0.10 (SEE 0.08) 0.375
Contrast: Baseline Separation (+1) +0.25 (SEE 0.12) 0.115 +0.05 (SEE 0.08) 0.813
Contrast: Baseline Deep Density (+1) -0.02 (SEE 0.12) 0.984 +0.03 (SEE 0.08) 0.984
Contrast: Baseline Sc.BMD (+49 mg HA/cm3) -0.20 (SEE 0.07) 0.018 * -0.07 (SEE 0.08) 0.583
Contralateral, Post-Surgery
Prediction +0.05 (SEE 0.03) 0.247 +0.02 (SEE 0.05) 0.778
Contrast: Female -0.01 (SEE 0.07) 0.850 +0.02 (SEE 0.09) 0.850
Contrast: Age (+10 years) -0.01 (SEE 0.04) 0.931 +0.02 (SEE 0.05) 0.931
Contrast: Surgery Delay (+120 days) -0.01 (SEE 0.03) 0.922 -0.02 (SEE 0.04) 0.922
Contrast: Baseline Sclerosis (+1) +0.02 (SEE 0.08) 0.828 +0.05 (SEE 0.05) 0.506
Contrast: Baseline Separation (+1) -0.03 (SEE 0.05) 0.636 -0.02 (SEE 0.04) 0.636
Contrast: Baseline Deep Density (+1) -0.01 (SEE 0.05) 0.873 +0.01 (SEE 0.06) 0.873
Contrast: Baseline Sc.BMD (+49 mg HA/cm3) +0.00 (SEE 0.03) 0.991 -0.03 (SEE 0.06) 0.991

* One-year changes, or di�erences in one-year changes, are statistically signi�cant after adjustment for multiple testing.
For continuous predictors, the amount of change in the predictor associated with the predicted contrast in one-year change in Sclerosis is shown in
parentheses.
The Prediction for each group and side combination is computed by replicating the entire dataset, �xing side and group to the respective values,
preserving the values of all other predictors, computing unit-level model predictions, and aggregating the predictions for each side and group
combination.
The Contrast for each risk factor is computed following the same strategy as for the Prediction, with the added steps of replicating the dataset at two
levels of the risk factor, �nding the unit-level di�erences between the two levels of the risk factor, and aggregating the di�erences for each side and
group combination.
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Table 7.6: Average marginal predictions (Predictions) and average marginal contrasts (Contrasts) for one-year
change in the Separation factor, with SEEs and adjusted p values. Statistically signi�cant predictions and
contrasts are bolded.

� Separation Femur Tibia
Prediction Estimate p Value Estimate p Value

Injured, Post-Injury
Prediction +0.61 (SEE 0.15) < 0.001 * +0.59 (SEE 0.14) < 0.001 *
Contrast: Female +0.43 (SEE 0.19) 0.081 -0.0 (SEE 0.2) 0.981
Contrast: Age (+10 years) -0.01 (SEE 0.11) 0.944 +0.25 (SEE 0.15) 0.714
Contrast: Meniscus Tear -0.27 (SEE 0.15) 0.573 +0.02 (SEE 0.16) 0.909
Contrast: Baseline Sclerosis (+1) -1.9 (SEE 0.3) < 0.001 * +0.11 (SEE 0.14) 0.761
Contrast: Baseline Separation (+1) +0.4 (SEE 0.2) 0.304 +0.36 (SEE 0.18) 0.304
Contrast: Baseline Deep Density (+1) +1.3 (SEE 0.2) < 0.001 * -0.14 (SEE 0.15) 0.535
Contrast: Baseline Sc.BMD (+49 mg HA/cm3) +0.49 (SEE 0.13) < 0.001 * -0.17 (SEE 0.17) 0.459
Injured, Post-Surgery
Prediction +0.08 (SEE 0.07) 0.337 +0.05 (SEE 0.08) 0.577
Contrast: Female +0.01 (SEE 0.14) 0.997 +0.18 (SEE 0.15) 0.415
Contrast: Age (+10 years) +0.12 (SEE 0.07) 0.186 +0.07 (SEE 0.08) 0.553
Contrast: Surgery Delay (+120 days) -0.02 (SEE 0.06) 0.897 +0.13 (SEE 0.06) 0.153
Contrast: Meniscus Tear -0.06 (SEE 0.09) 0.628 -0.18 (SEE 0.11) 0.336
Contrast: Meniscus Resection +0.15 (SEE 0.18) 0.867 +0.04 (SEE 0.19) 0.867
Contrast: Meniscus Repair -0.03 (SEE 0.11) 0.853 +0.22 (SEE 0.13) 0.345
Contrast: Baseline Sclerosis (+1) +0.56 (SEE 0.16) 0.002 * -0.04 (SEE 0.07) 0.632
Contrast: Baseline Separation (+1) -0.52 (SEE 0.04) < 0.001 * -0.13 (SEE 0.07) 0.126
Contrast: Baseline Deep Density (+1) -0.16 (SEE 0.11) 0.230 +0.08 (SEE 0.10) 0.490
Contrast: Baseline Sc.BMD (+49 mg HA/cm3) -0.09 (SEE 0.05) 0.164 -0.08 (SEE 0.06) 0.255
Contralateral, Post-Injury
Prediction -0.10 (SEE 0.16) 0.876 +0.00 (SEE 0.13) 0.986
Contrast: Female -0.1 (SEE 0.2) 0.877 +0.1 (SEE 0.2) 0.790
Contrast: Age (+10 years) -0.00 (SEE 0.11) 0.994 +0.01 (SEE 0.12) 0.994
Contrast: Baseline Sclerosis (+1) +0.4 (SEE 0.3) 0.375 -0.17 (SEE 0.12) 0.375
Contrast: Baseline Separation (+1) +0.1 (SEE 0.2) 0.867 -0.02 (SEE 0.13) 0.867
Contrast: Baseline Deep Density (+1) -0.35 (SEE 0.19) 0.541 +0.03 (SEE 0.14) 0.984
Contrast: Baseline Sc.BMD (+49 mg HA/cm3) +0.05 (SEE 0.12) 0.685 +0.08 (SEE 0.14) 0.652
Contralateral, Post-Surgery
Prediction -0.15 (SEE 0.06) 0.062 -0.00 (SEE 0.08) 0.978
Contrast: Female +0.03 (SEE 0.12) 0.850 -0.08 (SEE 0.15) 0.850
Contrast: Age (+10 years) +0.04 (SEE 0.07) 0.931 -0.04 (SEE 0.09) 0.931
Contrast: Surgery Delay (+120 days) -0.06 (SEE 0.06) 0.922 +0.04 (SEE 0.06) 0.922
Contrast: Baseline Sclerosis (+1) +0.40 (SEE 0.14) 0.019 * +0.02 (SEE 0.08) 0.828
Contrast: Baseline Separation (+1) -0.24 (SEE 0.08) 0.017 * -0.12 (SEE 0.07) 0.277
Contrast: Baseline Deep Density (+1) -0.23 (SEE 0.09) 0.036 * -0.16 (SEE 0.10) 0.321
Contrast: Baseline Sc.BMD (+49 mg HA/cm3) -0.07 (SEE 0.05) 0.551 -0.01 (SEE 0.09) 0.991

* One-year changes, or di�erences in one-year changes, are statistically signi�cant after adjustment for multiple testing.
For continuous predictors, the amount of change in the predictor associated with the predicted contrast in one-year change in Separation is shown in
parentheses.
The Prediction for each group and side combination is computed by replicating the entire dataset, �xing side and group to the respective values,
preserving the values of all other predictors, computing unit-level model predictions, and aggregating the predictions for each side and group
combination.
The Contrast for each risk factor is computed following the same strategy as for the Prediction, with the added steps of replicating the dataset at two
levels of the risk factor, �nding the unit-level di�erences between the two levels of the risk factor, and aggregating the di�erences for each side and
group combination.
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Table 7.7: Average marginal predictions (Predictions) and average marginal contrasts (Contrasts) for one-year
change in the Deep Density factor, with SEEs and adjusted p values. Statistically signi�cant predictions and
contrasts are bolded.

� Deep Density Femur Tibia
Prediction Estimate p Value Estimate p Value

Injured, Post-Injury
Prediction -0.16 (SEE 0.12) 0.255 -0.38 (SEE 0.11) 0.002 *
Contrast: Female -0.14 (SEE 0.15) 0.563 -0.42 (SEE 0.19) 0.081
Contrast: Age (+10 years) -0.06 (SEE 0.09) 0.808 +0.12 (SEE 0.12) 0.808
Contrast: Meniscus Tear +0.16 (SEE 0.14) 0.573 -0.16 (SEE 0.12) 0.573
Contrast: Baseline Sclerosis (+1) +0.5 (SEE 0.3) 0.178 +0.05 (SEE 0.10) 0.761
Contrast: Baseline Separation (+1) +0.19 (SEE 0.19) 0.486 +0.03 (SEE 0.14) 0.821
Contrast: Baseline Deep Density (+1) -0.2 (SEE 0.2) 0.510 -0.14 (SEE 0.11) 0.510
Contrast: Baseline Sc.BMD (+49 mg HA/cm3) -0.05 (SEE 0.11) 0.658 +0.22 (SEE 0.13) 0.355
Injured, Post-Surgery
Prediction -0.16 (SEE 0.06) 0.023 * +0.08 (SEE 0.06) 0.337
Contrast: Female +0.19 (SEE 0.12) 0.415 -0.33 (SEE 0.12) 0.039 *
Contrast: Age (+10 years) +0.16 (SEE 0.06) 0.038 * +0.06 (SEE 0.06) 0.553
Contrast: Surgery Delay (+120 days) -0.05 (SEE 0.05) 0.614 -0.09 (SEE 0.05) 0.193
Contrast: Meniscus Tear +0.02 (SEE 0.08) 0.764 -0.05 (SEE 0.08) 0.628
Contrast: Meniscus Resection +0.06 (SEE 0.16) 0.867 +0.02 (SEE 0.14) 0.867
Contrast: Meniscus Repair +0.10 (SEE 0.10) 0.663 +0.12 (SEE 0.10) 0.537
Contrast: Baseline Sclerosis (+1) +0.42 (SEE 0.14) 0.006 * +0.05 (SEE 0.06) 0.632
Contrast: Baseline Separation (+1) +0.01 (SEE 0.04) 0.745 +0.09 (SEE 0.05) 0.157
Contrast: Baseline Deep Density (+1) -0.45 (SEE 0.10) < 0.001 * -0.13 (SEE 0.08) 0.188
Contrast: Baseline Sc.BMD (+49 mg HA/cm3) -0.10 (SEE 0.05) 0.088 +0.02 (SEE 0.04) 0.763
Contralateral, Post-Injury
Prediction +0.27 (SEE 0.13) 0.122 -0.00 (SEE 0.10) 0.986
Contrast: Female +0.17 (SEE 0.18) 0.756 +0.10 (SEE 0.16) 0.790
Contrast: Age (+10 years) +0.11 (SEE 0.09) 0.912 +0.03 (SEE 0.10) 0.994
Contrast: Baseline Sclerosis (+1) +0.3 (SEE 0.3) 0.375 +0.00 (SEE 0.09) 0.974
Contrast: Baseline Separation (+1) +0.47 (SEE 0.18) 0.060 +0.02 (SEE 0.10) 0.867
Contrast: Baseline Deep Density (+1) -0.06 (SEE 0.17) 0.984 +0.03 (SEE 0.11) 0.984
Contrast: Baseline Sc.BMD (+49 mg HA/cm3) -0.27 (SEE 0.10) 0.020 * -0.12 (SEE 0.10) 0.400
Contralateral, Post-Surgery
Prediction +0.08 (SEE 0.05) 0.247 +0.03 (SEE 0.06) 0.778
Contrast: Female -0.02 (SEE 0.10) 0.850 -0.07 (SEE 0.12) 0.850
Contrast: Age (+10 years) -0.01 (SEE 0.05) 0.931 +0.03 (SEE 0.07) 0.931
Contrast: Surgery Delay (+120 days) -0.03 (SEE 0.05) 0.922 -0.02 (SEE 0.05) 0.922
Contrast: Baseline Sclerosis (+1) +0.06 (SEE 0.12) 0.804 +0.09 (SEE 0.06) 0.427
Contrast: Baseline Separation (+1) -0.04 (SEE 0.07) 0.636 -0.06 (SEE 0.05) 0.490
Contrast: Baseline Deep Density (+1) -0.06 (SEE 0.08) 0.662 -0.11 (SEE 0.08) 0.348
Contrast: Baseline Sc.BMD (+49 mg HA/cm3) -0.04 (SEE 0.05) 0.783 -0.02 (SEE 0.07) 0.991

* One-year changes, or di�erences in one-year changes, are statistically signi�cant after adjustment for multiple testing.
For continuous predictors, the amount of change in the predictor associated with the predicted contrast in one-year change in Deep Density is shown
in parentheses.
The Prediction for each group and side combination is computed by replicating the entire dataset, �xing side and group to the respective values,
preserving the values of all other predictors, computing unit-level model predictions, and aggregating the predictions for each side and group
combination.
The Contrast for each risk factor is computed following the same strategy as for the Prediction, with the added steps of replicating the dataset at two
levels of the risk factor, �nding the unit-level di�erences between the two levels of the risk factor, and aggregating the di�erences for each side and
group combination.
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Table 7.8: Average marginal predictions (Predictions) and average marginal contrasts (Contrasts) for one-year
change in Sc.BMD, with SEEs and adjusted p values. Statistically signi�cant predictions and contrasts are
bolded.

� Sc.BMD [mg HA/cm3] Femur Tibia
Prediction Estimate p Value Estimate p Value

Injured, Post-Injury
Prediction -6 (SEE 9) 0.599 +1 (SEE 5) 0.840
Contrast: Female -6 (SEE 11) 0.696 -7 (SEE 9) 0.572
Contrast: Age (+10 years) +6 (SEE 7) 0.808 +3 (SEE 6) 0.836
Contrast: Meniscus Tear +3 (SEE 9) 0.909 +6 (SEE 6) 0.573
Contrast: Baseline Sclerosis (+1) +0 (SEE 20) 0.940 -2 (SEE 5) 0.761
Contrast: Baseline Separation (+1) +9 (SEE 12) 0.600 -9 (SEE 7) 0.389
Contrast: Baseline Deep Density (+1) +7 (SEE 14) 0.674 -5 (SEE 6) 0.535
Contrast: Baseline Sc.BMD (+49 mg HA/cm3) -7 (SEE 7) 0.459 +6 (SEE 6) 0.459
Injured, Post-Surgery
Prediction +29 (SEE 4) < 0.001 * +16 (SEE 3) < 0.001 *
Contrast: Female +10 (SEE 9) 0.415 +1 (SEE 6) 0.997
Contrast: Age (+10 years) -1 (SEE 4) 0.977 +6 (SEE 3) 0.154
Contrast: Surgery Delay (+120 days) -3 (SEE 3) 0.614 -7 (SEE 2) 0.020 *
Contrast: Meniscus Tear +3 (SEE 5) 0.628 -2 (SEE 4) 0.628
Contrast: Meniscus Resection -3 (SEE 11) 0.867 +6 (SEE 7) 0.867
Contrast: Meniscus Repair +3 (SEE 6) 0.853 +17 (SEE 5) 0.002 *
Contrast: Baseline Sclerosis (+1) -5 (SEE 9) 0.632 +10 (SEE 3) 0.002 *
Contrast: Baseline Separation (+1) +6 (SEE 2) 0.037 * +4 (SEE 3) 0.157
Contrast: Baseline Deep Density (+1) +6 (SEE 6) 0.430 -7 (SEE 4) 0.188
Contrast: Baseline Sc.BMD (+49 mg HA/cm3) -17 (SEE 3) < 0.001 * -20 (SEE 2) < 0.001 *
Contralateral, Post-Injury
Prediction +19 (SEE 9) 0.122 +2 (SEE 5) 0.876
Contrast: Female +31 (SEE 13) 0.137 -0 (SEE 8) 0.988
Contrast: Age (+10 years) +4 (SEE 7) 0.994 +4 (SEE 5) 0.994
Contrast: Baseline Sclerosis (+1) +12 (SEE 17) 0.585 +3 (SEE 5) 0.585
Contrast: Baseline Separation (+1) +29 (SEE 12) 0.060 +6 (SEE 5) 0.355
Contrast: Baseline Deep Density (+1) +8 (SEE 11) 0.984 -0 (SEE 5) 0.996
Contrast: Baseline Sc.BMD (+49 mg HA/cm3) -21 (SEE 7) 0.017 * -6 (SEE 5) 0.400
Contralateral, Post-Surgery
Prediction +9 (SEE 4) 0.062 +4 (SEE 3) 0.247
Contrast: Female +10 (SEE 8) 0.850 +4 (SEE 6) 0.850
Contrast: Age (+10 years) -3 (SEE 4) 0.931 -0 (SEE 3) 0.931
Contrast: Surgery Delay (+120 days) -2 (SEE 3) 0.922 +0 (SEE 2) 0.939
Contrast: Baseline Sclerosis (+1) +40 (SEE 8) < 0.001 * +3 (SEE 3) 0.506
Contrast: Baseline Separation (+1) -8 (SEE 5) 0.277 -3 (SEE 3) 0.490
Contrast: Baseline Deep Density (+1) -21 (SEE 5) < 0.001 * +2 (SEE 4) 0.873
Contrast: Baseline Sc.BMD (+49 mg HA/cm3) -18 (SEE 3) < 0.001 * -11 (SEE 3) 0.008 *

* One-year changes, or di�erences in one-year changes, are statistically signi�cant after adjustment for multiple testing.
For continuous predictors, the amount of change in the predictor associated with the predicted contrast in one-year change in Sc.BMD is shown in
parentheses.
The Prediction for each group and side combination is computed by replicating the entire dataset, �xing side and group to the respective values,
preserving the values of all other predictors, computing unit-level model predictions, and aggregating the predictions for each side and group
combination.
The Contrast for each risk factor is computed following the same strategy as for the Prediction, with the added steps of replicating the dataset at two
levels of the risk factor, �nding the unit-level di�erences between the two levels of the risk factor, and aggregating the di�erences for each side and
group combination.
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following surgery and in the contralateral knees. Again, there were no signi�cant contrasts in the change in

Separation for any of sex, age, surgery delay, or meniscus status, but the one-year changes in the Separation

factor in the femur did vary greatly depending on the baseline microarchitecture. In the injured femur in the

post-injury group, a unit increase in Sclerosis at time of injury led to an out-sized decrease in Separation one

year later (-1.9 [SEE 0.3]; p < 0.001), a unit increase in Deep Density led to a large increase in Separation

one year later (+1.3 [SEE 0.13]; p < 0.001), and an increase in Sc.BMD of +49 mg HA/cm3at the time of

injury led to a modest increase in Separation one year later (+0.49 [SEE 0.13]; p < 0.001). In the injured

femur in the post-surgery group, unit increases in Sclerosis and Separation lead to modest increases (+0.56

[SEE 0.16]; p = 0.002) and decreases (-0.52 [SEE 0.04]; p < 0.001) in Separation one year later, respectively.

There were also modest relationships between changes in Separation and baseline Sclerosis, Separation, and

Deep Density in the contralateral femur of the post-surgery group (Table 7.6).

There were statistically signi�cant predicted decreases in Deep Density in the injured tibia one year after

injury (-0.38 [SEE 0.11]; p = 0.002) and in the injured femur one year after surgery (-0.16 [SEE 0.06]; p

= 0.023), and there were no detected average changes in Deep Density in the contralateral femur or tibia

in either group. While there were no signi�cant predicted average changes in Deep Density in the injured

tibia following surgery, there was a signi�cant sex contrast here (Female: -0.33 [SEE 0.12]; p = 0.039) and

independently computed average marginal predictions for male and female participants were +0.29 [SEE

0.11] and -0.04 [SEE 0.07], respectively, indicating a modest increase in male participants and no change

in female participants. There was an additional slight, but signi�cant, contrast in change in Deep Density

depending on the age at time of injury (per +10 years: +0.16 [SEE 0.06]; p = 0.038) in the injured femur one

year after surgery. Finally, there were signi�cant contrasts for the one-year change in Deep Density in the

injured femur for unit increases in Sclerosis (+0.42 [SEE 0.14]; p = 0.006) and Deep Density (-0.45 [SEE

0.10]; p < 0.001) at time of surgery, and in the contralateral femur for Sc.BMD at time of injury (-0.27 [SEE

0.10]; p = 0.020) (Table 7.7).

There were no signi�cant predicted changes, or contrasts for changes, in Sc.BMD in the injured femur or

tibia one year after injury. However, there were modest average predicted increases in Sc.BMD post-surgery

in both the femur (+29 [SEE 4] mg HA/cm3; p < 0.001) and tibia (+16 [SEE 3] mg HA/cm3; p < 0.001). In the

injured tibia, there were small but signi�cant contrasts for both surgery delay (per +120 days: -7 [SEE 2] mg

HA/cm3; p = 0.020) and a meniscus repair at surgery (+17 [SEE 5]; p = 0.002). Further, there were numerous

statistically signi�cant contrasts indicating a complex relationship between the baseline microarchitecture and
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the one-year changes in Sc.BMD in the injured knee in the post-surgery group and across both groups in the

contralateral knee. Notably, the one year change in Sc.BMD had a modest negative relationship with itself at

baseline in the injured femur and injured tibia in the post-surgery group and the contralateral femur in the

post-injury group and the post-surgery group, with an approximate relationship of -20 mg HA/cm3 change

per +49 mg HA/cm3 at baseline across these cases (Table 7.8).

7.4 Discussion

In this study, we investigated the longitudinal changes in bone density and microarchitecture at the knee

in the �rst year following ACL injury (post-injury) and ACL reconstructive surgery (post-surgery) using

in vivo HR-pQCT image data, exploratory factor analysis, and mixed-e�ects models. One year after ACL

injury, we observed evidence of small but persistent de�cits in trabecular bone density in the tibia and severe

periarticular structural degradation in both the injured femur and tibia. One year after ACL reconstructive

surgery, we observed small but persistent de�cits in trabecular bone density in the femur, no evidence of

persistent structural alterations, sex-dependent changes in density in the injured tibia, and possible evidence

of early subchondral bone plate sti�ening in both the injured femur and tibia.

Although prior studies have examined post-ACL-injury bone alterations both longitudinally and cross-

sectionally (Kroker et al., 2019, 2018a; Shiraishi et al., 2020), this study �lls in a gap in our understanding in

the changes that occur after the theorized transient bone resorption phase that follows ACL injury and of the

contrast between the trajectories of periarticular bone density and microarchitecture that occur following injury

and following reconstructive surgery. The general pattern of changes in bone density and microarchitecture

we have observed are consistent with the early stages of the pathological bone remodelling mechanism

theorized by Teichtahl et al. (2015) and Li et al. (2013) to link ACL injury and PTOA pathogenesis. In the

�rst year after injury, the small losses in density and indicators of structural degradation (lowered Tb.Th,

increased Tb.Sp) that we observe are consistent with prior �ndings (Kroker et al., 2019; Kannus et al.,

1992; Marigi et al., 2021; Van Meer et al., 2014), and provide further evidence of ACL injury inciting a

transient phase of bone resorption and a subsequent healing phase. One year after surgery, we observe further

persistent de�cits in trabecular bone density but no evidence of further irreparable structural degradation on

average. However, we have observed a complex set of interdependencies between the post-surgery evolution

of the bone microarchitecture (particularly Tb.Sp and deep Tb.BMD and Tb.Th) and the overall state of the
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microarchitecture at the time of surgery, or soon after. This suggests that the changes in periarticular bone

density and microarchitecture that occur between injury and surgery have important implications for the

subsequent changes that follow surgery. However, from our observations it is di�cult to ascertain whether the

bone remodelling processes that follow ACL reconstructive surgery are, on average, similar or dissimilar

to those that follow ACL injury. It is equally possible that (1) surgery is followed by a similar resorption

and recovery phase progression as may follow injury, but the post-injury changes have already destroyed

the vulnerable microarchitecture and therefore further irreparable structural degradation does not occur, or

(2) that bone density and microarchitectural changes that follow ACL reconstruction surgery are much less

severe than those that follow the initial injury. For example, while studies have shown elevated cytokine

concentrations in synovial �uid post-surgery as compared to post-injury (Hunt et al., 2021; Kingery et al.,

2022), traumatic bone marrow lesions are found after injury but not after surgery, and the in�ammatory

response within the subchondral bone may be less severe following surgery than after injury. However, the

observed positive relationship between post-surgical one-year increases in periarticular Tb.Sp and higher

near-surface Tb.BMD and Tb.Th at the time of surgery is suggestive that the former is possible.

Our factor analysis (Tavakol and Wetzel, 2020) approach revealed that microarchitectural changes could

be e�ciently summarized, by bundling the numerous periarticular knee HR-pQCT parameters into ‘factors,’

so that we can more easily interpret the complex changes that occur in bone following ACL injury and

surgery. There have been similar applications of data reduction to avoid testing redundant hypotheses in prior

HR-pQCT studies. Patsch et al. (2017) performed factor analysis on the standard parameter set from distal

radius and tibia HR-pQCT images and chose to only use the highest-loaded parameter on each factor for

statistical testing, and Fujii et al. (2021) applied PCA to the standard parameter set and used only the �rst 2

PCs as the dependent variables in subsequent regression analyses. There are trade-o�s to each approach, but

the unique advantage of using factor analysis with an oblique rotation over PCA, which uses an orthogonal

rotation, is that oblique rotations can reduce the magnitude of cross-loadings between input variables and

output factors and lead to more separable and interpretable factors, particularly when the factors are expected

to be correlated (Fabrigar et al., 1999), as is the case in this study (see Figure 7.5 and Table 7.3).

Upon examining the e�ects of common PTOA risk factors (sex, age, surgery delay, and meniscus injury,

resection, and repair) we found that these factors were not particularly predictive of di�erences in one-year

changes in periarticular bone density and microarchitecture. Conversely, we found that the state of the baseline

microarchitecture was strongly predictive of subsequent changes in bone density and microarchitecture in
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both the post-injury and post-surgery groups, but with distinct patterns. We found these relationships in both

the injured and contralateral knees, but for all parameters except Sc.BMD, these relationships were greater in

both quantity and magnitude in the injured knee. It is well-known that local bone remodelling is driven by

load distributions (Katsimbri, 2017; Christen et al., 2014), that ACL injury impacts biomechanics and load

distributions in the knee (Goerger et al., 2015), and that these changes often persist, or are not fully restored,

following ACL reconstructive surgery (Georgoulis et al., 2010). If the e�ects of altered biomechanics on

subsequent bone remodelling are dependent on baseline microarchitecture but not independently predicted by

sex, age, and surgery delay, it is possible that the e�ects of these risk factors on periarticular bone changes

are mediated through the initial state of the microarchitecture. That initial state is likely a�ected by the fact

that bone density decreases with age (Whittier et al., 2020a), that there are signi�cant site-dependent sex

di�erences in bone density (Eckstein et al., 2007; Ho-Pham et al., 2018), and that the state of the periarticular

bone following injury depends on the time since injury (Kroker et al., 2019). Untangling the relationship

between baseline microarchitecture, PTOA risk factors, and changes in bone density and microarchitecture is

worth further study but would require both more data (more longitudinal timepoints and possibly a larger

cohort) and a modelling approach more suitable to evaluating causal directed relationships (Pearl, 2010).

Finally, the signi�cant negative marginal contrasts observed for all parameters with respect to their own values

at baseline, most notably for Sc.BMD (in 5 out of 8 prediction categories; Table 7.8) could be explained

by regression to the mean: the tendency for an extreme sample of a random variable to be followed by a

sample that is closer to the mean (Barnett, 2004). Mean reversion e�ects could be expected to be greater in

parameters with more random measurement error, could potentially be estimated by modelling "change"

using repeated-scan data (where the expected change is zero), and could be ameliorated by developing or

using measurement techniques with better precision.

There are important limitations to this study that must be acknowledged. One is that for the number of

risk factors we have considered and the overall model complexity, we have a relatively low total sample size

(N = 62), a signi�cant group imbalance (post-injury: 19, post-surgery: 45), and a signi�cant sex imbalance in

the post-surgery group (33F, 12M). While we have not detected statistically signi�cant contrasts for changes

in periarticular bone density for the PTOA risk factors under consideration, particularly for indicators of

persistent or permanent structural degradation (Separation), it is worth recalling that an absence of evidence is

not an evidence of absence (Altman and Bland, 1995). These risk factors may yet be shown to have signi�cant

e�ects on periarticular bone remodeling processes that are not necessarily mediated through the state of the
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bone microarchitecture at the time of injury or surgery. A second limitation is that apparent bone densities

on HR-pQCT imaging can be a�ected by in�ammation (de Bakker et al., 2022) and out-of-�eld-of-view

artifacts (Wu et al., 2020), both relevant factors when imaging a recently injured knee, and this may have a

confounding in�uence on the detected changes in bone density and microarchitecture in the injured knees.

Further, our baseline and follow-up measurements did not occur precisely at the time of injury or one year

later: in the post-injury group the baseline and follow-up imaging occurred at means of 30 (SD 8) and 402

(SD 21) days after injury, respectively, and in the post-surgery group the baseline and followup imaging

occurred at means of 45 (SD 12) and 415 (SD 47) days after surgery, respectively. A major limitation in

longitudinal repeated-measures ANCOVA-like model designs is that baseline and follow-up measurements are

treated as though all unit-level measurements occurred at exactly the same times, or with the same separation

in time, but avoiding this by measuring change with time as the independent variable requires at least three

measurements to estimate a linear change (Ho�man, 2015). Finally, there are a number of additional PTOA

risk factors that we have not considered in our analysis and that merit consideration in future work, including

BMI (both at baseline and the change over time), local e�ects of bone marrow lesions, the surgical method

and/or anatomic classi�cation (Rothrau� et al., 2020), and the physical activity level (including rehabilitation

protocol; Frobell et al. (2010)) of participants in the year after injury or surgery, among others.

While our approach to data reduction was useful for controlling the false discovery rate and maintaining

study power by eliminating redundant hypotheses and avoiding overly conservative multiple testing corrections,

there are other approaches that could also be considered going forward for in vivo analysis of periarticular

knee bone density and microarchitecture. The factor analysis MSA for our dataset, 0.53, was on the boundary

of acceptability (Hair, 2006) and classi�ed as ‘miserable’ (0.50 to 0.59) on the scale given by Kaiser and Rice

(1974). When only considering Sc.Th, Tb.Th, and Tb.Sp (at all three depths), the MSA increases to 0.65

(‘mediocre’), indicating that the simultaneous positive and negative correlations between Tb.BMD and Tb.Th

and Tb.BMD and Tb.Sp (Figure 7.5) pose non-negligible issues for the factorizability of the data. Finally, we

would like to make clear that we have used factor analysis for data compression only, and do not advocate

that the factors we labelled Sclerosis, Separation, and Deep Density are true underlying latent factors (or

‘constructs’) that should be used in future studies as de�ned here. Our factors are speci�c to this dataset and

this particular periarticular analysis work�ow.

The amount of information from an HR-pQCT scan of the knee is overwhelming and there is signi�cant

opportunity to consider alternative approaches for analysis. This may include, for example, increasing the
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depths of the trabecular layers or combining the trabecular layers into a single trabecular ROI. The �ndings

of Shiraishi et al. (2020) suggest that OA-related bone microarchitectural changes may involve topological

alterations to the network, including the degree of anisotropy (DA) and connectivity density (Conn.D), and

so it may also be worthwhile to expand the list of parameters that are measured in the trabecular layers and

incorporate them into the data reduction pipeline. Also, it has been suggested that a hierarchical false discovery

rate control methodology (Yekutieli, 2008) could be applied to analysis of HR-pQCT microarchitectural data

by assuming that the hypotheses that are changes in structural parameters in a given region are nested within

the hypothesis that there are changes in density in that region (Whittier et al., 2020c). In the speci�c context

of measuring post-ACL injury remodelling, where we hypothesize loss and recovery of density along with

permanent structural changes, this assumption is not supported by theory and may not hold, depending on the

time-scales over which changes are measured and how changes are modelled. However, it may be a viable

alternative statistical analysis strategy for managing the false discovery rate with knee HR-pQCT data in other

contexts where structural changes or di�erences are expected to always be accompanied by concomitant

density changes or di�erences, or alternative hypothesis nesting structures may also be worth considering.

7.5 Conclusions

The observed one-year changes after injury and after surgery both indicated persistent losses in density,

with additional evidence of structural degradation following injury only. These observed changes were

coupled with small increases in subchondral bone plate density after surgery, and overall are consistent

with pathological bone remodelling theories for PTOA pathogenesis (Teichtahl et al., 2015; Li et al., 2013).

Importantly, we also found that PTOA risk factors were not predictive of bone changes compared to the

importance of baseline microarchitectural conditions, suggesting that the state of the bone microarchitecture

at the time of injury may mediate the relationship between PTOA risk factors and PTOA pathogenesis.
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Chapter 8

Discussion

No book can ever be �nished. While

working on it we learn just enough to

�nd it immature the moment we turn

away from it.

Karl Popper

8.1 Summary

Knee OA is a degenerative joint disease that causes pain, reduced mobility, and overall degraded quality

of life (Arden et al., 2014). While the etiology of knee OA is complex and not well-understood, there is a

signi�cant association between ACL injury and early knee OA incidence (Dare and Rodeo, 2014; Lohmander

et al., 2007), which provides a window for in vivo investigation of biomechanical theories for knee OA

pathogenesis. One such theory holds that pathological adaptation of the periarticular bone microarchitecture

at the osteochondral junction of the femoral condyles and tibial plateaus is an integral component of the

biomechanical event cascade that culminates in cartilage degradation (Li et al., 2013; Teichtahl et al., 2015).

HR-pQCT is uniquely positioned to measure in vivo cross-sectional di�erences and longitudinal changes in

human bone microarchitecture, and measurement methodologies for imaging the knee with HR-pQCT have

been developed recently (Kroker et al., 2017a; Shiraishi et al., 2020).

The three top-level goals of this thesis were (1) to establish a framework for robust, fully automated

quantitative analysis of knee HR-pQCT images, (2) to develop algorithms to use in this framework and
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advance the processing and analytical protocols used for analyzing bone microarchitectural data, and (3)

to apply these tools to investigate longitudinal changes in periarticular bone microarchitecture at the knee

following ACL injury and reconstructive surgery.

These goals were addressed in several stages. First, a large normative dataset of expert-segmented radius

and tibia images was leveraged to automate segmentation of cortical and trabecular bone in radius and tibia

HR-pQCT images, and a similar approach was used to automate segmentation of knee HR-pQCT images with

a relatively much smaller dataset of segmented reference images. Each of these methods were validated using

held-out test datasets for both accuracy and precision, and each of these methods were found to have good

accuracy and superior precision when compared to that of the prior standard protocols. At the same time, the

large normative radius and tibia dataset and some synthetic data were used together to �nd that trabecular

thickness, separation, number, and bone volume fraction are inter-related and probably together describe only

approximately two unique degrees of freedom of the trabecular microarchitecture. An atlas-based approach

was also developed for designating the weight-bearing contact surfaces of the femoral condyles and tibial

plateaus, which had previously been a fully manual process. The last methodological advancement was

the investigation of a global reformulation of Cortical Bone Mapping, a cortical thickness measurement

technique invented by Treece et al. (2010), where two new methods were introduced for regularization of the

cortical bone model parameters to control the smoothness of the �tted surfaces. Finally, the automated knee

HR-pQCT analysis tools developed in this thesis were applied to investigate in vivo longitudinal changes in

periarticular bone microarchitecture in the human knee following ACL injury (N=19) and ACL reconstructive

surgery (N=45). Changes were modelled using exploratory factor analysis for data reduction and mixed

e�ects models with counterfactual marginal predictions for inferential testing of main e�ects and OA risk

factor-based contrasts.

8.2 Contributions

8.2.1 Signi�cance

The semantic segmentation of the cortical and trabecular compartments is a critical element of the quantitative

analysis work�ows for both the standard distal sites and the knee. Whittier et al. (2020d) showed that there

are signi�cant systematic biases introduced to study data by the isolated use of the manufacturer-provided

automated segmentation work�ow, and that operator experience level has a major impact on systematic
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and random biases in study data when manual contour correction is applied to the automatically generated

segmentations. In Chapters 3 and 5, deep learning and morphological post-processing were used to automate

the segmentation task for both the distal radius and tibia and the knee. On a held-out test dataset, the

new work�ow achieved Dice scores of 0.98 (SD 0.02) and 0.99 (SD <0.01) for the cortical and trabecular

compartments on the distal radius and Dice scores of 0.97 (SD 0.02) and 0.99 (SD <0.01) for the cortical and

trabecular compartments on the distal tibia 3.2. Most signi�cantly, the new work�ow achieved statistically

signi�cantly superior precision (quanti�ed using RMS%CV (Glüer et al., 1995) and LSC) for a variety of

cortical and trabecular microarchitectural parameters when compared to the gold standard work�ow (as

executed by a single expert) on a large repeat-measures dataset (radius: N=71, tibia: N=85). In Chapter 5 a

deep learning and morphological post-processing bone segmentation work�ow was paired with an atlas-based

segmentation work�ow for identi�cation of weight-bearing surfaces on the femoral condyles and tibial

plateaus, culminating in a robust, fully automated protocol for generating peri-articular ROIs (subchondral

bone plate and shallow, middle, and deep trabecular bone) for the lateral and medial femoral condyles and

tibial plateaus from an HR-pQCT image, with either cross-sectional or longitudinal data. The end-to-end

work�ow was tested on several separate held-out test datasets and shown to have excellent accuracy for the

trabecular parameters, some systematic di�erences for the cortical parameters, and comparable precision

to the end-to-end work�ow for the radius and tibia. While the precision of the new knee work�ow was not

directly compared to that of the prior semi-automated knee work�ow on the same dataset, the measures of

precision on the new triple repeat-measures dataset were much lower with repositioning between imaging

(0.5% to 3.5%) than those that had been previously estimated for the semi-automated method for inter- and

intra-operator precision using the exact same image for each repeat (0.5% to 7.9%) (Kroker et al., 2018b). To

integrate these work�ows directly into the standard HR-pQCT work�ow, client-server software was developed

(using DCL for the client and Python for the server) so that distal radius and tibia images can be automatically

segmented by a user directly from uct_evaluation, the GUI data processing program on the HR-pQCT

system. While these methods have now become the de facto standard for processing HR-pQCT images for

users of our system at the University of Calgary, there has been limited-to-no adoption at external research

centres. Future sections will explore the limitations of these methods and what can be done to continue

developing more universally adopted standard work�ows.

In Chapter 4, Principal Component Analysis (PCA) was leveraged and multiple linear regressions were

�tted to geometrically informed relationships between Tb.Th, Tb.Sp, Tb.N, and BV/TV to demonstrate with
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both in vivo and synthetic data that these parameters are fundamentally related. This implies that hypotheses

about changes in three or more of these parameters are necessarily inter-dependent, and simultaneous testing of

these hypotheses violates the basic assumptions of the common inferential tests, elevating the false discovery

rate (FDR), and also the assumptions of the typical multiple testing correction methods for FDR control (i.e.

independence of the multiple hypotheses) (Emerson, 2020; Benjamini and Hochberg, 1995; Benjamini et al.,

2006). With PCA applied to Tb.Th, Tb.Sp, Tb.N, and BV/TV, the �rst two PCs explained 92.7% and 92.3% of

the variance in the in vivo and synthetic datasets, respectively (see Figure 4.3). These �ndings are reinforced

by Monte Carlo simulations (see Appendix G) of the true Type I and II errors rates for various multiple testing

scenarios where Tb.Th and Tb.Sp are presumed independent and the hypothesized relationships for Tb.N

and BV/TV are assumed true: If all four parameters are tested for signi�cance simultaneously with a study

design with a target power of 80% (Type II error rate of 0.2) and signi�cance level of 5% (Type I error rate

of 0.05), without FDR control the Type I error rate more than doubles from 5% to ¡13%, and with FDR

the Type II error rate increases from 20% to �25%. Knee HR-pQCT research is young, and it is di�cult to

estimate e�ect sizes for a priori power analysis. Combined with the fact that due to the di�cult inclusion

criteria, stringent exclusion criteria, and di�culty with retention, knee HR-pQCT studies are often likely

to be under-powered relative to the variety of e�ects we would like to model. It is therefore of the utmost

importance that statistical analyses using knee HR-pQCT be carefully designed to minimize the likelihood of

false positives while maximizing the positive insight that can be gained from the available data. This study

demonstrated that at least one trabecular parameter from the set that had been used in prior studies (Tb.Th,

Tb.Sp, Tb.N) was unnecessary and likely adversely a�ecting the false discovery rate.

Chapter 6 advanced Cortical Bone Mapping (CBM) by moving from a sequential global optimization

approach to a parallel global optimization approach, allowing for the introduction of global regularization of

the model-�tting procedure by introducing additional terms to the loss function that depend on the spatial

variations in �tted parameters, or by �tting parameters only at control points and spatially interpolating values

to individual nodes. Preliminary experiments showed that using CBM to measure subchondral bone plate

thickness improves precision over using the standard method of Hildebrand and Rüegsegger (1997) with

the segmentations generated using the methods of Chapter 5. It was also found that the novel regularization

approaches dramatically improved the voxel-level precision of the thickness measurements, while slightly

worsening the global-level precision across the whole ROI. This work is preliminary, and further development

of the regularization approach and optimization strategy could yield more improvements in the precision of
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subchondral bone plate thickness. Further, this new method could be extended to generate new segmentations

for the cortical and trabecular bone, and if combined with a robust method for generating a rough binary

segmentation of the whole bone, could supplant deep learning-based approaches as the most reliable and

physiologically informed method for automatic segmentation of cortical (or subchondral) and trabecular bone

compartments in HR-pQCT images.

Finally, in Chapter 7, the methods of Chapter 5 were applied to a subset of data from an on-going

longitudinal study to experimentally investigate the in vivo periarticular bone microarchitectural changes that

occur between ACL injury and one year follow-up and between ACL reconstructive surgery and one-year

follow-up. Quantitative analysis of bilateral knee HR-pQCT images produces a large number of measured

parameters per individual: two knees, two bones per knee, two compartments (medial/lateral) per bone,

two cortical parameters (Sc.BMD, Sc.Th) and nine trabecular parameters (Tb.BMD, Th, Sp in each of the

shallow, middle, and deep layers) per compartments, for a total of 88 parameters per individual. To reduce

false positives, insights from Chapter 4 were leveraged to determine that modelling Tb.N along with Tb.Th

and Tb.Sp was unnecessary. Further, exploratory factor analysis (EFA) was used to combine the eleven

parameters per compartment into three factors: Sclerosis, Separation, and Deep Density, along with one

remaining factor: Sc.BMD. This reduced the per-participant parameter count from 88 to 24, ameliorating

the adverse e�ects of correcting inferential test statistics for multiple testing. Using mixed e�ects models

with counterfactual marginal predictions and contrasts to make inferences about the one-year changes in the

factors (and Sc.BMD), the main e�ects were in general agreement with both the predictions of the bone

adaptation hypotheses for OA pathogenesis and with prior observations with HR-pQCT and clinical CT.

Following injury, small but persistent de�cits in trabecular bone density were found in the injured tibia along

with severe periarticular structural degradation in the injured femur and tibia. Following surgery, small but

persistent de�cits in trabecular density and thickness were found in the injured tibia with tentative evidence

of early subchondral bone plate densi�cation in the injured femur and tibia. Most strikingly, there were no

statistically signi�cant or clinically pertinent contrasts for bone microarchitectural changes that depended

on any of the controlled-for OA risk factors, which included sex, age at time of surgery, meniscus injury,

resection, or repair, and time delay between injury and surgery. However, there were signi�cant contrasts that

depended on the state of the microarchitecture at the time of baseline imaging, approximately six weeks from

injury or surgery. This novel combination of observations suggests that the e�ect some OA risk factors on

pathological bone adaptations may be mediated through the baseline microarchitectural state.
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8.2.2 Challenges and Limitations

The unilateral development of automated tools for data analysis with the intention of dissemination and

hope for adoption outside of one’s research center introduces several challenges. First and foremost is data

availability, both for training deep learning models and for validating work�ow outputs. In this thesis, all

data was exclusively sourced from the University of Calgary and all reference segmentations and analyses

were generated or performed by a small handful of local graduate students. While the geographic and

ethnic homogeneity of our training and testing datasets is not a problem for inferences made on our local

population, it may be a problem if applied to other centers around the world. Further, the models are trained

to create outputs that emulate those produced by the individuals that created the training data, which poses a

problem for potential adopters where existing protocols and standard operating procedures di�er from ours.

The development and validation of the methods was conducted with limited or no feedback or input from

external stakeholders in the larger HR-pQCT research community, a typical research practice for preliminary

development or proof-of-concept projects, but perhaps not su�cient for the development of tools intended to

standardize data processing methodologies across centers. The work�ows lack rigorous quality control and

assurance structures, including methodologies for post-implementation performance monitoring, automated

output quality checks, or standard procedures for updating components of the work�ow to compensate for

future data or concept drift. Finally, the performance of the work�ows have been evaluated in a global

context, but have not been evaluated for fairness and bias to determine if there are di�erences in performance

dependent on sex, age, ethnicity, geographic location, scanner, etc. The lack of bias evaluation could be

partially solved by using training and testing data from multiple research centers, but future projects should

also leverage a relevant AI fairness framework or protocol to safeguard against the possibility of degraded

performance for under-represented groups (Jui and Rivas, 2024). All of these factors combine to limit external

adoption of the methods developed in this thesis to date.

A major challenge when working with knee HR-pQCT images is the size of the datasets. Every knee

HR-pQCT image is six times larger axially, and two to four times larger in each transverse direction, than a

standard distal radius or tibia image. This size di�erence introduces computational challenges in automatic

processing in terms of storage and processing requirements and wall clock time for data transfers and

computations. However, this size also introduces signi�cant challenges for manual processing work�ows

originally developed for much smaller images, including standard data checking, motion scoring, contour
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correction, etc. For example, it is not clear whether a standard operating procedure for motion scoring

developed for the standard distal sites can be readily applied to knee images that are composed of six ‘stacked’

individual images, each of which may have di�erent overall severity of motion (having been imaged minutes

apart), and within which the e�ect of motion may be spatially heterogeneous. In addition, standard protocols

for segmentation inspection and correction for distal sites were developed with the certainty that the endosteal

and periosteal surfaces were axially aligned deformed cylinders and as such could be edited as lines on axial

slices, and smoothly interpolated over multiples of axial slices. These assumptions are violated by the highly

3D tibial plateaus and femoral condyles, and the extremely high resolution and large size of these images

also make standard voxel-painting segmentation correction programs (e.g. ITK-Snap, ITK-Gem, 3D Slicer)

not particularly appealing or tenable alternative solutions for generating large volumes of highly accurate

segmentations.

A corollary challenge is the size of the anatomy itself: both the femur and tibia are two to four times as

wide as the radius or tibia in the transverse plane, and of course this is the direction through which X-rays are

projected during imaging. It has been shown by Wu et al. (2020) that excess tissue can cause beam hardening

on HR-pQCT imaging, leading to non-physical spatial �uctuations in apparent density. These �uctuations

were also shown to be exacerbated by out-of-�eld-of-view artifacts, which are a common problem when

imaging larger knees with HR-pQCT, or when a recent injury or surgery prevents full extension of the knee to

0� of �exion (resulting in large portions of the injured-side patella escaping the �eld of view even for some

individuals whose contralateral knee �ts comfortably within the �eld of view). It has also been recently

shown by de Bakker et al. (2022) that edema-like concentrations of �uid in bone marrow (e.g. traumatic

BMLs, typical following ACL injury) can have unpredictable e�ects on apparent densities on HR-pQCT.

The con�uence of these e�ects bring in to question the physical validity of measurements of trabecular bone

segmentation-based parameters, i.e. Tb.Th, Tb.Sp, Tb.N, BV/TV, SMI, Conn.D, etc. While a preliminary

validation study using cadavers by Keen et al. (2021) found that parameters measured at a nominal spatial

resolution of 60.7 ‘m corresponded well to those measured at 30.3 ‘m with an ex vivo imaging protocol,

the same systematic errors caused by beam hardening would be present in both imaging modes and are not

accounted for by this validation study design. Knee HR-pQCT quantitative metrics of bone microarchitecture

measured in vivo have yet to be validated against true gold standard reference imaging methods such as 3D

histology or ‘CT. The accuracy of the trabecular bone segmentation would be of critical importance for the

future application of voxel-based ‘FE to the knee, which has been preliminarily demonstrated by Shtil (2019),
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Knowles et al. (2021), and Knowles et al. (2022a).

Finally, there were numerous challenges and limitations with the study presented in Chapter 7. First, the

‘chronicity’ variable (time delay between injury and surgery) was confounded due to the design of the one-year

study: chronicity described not just the time delay between injury and surgery but also the time between the

post-surgery follow-up and the initial injury (plus one year). Therefore, chronicity-based contrasts could be

attributable to the surgery delay, or could be related to normal bone adaptations that occur further in time

from the original injury. Second, the measurements taken at baseline in the post-injury and post-surgery

groups were in reality taken an approximate average of 30 and 45 days after injury and surgery, respectively.

Given the �ndings of Kroker et al. (2019) that peak changes in bone density occur as soon as a few months

after injury, it is likely that some changes have occurred in the �rst month and are unaccounted for by this

statistical design. This limitation will be mitigated in the future when additional data points are available and

a true longitudinal change model can be used. The use of EFA to bundle parameters into factors is likely a

somewhat conservative approach that precludes the possibility of detecting subtle di�erences in changes in

microarchitectural parameters that have been bundled together. An alternative approach to avoid this could

be to modify the number and de�nition of the periarticular ROIs to produce non-correlated parameters (if

possible). For example, Figure 7.5 and Table 7.3 show that for Tb.BMD, Tb.Sp, and Tb.Th, the respective

Shallow and Middle compartments values are highly correlated (R2 = 0.85, 0.86, 0.82), indicating that these

compartments could be combined, or that the shallow compartment could be extended. Alternately, it may be

fruitful to reduce the measured parameter count to focus exclusively on the parameters required to test the

study-speci�c hypotheses (in this case, Sc.BMD, Sc.Th, Tb.BMD, and Tb.Sp), or to use hierarchical nested

hypotheses, as suggested by Whittier et al. (2020c). Further, the communality of Sc.Th in the EFA is only

0.56, which would ideally be higher to indicate it is more related to shallow Tb.BMD and Tb.Th, or lower to

indicate it is independent and should be separated from the EFA along with Sc.BMD. This quasi-correlation

is likely at least partially attributable to endosteal segmentation issues, and in future work it would be worth

exploring methods to improve the the subchondral bone plate segmentation (e.g. the methods of Chapter 6)

to mitigate this. In this study, the e�ects of traumatic BMLs were not considered, nor were changes in medial

versus lateral compartments modelled separately. While the e�ects of BMLs on their own local environment is

well-established (Kroker et al., 2019), it is not clear if the presence of a BML a�ects the long-term periarticular

bone adaptations within the compartment (or even in both compartments). Future studies could incorporate

the presence, locality, and size of BMLs into the microarchitectural parameter models as additional �xed
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e�ects. While BMI is a pertinent risk factor for OA development, a major limitation of imaging the knee

with HR-pQCT is the restrictive �eld of view, which limits clinical cohorts to individuals at a small range of

BMIs. Further, while surgical technique scoring has shown promise for predicting post-surgical OA incidence

(Rothrau� et al., 2020), it could not be included in the statistical models for this study as the surgical reports

did not consistently contain su�cient information to assign a reliable score for all surgeries in the cohort.

8.3 Future Directions

There are many exciting possibilities for future work to address the above limitations and to further build on

the work in this thesis.

8.3.1 Automated HR-pQCT Analysis

8.3.1.1 AutoML Approaches

The landscape of biomedical image segmentation has changed signi�cantly since the start of this research

project. Today, the default approach for green�eld development of an image segmentation model should

be to �rst leverage one of the many ‘auto ML’ tools available, such as nnU-Net (Isensee et al., 2021), with

a preliminary focus of e�ort on data curation and quality management before moving to development of

more complex segmentation models. If more complex segmentation models are required, it is interesting

to note that each of the �ve segmentation models described in the literature review, and used in Chapter

5, share in common that they have an encoder that takes an input image and encodes its salient features

into a latent space with low spatial resolution and a high feature dimensionality, a decoder that converts the

latent space to a segmentation with a high spatial resolution and a (relatively) low feature dimensionality,

and some method(s) for supervising the output using a combination of the input and target outputs. In

each speci�c model, the components are instantiated in a speci�c way, but we can notice that many of

these instantiations are theoretically modular and could be mixed and matched between architectures. For

example, one could imagine a UNet++ or UNET-R that has a VAE attached to the latent space (as in the

SegResNetVAE), and any segmentation model, not just a standard UNet, could be used as the segmentor

within the SeGAN optimization framework. In the future, with easier access to computational resources

and relatively stable computational requirements for training a segmentation model for a given task, it may

be feasible to do away with selecting a speci�c architecture and instead search over the space of possible
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combinations of architectural components. This has been implemented in a primordial format by Isensee

et al. (2021) with nnU-Net, which uses a basic UNet structure and selects an optimal depth and sequence of

features, between 2D and 3D, and between a standard con�guration and between a standard or a ‘cascading’

UNet framework (Liu et al., 2019). Future iterations of ‘auto-ML’ solutions for medical image segmentation

could be developed to expand the architecture search to include the above-mentioned architectural variations

in the encoder, decoder, overall framework, and more.

8.3.1.2 Foundation Models

There are also starting to be ‘foundation’ models available for medical image segmentation, such as MedSAM,

which was trained on 1.5 million image-segmentation pairs across many modalities (Ma et al., 2024), or

Med-SAM 2 (Zhu et al., 2024), which leverages the one-shot promptable capability of Meta’s SAM2 to

segment arbitrary structures in videos towards medical image segmentation, treating the 3D sequence of

slices in a medical image as a video. These foundation models can be used as-is, if performance is su�cient,

or can be �ne-tuned for speci�c tasks using either existing (relatively smaller) well-annotated datasets, or

using active learning by performing inference on new images, correcting the outputs as required, and updating

the model continuously. These transfer learning techniques combined with active learning strategies and

multitask objectives could lower the barriers to entry and lead to rapid advances in the generalizability and

reliability of deep learning models for biomedical image analysis, including for HR-pQCT. There are also

emerging prototype large generalist vision-text fusion models, such as BiomedGPT (Zhang et al., 2024),

trained on large datasets of images with associated text and classi�cations. As available datasets scale, it may

one day be feasible for large promptable generalist models to be capable of segmenting arbitrary structures in

medical images (e.g. bone, cartilage, contact surfaces, erosions, osteophytes, etc.) to facilitate automated and

easily extensible quantitative analysis of HR-pQCT images.

8.3.1.3 Multicenter Collaboration

The challenges with unilateral development of automated work�ows could be addressed by enhanced

multicenter collaboration. One possibility is for more centers to make their datasets publicly available, to

facilitate the assemblage of a large heterogeneous dataset for developers to use for training and validation.

Alternatively, a coordinated multicenter research initiative could use federated learning to train a large model

on siloed data from many participating centers. To improve public trust in the developed automated methods,
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Figure 8.1: The deviation between the measured Tb.BV/TV and the predicted Tb.BV/TV assuming plate-like
or rod-like trabeculae (plate geometry or cylinder geometry) versus SMI, Conn.D, and the measured Tb.BV/TV
itself. The measured data are scattered in light grey and a locally weighted scatterplot smoothing (LOWESS)
�tted line is shown in grey.

portions of datasets could be kept private to validate the �nal model developed, if developed collaboratively,

or for �nal validation of submitted models and/or work�ows from many centers via an organized competition.

Finally, it would be necessary to establish a formal governance structure for standardized analysis models,

engaging stakeholders across the �eld to have input into how the performance of these segmentation models

and analysis work�ows is evaluated before and after implementation and release and constructing protocols

for adverse event tracking and continuous model updates to compensate for drift-related performance changes.

8.3.2 Trabecular Microarchitectural Parameters

In Chapter 4 it was demonstrated that Tb.BV/TV is fundamentally linked to Tb.Th, Tb.Sp, and Tb.N by

geometry and it was argued that these four parameters in reality only represent only two degrees of freedom
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of the trabecular microarchitecture. However, in retrospect it is possible that one or more additional degree of

freedom are embedded in the geometric relationships. For example, it was claimed that:

Tb.BV/TV = �
�

Tb.Th
Tb.Th ‚ Tb.Sp

�U
� (8.1)

with 1 � � � c�2 and 1 � U � 2. There is room for variation for � and U within those inequalities, and

it could be argued that therefore Tb.BV/TV remains a meaningful independent parameter whose variation

within those bounds provides insight into the topology of the trabecular network. However, there already exist

parameters that quantify the topology of the network, if one is speci�cally interested in this, e.g. structural

model index (SMI), connectivity density (Conn.D), degree of anisotropy (DA), etc. It would therefore be very

interesting to instead posit, for example:

Tb.BV/TV = 6„SMI”
�

Tb.Th
Tb.Th ‚ Tb.Sp

� 5„SMI”

� (8.2)

where 6 and 5 are functions that smoothly map from SMI to appropriate values of � and U corresponding

to the geometry described by that value of SMI. Figure 8.1 shows plots of the di�erence versus observed

Tb.BV/TV and the models, assuming fully cylindrical (rods) or plate-like trabecular geometry. While some

portion of the discrepancy is likely due to measurement error, partial volume e�ects, and other random

errors, these plots are suggestive that a component of the discrepancy is systematic and due to network

topology. Development and investigation of further, more complex hypotheses for the physical and statistical

interdependencies of a larger set of trabecular microarchitectural parameters is an interesting avenue for

further research.

8.3.3 Cortical Bone Mapping

Chapter 6 introduces a global approach for Cortical Bone Mapping, facilitating regularization of the �tted

parameters based on their spatial relationships. While the interpolation and distance-weighted interpolation

methods worked reasonably well, there are many opportunities for evolution and improvements on the

implementation and the regularization methods.
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8.3.3.1 Implementation and Gradient Derivations

A substantial portion of the development e�ort for Chapter 6 was dedicated to deriving analytical gradients for

the metric and for the novel regularization constructions (both the interpolation and spatial weighted-distance

regularizations). The need for gradients to be analytically derived, translated to code, and rigorously tested is

a major barrier to experimentation and extension of the global CBM method with new formulations for the

model, the form of the main error term, or new regulatizations. However, many libraries exist that allow

for the automatic computation of analytical gradients of functions with respect to a set of model parameters

including torch, jax, and sympy. Porting components of, or the entire, current open-source implementation

of global CBM to one of these libraries would facilitate more e�cient further development of novel CBM

advancements.

8.3.3.2 Angle Defect Curvature Approximation

In the conclusion of Chapter 6, it is suggested that a sensible direction for future work would be to regularize

the model parameters based on the surface curvature, rather than by simply penalizing the di�erence between

the value of a parameter at a node and the distance-weighted average of parameter values at nearby nodes. One

justi�cation for this would be that local variations in the parameter < (distance from preliminary surface to

the center of the cortical bone) are dependent on variations in the preliminary segmentation, while variations

in curvature are intrinsic to the surface itself. Another justi�cation would be that regularizing the model based

on curvature connects the selection and justi�cation of the model-�tting parameters (including regularization)

parameters to anatomy, allowing for empirically derived, site-speci�c standards that could concievably be

modality- and resolution-independent.

Arguably the simplest way to approximate Gaussian curvature is to use the angle defect approximation

(Borrelli et al., 2003):

^8 �
1
�8

'›
«
2c �

Õ

„ 9 �: ” 2np„8”

W8 9:
“fi
‹
� (8.3)

where ^8 is the approximate Gaussian curvature at surface node 8, np„8” is a list of index pairs of surface

nodes that form triangles with node 8 (‘neighbour pairs’), W8 9: is the angle \ 98: , and �8 is an area associated

to surface node 8. The angles can be computed from the 3D point coordinates using the Euclidean de�nition

of the dot product (rearranged):
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W8 9: = arccos
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and the area can be computed1 as:
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where ?8, ? 9 , ?: are the surface node coordinate vectors. Each of these coordinate vectors can be

computed from the parameters of the CBM model:

fi?8 =

8>>>><
>>>>:

fiB8 ‚
�
<8 ‚ C82

�
=̂8 � periosteal node;

fiB8 ‚
�
<8 � C8

2
�
=̂8 � endosteal node�

(8.6)

Here, fiB8 is the coordinate of the original surface node 8, <8 and C8 are CBM parameters (distance to the

center and thickness of the cortical bone, respectively), and =̂8 is the normal vector at surface node 8. These

equations could all be substituted back to the angle defect formula to derive an expression for the approximate

Gaussian surface curvature at each surface node in terms of the surface mesh geometry and CBM parameters2.

There are at least two possible methods to incorporate the Gaussian curvature into the CBM model

objective function for regularization. One would be to de�ne a regularization loss based on the total curvature:

L^total = _
Õ

8
^8 � (8.7)

Conversely, it may be that curvatures within a certain range are physiologically common and should

be allowable, while ‘extreme’ curvatures beyond a certain threshold should be penalized. A second option

for integrating curvature as a regularization loss would then be similar to the curvature regularization loss

function introduced in Chapter 3 (equation 3.10), to penalize surface curvatures that exceed a threshold

(^thresh):

L^thresh = _
Õ

8
ReLU

 �
^8

^thresh

�2

� 1

!

� (8.8)

1Using the cross-product 3D triangle area formula and assigning one third of the area of each triangle to each of its nodes.
2This substitution is not performed here because it is quite unwieldy and unnecessary at this conceptual stage.
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The threshold for curvature penalization, ^thresh, could be selected based on a combination of the

(site-speci�c) tolerable / expected curvature of the endosteal or periosteal surface and also on an estimate

(possibly even a local estimate) of the angle defect approximation error (Hartig, 2021).

8.3.3.3 An Alternative Method For Bone Segmentation Correction

In addition to the possibility discussed in the above section, it is likely that other methods could be

developed using more sophisticated Gaussian curvature approximations. However, regardless of the method

of regularization, based on the results in Chapter 6, it seems plausible that the best route to robust, accurate,

physiologically valid, and tunable segmentation of bone in CT lies in the combination of a highly robust

automated segmentation algorithm that can achieve a crude preliminary segmentation, paired with a tunable,

regularized implementation of CBM to re�ne the segmentation according to a physiologically informed prior

about the properties of the surface. While in this thesis, only the precision and accuracy of the thickness

measurements themselves were validated, it would also be interesting to develop CBM-based work�ows for

segmentation that do not rely on highly accurate segmentations either from deep learning models or from

human inspection and correction, and investigate both the accuracy and repeatability of the CBM-based

segmentations and the accuracy and precision of the subsequent quantitative morphological analyses.

8.3.3.4 Automated Detection of Erosions or Osteophytes

Detection and morphometric analysis of erosions is important in the study of hand OA, and an automated

method for detecting and labelling osteophytes (bony outgrowths) on knee HR-pQCT images would be

valuable for detecting signs of OA development. Methods for automatic erosion detection have been recently

developed by Lauze et al. (2019), Figueiredo et al. (2018), Zhao et al. (2022), and Zhang et al. (2023). These

methods generally either use a tight periosteal segmentation combined with a curvature threshold (de�ning an

erosion as a region of high concavity), or use a loose segmentation combined with morphometric operations

to �nd erosions (and cortical breaks) within the segmentation. The CBM method could potentially also be

utilized to identify erosions by progressively tightening or relaxing the regularization of the model parameters

and detecting regions where there are large changes in surface curvature: at erosion or osteophyte sites an

under-regularized CBM-derived periosteal surface should conform to the contours of the pathological feature,

while with over-regularization, the surface should smoothly pass through the osteophyte or over the erosion.
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Distance-based thresholds for surface deformity paired with curvature-based osteophyte/erosion classi�cation

could be an e�ective method for automated detection and segmentation.

8.3.4 Quantitative Analysis of Knee HR-pQCT Image Data

There are several avenues for further research into improvements in the methodologies for measurement and

analysis of bone microarchitecture in knee HR-pQCT images, and in further application of these methodologies

to investigate biomechanical theories for OA pathogenesis.

First, as mentioned previously, there are unique challenges in the knee HR-pQCT image data, including

edema-like �uid concentration, beam hardening, and out-of-�eld-of-view artifacts, that prevent well-veri�ed

methods for trabecular bone segmentation at distal sites from translating to the knee with the assumption that

the same level of accuracy and consistency will hold. There are two possible strategies for alleviating these

concerns, which could be applied in isolation or in concert. One approach would be to incorporate beam

hardening compensation (and possibly other artifact compensation techniques) into either post-reconstruction

post-processing, or into the reconstruction algorithm itself. HR-pQCT images are still reconstructed using

�ltered backprojection (FBP), but iterative reconstruction algorithms that incorporate beam hardening

correction have been developed in the past few decades (Jin et al., 2015; Hsieh et al., 2000; Kyriakou et al.,

2010; Van Gompel et al., 2011). By incorporating information about the imaging system, scattering physics,

and other models, iterative reconstruction techniques are able to improve image quality and/or reduce the

required dose for a given image quality. Development, implementation, comparison (to FBP and gold standard

reference imaging methods), and validation of iterative reconstruction algorithms could mitigate the image

quality issues prevalent in knee HR-pQCT images. Another approach could be to develop and validate new

methods for trabecular bone segmentation that are less sensitive to global and/or local density �uctuations.

While the standard method of Gaussian smoothing and global threshold binarization works well for the

distal sites, given the unique challenges in segmenting trabecular bone in knee HR-pQCT images, more

sophisticated methods may be required. Candidate trabecular bone segmentation algorithms could include

the Laplace-Hamming segmentation �lter (Sadoughi et al., 2023), Otsu’s method (Goh et al., 2018), Gaussian

mixture modelling (Nguyen andWu, 2013), or adaptive local thresholding (Mys et al., 2022). Investigations of

these methods could use existing datasets for evaluation of improvements in in vivo repeat-imaging precision

and ex vivo convergence with increasing spatial resolution, and could also incorporate strength metrics from
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Figure 8.2: Imaging protocol for the SALTACII longitudinal observational cohort study from which data was
sampled for Chapter 7.

voxel-based ‘FE.

Figure 8.2 shows the imaging schedule for the SALTACII study: the on-going longitudinal observational

cohort study that recruits participants approximately within six weeks from ACL injury and follows them

annually for three years, including participants who opt to undergo ACL reconstructive surgery. In the next two

years, the �rst phase of this study will be completed, and true longitudinal modelling approaches can be applied

to investigate the dynamic adaptations of the periarticular bone microarchitecture in the femur and tibia that

follow ACL injury and surgery. Access to multiple timepoints will allow for a statistical model design wherein

the e�ect of surgery delay is not confounded and can be analyzed independently, and where the variance

in unit-level imaging appointment timings can be accounted for (unlike in the ANCOVA-like model design

used out of necessity in Chapter 7). The longitudinal analysis can also incorporate recent methodological

developments for automated detection of BMLs (Stirling et al., 2024) and quanti�cation of void spaces,

strength-based measures from voxel-based ‘FE (Knowles et al., 2021), and possibly other measures of the

geometry and topology of the bone, such as statistical shape modelling approaches for quantifying changes in

bone shape (Hunter et al., 2014b). Combined with data reduction techniques, to maintain statistical power,

these measurements could provide a holistic description of the macro- and microarchitectural changes that

occur in the femur and tibia following ACL injury and surgery.

Finally, while investigations of the short-term bone adaptions that occur following ACL injury are

very interesting and well-supported by biomechanical pathogenesis theory, post-injury and/or post-surgery
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microarchitectural adaptations have yet to be directly linked to even early signs of the development of

symptomatic knee OA. The ultimate goal of this line of research is to gain insight into the pathogenesis of

OA, while observations of the patterns of adaptation that directly follow injury are a mere intermediary,

or instrumental, goal. The ultimate goal of investigating OA pathogenesis directly could be addressed by

extending the duration of observational longitudinal studies with post-ACL injury participants, imaging

the early changes at the knee with HR-pQCT and conducting longer-term follow-ups evaluating OA-related

quality of life metrics using questionnaires (which could be delivered and answered digitally) and measuring

clinical OA signs with periodic imaging follow-ups with standard, widely available, and low-burden imaging

modalities, e.g. MRI for evaluating cartilage, clinical radiography for detecting joint space narrowing and

osteophytes. Collecting data on both the early microarchitectural changes and long-term incidences of OA

development (including the delay between injury/surgery and OA incidence) on the same cohort would

allow the application survival analysis methodologies (Whittier et al., 2023a; Lu et al., 2023), facilitating the

development of predictive models and allowing for more direct testing of bone adaptation OA pathogenesis

theories with data that directly connect injury-related bone adaptations to OA development.

8.4 Conclusion

Knee OA is a devastating and proli�c disease that is di�cult to study experimentally. By the time a

patient is symptomatic, often the damage is irreparable. At the same time, the dynamic and multifactorial

nature of the (theorized) pathogenesis mechanisms is such that it is di�cult, or impossible, to identify

early warning biomarkers retrospectively. ACL injuries are strongly linked to early and increased incidence

of OA, and as such, provide a window of opportunity to study tissue changes that may be a part of OA

pathogenesis. HR-pQCT is uniquely positioned to study one speci�c, but important, theorized component of

OA pathogenesis: the adaptations of the bone microarchitecture in the vicinity of the osteochondral junction.

The modular framework and methods developed in this thesis for knee HR-pQCT aim to improve the quality

and e�ciency of analysis of this image data, to facilitate larger and longer studies. If prior work already laid

the foundation for knee HR-pQCT research, this thesis has ‘framed the house.’ There are many exciting

opportunities both for the application of the methods shown here and for the improvement or complete

overhaul or replacement of components.

188



Bibliography

Andrew Aitken, Christian Ledig, Lucas Theis, Jose Caballero, Zehan Wang, and Wenzhe Shi. Checkerboard

artifact free sub-pixel convolution: A note on sub-pixel convolution, resize convolution and convolution

resize. 2017. doi: 10.48550/ARXIV.1707.02937. URL https://arxiv.org/abs/1707.02937 .

Publisher: arXiv Version Number: 1.

D. G Altman and J M. Bland. Statistics notes: Absence of evidence is not evidence of absence. BMJ, 311

(7003):485�485, August 1995. ISSN 0959-8138, 1468-5833. doi: 10.1136/bmj.311.7003.485. URL

https://www.bmj.com/lookup/doi/10.1136/bmj.311.7003.485 .

R. Altman, E. Asch, D. Bloch, G. Bole, D. Borenstein, K. Brandt, W. Christy, T. D. Cooke, R. Greenwald,

M. Hochberg, D. Howell, D. Kaplan, W. Koopman, S. Longley, H. Mankin, D. J. McShane, T. Medsger,

R. Meenan, W. Mikkelsen, R. Moskowitz, W. Murphy, B. Rothschild, M. Segal, L. Sokolo�, and F. Wolfe.

Development of criteria for the classi�cation and reporting of osteoarthritis: Classi�cation of osteoarthritis

of the knee. Arthritis & Rheumatism, 29(8):1039�1049, August 1986. ISSN 00043591, 15290131. doi:

10.1002/art.1780290816. URL http://doi.wiley.com/10.1002/art.1780290816 .

Laith Alzubaidi, Jinglan Zhang, Amjad J. Humaidi, Ayad Al-Dujaili, Ye Duan, Omran Al-Shamma,

J. Santamaría, Mohammed A. Fadhel, Muthana Al-Amidie, and Laith Farhan. Review of deep learning:

concepts, CNN architectures, challenges, applications, future directions. Journal of Big Data, 8(1):53,

March 2021. ISSN 2196-1115. doi: 10.1186/s40537-021-00444-8. URL https://journalofbigdata.

springeropen.com/articles/10.1186/s40537-021-00444-8 .

Donald D. Anderson, J. Lawrence Marsh, and Thomas D. Brown. The pathomechanical etiology of post-

traumatic osteoarthritis following intraarticular fractures. The Iowa Orthopaedic Journal, 31:1�20, 2011.

ISSN 1555-1377.

189

https://arxiv.org/abs/1707.02937
https://www.bmj.com/lookup/doi/10.1136/bmj.311.7003.485
http://doi.wiley.com/10.1002/art.1780290816
https://journalofbigdata.springeropen.com/articles/10.1186/s40537-021-00444-8
https://journalofbigdata.springeropen.com/articles/10.1186/s40537-021-00444-8


Bibliography

Thomas P. Andriacchi and Julien Favre. The Nature of In Vivo Mechanical Signals That In�uence

Cartilage Health and Progression to Knee Osteoarthritis. Current Rheumatology Reports, 16(11):

463, November 2014. ISSN 1523-3774, 1534-6307. doi: 10.1007/s11926-014-0463-2. URL http:

//link.springer.com/10.1007/s11926-014-0463-2 .

Saeed Anwar, Salman Khan, and Nick Barnes. A Deep Journey into Super-resolution: A Survey. ACM

Computing Surveys, 53(3):1�34, May 2021. ISSN 0360-0300, 1557-7341. doi: 10.1145/3390462. URL

https://dl.acm.org/doi/10.1145/3390462 .

Syed Muhammad Anwar, Muhammad Majid, Adnan Qayyum, Muhammad Awais, Majdi Alnowami,

and Muhammad Khurram Khan. Medical Image Analysis using Convolutional Neural Networks: A

Review. Journal of Medical Systems, 42(11):226, November 2018. ISSN 0148-5598, 1573-689X. doi:

10.1007/s10916-018-1088-1. URL http://link.springer.com/10.1007/s10916-018-1088-1 .

Nigel Arden, Francisco Blanco, C Cooper, Ali Guermazi, Daichi Hayashi, David Hunter, M. Kassim

Javaid, Francois Rannou, Frank Roemer, and Jean-Yves Reginster. Atlas of Osteoarthritis. 2014. ISBN

978-1-910315-16-3. URL https://doi.org/10.1007/978-1-910315-16-3 . OCLC: 1140059931.

Vincent Arel-Bundock, Noah Greifer, and Andrew Heiss. How to Interpret Statistical Models Using

marginale�ects in R and Python. Journal of Statistical Software.

A. J. Arias-Moreno, H. S. Hosseini, M. Bevers, K. Ito, P. Zysset, and B. van Rietbergen. Validation

of distal radius failure load predictions by homogenized- and micro-�nite element analyses based on

second-generation high-resolution peripheral quantitative CT images. Osteoporosis International, 30

(7):1433�1443, July 2019. ISSN 0937-941X, 1433-2965. doi: 10.1007/s00198-019-04935-6. URL

http://link.springer.com/10.1007/s00198-019-04935-6 .

Peter Augat and Sandra Schorlemmer. The role of cortical bone and its microstructure in bone

strength. Age and Ageing, 35(suppl_2):ii27�ii31, September 2006. ISSN 1468-2834, 0002-0729.

doi: 10.1093/ageing/a�081. URL http://academic.oup.com/ageing/article/35/suppl_2/

ii27/15730/The-role-of-cortical-bone-and-its-microstructure .

RezaAzad, EhsanKhodapanahAghdam, Amelie Rauland, Yiwei Jia, Atlas Haddadi Avval, Afshin Bozorgpour,

Sanaz Karim…afarbigloo, Joseph Paul Cohen, Ehsan Adeli, and Dorit Merhof. Medical Image Segmentation

190

http://link.springer.com/10.1007/s11926-014-0463-2
http://link.springer.com/10.1007/s11926-014-0463-2
https://dl.acm.org/doi/10.1145/3390462
http://link.springer.com/10.1007/s10916-018-1088-1
https://doi.org/10.1007/978-1-910315-16-3
http://link.springer.com/10.1007/s00198-019-04935-6
http://academic.oup.com/ageing/article/35/suppl_2/ii27/15730/The-role-of-cortical-bone-and-its-microstructure
http://academic.oup.com/ageing/article/35/suppl_2/ii27/15730/The-role-of-cortical-bone-and-its-microstructure


Bibliography

Review: The success of U-Net, 2022. URL https://arxiv.org/abs/2211.14830 . Version Number:

1.

M. Bach Cuadra, V. Duay, and J.-Ph. Thiran. Atlas-based Segmentation. In Nikos Paragios, James Duncan,

and Nicholas Ayache, editors, Handbook of Biomedical Imaging, pages 221�244. Springer US, Boston,

MA, 2015. ISBN 978-0-387-09748-0 978-0-387-09749-7. doi: 10.1007/978-0-387-09749-7_12. URL

https://link.springer.com/10.1007/978-0-387-09749-7_12 .

Julie C. Baker-LePain and Nancy E. Lane. Role of bone architecture and anatomy in osteoarthritis.

Bone, 51(2):197�203, August 2012. ISSN 87563282. doi: 10.1016/j.bone.2012.01.008. URL https:

//linkinghub.elsevier.com/retrieve/pii/S875632821200018X .

Akanksha Bali and Shailendra Narayan Singh. A Review on the Strategies and Techniques of Image

Segmentation. In 2015 Fifth International Conference on Advanced Computing & Communication

Technologies, pages 113�120, Haryana, India, February 2015. IEEE. ISBN 978-1-4799-8488-6. doi:

10.1109/ACCT.2015.63. URL http://ieeexplore.ieee.org/document/7079063/ .

A. G Barnett. Regression to the mean: what it is and how to deal with it. International Journal

of Epidemiology, 34(1):215�220, August 2004. ISSN 1464-3685. doi: 10.1093/…e/dyh299. URL

https://academic.oup.com/ije/article-lookup/doi/10.1093/ije/dyh299 .

M. S. Bartlett. The E�ect of Standardization on a 2 Approximation in Factor Analysis. Biometrika, 38

(3/4):337, December 1951. ISSN 00063444. doi: 10.2307/2332580. URL https://www.jstor.org/

stable/2332580?origin=crossref .

Douglas Bates, Martin Mächler, Ben Bolker, and Steve Walker. Fitting Linear Mixed-E�ects Models

using lme4. arXiv:1406.5823 [stat], June 2014. URL http://arxiv.org/abs/1406.5823 . arXiv:

1406.5823.

Ahmet Bayar, Selda Sar�kaya, Selçuk Keser, �enay Özdolap, �brahim Tuncay, and Ahmet Ege. Regional

bone density changes in anterior cruciate ligament de�cient knees: A DEXA study. The Knee, 15(5):

373�377, October 2008. ISSN 09680160. doi: 10.1016/j.knee.2008.05.005. URL https://linkinghub.

elsevier.com/retrieve/pii/S0968016008000860 .

191

https://arxiv.org/abs/2211.14830
https://link.springer.com/10.1007/978-0-387-09749-7_12
https://linkinghub.elsevier.com/retrieve/pii/S875632821200018X
https://linkinghub.elsevier.com/retrieve/pii/S875632821200018X
http://ieeexplore.ieee.org/document/7079063/
https://academic.oup.com/ije/article-lookup/doi/10.1093/ije/dyh299
https://www.jstor.org/stable/2332580?origin=crossref
https://www.jstor.org/stable/2332580?origin=crossref
http://arxiv.org/abs/1406.5823
https://linkinghub.elsevier.com/retrieve/pii/S0968016008000860
https://linkinghub.elsevier.com/retrieve/pii/S0968016008000860


Bibliography

C P Behrenbruch, S Petroudi, S Bond, J D Declerck, F J Leong, and J M Brady. Image �ltering

techniques for medical image post-processing: an overview. The British Journal of Radiology, 77

(suppl_2):S126�S132, December 2004. ISSN 0007-1285, 1748-880X. doi: 10.1259/bjr/17464219. URL

https://academic.oup.com/bjr/article/77/suppl_2/S126-S132/7457127 .

Teresita Bellido. Osteocyte-driven bone remodeling. Calci�ed Tissue International, 94(1):25�34, January

2014. ISSN 1432-0827. doi: 10.1007/s00223-013-9774-y.

Yoav Benjamini and Yosef Hochberg. Controlling the False Discovery Rate: A Practical and Powerful

Approach to Multiple Testing. Journal of the Royal Statistical Society: Series B (Methodological), 57(1):

289�300, January 1995. ISSN 0035-9246, 2517-6161. doi: 10.1111/j.2517-6161.1995.tb02031.x. URL

https://rss.onlinelibrary.wiley.com/doi/10.1111/j.2517-6161.1995.tb02031.x .

Yoav Benjamini, Abba M. Krieger, and Daniel Yekutieli. Adaptive linear step-up procedures that control

the false discovery rate. Biometrika, 93(3):491�507, September 2006. ISSN 1464-3510, 0006-3444. doi:

10.1093/biomet/93.3.491. URL http://academic.oup.com/biomet/article/93/3/491/380683/

Adaptive-linear-stepup-procedures-that-control-the .

Jose Bernal, Kaisar Kushibar, Daniel S. Asfaw, Sergi Valverde, Arnau Oliver, Robert Martí, and Xavier Lladó.

Deep convolutional neural networks for brain image analysis on magnetic resonance imaging: a review.

Arti�cial Intelligence in Medicine, 95:64�81, April 2019. ISSN 09333657. doi: 10.1016/j.artmed.2018.08.

008. URL https://linkinghub.elsevier.com/retrieve/pii/S0933365716305206 .

Bryce A. Besler, Andrew S. Michalski, Nils D. Forkert, and Steven K. Boyd. Automatic Full Femur

Segmentation from Computed Tomography Datasets Using an Atlas-Based Approach. In Ben Glocker,

Jianhua Yao, Toma” Vrtovec, Alejandro Frangi, and Guoyan Zheng, editors, Computational Methods and

Clinical Applications in Musculoskeletal Imaging, pages 120�132, Cham, 2018. Springer International

Publishing. ISBN 978-3-319-74113-0.

Serge Beucher. Watershed, Hierarchical Segmentation and Waterfall Algorithm. In Max A. Viergever, Jean

Serra, and Pierre Soille, editors, Mathematical Morphology and Its Applications to Image Processing,

volume 2, pages 69�76. Springer Netherlands, Dordrecht, 1994. ISBN 978-94-010-4453-0 978-94-

011-1040-2. doi: 10.1007/978-94-011-1040-2_10. URL http://link.springer.com/10.1007/

978-94-011-1040-2_10 . Series Title: Computational Imaging and Vision.

192

https://academic.oup.com/bjr/article/77/suppl_2/S126-S132/7457127
https://rss.onlinelibrary.wiley.com/doi/10.1111/j.2517-6161.1995.tb02031.x
http://academic.oup.com/biomet/article/93/3/491/380683/Adaptive-linear-stepup-procedures-that-control-the
http://academic.oup.com/biomet/article/93/3/491/380683/Adaptive-linear-stepup-procedures-that-control-the
https://linkinghub.elsevier.com/retrieve/pii/S0933365716305206
http://link.springer.com/10.1007/978-94-011-1040-2_10
http://link.springer.com/10.1007/978-94-011-1040-2_10


Bibliography

J.L. Bhatla, A. Kroker, S.L. Manske, C.A. Emery, and S.K. Boyd. Di�erences in subchondral bone plate and

cartilage thickness between women with anterior cruciate ligament reconstructions and uninjured controls.

Osteoarthritis and Cartilage, 26(7):929�939, July 2018. ISSN 10634584. doi: 10.1016/j.joca.2018.04.006.

URL https://linkinghub.elsevier.com/retrieve/pii/S1063458418311488 .

Turner A Blackburn and Emily Craig. Knee Anatomy. Physical Therapy, 60(12):1556�1560, December

1980. ISSN 0031-9023, 1538-6724. doi: 10.1093/ptj/60.12.1556. URL https://academic.oup.com/

ptj/article-lookup/doi/10.1093/ptj/60.12.1556 .

J. M. Blair-Levy, C. E. Watts, N. M. Fiorientino, E. K. Dimitriadis, J. C. Marini, and P. E. Lipsky.

A type I collagen defect leads to rapidly progressive osteoarthritis in a mouse model. Arthritis &

Rheumatism, 58(4):1096�1106, April 2008. ISSN 00043591. doi: 10.1002/art.23277. URL https:

//onlinelibrary.wiley.com/doi/10.1002/art.23277 .

Stephan G. Bodkin, Brian C. Werner, Lindsay V. Slater, and Joseph M. Hart. Post-traumatic osteoarthritis

diagnosed within 5 years following ACL reconstruction. Knee Surgery, Sports Traumatology, Arthroscopy,

28(3):790�796, March 2020. ISSN 0942-2056, 1433-7347. doi: 10.1007/s00167-019-05461-y. URL

http://link.springer.com/10.1007/s00167-019-05461-y .

V. Borrelli, F. Cazals, and J.-M. Morvan. On the angular defect of triangulations and the pointwise

approximation of curvatures. Computer Aided Geometric Design, 20(6):319�341, September 2003.

ISSN 01678396. doi: 10.1016/S0167-8396(03)00077-3. URL https://linkinghub.elsevier.com/

retrieve/pii/S0167839603000773 .

Sander M. Botter, Gerjo J. V. M. van Osch, Stefan Clockaerts, Jan H. Waarsing, Harrie Weinans, and

Johannes P. T. M. van Leeuwen. Osteoarthritis induction leads to early and temporal subchondral plate

porosity in the tibial plateau of mice: An in vivo microfocal computed tomography study. Arthritis

& Rheumatism, 63(9):2690�2699, September 2011. ISSN 00043591. doi: 10.1002/art.30307. URL

https://onlinelibrary.wiley.com/doi/10.1002/art.30307 .

Azzedine Boukerche, Lining Zheng, and Omar Alfandi. Outlier Detection: Methods, Models, and

Classi�cation. ACM Computing Surveys, 53(3):1�37, May 2021. ISSN 0360-0300, 1557-7341. doi:

10.1145/3381028. URL https://dl.acm.org/doi/10.1145/3381028 .

193

https://linkinghub.elsevier.com/retrieve/pii/S1063458418311488
https://academic.oup.com/ptj/article-lookup/doi/10.1093/ptj/60.12.1556
https://academic.oup.com/ptj/article-lookup/doi/10.1093/ptj/60.12.1556
https://onlinelibrary.wiley.com/doi/10.1002/art.23277
https://onlinelibrary.wiley.com/doi/10.1002/art.23277
http://link.springer.com/10.1007/s00167-019-05461-y
https://linkinghub.elsevier.com/retrieve/pii/S0167839603000773
https://linkinghub.elsevier.com/retrieve/pii/S0167839603000773
https://onlinelibrary.wiley.com/doi/10.1002/art.30307
https://dl.acm.org/doi/10.1145/3381028


Bibliography

Stephanie Boutroy, Mary L. Bouxsein, Francoise Munoz, and Pierre D. Delmas. In vivo assessment of

trabecular bone microarchitecture by high-resolution peripheral quantitative computed tomography. The

Journal of Clinical Endocrinology and Metabolism, 90(12):6508�6515, December 2005. ISSN 0021-972X.

doi: 10.1210/jc.2005-1258.

Steven K. Boyd, John R. Matyas, Greg R. Wohl, Apostolos Kantzas, and Ronald F. Zernicke. Early regional

adaptation of periarticular bone mineral density after anterior cruciate ligament injury. Journal of Applied

Physiology, 89(6):2359�2364, December 2000. ISSN 8750-7587, 1522-1601. doi: 10.1152/jappl.2000.89.

6.2359. URL https://www.physiology.org/doi/10.1152/jappl.2000.89.6.2359 .

Jonas Braasch. Convolution, Fourier Analysis, Cross-Correlation and Their Interrelationship. In Rolf Bader,

editor, Springer Handbook of Systematic Musicology, pages 273�284. Springer Berlin Heidelberg, Berlin,

Heidelberg, 2018. ISBN 978-3-662-55002-1 978-3-662-55004-5. doi: 10.1007/978-3-662-55004-5_

14. URL http://link.springer.com/10.1007/978-3-662-55004-5_14 . Series Title: Springer

Handbooks.

Ronald N. Bracewell. The Fourier transform and its applications. McGraw-Hill series in electrical and

computer engineering. McGraw Hill, Boston, 3rd ed edition, 2000. ISBN 978-0-07-303938-1.

Patrick X. Bradley, Karl N. Thomas, Avery L. Kratzer, Allison C. Robinson, Jocelyn R. Wittstein, Louis E.

DeFrate, andAmyL.McNulty. The Interplay of Biomechanical andBiological Changes FollowingMeniscus

Injury. Current Rheumatology Reports, 25(2):35�46, February 2023. ISSN 1523-3774, 1534-6307. doi: 10.

1007/s11926-022-01093-3. URL https://link.springer.com/10.1007/s11926-022-01093-3 .

James F. Brailsford. Roentgen’s Discovery of X rays: Their Application to Medicine and Surgery. The

British Journal of Radiology, 19(227):453�461, November 1946. ISSN 0007-1285, 1748-880X. doi: 10.

1259/0007-1285-19-227-453. URL https://academic.oup.com/bjr/article/19/227/453-461/

7297510.

M. L. Brandi. Microarchitecture, the key to bone quality. Rheumatology, 48(suppl 4):iv3�iv8, October 2009.

ISSN 1462-0324, 1462-0332. doi: 10.1093/rheumatology/kep273. URL https://academic.oup.com/

rheumatology/article-lookup/doi/10.1093/rheumatology/kep273 .

194

https://www.physiology.org/doi/10.1152/jappl.2000.89.6.2359
http://link.springer.com/10.1007/978-3-662-55004-5_14
https://link.springer.com/10.1007/s11926-022-01093-3
https://academic.oup.com/bjr/article/19/227/453-461/7297510
https://academic.oup.com/bjr/article/19/227/453-461/7297510
https://academic.oup.com/rheumatology/article-lookup/doi/10.1093/rheumatology/kep273
https://academic.oup.com/rheumatology/article-lookup/doi/10.1093/rheumatology/kep273


Bibliography

Kenneth D. Brandt, Stephen L. Myers, David Burr, and Marjorie Albrecht. Osteoarthritic changes in

canine articular cartilage, subchondral bone, and synovium �fty-four months after transection of the

anterior cruciate ligament. Arthritis & Rheumatism, 34(12):1560�1570, 1991. ISSN 00043591. doi:

10.1002/art.1780341214. URL http://doi.wiley.com/10.1002/art.1780341214 .

Alan S Brody and R Paul Guillerman. Radiation Risk From Diagnostic Imaging. Pediatric Annals, 31(10):

643�647, October 2002. ISSN 0090-4481, 1938-2359. doi: 10.3928/0090-4481-20021001-08. URL

https://journals.healio.com/doi/10.3928/0090-4481-20021001-08 .

Lisa Gottesfeld Brown. A survey of image registration techniques. ACM Computing Surveys, 24(4):

325�376, December 1992. ISSN 0360-0300, 1557-7341. doi: 10.1145/146370.146374. URL https:

//dl.acm.org/doi/10.1145/146370.146374 .

Thomas D Brown, Richard C Johnston, Charles L Saltzman, J Lawrence Marsh, and Joseph A Buckwalter.

Posttraumatic Osteoarthritis: A First Estimate of Incidence, Prevalence, and Burden of Disease. Journal

of Orthopaedic Trauma, 20(10):739�744, November 2006. ISSN 0890-5339. doi: 10.1097/01.bot.

0000246468.80635.ef. URL https://journals.lww.com/00005131-200611000-00015 .

Helen R. Buie, Graeme M. Campbell, R. Joshua Klinck, Joshua A. MacNeil, and Steven K. Boyd. Automatic

segmentation of cortical and trabecular compartments based on a dual threshold technique for in vivo micro-

CT bone analysis. Bone, 41(4):505�515, October 2007. ISSN 87563282. doi: 10.1016/j.bone.2007.07.007.

URL https://linkinghub.elsevier.com/retrieve/pii/S8756328207005558 .

Andrew J. Burghardt, Helen R. Buie, Andres Laib, Sharmila Majumdar, and Steven K. Boyd. Reproducibility

of direct quantitative measures of cortical bone microarchitecture of the distal radius and tibia by HR-

pQCT. Bone, 47(3):519�528, September 2010. ISSN 87563282. doi: 10.1016/j.bone.2010.05.034. URL

https://linkinghub.elsevier.com/retrieve/pii/S8756328210012858 .

David B. Burr and Ozan Akkus. Bone Morphology and Organization. In Basic and Applied Bone Biology,

pages 3�25. Elsevier, 2014. ISBN 978-0-12-416015-6. doi: 10.1016/B978-0-12-416015-6.00001-0. URL

https://linkinghub.elsevier.com/retrieve/pii/B9780124160156000010 .

David B Burr and Eric L Radin. Microfractures and microcracks in subchondral bone: are they relevant

to osteoarthrosis? Rheumatic Disease Clinics of North America, 29(4):675�685, November 2003.

195

http://doi.wiley.com/10.1002/art.1780341214
https://journals.healio.com/doi/10.3928/0090-4481-20021001-08
https://dl.acm.org/doi/10.1145/146370.146374
https://dl.acm.org/doi/10.1145/146370.146374
https://journals.lww.com/00005131-200611000-00015
https://linkinghub.elsevier.com/retrieve/pii/S8756328207005558
https://linkinghub.elsevier.com/retrieve/pii/S8756328210012858
https://linkinghub.elsevier.com/retrieve/pii/B9780124160156000010


Bibliography

ISSN 0889857X. doi: 10.1016/S0889-857X(03)00061-9. URL https://linkinghub.elsevier.com/

retrieve/pii/S0889857X03000619 .

Lauren A. Burt, Emma O. Billington, Marianne S. Rose, Duncan A. Raymond, David A. Hanley,

and Steven K. Boyd. E�ect of High-Dose Vitamin D Supplementation on Volumetric Bone Den-

sity and Bone Strength: A Randomized Clinical Trial. JAMA, 322(8):736�745, 2019. ISSN 0098-

7484. doi: 10.1001/jama.2019.11889. URL https://doi.org/10.1001/jama.2019.11889 . _eprint:

https://jamanetwork.com/journals/jama/articlepdf/2748796/jama_burt_2019_oi_190088.pdf.

Lauren A. Burt, Erik M. Groves, Kelly Quipp, and Steven K. Boyd. Bone density, microarchitecture

and strength in elite �gure skaters is discipline dependent. Journal of Science and Medicine in Sport,

25(2):173�177, February 2022. ISSN 14402440. doi: 10.1016/j.jsams.2021.09.001. URL https:

//linkinghub.elsevier.com/retrieve/pii/S1440244021002346 .

Jerold T. Bushberg, J. Anthony Seiberg, Jr Edwin M. Leidholdt, and John M. Boone. The Essential Physics

of Medical Imaging. Wolters Kluwer Health, Philadelphia, 4th ed edition, 2020. ISBN 978-1-975103-24-8.

OCLC: 1298392907.

Andrew Carbone and Scott Rodeo. Review of current understanding of post-traumatic osteoarthritis resulting

from sports injuries: REVIEW OF UNDERSTANDING OF PTOA FROM SPORTS INJURIES. Journal

of Orthopaedic Research, 35(3):397�405, March 2017. ISSN 07360266. doi: 10.1002/jor.23341. URL

https://onlinelibrary.wiley.com/doi/10.1002/jor.23341 .

John B. Carroll. Biquartimin Criterion for Rotation to Oblique Simple Structure in Factor Analysis. Science,

126(3283):1114�1115, November 1957. ISSN 0036-8075, 1095-9203. doi: 10.1126/science.126.3283.1114.

URL https://www.science.org/doi/10.1126/science.126.3283.1114 .

Peter S. Chang and Robert H. Brophy. As Goes the Meniscus Goes the Knee: Early, Intermediate,

and Late Evidence for the Detrimental E�ect of Meniscus Tears. Clinics in Sports Medicine, 39

(1):29�36, 2020. ISSN 0278-5919. doi: https://doi.org/10.1016/j.csm.2019.08.001. URL https:

//www.sciencedirect.com/science/article/pii/S0278591919300626 .

Roland Chapurlat, Serge Ferrari, Xiaoxu Li, Yu Peng, Min Xu, Min Bui, Elisabeth Sornay-Rendu, Eric

Lespessailles, Emmanuel Biver, and Ego Seeman. Deep Learning Using High-Resolution Images

196

https://linkinghub.elsevier.com/retrieve/pii/S0889857X03000619
https://linkinghub.elsevier.com/retrieve/pii/S0889857X03000619
https://doi.org/10.1001/jama.2019.11889
https://linkinghub.elsevier.com/retrieve/pii/S1440244021002346
https://linkinghub.elsevier.com/retrieve/pii/S1440244021002346
https://onlinelibrary.wiley.com/doi/10.1002/jor.23341
https://www.science.org/doi/10.1126/science.126.3283.1114
https://www.sciencedirect.com/science/article/pii/S0278591919300626
https://www.sciencedirect.com/science/article/pii/S0278591919300626


Bibliography

of Forearm Predicts Fracture. preprint, elife, August 2023. URL https://elifesciences.org/

reviewed-preprints/87990v1 .

K. Chiba, N. Okazaki, M. Motoi, and M. Osaki. Analysis of Subchondral Bone Microstructure by HR-PQCT:

A New Imaging Technique for Knee OA. Osteoarthritis and Cartilage, 25:S261�S262, April 2017. ISSN

10634584. doi: 10.1016/j.joca.2017.02.440. URL https://linkinghub.elsevier.com/retrieve/

pii/S1063458417304892 .

Patrik Christen, Keita Ito, Rafaa Ellouz, Stephanie Boutroy, Elisabeth Sornay-Rendu, Roland D. Chapurlat,

and Bert van Rietbergen. Bone remodelling in humans is load-driven but not lazy. Nature Communications,

5(1):4855, December 2014. ISSN 2041-1723. doi: 10.1038/ncomms5855. URL http://www.nature.

com/articles/ncomms5855 .

Chunming Li, Chenyang Xu, Changfeng Gui, and M.D. Fox. Level Set Evolution without Re-Initialization: A

New Variational Formulation. In 2005 IEEE Computer Society Conference on Computer Vision and Pattern

Recognition (CVPR’05), volume 1, pages 430�436, San Diego, CA, USA, 2005. IEEE. ISBN 978-0-7695-

2372-9. doi: 10.1109/CVPR.2005.213. URL http://ieeexplore.ieee.org/document/1467299/ .

Mark E. Cinque, Grant J. Dornan, Jorge Chahla, Gilbert Moatshe, and Robert F. LaPrade. High Rates of

Osteoarthritis Develop After Anterior Cruciate Ligament Surgery: An Analysis of 4108 Patients. The Amer-

ican Journal of Sports Medicine, 46(8):2011�2019, July 2018. ISSN 0363-5465, 1552-3365. doi: 10.1177/

0363546517730072. URL http://journals.sagepub.com/doi/10.1177/0363546517730072 .

W. J. Conover. Practical nonparametric statistics. Wiley series in probability and statistics. Applied

probability and statistics section. Wiley, New York, 3rd ed edition, 1999. ISBN 978-0-471-16068-7.

Pierre-Henri Conze, Gustavo Andrade-Miranda, Vivek Kumar Singh, Vincent Jaouen, and Dimitris Visvikis.

Current and Emerging Trends in Medical Image Segmentation With Deep Learning. IEEE Transactions on

Radiation and Plasma Medical Sciences, 7(6):545�569, July 2023. ISSN 2469-7311, 2469-7303. doi:

10.1109/TRPMS.2023.3265863. URL https://ieeexplore.ieee.org/document/10098158/ .

Stephen Corteen Cowin, editor. Bone mechanics handbook. CRC Press, Boca Raton, Fla., 2. ed edition, 2001.

ISBN 978-0-8493-9117-0.

197

https://elifesciences.org/reviewed-preprints/87990v1
https://elifesciences.org/reviewed-preprints/87990v1
https://linkinghub.elsevier.com/retrieve/pii/S1063458417304892
https://linkinghub.elsevier.com/retrieve/pii/S1063458417304892
http://www.nature.com/articles/ncomms5855
http://www.nature.com/articles/ncomms5855
http://ieeexplore.ieee.org/document/1467299/
http://journals.sagepub.com/doi/10.1177/0363546517730072
https://ieeexplore.ieee.org/document/10098158/


Bibliography

Aiyong Cui, Huizi Li, Dawei Wang, Junlong Zhong, Yufeng Chen, and Huading Lu. Global, regional

prevalence, incidence and risk factors of knee osteoarthritis in population-based studies. EClinicalMedicine,

29-30:100587, December 2020. ISSN 25895370. doi: 10.1016/j.eclinm.2020.100587. URL https:

//linkinghub.elsevier.com/retrieve/pii/S258953702030331X .

Ralph D’Agostino and E. S. Pearson. Tests for Departure from Normality. Empirical Results for the

Distributions of b 2 and b 1. Biometrika, 60(3):613, December 1973. ISSN00063444. doi: 10.2307/2335012.

URL https://www.jstor.org/stable/2335012?origin=crossref .

L. Dalle Carbonare, M.T. Valenti, F. Bertoldo, M. Zanatta, S. Zenari, G. Realdi, V. Lo Cascio, and

S. Giannini. Bone microarchitecture evaluated by histomorphometry. Micron, 36(7-8):609�616, October

2005. ISSN 09684328. doi: 10.1016/j.micron.2005.07.007. URL https://linkinghub.elsevier.

com/retrieve/pii/S0968432805001113 .

David Dare and Scott Rodeo. Mechanisms of Post-traumatic Osteoarthritis After ACL Injury. Current Rheuma-

tology Reports, 16(10):448, October 2014. ISSN 1523-3774, 1534-6307. doi: 10.1007/s11926-014-0448-1.

URL http://link.springer.com/10.1007/s11926-014-0448-1 .

Chantal M.J. de Bakker, Nikolas K. Knowles, Richard E.A. Walker, Sarah L. Manske, and Steven K. Boyd.

Independent changes in bone mineralized and marrow soft tissues following acute knee injury require

dual-energy or high-resolution computed tomography for accurate assessment of bone mineral density

and sti�ness. Journal of the Mechanical Behavior of Biomedical Materials, 127:105091, March 2022.

ISSN 17516161. doi: 10.1016/j.jmbbm.2022.105091. URL https://linkinghub.elsevier.com/

retrieve/pii/S1751616122000182 .

Anamika Dhillon and Gyanendra K. Verma. Convolutional neural network: a review of models, methodologies

and applications to object detection. Progress in Arti�cial Intelligence, 9(2):85�112, June 2020. ISSN

2192-6352, 2192-6360. doi: 10.1007/s13748-019-00203-0. URL http://link.springer.com/10.

1007/s13748-019-00203-0 .

Lee R. Dice. Measures of the Amount of Ecologic Association Between Species. Ecology, 26(3):297�302,

July 1945. ISSN 00129658. doi: 10.2307/1932409. URL http://doi.wiley.com/10.2307/1932409 .

198

https://linkinghub.elsevier.com/retrieve/pii/S258953702030331X
https://linkinghub.elsevier.com/retrieve/pii/S258953702030331X
https://www.jstor.org/stable/2335012?origin=crossref
https://linkinghub.elsevier.com/retrieve/pii/S0968432805001113
https://linkinghub.elsevier.com/retrieve/pii/S0968432805001113
http://link.springer.com/10.1007/s11926-014-0448-1
https://linkinghub.elsevier.com/retrieve/pii/S1751616122000182
https://linkinghub.elsevier.com/retrieve/pii/S1751616122000182
http://link.springer.com/10.1007/s13748-019-00203-0
http://link.springer.com/10.1007/s13748-019-00203-0
http://doi.wiley.com/10.2307/1932409


Bibliography

Julian E. Dilley, Margaret Anne Bello, Natoli Roman, Todd McKinley, and Uma Sankar. Post-traumatic

osteoarthritis: A review of pathogenic mechanisms and novel targets for mitigation. Bone Reports, 18:

101658, June 2023. ISSN 23521872. doi: 10.1016/j.bonr.2023.101658. URL https://linkinghub.

elsevier.com/retrieve/pii/S2352187223000062 .

A. L. Dolan, C. Moniz, F. Li, C. Mackintosh, P. Todd, B. Dasgupta, V. Corrigall, and G. S. Panayi. E�ects

of in�ammation and treatment on bone turnover and bone mass in polymyalgia rheumatica. Arthritis

& Rheumatism, 40(11):2022�2029, November 1997. ISSN 00043591, 15290131. doi: 10.1002/art.

1780401115. URL https://onlinelibrary.wiley.com/doi/10.1002/art.1780401115 .

Alexey Dosovitskiy, Lucas Beyer, Alexander Kolesnikov, Dirk Weissenborn, Xiaohua Zhai, Thomas

Unterthiner, Mostafa Dehghani, Matthias Minderer, Georg Heigold, Sylvain Gelly, Jakob Uszkoreit, and

Neil Houlsby. An Image is Worth 16x16 Words: Transformers for Image Recognition at Scale, 2020. URL

https://arxiv.org/abs/2010.11929 . Version Number: 2.

Edward R. Dougherty and Roberto A. Lotufo. Hands-on morphological image processing. Number v. TT59

in Tutorial texts in optical engineering. SPIE Optical Engineering Press, Bellingham, Wash, 2003. ISBN

978-0-8194-4720-3.

Shiv Ram Dubey, Satish Kumar Singh, and Bidyut Baran Chaudhuri. Activation functions in deep learning: A

comprehensive survey and benchmark. Neurocomputing, 503:92�108, September 2022. ISSN 0925-2312.

doi: 10.1016/j.neucom.2022.06.111. URL https://linkinghub.elsevier.com/retrieve/pii/

S0925231222008426. Publisher: Elsevier BV.

Olive Jean Dunn. Multiple Comparisons among Means. Journal of the American Statistical Association, 56

(293):52�64, March 1961. ISSN 0162-1459, 1537-274X. doi: 10.1080/01621459.1961.10482090. URL

http://www.tandfonline.com/doi/abs/10.1080/01621459.1961.10482090 .

Charles D. Dziuban and Edwin C. Shirkey. When is a correlation matrix appropriate for factor analysis?

Some decision rules. Psychological Bulletin, 81(6):358�361, June 1974. ISSN 1939-1455, 0033-2909.

doi: 10.1037/h0036316. URL http://doi.apa.org/getdoi.cfm?doi=10.1037/h0036316 .

Sonja Eagle, Hollis G. Potter, and Matthew F. Ko�. Morphologic and quantitative magnetic resonance

imaging of knee articular cartilage for the assessment of post-traumatic osteoarthritis: MRI OF POST-

199

https://linkinghub.elsevier.com/retrieve/pii/S2352187223000062
https://linkinghub.elsevier.com/retrieve/pii/S2352187223000062
https://onlinelibrary.wiley.com/doi/10.1002/art.1780401115
https://arxiv.org/abs/2010.11929
https://linkinghub.elsevier.com/retrieve/pii/S0925231222008426
https://linkinghub.elsevier.com/retrieve/pii/S0925231222008426
http://www.tandfonline.com/doi/abs/10.1080/01621459.1961.10482090
http://doi.apa.org/getdoi.cfm?doi=10.1037/h0036316


Bibliography

TRAUMATIC KNEE OSTEOARTHRITIS. Journal of Orthopaedic Research, 35(3):412�423, March

2017. ISSN 07360266. doi: 10.1002/jor.23345. URL https://onlinelibrary.wiley.com/doi/10.

1002/jor.23345 .

Felix Eckstein, Maiko Matsuura, Volker Kuhn, Mathias Priemel, Ralph Müller, Thomas M Link, and Eva-

Maria Lochmüller. Sex Di�erences of Human Trabecular BoneMicrostructure in AgingAre Site-Dependent.

Journal of Bone and Mineral Research, 22(6):817�824, June 2007. ISSN 0884-0431, 1523-4681. doi:

10.1359/jbmr.070301. URL https://academic.oup.com/jbmr/article/22/6/817-824/7597311 .

Rafaa Ellouz, Roland Chapurlat, Bert van Rietbergen, Patrik Christen, Jean-Baptiste Pialat, and Stephanie

Boutroy. Challenges in longitudinal measurements with HR-pQCT: Evaluation of a 3D registration method

to improve bone microarchitecture and strength measurement reproducibility. Bone, 63:147�157, June

2014. ISSN 87563282. doi: 10.1016/j.bone.2014.03.001. URL https://linkinghub.elsevier.com/

retrieve/pii/S8756328214000659 .

K. A. Elsaid, B. C. Fleming, H. L. Oksendahl, J. T. Machan, P. D. Fadale, M. J. Hulstyn, R. Shalvoy, and

G. D. Jay. Decreased lubricin concentrations and markers of joint in�ammation in the synovial �uid of

patients with anterior cruciate ligament injury. Arthritis & Rheumatism, 58(6):1707�1715, June 2008.

ISSN 00043591, 15290131. doi: 10.1002/art.23495. URL https://onlinelibrary.wiley.com/doi/

10.1002/art.23495 .

Robert Wall Emerson. Bonferroni Correction and Type I Error. Journal of Visual Impairment & Blindness,

114(1):77�78, January 2020. ISSN 0145-482X, 1559-1476. doi: 10.1177/0145482X20901378. URL

http://journals.sagepub.com/doi/10.1177/0145482X20901378 .

Klaus Engelke. Quantitative Computed Tomography�Current Status and New Developments. Journal of

Clinical Densitometry, 20(3):309�321, July 2017. ISSN 10946950. doi: 10.1016/j.jocd.2017.06.017. URL

https://linkinghub.elsevier.com/retrieve/pii/S1094695017301105 .

Martin Englund, Ali Guermazi, Frank W. Roemer, Piran Aliabadi, Mei Yang, Cora E. Lewis, James Torner,

Michael C. Nevitt, Burton Sack, and David T. Felson. Meniscal tear in knees without surgery and the

development of radiographic osteoarthritis among middle-aged and elderly persons: The multicenter

osteoarthritis study. Arthritis & Rheumatism, 60(3):831�839, March 2009. ISSN 0004-3591, 1529-0131.

doi: 10.1002/art.24383. URL https://onlinelibrary.wiley.com/doi/10.1002/art.24383 .

200

https://onlinelibrary.wiley.com/doi/10.1002/jor.23345
https://onlinelibrary.wiley.com/doi/10.1002/jor.23345
https://academic.oup.com/jbmr/article/22/6/817-824/7597311
https://linkinghub.elsevier.com/retrieve/pii/S8756328214000659
https://linkinghub.elsevier.com/retrieve/pii/S8756328214000659
https://onlinelibrary.wiley.com/doi/10.1002/art.23495
https://onlinelibrary.wiley.com/doi/10.1002/art.23495
http://journals.sagepub.com/doi/10.1177/0145482X20901378
https://linkinghub.elsevier.com/retrieve/pii/S1094695017301105
https://onlinelibrary.wiley.com/doi/10.1002/art.24383


Bibliography

Leandre R. Fabrigar, Duane T. Wegener, Robert C. MacCallum, and Erin J. Strahan. Evaluating the use of

exploratory factor analysis in psychological research. Psychological Methods, 4(3):272�299, September

1999. ISSN 1939-1463, 1082-989X. doi: 10.1037/1082-989X.4.3.272. URL http://doi.apa.org/

getdoi.cfm?doi=10.1037/1082-989X.4.3.272 .

William Falcon, Jirka Borovec, Adrian Wälchli, Nic Eggert, Justus Schock, Jeremy Jordan, Nicki Skafte,

Ir1dXD, Vadim Bereznyuk, Ethan Harris, Tullie Murrell, Peter Yu, Sebastian Præsius, Travis Addair, Jacob

Zhong, Dmitry Lipin, So Uchida, Shreyas Bapat, Hendrik Schröter, Boris Dayma, Alexey Karnachev,

Akshay Kulkarni, Shunta Komatsu, Martin.B, Jean-Baptiste SCHIRATTI, Hadrien Mary, Donal Byrne,

Cristobal Eyzaguirre, Cinjon, and Anton Bakhtin. PyTorchLightning/pytorch-lightning: 0.7.6 release, May

2020. URL https://zenodo.org/record/3828935 .

Thorsten Falk, Dominic Mai, Robert Bensch, Özgün ˙içek, Ahmed Abdulkadir, Yassine Marrakchi,

Anton Böhm, Jan Deubner, Zoe Jäckel, Katharina Seiwald, Alexander Dovzhenko, Olaf Tietz, Cristina

Dal Bosco, Sean Walsh, Deniz Saltukoglu, Tuan Leng Tay, Marco Prinz, Klaus Palme, Matias Simons,

Ilka Diester, Thomas Brox, and Olaf Ronneberger. U-Net: deep learning for cell counting, detection,

and morphometry. Nature Methods, 16(1):67�70, January 2019. ISSN 1548-7091, 1548-7105. doi:

10.1038/s41592-018-0261-2. URL http://www.nature.com/articles/s41592-018-0261-2 .

Dai Fang, Zheng Nanning, and Xue Jianru. Image smoothing and sharpening based on nonlinear di�usion

equation. Signal Processing, 88(11):2850�2855, November 2008. ISSN 01651684. doi: 10.1016/j.sigpro.

2008.05.008. URL https://linkinghub.elsevier.com/retrieve/pii/S0165168408001588 .

Camille P. Figueiredo, Arnd Kleyer, David Simon, Fabian Stemmler, Isabelle d’Oliveira, Anja Weissenfels,

Oleg Museyko, Andreas Friedberger, Axel J. Hueber, Judith Haschka, Matthias Englbrecht, Rosa M.R.

Pereira, Juergen Rech, Georg Schett, and Klaus Engelke. Methods for segmentation of rheumatoid arthritis

bone erosions in high-resolution peripheral quantitative computed tomography (HR-pQCT). Seminars in

Arthritis and Rheumatism, 47(5):611�618, April 2018. ISSN 00490172. doi: 10.1016/j.semarthrit.2017.

09.011. URL https://linkinghub.elsevier.com/retrieve/pii/S0049017217303116 .

Lukas Folle, Timo Meinderink, David Simon, Anna-Maria Liphardt, Gerhard Krönke, Georg Schett, Arnd

Kleyer, and Andreas Maier. Deep learning methods allow fully automated segmentation of metacarpal

bones to quantify volumetric bone mineral density. Scienti�c Reports, 11(1):9697, December 2021.

201

http://doi.apa.org/getdoi.cfm?doi=10.1037/1082-989X.4.3.272
http://doi.apa.org/getdoi.cfm?doi=10.1037/1082-989X.4.3.272
https://zenodo.org/record/3828935
http://www.nature.com/articles/s41592-018-0261-2
https://linkinghub.elsevier.com/retrieve/pii/S0165168408001588
https://linkinghub.elsevier.com/retrieve/pii/S0049017217303116


Bibliography

ISSN 2045-2322. doi: 10.1038/s41598-021-89111-9. URL http://www.nature.com/articles/

s41598-021-89111-9 .

Sarah C. Foreman, Po Hung Wu, Ruby Kuang, Malcolm D. John, Phyllis C. Tien, Thomas M. Link,

Roland Krug, and Galateia J. Kazakia. Factors associated with bone microstructural alterations as-

sessed by HR-pQCT in long-term HIV-infected individuals. Bone, 133:115210, April 2020. ISSN

87563282. doi: 10.1016/j.bone.2019.115210. URL https://linkinghub.elsevier.com/retrieve/

pii/S875632821930506X.

Nicole A. Friel and Constance R. Chu. The Role of ACL Injury in the Development of Posttraumatic Knee

Osteoarthritis. Clinics in Sports Medicine, 32(1):1�12, January 2013. ISSN 02785919. doi: 10.1016/j.csm.

2012.08.017. URL https://linkinghub.elsevier.com/retrieve/pii/S0278591912000701 .

Richard B. Frobell, Ewa M. Roos, Harald P. Roos, Jonas Ranstam, and L. Stefan Lohmander. A Randomized

Trial of Treatment for Acute Anterior Cruciate Ligament Tears. New England Journal of Medicine,

363(4):331�342, July 2010. ISSN 0028-4793, 1533-4406. doi: 10.1056/NEJMoa0907797. URL

http://www.nejm.org/doi/abs/10.1056/NEJMoa0907797 .

Harold M. Frost. Bone’s mechanostat: A 2003 update. The Anatomical Record Part A: Discoveries in

Molecular, Cellular, and Evolutionary Biology, 275A(2):1081�1101, December 2003. ISSN 1552-4884,

1552-4892. doi: 10.1002/ar.a.10119. URL https://anatomypubs.onlinelibrary.wiley.com/doi/

10.1002/ar.a.10119 .

Yabo Fu, Yang Lei, Tonghe Wang, Walter J Curran, Tian Liu, and Xiaofeng Yang. Deep learning in

medical image registration: a review. Physics in Medicine & Biology, 65(20):20TR01, October 2020.

ISSN 1361-6560. doi: 10.1088/1361-6560/ab843e. URL https://iopscience.iop.org/article/

10.1088/1361-6560/ab843e .

Norifumi Fujii, Manabu Tsukamoto, Nobukazu Okimoto, Miyuki Mori, Yoshiaki Ikejiri, Toru Yoshioka,

Makoto Kawasaki, Nobuhiro Kito, Junya Ozawa, Ryoichi Nakamura, Shogo Takano, and Saeko Fujiwara.

Di�erences in the e�ects of BMI on bone microstructure between loaded and unloaded bones assessed

by HR-pQCT in Japanese postmenopausal women. Osteoporosis and Sarcopenia, 7(2):54�62, June

2021. ISSN 24055255. doi: 10.1016/j.afos.2021.05.002. URL https://linkinghub.elsevier.com/

retrieve/pii/S240552552100039X .

202

http://www.nature.com/articles/s41598-021-89111-9
http://www.nature.com/articles/s41598-021-89111-9
https://linkinghub.elsevier.com/retrieve/pii/S875632821930506X
https://linkinghub.elsevier.com/retrieve/pii/S875632821930506X
https://linkinghub.elsevier.com/retrieve/pii/S0278591912000701
http://www.nejm.org/doi/abs/10.1056/NEJMoa0907797
https://anatomypubs.onlinelibrary.wiley.com/doi/10.1002/ar.a.10119
https://anatomypubs.onlinelibrary.wiley.com/doi/10.1002/ar.a.10119
https://iopscience.iop.org/article/10.1088/1361-6560/ab843e
https://iopscience.iop.org/article/10.1088/1361-6560/ab843e
https://linkinghub.elsevier.com/retrieve/pii/S240552552100039X
https://linkinghub.elsevier.com/retrieve/pii/S240552552100039X


Bibliography

K. Fukushima. Neocognitron: a self organizing neural network model for a mechanism of pattern recognition

una�ected by shift in position. Biological Cybernetics, 36(4):193�202, 1980. ISSN 0340-1200. doi:

10.1007/BF00344251.

Kunihiko Fukushima. Cognitron: A self-organizing multilayered neural network. Biological Cybernetics,

20(3-4):121�136, 1975. ISSN 0340-1200, 1432-0770. doi: 10.1007/BF00342633. URL http://link.

springer.com/10.1007/BF00342633 .

M.A. Ganaie, Minghui Hu, A.K. Malik, M. Tanveer, and P.N. Suganthan. Ensemble deep learning: A

review. Engineering Applications of Arti�cial Intelligence, 115:105151, October 2022. ISSN 09521976.

doi: 10.1016/j.engappai.2022.105151. URL https://linkinghub.elsevier.com/retrieve/pii/

S095219762200269X.

Hongyang Gao, Hao Yuan, Zhengyang Wang, and Shuiwang Ji. Pixel Transposed Convolutional Networks.

IEEE Transactions on Pattern Analysis and Machine Intelligence, pages 1�1, 2019. ISSN 0162-8828,

2160-9292, 1939-3539. doi: 10.1109/TPAMI.2019.2893965. URL https://ieeexplore.ieee.org/

document/8618415/ .

Allan C. Gelber. Joint Injury in Young Adults and Risk for Subsequent Knee and Hip Os-

teoarthritis. Annals of Internal Medicine, 133(5):321, September 2000. ISSN 0003-4819. doi:

10.7326/0003-4819-133-5-200009050-00007. URL http://annals.org/article.aspx?doi=10.

7326/0003-4819-133-5-200009050-00007 .

H.K Genant, C Gordon, Y Jiang, T.F Lang, T.M Link, and S Majumdar. Advanced imaging of bone macro and

micro structure. Bone, 25(1):149�152, July 1999. ISSN 87563282. doi: 10.1016/S8756-3282(99)00109-X.

URL https://linkinghub.elsevier.com/retrieve/pii/S875632829900109X .

A.D. Georgoulis, S. Ristanis, C.O. Moraiti, N. Paschos, F. Zampeli, S. Xergia, S. Georgiou, K. Patras,

H.S. Vasiliadis, and G. Mitsionis. ACL injury and reconstruction: Clinical related in vivo biomechan-

ics. Revue de Chirurgie OrthopØdique et Traumatologique, 96(8):S339�S348, December 2010. ISSN

18770517. doi: 10.1016/j.rcot.2010.09.015. URL https://linkinghub.elsevier.com/retrieve/

pii/S187705171000287X.

203

http://link.springer.com/10.1007/BF00342633
http://link.springer.com/10.1007/BF00342633
https://linkinghub.elsevier.com/retrieve/pii/S095219762200269X
https://linkinghub.elsevier.com/retrieve/pii/S095219762200269X
https://ieeexplore.ieee.org/document/8618415/
https://ieeexplore.ieee.org/document/8618415/
http://annals.org/article.aspx?doi=10.7326/0003-4819-133-5-200009050-00007
http://annals.org/article.aspx?doi=10.7326/0003-4819-133-5-200009050-00007
https://linkinghub.elsevier.com/retrieve/pii/S875632829900109X
https://linkinghub.elsevier.com/retrieve/pii/S187705171000287X
https://linkinghub.elsevier.com/retrieve/pii/S187705171000287X


Bibliography

C. C. Glüer, G. Blake, Y. Lu, B. A. Blunt, M. Jergas, and H. K. Genant. Accurate assessment of

precision errors: How to measure the reproducibility of bone densitometry techniques. Osteoporosis

International, 5(4):262�270, July 1995. ISSN 0937-941X, 1433-2965. doi: 10.1007/BF01774016. URL

http://link.springer.com/10.1007/BF01774016 .

Claus-C. Glüer. Monitoring Skeletal Changes by Radiological Techniques. Journal of Bone and Mineral

Research, 14(11):1952�1962, November 1999. ISSN 08840431. doi: 10.1359/jbmr.1999.14.11.1952.

URL http://doi.wiley.com/10.1359/jbmr.1999.14.11.1952 .

Benjamin M Goerger, Stephen W Marshall, Anthony I Beutler, J Troy Blackburn, John H Wilckens,

and Darin A Padua. Anterior cruciate ligament injury alters preinjury lower extremity biomechanics

in the injured and uninjured leg: the JUMP-ACL study. British Journal of Sports Medicine, 49(3):

188�195, February 2015. ISSN 0306-3674, 1473-0480. doi: 10.1136/bjsports-2013-092982. URL

https://bjsm.bmj.com/lookup/doi/10.1136/bjsports-2013-092982 .

Ben Goertzel and Cassio Pennachin. Arti�cial general intelligence. Cognitive technologies. Springer, Berlin,

2007. ISBN 978-3-540-23733-4.

Ta Yang Goh, Shafriza Nisha Basah, Haniza Yazid, Muhammad Juhairi Aziz Safar, and Fathinul Syahir

Ahmad Saad. Performance analysis of image thresholding: Otsu technique. Measurement, 114:298�307,

January 2018. ISSN 02632241. doi: 10.1016/j.measurement.2017.09.052. URL https://linkinghub.

elsevier.com/retrieve/pii/S0263224117306243 .

Ian Goodfellow, Yoshua Bengio, and Aaron Courville. Deep learning. Adaptive computation and machine

learning. The MIT Press, Cambridge, Massachusetts, 2016. ISBN 978-0-262-03561-3.

Ian Goodfellow, Jean Pouget-Abadie, Mehdi Mirza, Bing Xu, David Warde-Farley, Sherjil Ozair, Aaron

Courville, and Yoshua Bengio. Generative adversarial networks. Communications of the ACM, 63

(11):139�144, October 2020. ISSN 0001-0782, 1557-7317. doi: 10.1145/3422622. URL https:

//dl.acm.org/doi/10.1145/3422622 .

S. Grampp, E. Steiner, and H. Imhof. Radiological diagnosis of osteoporosis:. European Radiology, 7(S2):

S11�S19, February 1997. ISSN 0938-7994. doi: 10.1007/PL00006859. URL http://link.springer.

com/10.1007/PL00006859.

204

http://link.springer.com/10.1007/BF01774016
http://doi.wiley.com/10.1359/jbmr.1999.14.11.1952
https://bjsm.bmj.com/lookup/doi/10.1136/bjsports-2013-092982
https://linkinghub.elsevier.com/retrieve/pii/S0263224117306243
https://linkinghub.elsevier.com/retrieve/pii/S0263224117306243
https://dl.acm.org/doi/10.1145/3422622
https://dl.acm.org/doi/10.1145/3422622
http://link.springer.com/10.1007/PL00006859
http://link.springer.com/10.1007/PL00006859


Bibliography

Ali Guermazi, Frank W. Roemer, Ida K. Haugen, Michel D. Crema, and Daichi Hayashi. MRI-based

semiquantitative scoring of joint pathology in osteoarthritis. Nature Reviews Rheumatology, 9(4):

236�251, April 2013. ISSN 1759-4790, 1759-4804. doi: 10.1038/nrrheum.2012.223. URL https:

//www.nature.com/articles/nrrheum.2012.223 .

Steve R. Gunn. On the discrete representation of the Laplacian of Gaussian. Pattern Recognition, 32

(8):1463�1472, August 1999. ISSN 00313203. doi: 10.1016/S0031-3203(98)00163-0. URL https:

//linkinghub.elsevier.com/retrieve/pii/S0031320398001630 .

X.E Guo and C.HKim. Mechanical consequence of trabecular bone loss and its treatment: a three-dimensional

model simulation. Bone, 30(2):404�411, February 2002. ISSN 87563282. doi: 10.1016/S8756-3282(01)

00673-1. URL https://linkinghub.elsevier.com/retrieve/pii/S8756328201006731 .

Mohamed Hafri, Rachid Jennane, Eric Lespessailles, and Hechmi Toumi. Dual active contours model for

HR-pQCT cortical bone segmentation. In 2016 23rd International Conference on Pattern Recognition

(ICPR), pages 2270�2275, Cancun, December 2016. IEEE. ISBN 978-1-5090-4847-2. doi: 10.1109/ICPR.

2016.7899974. URL http://ieeexplore.ieee.org/document/7899974/ .

Tetsuo Hagino, Satoshi Ochiai, Shinya Senga, Takashi Yamashita, Masanori Wako, Takashi Ando, and

Hirotaka Haro. Meniscal tears associated with anterior cruciate ligament injury. Archives of Orthopaedic

and Trauma Surgery, 135(12):1701�1706, December 2015. ISSN 0936-8051, 1434-3916. doi: 10.1007/

s00402-015-2309-4. URL http://link.springer.com/10.1007/s00402-015-2309-4 .

Joseph F. Hair, editor. Multivariate data analysis. Pearson Prentice Hall, Upper Saddle River, N.J, 6th ed

edition, 2006. ISBN 978-0-13-032929-5. OCLC: ocm60500460.

Peng-fei Han, Lei Wei, Zhi-qing Duan, Zhi-liang Zhang, Tao-yu Chen, Jian-gong Lu, Rui-peng Zhao, Xiao-

ming Cao, Peng-cui Li, Zhi Lv, and Xiao-chun Wei. Contribution of IL-1, 6 and TNF- to the form of post-

traumatic osteoarthritis induced by �idealized� anterior cruciate ligament reconstruction in a porcine model.

International Immunopharmacology, 65:212�220, December 2018. ISSN 15675769. doi: 10.1016/j.intimp.

2018.10.007. URL https://linkinghub.elsevier.com/retrieve/pii/S1567576918308129 .

Charles R. Harris, K. Jarrod Millman, StØfan J. van der Walt, Ralf Gommers, Pauli Virtanen, David

Cournapeau, Eric Wieser, Julian Taylor, Sebastian Berg, Nathaniel J. Smith, Robert Kern, Matti Picus,

205

https://www.nature.com/articles/nrrheum.2012.223
https://www.nature.com/articles/nrrheum.2012.223
https://linkinghub.elsevier.com/retrieve/pii/S0031320398001630
https://linkinghub.elsevier.com/retrieve/pii/S0031320398001630
https://linkinghub.elsevier.com/retrieve/pii/S8756328201006731
http://ieeexplore.ieee.org/document/7899974/
http://link.springer.com/10.1007/s00402-015-2309-4
https://linkinghub.elsevier.com/retrieve/pii/S1567576918308129


Bibliography

Stephan Hoyer, Marten H. van Kerkw…k, Matthew Brett, Allan Haldane, Jaime FernÆndez del Río, Mark

Wiebe, Pearu Peterson, Pierre GØrard-Marchant, Kevin Sheppard, Tyler Reddy, Warren Weckesser, Hameer

Abbasi, Christoph Gohlke, and Travis E. Oliphant. Array programming with NumPy. Nature, 585

(7825):357�362, September 2020. ISSN 0028-0836, 1476-4687. doi: 10.1038/s41586-020-2649-2. URL

https://www.nature.com/articles/s41586-020-2649-2 .

Marie-Sophie Hartig. Approximation of Gaussian Curvature by the Angular Defect: An Error Analysis.

Mathematical and Computational Applications, 26(1):15, February 2021. ISSN 2297-8747. doi: 10.3390/

mca26010015. URL https://www.mdpi.com/2297-8747/26/1/15 .

C.M. Haslauer, K.A. Elsaid, B.C. Fleming, B.L. Pro�en, V.M. Johnson, and M.M. Murray. Loss of

extracellular matrix from articular cartilage is mediated by the synovium and ligament after anterior

cruciate ligament injury. Osteoarthritis and Cartilage, 21(12):1950�1957, December 2013. ISSN

10634584. doi: 10.1016/j.joca.2013.09.003. URL https://linkinghub.elsevier.com/retrieve/

pii/S1063458413009473 .

Ali Hatamizadeh, Yucheng Tang, Vishwesh Nath, Dong Yang, Andriy Myronenko, Bennett Landman, Holger

Roth, and Daguang Xu. UNETR: Transformers for 3D Medical Image Segmentation, October 2021. URL

http://arxiv.org/abs/2103.10504 . arXiv:2103.10504 [cs, eess].

F. Hefti, W. Müller, R. P. Jakob, and H. U. Stäubli. Evaluation of knee ligament injuries with the IKDC form.

Knee surgery, sports traumatology, arthroscopy: o�cial journal of the ESSKA, 1(3-4):226�234, 1993.

ISSN 0942-2056. doi: 10.1007/BF01560215.

Yves Henrotin and Ali Mobasheri. Natural Products for Promoting Joint Health and Managing Osteoarthritis.

Current Rheumatology Reports, 20(11):72, November 2018. ISSN 1523-3774, 1534-6307. doi: 10.1007/

s11926-018-0782-9. URL http://link.springer.com/10.1007/s11926-018-0782-9 .

T. Hildebrand and P. Rüegsegger. A new method for the model-independent assessment of thickness

in three-dimensional images. Journal of Microscopy, 185(1):67�75, January 1997. ISSN 0022-2720,

1365-2818. doi: 10.1046/j.1365-2818.1997.1340694.x. URL https://onlinelibrary.wiley.com/

doi/abs/10.1046/j.1365-2818.1997.1340694.x .

206

https://www.nature.com/articles/s41586-020-2649-2
https://www.mdpi.com/2297-8747/26/1/15
https://linkinghub.elsevier.com/retrieve/pii/S1063458413009473
https://linkinghub.elsevier.com/retrieve/pii/S1063458413009473
http://arxiv.org/abs/2103.10504
http://link.springer.com/10.1007/s11926-018-0782-9
https://onlinelibrary.wiley.com/doi/abs/10.1046/j.1365-2818.1997.1340694.x
https://onlinelibrary.wiley.com/doi/abs/10.1046/j.1365-2818.1997.1340694.x


Bibliography

Tor Hildebrand, Andres Laib, Ralph Müller, Jan Dequeker, and Peter Rüegsegger. Direct Three-Dimensional

Morphometric Analysis of Human Cancellous Bone: Microstructural Data from Spine, Femur, Iliac Crest,

and Calcaneus. Journal of Bone and Mineral Research, 14(7):1167�1174, July 1999. ISSN 0884-0431,

1523-4681. doi: 10.1359/jbmr.1999.14.7.1167. URL https://onlinelibrary.wiley.com/doi/10.

1359/jbmr.1999.14.7.1167 .

P A Hill. Bone remodelling. British Journal of Orthodontics, 25(2):101�107, May 1998. ISSN 0301-228X.

doi: 10.1093/ortho/25.2.101. URL http://www.tandfonline.com/doi/full/10.1093/ortho/25.

2.101 .

Geo�rey Hinton. The Forward-Forward Algorithm: Some Preliminary Investigations, 2022. URL https:

//arxiv.org/abs/2212.13345 . Version Number: 1.

Lan T. Ho-Pham, Thao P. Ho-Le, Linh D. Mai, Tam M. Do, Minh C. Doan, and Tuan V. Nguyen. Sex-

di�erence in bone architecture and bone fragility in Vietnamese. Scienti�c Reports, 8(1):7707, May 2018.

ISSN 2045-2322. doi: 10.1038/s41598-018-26053-9. URL https://www.nature.com/articles/

s41598-018-26053-9 .

Lesa Ho�man. Longitudinal Analysis. Routledge, 1 edition, January 2015. ISBN 978-1-315-74409-

4. doi: 10.4324/9781315744094. URL https://www.taylorfrancis.com/books/mono/10.4324/

9781315744094/longitudinal-analysis-lesa-hoffman .

Kurt Hornik, Maxwell Stinchcombe, and Halbert White. Multilayer feedforward networks are universal ap-

proximators. Neural Networks, 2(5):359�366, January 1989. ISSN 08936080. doi: 10.1016/0893-6080(89)

90020-8. URL https://linkinghub.elsevier.com/retrieve/pii/0893608089900208 .

Jiang Hsieh, Robert C. Molthen, Christopher A. Dawson, and Roger H. Johnson. An iterative approach to

the beam hardening correction in cone beam CT. Medical Physics, 27(1):23�29, January 2000. ISSN

0094-2405, 2473-4209. doi: 10.1118/1.598853. URL https://aapm.onlinelibrary.wiley.com/

doi/10.1118/1.598853 .

Yu-Lun Huang, Jaehun Jung, Colin M.S. Mulligan, Jaekeun Oh, and Marc F. Norcross. AMajority of Anterior

Cruciate Ligament Injuries Can Be Prevented by Injury Prevention Programs: A Systematic Review of

207

https://onlinelibrary.wiley.com/doi/10.1359/jbmr.1999.14.7.1167
https://onlinelibrary.wiley.com/doi/10.1359/jbmr.1999.14.7.1167
http://www.tandfonline.com/doi/full/10.1093/ortho/25.2.101
http://www.tandfonline.com/doi/full/10.1093/ortho/25.2.101
https://arxiv.org/abs/2212.13345
https://arxiv.org/abs/2212.13345
https://www.nature.com/articles/s41598-018-26053-9
https://www.nature.com/articles/s41598-018-26053-9
https://www.taylorfrancis.com/books/mono/10.4324/9781315744094/longitudinal-analysis-lesa-hoffman
https://www.taylorfrancis.com/books/mono/10.4324/9781315744094/longitudinal-analysis-lesa-hoffman
https://linkinghub.elsevier.com/retrieve/pii/0893608089900208
https://aapm.onlinelibrary.wiley.com/doi/10.1118/1.598853
https://aapm.onlinelibrary.wiley.com/doi/10.1118/1.598853


Bibliography

Randomized Controlled Trials and Cluster�Randomized Controlled Trials With Meta-analysis. The Ameri-

can Journal of Sports Medicine, 48(6):1505�1515, May 2020. ISSN 0363-5465, 1552-3365. doi: 10.1177/

0363546519870175. URL http://journals.sagepub.com/doi/10.1177/0363546519870175 .

J. M. Hughes and M. A. Petit. Biological underpinnings of Frost’s mechanostat thresholds: the important

role of osteocytes. Journal of Musculoskeletal & Neuronal Interactions, 10(2):128�135, June 2010. ISSN

1108-7161.

Emily R. Hunt, Cale A. Jacobs, Caitlin E.-W. Conley, Mary L. Ireland, Darren L. Johnson, and Christian

Lattermann. Anterior cruciate ligament reconstruction reinitiates an in�ammatory and chondrodegenerative

process in the knee joint. Journal of Orthopaedic Research, 39(6):1281�1288, June 2021. ISSN 0736-0266,

1554-527X. doi: 10.1002/jor.24783. URL https://onlinelibrary.wiley.com/doi/10.1002/jor.

24783.

D J Hunter, G H Lo, D Gale, A J Grainger, A Guermazi, and P G Conaghan. The reliability of a

new scoring system for knee osteoarthritis MRI and the validity of bone marrow lesion assessment:

BLOKS (Boston�Leeds Osteoarthritis Knee Score). Annals of the Rheumatic Diseases, 67(2):206�

211, February 2008. ISSN 0003-4967, 1468-2060. doi: 10.1136/ard.2006.066183. URL https:

//ard.bmj.com/lookup/doi/10.1136/ard.2006.066183 .

David J. Hunter, Michael Nevitt, Elena Losina, and Virginia Kraus. Biomarkers for osteoarthritis: Current

position and steps towards further validation. Best Practice & Research Clinical Rheumatology, 28(1):

61�71, February 2014a. ISSN 15216942. doi: 10.1016/j.berh.2014.01.007. URL https://linkinghub.

elsevier.com/retrieve/pii/S1521694214000084 .

D.J. Hunter, L.S. Lohmander, J. Makovey, J. Tamez-Peæa, S. Totterman, E. Schreyer, and R.B. Frobell. The

e�ect of anterior cruciate ligament injury on bone curvature: exploratory analysis in the KANON trial.

Osteoarthritis and Cartilage, 22(7):959�968, July 2014b. ISSN 10634584. doi: 10.1016/j.joca.2014.05.014.

URL https://linkinghub.elsevier.com/retrieve/pii/S1063458414010930 .

John D. Hunter. Matplotlib: A 2D Graphics Environment. Computing in Science & Engineering, 9(3):

90�95, 2007. ISSN 1521-9615. doi: 10.1109/MCSE.2007.55. URL http://ieeexplore.ieee.org/

document/4160265/ .

208

http://journals.sagepub.com/doi/10.1177/0363546519870175
https://onlinelibrary.wiley.com/doi/10.1002/jor.24783
https://onlinelibrary.wiley.com/doi/10.1002/jor.24783
https://ard.bmj.com/lookup/doi/10.1136/ard.2006.066183
https://ard.bmj.com/lookup/doi/10.1136/ard.2006.066183
https://linkinghub.elsevier.com/retrieve/pii/S1521694214000084
https://linkinghub.elsevier.com/retrieve/pii/S1521694214000084
https://linkinghub.elsevier.com/retrieve/pii/S1063458414010930
http://ieeexplore.ieee.org/document/4160265/
http://ieeexplore.ieee.org/document/4160265/


Bibliography

C W Hutton, E R Higgs, P C Jackson, I Watt, and P A Dieppe. 99mTc HMDP bone scanning in generalised

nodal osteoarthritis. II. The four hour bone scan image predicts radiographic change. Annals of the

Rheumatic Diseases, 45(8):622�626, August 1986. ISSN 0003-4967. doi: 10.1136/ard.45.8.622. URL

https://ard.bmj.com/lookup/doi/10.1136/ard.45.8.622 .

H. I…ima, T. Aoyama, J. Tajino, A. Ito, M. Nagai, S. Yamaguchi, X. Zhang, W. Kiyan, and H. Kuroki.

Subchondral plate porosity colocalizes with the point of mechanical load during ambulation in a rat knee

model of post-traumatic osteoarthritis. Osteoarthritis and Cartilage, 24(2):354�363, February 2016. ISSN

10634584. doi: 10.1016/j.joca.2015.09.001. URL https://linkinghub.elsevier.com/retrieve/

pii/S1063458415013138 .

Fabian Isensee, Paul F. Jaeger, Simon A. A. Kohl, Jens Petersen, and Klaus H. Maier-Hein. nnU-Net: a

self-con�guring method for deep learning-based biomedical image segmentation. Nature Methods, 18

(2):203�211, February 2021. ISSN 1548-7091, 1548-7105. doi: 10.1038/s41592-020-01008-z. URL

http://www.nature.com/articles/s41592-020-01008-z .

Paul Jaccard. THE DISTRIBUTION OF THE FLORA IN THE ALPINE ZONE.1. New Phytologist, 11(2):

37�50, February 1912. ISSN 0028-646X, 1469-8137. doi: 10.1111/j.1469-8137.1912.tb05611.x. URL

https://onlinelibrary.wiley.com/doi/10.1111/j.1469-8137.1912.tb05611.x .

Cale A. Jacobs and Emily R. Hunt. The Human Anterior Cruciate Ligament Injury Model of Early

Osteoarthritis. In Christian Lattermann, Henning Madry, Norimasa Nakamura, and Elizaveta Kon,

editors, Early Osteoarthritis: State-of-the-Art Approaches to Diagnosis, Treatment and Controversies,

pages 73�81. Springer International Publishing, Cham, 2022. ISBN 978-3-030-79485-9. doi: 10.1007/

978-3-030-79485-9_7. URL https://doi.org/10.1007/978-3-030-79485-9_7 .

Pengchong Jin, Charles A. Bouman, and Ken D. Sauer. A Model-Based Image Reconstruction Algorithm

With Simultaneous Beam Hardening Correction for X-Ray CT. IEEE Transactions on Computational

Imaging, 1(3):200�216, September 2015. ISSN 2333-9403, 2334-0118. doi: 10.1109/TCI.2015.2461492.

URL http://ieeexplore.ieee.org/document/7169557/ .

Ian T. Jolli�e and Jorge Cadima. Principal component analysis: a review and recent developments.

Philosophical Transactions of the Royal Society A: Mathematical, Physical and Engineering Sciences,

209

https://ard.bmj.com/lookup/doi/10.1136/ard.45.8.622
https://linkinghub.elsevier.com/retrieve/pii/S1063458415013138
https://linkinghub.elsevier.com/retrieve/pii/S1063458415013138
http://www.nature.com/articles/s41592-020-01008-z
https://onlinelibrary.wiley.com/doi/10.1111/j.1469-8137.1912.tb05611.x
https://doi.org/10.1007/978-3-030-79485-9_7
http://ieeexplore.ieee.org/document/7169557/


Bibliography

374(2065):20150202, April 2016. ISSN 1364-503X, 1471-2962. doi: 10.1098/rsta.2015.0202. URL

https://royalsocietypublishing.org/doi/10.1098/rsta.2015.0202 .

Tonni Das Jui and Pablo Rivas. Fairness issues, current approaches, and challenges in machine learning

models. International Journal of Machine Learning and Cybernetics, 15(8):3095�3125, August 2024.

ISSN 1868-8071, 1868-808X. doi: 10.1007/s13042-023-02083-2. URL https://link.springer.

com/10.1007/s13042-023-02083-2 .

Henry F. Kaiser and John Rice. Little Ji�y, Mark Iv. Educational and Psychological Measurement, 34

(1):111�117, April 1974. ISSN 0013-1644, 1552-3888. doi: 10.1177/001316447403400115. URL

http://journals.sagepub.com/doi/10.1177/001316447403400115 .

Pekka Kannus, Harri Sievänen, Markku Järvinen, Ari Heinonen, Pekka Oja, and Ilkka Vuori. A cruciate

ligament injury produces considerable, permanent osteoporosis in the a�ected knee. Journal of Bone and

Mineral Research, 7(12):1429�1434, December 1992. ISSN 0884-0431, 1523-4681. doi: 10.1002/jbmr.

5650071210. URL https://academic.oup.com/jbmr/article/7/12/1429-1434/7500433 .

N. Kanopoulos, N. Vasanthavada, and R.L. Baker. Design of an image edge detection �lter using the

Sobel operator. IEEE Journal of Solid-State Circuits, 23(2):358�367, April 1988. ISSN 00189200. doi:

10.1109/4.996. URL http://ieeexplore.ieee.org/document/996/ .

Michael Kass, Andrew Witkin, and Demetri Terzopoulos. Snakes: Active contour models. International

Journal of Computer Vision, 1(4):321�331, January 1988. ISSN 0920-5691, 1573-1405. doi: 10.1007/

BF00133570. URL http://link.springer.com/10.1007/BF00133570 .

J.K. Kastner and S.J. Hong. A review of expert systems. European Journal of Operational Research, 18

(3):285�292, December 1984. ISSN 03772217. doi: 10.1016/0377-2217(84)90150-4. URL https:

//linkinghub.elsevier.com/retrieve/pii/0377221784901504 .

P. Katsimbri. The biology of normal bone remodelling. European Journal of Cancer Care, 26(6):e12740,

November 2017. ISSN 09615423. doi: 10.1111/ecc.12740. URL https://onlinelibrary.wiley.

com/doi/10.1111/ecc.12740 .

G.J. Kazakia, D. Kuo, J. Schooler, S. Siddiqui, S. Shanbhag, G. Bernstein, A. Horvai, S. Majumdar,

M. Ries, and X. Li. Bone and cartilage demonstrate changes localized to bone marrow edema-like

210

https://royalsocietypublishing.org/doi/10.1098/rsta.2015.0202
https://link.springer.com/10.1007/s13042-023-02083-2
https://link.springer.com/10.1007/s13042-023-02083-2
http://journals.sagepub.com/doi/10.1177/001316447403400115
https://academic.oup.com/jbmr/article/7/12/1429-1434/7500433
http://ieeexplore.ieee.org/document/996/
http://link.springer.com/10.1007/BF00133570
https://linkinghub.elsevier.com/retrieve/pii/0377221784901504
https://linkinghub.elsevier.com/retrieve/pii/0377221784901504
https://onlinelibrary.wiley.com/doi/10.1111/ecc.12740
https://onlinelibrary.wiley.com/doi/10.1111/ecc.12740


Bibliography

lesions within osteoarthritic knees. Osteoarthritis and Cartilage, 21(1):94�101, January 2013. ISSN

10634584. doi: 10.1016/j.joca.2012.09.008. URL https://linkinghub.elsevier.com/retrieve/

pii/S1063458412009703 .

Christopher E. Keen, Danielle E. Whittier, Colin R. Firminger, W Brent Edwards, and Steven K. Boyd.

Validation of Bone Density and Microarchitecture Measurements of the Load-Bearing Femur in the

Human Knee Obtained Using In Vivo HR-pQCT Protocol. Journal of Clinical Densitometry, page

S1094695021000056, January 2021. ISSN 10946950. doi: 10.1016/j.jocd.2021.01.004. URL https:

//linkinghub.elsevier.com/retrieve/pii/S1094695021000056 .

T.D. Kemp, C.M.J. de Bakker, L. Gabel, D.A. Hanley, E.O. Billington, L.A. Burt, and S.K. Boyd. Longitudinal

bone microarchitectural changes are best detected using image registration. Osteoporosis International, 31

(10):1995�2005, October 2020. ISSN 0937-941X, 1433-2965. doi: 10.1007/s00198-020-05449-2. URL

http://link.springer.com/10.1007/s00198-020-05449-2 .

Js Kenkre and Jhd Bassett. The bone remodelling cycle. Annals of Clinical Biochemistry: International

Journal of Laboratory Medicine, 55(3):308�327, May 2018. ISSN 0004-5632, 1758-1001. doi: 10.1177/

0004563218759371. URL http://journals.sagepub.com/doi/10.1177/0004563218759371 .

Christine M. Khella, Rojiar Asgarian, Judith M. Horvath, Bernd Rolau�s, and Melanie L. Hart. An

Evidence-Based Systematic Review of Human Knee Post-Traumatic Osteoarthritis (PTOA): Timeline of

Clinical Presentation and Disease Markers, Comparison of Knee Joint PTOA Models and Early Disease

Implications. International Journal of Molecular Sciences, 22(4):1996, February 2021. ISSN 1422-0067.

doi: 10.3390/…ms22041996. URL https://www.mdpi.com/1422-0067/22/4/1996 .

Jong Hae Kim. Multicollinearity and misleading statistical results. Korean Journal of Anesthesiology,

72(6):558�569, December 2019. ISSN 2005-6419, 2005-7563. doi: 10.4097/kja.19087. URL http:

//ekja.org/journal/view.php?doi=10.4097/kja.19087 .

Matthew T. Kingery, Utkarsh Anil, Elyse J. Berlinberg, Andrew J. Clair, Lena Kenny, and Eric J. Strauss.

Changes in the Synovial Fluid Cytokine Pro�le of the Knee Between an Acute Anterior Cruciate

Ligament Injury and Surgical Reconstruction. The American Journal of Sports Medicine, 50(2):451�

460, February 2022. ISSN 0363-5465, 1552-3365. doi: 10.1177/03635465211062264. URL http:

//journals.sagepub.com/doi/10.1177/03635465211062264 .

211

https://linkinghub.elsevier.com/retrieve/pii/S1063458412009703
https://linkinghub.elsevier.com/retrieve/pii/S1063458412009703
https://linkinghub.elsevier.com/retrieve/pii/S1094695021000056
https://linkinghub.elsevier.com/retrieve/pii/S1094695021000056
http://link.springer.com/10.1007/s00198-020-05449-2
http://journals.sagepub.com/doi/10.1177/0004563218759371
https://www.mdpi.com/1422-0067/22/4/1996
http://ekja.org/journal/view.php?doi=10.4097/kja.19087
http://ekja.org/journal/view.php?doi=10.4097/kja.19087
http://journals.sagepub.com/doi/10.1177/03635465211062264
http://journals.sagepub.com/doi/10.1177/03635465211062264


Bibliography

Nikolas K. Knowles, Danielle E. Whittier, Bryce A. Besler, and Steven K. Boyd. Proximal Tibia Bone Sti�ness

and Strength in HR-pQCT- and QCT-Based Finite Element Models. Annals of Biomedical Engineering,

49(9):2389�2398, September 2021. ISSN 0090-6964, 1573-9686. doi: 10.1007/s10439-021-02789-w.

URL https://link.springer.com/10.1007/s10439-021-02789-w .

Nikolas K. Knowles, Nathan Neeteson, and Steven K. Boyd. High performance multi-platform computing for

large-scale image-based �nite element modeling of bone. Computer Methods and Programs in Biomedicine,

225:107051, July 2022a. ISSN 1872-7565. doi: 10.1016/j.cmpb.2022.107051.

Nikolas K. Knowles, Nathan Neeteson, Andres Kroker, Richard E.A. Walker, and Steven K. Boyd. A

pilot study of four-year longitudinal bone changes following anterior cruciate ligament reconstructive

surgery using DXA and HR-pQCT. Osteoarthritis Imaging, 2(2):100068, June 2022b. ISSN 27726541.

doi: 10.1016/j.ostima.2022.100068. URL https://linkinghub.elsevier.com/retrieve/pii/

S2772654122000642.

Mark D. Kohn, Adam A. Sassoon, and Navin D. Fernando. Classi�cations in Brief: Kellgren-Lawrence

Classi�cation of Osteoarthritis. Clinical Orthopaedics & Related Research, 474(8):1886�1893, August

2016. ISSN 0009-921X. doi: 10.1007/s11999-016-4732-4. URL https://journals.lww.com/

00003086-201608000-00028.

Peter R. Kornaat, Ruth Y. T. Ceulemans, Herman M. Kroon, Naghmeh Riyazi, Margreet Kloppenburg,

Wayne O. Carter, Thasia G. Woodworth, and Johan L. Bloem. MRI assessment of knee osteoarthritis: Knee

Osteoarthritis Scoring System (KOSS)?inter-observer and intra-observer reproducibility of a compartment-

based scoring system. Skeletal Radiology, 34(2):95�102, February 2005. ISSN 0364-2348, 1432-2161. doi:

10.1007/s00256-004-0828-0. URL http://link.springer.com/10.1007/s00256-004-0828-0 .

Wouter M. Kouw and Marco Loog. An introduction to domain adaptation and transfer learning, January

2019. URL http://arxiv.org/abs/1812.11806 . arXiv:1812.11806 [cs, stat].

Alex Krizhevsky, Ilya Sutskever, and Geo�rey E Hinton. ImageNet Classi�cation with Deep Convolutional

Neural Networks. In F. Pereira, C. J. Burges, L. Bottou, and K. Q. Weinberger, editors, Advances in Neural

Information Processing Systems, volume 25. Curran Associates, Inc., 2012. URL https://proceedings.

neurips.cc/paper/2012/file/c399862d3b9d6b76c8436e924a68c45b-Paper.pdf .

212

https://link.springer.com/10.1007/s10439-021-02789-w
https://linkinghub.elsevier.com/retrieve/pii/S2772654122000642
https://linkinghub.elsevier.com/retrieve/pii/S2772654122000642
https://journals.lww.com/00003086-201608000-00028
https://journals.lww.com/00003086-201608000-00028
http://link.springer.com/10.1007/s00256-004-0828-0
http://arxiv.org/abs/1812.11806
https://proceedings.neurips.cc/paper/2012/file/c399862d3b9d6b76c8436e924a68c45b-Paper.pdf
https://proceedings.neurips.cc/paper/2012/file/c399862d3b9d6b76c8436e924a68c45b-Paper.pdf


Bibliography

Andres Kroker, Ryan Plett, Kyle K. Nishiyama, David D. McErlain, Clara Sandino, and Steven K. Boyd. Distal

skeletal tibia assessed by HR-pQCT is highly correlated with femoral and lumbar vertebra failure loads.

Journal of Biomechanics, 59:43�49, July 2017a. ISSN 00219290. doi: 10.1016/j.jbiomech.2017.05.011.

URL https://linkinghub.elsevier.com/retrieve/pii/S0021929017302634 .

Andres Kroker, Ying Zhu, Sarah L. Manske, Rhamona Barber, Nicholas Mohtadi, and Steven K. Boyd.

Quantitative in vivo assessment of bone microarchitecture in the human knee using HR-pQCT. Bone, 97:

43�48, April 2017b. ISSN 87563282. doi: 10.1016/j.bone.2016.12.015. URL https://linkinghub.

elsevier.com/retrieve/pii/S8756328216303854 .

Andres Kroker, Jennifer L. Bhatla, Carolyn A. Emery, Sarah L. Manske, and Steven K. Boyd. Subchondral

bone microarchitecture in ACL reconstructed knees of young women: A comparison with contralateral and

uninjured control knees. Bone, 111:1�8, June 2018a. ISSN 87563282. doi: 10.1016/j.bone.2018.03.006.

URL https://linkinghub.elsevier.com/retrieve/pii/S8756328218301133 .

Andres Kroker, Sarah L. Manske, Nicholas Mohtadi, and Steven K. Boyd. A study of the relationship between

meniscal injury and bone microarchitecture in ACL reconstructed knees. The Knee, 25(5):746�756, October

2018b. ISSN 09680160. doi: 10.1016/j.knee.2018.07.004. URL https://linkinghub.elsevier.

com/retrieve/pii/S0968016018305210 .

Andres Kroker, Bryce A. Besler, Jennifer L. Bhatla, Mariya Shtil, Peter Salat, Nicholas Mohtadi, Richard E.

Walker, Sarah L. Manske, and Steven K. Boyd. Longitudinal E�ects of Acute Anterior Cruciate Ligament

Tears on Peri-Articular Bone in Human Knees Within the First Year of Injury. Journal of Orthopaedic

Research, 37(11):2325�2336, November 2019. ISSN 0736-0266, 1554-527X. doi: 10.1002/jor.24410.

URL https://onlinelibrary.wiley.com/doi/abs/10.1002/jor.24410 .

Michael T. Kuczynski, Nathan J. Neeteson, Kathryn S. Stok, Andrew J. Burghardt, Michelle A. Espinosa

Hernandez, JaredVicory, Justin J. Tse, PholpatDurongbhan, SerenaBonaretti, AndyKinOnWong, StevenK.

Boyd, and Sarah L. Manske. ORMIR_xct: A Python package for high resolution peripheral quantitative

computed tomography image processing, September 2023. URL http://arxiv.org/abs/2309.04602 .

arXiv:2309.04602 [q-bio].

Jan Kuka£ka, Vladimir Golkov, and Daniel Cremers. Regularization for Deep Learning: A Taxonomy,

October 2017. URL http://arxiv.org/abs/1710.10686 . arXiv:1710.10686 [cs, stat].

213

https://linkinghub.elsevier.com/retrieve/pii/S0021929017302634
https://linkinghub.elsevier.com/retrieve/pii/S8756328216303854
https://linkinghub.elsevier.com/retrieve/pii/S8756328216303854
https://linkinghub.elsevier.com/retrieve/pii/S8756328218301133
https://linkinghub.elsevier.com/retrieve/pii/S0968016018305210
https://linkinghub.elsevier.com/retrieve/pii/S0968016018305210
https://onlinelibrary.wiley.com/doi/abs/10.1002/jor.24410
http://arxiv.org/abs/2309.04602
http://arxiv.org/abs/1710.10686


Bibliography

Yiannis Kyriakou, Esther Meyer, Daniel Prell, and Marc Kachelrieÿ. Empirical beam hardening correction

(EBHC) for CT. Medical Physics, 37(10):5179�5187, October 2010. ISSN 0094-2405, 2473-4209. doi:

10.1118/1.3477088. URL https://aapm.onlinelibrary.wiley.com/doi/10.1118/1.3477088 .

Wolfgang Kühnel. Di�erential geometry: curves - surfaces - manifolds. Number v. 16 in Student mathematical

library. American Mathematical Society, Providence, R.I, 2nd ed edition, 2006. ISBN 978-0-8218-3988-1.

OCLC: ocm61500086.

A. Laib, H. J. Häuselmann, and P. Rüegsegger. In vivo high resolution 3D-QCT of the human forearm.

Technology and Health Care: O�cial Journal of the European Society for Engineering and Medicine, 6

(5-6):329�337, December 1998. ISSN 0928-7329.

Daniel Lajeunesse. The role of bone in the treatment of osteoarthritis11Supported by Procter&Gamble Pharma-

ceuticals, Mason, OH. Osteoarthritis and Cartilage, 12:34�38, 2004. ISSN 10634584. doi: 10.1016/j.joca.

2003.09.013. URL https://linkinghub.elsevier.com/retrieve/pii/S1063458403002504 .

Annu Lambora, Kunal Gupta, and Kriti Chopra. Genetic Algorithm- A Literature Review. In 2019

International Conference on Machine Learning, Big Data, Cloud and Parallel Computing (COMITCon),

pages 380�384, Faridabad, India, February 2019. IEEE. ISBN 978-1-72810-211-5. doi: 10.1109/

COMITCon.2019.8862255. URL https://ieeexplore.ieee.org/document/8862255/ .

Christian Lattermann, Cale A. Jacobs, Mary Pro�tt Bunnell, Laura J. Huston, Lee G. Gammon, Darren L.

Johnson, Emily K. Reinke, Janet L. Huebner, Virginia B. Kraus, and Kurt P. Spindler. A Multicenter

Study of Early Anti-in�ammatory Treatment in Patients With Acute Anterior Cruciate Ligament Tear.

The American Journal of Sports Medicine, 45(2):325�333, February 2017. ISSN 1552-3365. doi:

10.1177/0363546516666818.

Francois B. Lauze, Jintao Ren, Arash Moaddel H., Ellen M. Hauge, Kresten K. Keller, and Rasmus K.

Jensen. Automatic detection and localization of bone erosion in hand HR-pQCT. In Horst K. Hahn and

Kensaku Mori, editors, Medical Imaging 2019: Computer-Aided Diagnosis, page 74, San Diego, United

States, March 2019. SPIE. ISBN 978-1-5106-2547-1 978-1-5106-2548-8. doi: 10.1117/12.2512876.

URL https://www.spiedigitallibrary.org/conference-proceedings-of-spie/10950/

2512876/Automatic-detection-and-localization-of-bone-erosion-in-hand-HR/10.

1117/12.2512876.full .

214

https://aapm.onlinelibrary.wiley.com/doi/10.1118/1.3477088
https://linkinghub.elsevier.com/retrieve/pii/S1063458403002504
https://ieeexplore.ieee.org/document/8862255/
https://www.spiedigitallibrary.org/conference-proceedings-of-spie/10950/2512876/Automatic-detection-and-localization-of-bone-erosion-in-hand-HR/10.1117/12.2512876.full
https://www.spiedigitallibrary.org/conference-proceedings-of-spie/10950/2512876/Automatic-detection-and-localization-of-bone-erosion-in-hand-HR/10.1117/12.2512876.full
https://www.spiedigitallibrary.org/conference-proceedings-of-spie/10950/2512876/Automatic-detection-and-localization-of-bone-erosion-in-hand-HR/10.1117/12.2512876.full


Bibliography

Reva C. Lawrence, Charles G. Helmick, Frank C. Arnett, Richard A. Deyo, David T. Felson, Edward H.

Giannini, Stephen P. Heyse, Rosemarie Hirsch, Marc C. Hochberg, Gene G. Hunder, Matthew H. Liang,

Stanley R. Pillemer, Virginia D. Steen, and Frederick Wolfe. Estimates of the prevalence of arthritis and

selected musculoskeletal disorders in the United States. Arthritis & Rheumatism, 41(5):778�799, May

1998. ISSN 0004-3591, 1529-0131. doi: 10.1002/1529-0131(199805)41:5<778::AID-ART4>3.0.CO;

2-V. URL https://onlinelibrary.wiley.com/doi/10.1002/1529-0131(199805)41:5<778::

AID-ART4>3.0.CO;2-V.

LC Johnson. Joint remodelling as the basis for osteoarthritis. Journal of the American Veterinary Medical

Association, 141:1237�1241, 1962.

Yann LeCun. Convolutional networks for images, speech, and time series. The handbook of brain theory and

neural networks, 3361(10), 1995.

Yann LeCun, Yoshua Bengio, and Geo�rey Hinton. Deep learning. Nature, 521(7553):436�444, May 2015.

ISSN 0028-0836, 1476-4687. doi: 10.1038/nature14539. URL https://www.nature.com/articles/

nature14539 .

J. Leppälä, P. Kannus, A. Natri, M. Pasanen, H. Sievänen, I. Vuori, and M. Järvinen. E�ect of Anterior

Cruciate Ligament Injury of the Knee on Bone Mineral Density of the Spine and A�ected Lower Extremity:

A Prospective One-Year Follow-Up Study. Calci�ed Tissue International, 64(4):357�363, April 1999.

ISSN 0171-967X, 1432-0827. doi: 10.1007/s002239900632. URL http://link.springer.com/10.

1007/s002239900632.

Guangyi Li, Jimin Yin, Junjie Gao, Tak S Cheng, Nathan J Pavlos, Changqing Zhang, and Ming H

Zheng. Subchondral bone in osteoarthritis: insight into risk factors and microstructural changes.

Arthritis Research & Therapy, 15(6):223, 2013. ISSN 1478-6354. doi: 10.1186/ar4405. URL

http://arthritis-research.biomedcentral.com/articles/10.1186/ar4405 .

Pei Li, Hongjuan Wang, Mengbei Yu, and Yeli Li. Overview of Image Smoothing Algorithms. Journal of

Physics: Conference Series, 1883(1):012024, April 2021a. ISSN 1742-6588, 1742-6596. doi: 10.1088/

1742-6596/1883/1/012024. URL https://iopscience.iop.org/article/10.1088/1742-6596/

1883/1/012024 .

215

https://onlinelibrary.wiley.com/doi/10.1002/1529-0131(199805)41:5<778::AID-ART4>3.0.CO;2-V
https://onlinelibrary.wiley.com/doi/10.1002/1529-0131(199805)41:5<778::AID-ART4>3.0.CO;2-V
https://www.nature.com/articles/nature14539
https://www.nature.com/articles/nature14539
http://link.springer.com/10.1007/s002239900632
http://link.springer.com/10.1007/s002239900632
http://arthritis-research.biomedcentral.com/articles/10.1186/ar4405
https://iopscience.iop.org/article/10.1088/1742-6596/1883/1/012024
https://iopscience.iop.org/article/10.1088/1742-6596/1883/1/012024


Bibliography

Xuehua Li, Jacob Kordsmeier, and Jinhu Xiong. New Advances in Osteocyte Mechanotransduction.

Current Osteoporosis Reports, 19(1):101�106, February 2021b. ISSN 1544-2241. doi: 10.1007/

s11914-020-00650-y.

Zuoping Li, Matthew W. Kindig, Damien Subit, and Richard W. Kent. In�uence of mesh density, cortical

thickness and material properties on human rib fracture prediction. Medical Engineering & Physics,

32(9):998�1008, November 2010. ISSN 13504533. doi: 10.1016/j.medengphy.2010.06.015. URL

https://linkinghub.elsevier.com/retrieve/pii/S1350453310001426 .

Marthe Mehus Lie, May Arna Risberg, Kjersti Storheim, Lars Engebretsen, and Britt Elin Øiestad. What’s

the rate of knee osteoarthritis 10 years after anterior cruciate ligament injury? An updated systematic

review. British Journal of Sports Medicine, 53(18):1162�1167, September 2019. ISSN 0306-3674, 1473-

0480. doi: 10.1136/bjsports-2018-099751. URL https://bjsm.bmj.com/lookup/doi/10.1136/

bjsports-2018-099751 .

J. Lieberthal, N. Sambamurthy, and C.R. Scanzello. In�ammation in joint injury and post-traumatic osteoarthri-

tis. Osteoarthritis and Cartilage, 23(11):1825�1834, November 2015. ISSN 10634584. doi: 10.1016/j.joca.

2015.08.015. URL https://linkinghub.elsevier.com/retrieve/pii/S106345841501300X .

Eugene C. Lin. Radiation Risk From Medical Imaging. Mayo Clinic Proceedings, 85(12):1142�1146,

December 2010. ISSN 00256196. doi: 10.4065/mcp.2010.0260. URL https://linkinghub.elsevier.

com/retrieve/pii/S0025619611603698 .

Hongying Liu, Xiongjie Shen, Fanhua Shang, and Fei Wang. CU-Net: Cascaded U-Net with Loss Weighted

Sampling for Brain Tumor Segmentation, July 2019. URL http://arxiv.org/abs/1907.07677 .

arXiv:1907.07677 [cs, eess].

Huabing Liu, Dong Nie, Jian Yang, Jinda Wang, and Zhenyu Tang. A New Multi-Atlas Based Deep Learning

Segmentation Framework With Di�erentiable Atlas Feature Warping. IEEE Journal of Biomedical and

Health Informatics, 28(3):1484�1493, March 2024. ISSN 2168-2194, 2168-2208. doi: 10.1109/JBHI.

2023.3344646. URL https://ieeexplore.ieee.org/document/10365492/ .

Weibo Liu, Zidong Wang, Xiaohui Liu, Nianyin Zeng, Yurong Liu, and Fuad E. Alsaadi. A survey of

deep neural network architectures and their applications. Neurocomputing, 234:11�26, April 2017.

216

https://linkinghub.elsevier.com/retrieve/pii/S1350453310001426
https://bjsm.bmj.com/lookup/doi/10.1136/bjsports-2018-099751
https://bjsm.bmj.com/lookup/doi/10.1136/bjsports-2018-099751
https://linkinghub.elsevier.com/retrieve/pii/S106345841501300X
https://linkinghub.elsevier.com/retrieve/pii/S0025619611603698
https://linkinghub.elsevier.com/retrieve/pii/S0025619611603698
http://arxiv.org/abs/1907.07677
https://ieeexplore.ieee.org/document/10365492/


Bibliography

ISSN 09252312. doi: 10.1016/j.neucom.2016.12.038. URL https://linkinghub.elsevier.com/

retrieve/pii/S0925231216315533 .

Richard F. Loeser, Steven R. Goldring, Carla R. Scanzello, and Mary B. Goldring. Osteoarthritis: A disease

of the joint as an organ. Arthritis & Rheumatism, 64(6):1697�1707, June 2012. ISSN 00043591. doi:

10.1002/art.34453. URL https://onlinelibrary.wiley.com/doi/10.1002/art.34453 .

L. Stefan Lohmander, P. Martin Englund, Ludvig L. Dahl, and Ewa M. Roos. The Long-term Consequence of

AnteriorCruciate Ligament andMeniscus Injuries: Osteoarthritis. TheAmerican Journal of SportsMedicine,

35(10):1756�1769, October 2007. ISSN 0363-5465, 1552-3365. doi: 10.1177/0363546507307396. URL

http://journals.sagepub.com/doi/10.1177/0363546507307396 .

Jonathan Long, Evan Shelhamer, and TrevorDarrell. Fully Convolutional Networks for Semantic Segmentation,

March 2015. URL http://arxiv.org/abs/1411.4038 . arXiv:1411.4038 [cs].

Ilya Loshchilov and Frank Hutter. Decoupled Weight Decay Regularization. arXiv:1711.05101 [cs, math],

January 2019. URL http://arxiv.org/abs/1711.05101 . arXiv: 1711.05101.

Bradley C. Lowekamp, David T. Chen, Luis IbÆæez, and Daniel Blezek. The Design of SimpleITK.

Frontiers in Neuroinformatics, 7, 2013. ISSN 1662-5196. doi: 10.3389/fninf.2013.00045. URL

http://journal.frontiersin.org/article/10.3389/fninf.2013.00045/abstract .

Yining Lu, Anna K. Reinholz, Sara E. Till, Sydney V. Kalina, Daniel B.F. Saris, Christopher L. Camp, and

Michael J. Stuart. Predicting the Risk of Posttraumatic Osteoarthritis After Primary Anterior Cruciate

Ligament Reconstruction: A Machine Learning Time-to-Event Analysis. The American Journal of Sports

Medicine, 51(7):1673�1685, June 2023. ISSN 0363-5465, 1552-3365. doi: 10.1177/03635465231168139.

URL http://journals.sagepub.com/doi/10.1177/03635465231168139 .

Brittney Luc, Phillip A. Gribble, and Brian G. Pietrosimone. Osteoarthritis Prevalence Following

Anterior Cruciate Ligament Reconstruction: A Systematic Review and Numbers-Needed-to-Treat

Analysis. Journal of Athletic Training, 49(6):806�819, December 2014. ISSN 1062-6050. doi:

10.4085/1062-6050-49.3.35. URL https://meridian.allenpress.com/jat/article/49/6/806/

112410/Osteoarthritis-Prevalence-Following-Anterior .

217

https://linkinghub.elsevier.com/retrieve/pii/S0925231216315533
https://linkinghub.elsevier.com/retrieve/pii/S0925231216315533
https://onlinelibrary.wiley.com/doi/10.1002/art.34453
http://journals.sagepub.com/doi/10.1177/0363546507307396
http://arxiv.org/abs/1411.4038
http://arxiv.org/abs/1711.05101
http://journal.frontiersin.org/article/10.3389/fninf.2013.00045/abstract
http://journals.sagepub.com/doi/10.1177/03635465231168139
https://meridian.allenpress.com/jat/article/49/6/806/112410/Osteoarthritis-Prevalence-Following-Anterior
https://meridian.allenpress.com/jat/article/49/6/806/112410/Osteoarthritis-Prevalence-Following-Anterior


Bibliography

Jun Ma, Yuting He, Feifei Li, Lin Han, Chenyu You, and Bo Wang. Segment anything in medical images.

Nature Communications, 15(1):654, January 2024. ISSN 2041-1723. doi: 10.1038/s41467-024-44824-z.

URL https://www.nature.com/articles/s41467-024-44824-z .

Batta Mahesh. Machine Learning Algorithms - A Review. International Journal of Science and Research

(�SR), 9(1):381�386, January 2020. ISSN 23197064. doi: 10.21275/ART20203995. URL https:

//www.ijsr.net/archive/v9i1/ART20203995.pdf .

Priyanka Mary Mammen. Federated Learning: Opportunities and Challenges, January 2021. URL

http://arxiv.org/abs/2101.05428 . arXiv:2101.05428 [cs].

K. Mamoto, K. Xu, T. Shimizu, M. Tanaka, V. Pedoia, C. Ma, and X. Li. T1 and T2 of articular cartilage

after acl injury predict patient-reported outcomes at 3 years after acl reconstruction. Osteoarthritis

and Cartilage, 26:S49�S50, April 2018. ISSN 10634584. doi: 10.1016/j.joca.2018.02.113. URL

https://linkinghub.elsevier.com/retrieve/pii/S1063458418302139 .

Sarah L. Manske, Ying Zhu, Clara Sandino, and Steven K. Boyd. Human trabecular bone microarchitecture

can be assessed independently of density with second generation HR-pQCT. Bone, 79:213�221, October

2015. ISSN 87563282. doi: 10.1016/j.bone.2015.06.006. URL https://linkinghub.elsevier.com/

retrieve/pii/S8756328215002422 .

Sarah LManske, Erin MDavison, Lauren A Burt, Duncan A Raymond, and Steven K Boyd. The Estimation of

Second-Generation HR-pQCT From First-Generation HR-pQCTUsing In Vivo Cross-Calibration: CROSS-

CALIBRATION OF XCTI AND XCTII. Journal of Bone and Mineral Research, 32(7):1514�1524, July

2017. ISSN 08840431. doi: 10.1002/jbmr.3128. URL http://doi.wiley.com/10.1002/jbmr.3128 .

Erick M. Marigi, David R. Holmes, NaveenMurthy, Bruce A. Levy, Michael J. Stuart, Diane L. Dahm, Peter C.

Rhee, and Aaron J. Krych. The Proximal Tibia Loses Bone Mineral Density After Anterior Cruciate

Ligament Injury: Measurement Technique and Validation of a Quantitative Computed Tomography Method.

Arthroscopy, Sports Medicine, and Rehabilitation, 3(6):e1921�e1930, December 2021. ISSN 2666-061X.

doi: 10.1016/j.asmr.2021.09.010.

Mariana Marquezan, ClÆudia Trindade Mattos, Eduardo Franzotti Sant’Anna, Margareth Maria Gomes

De Souza, and Lucianne Cople Maia. Does cortical thickness in�uence the primary stability of miniscrews?:

218

https://www.nature.com/articles/s41467-024-44824-z
https://www.ijsr.net/archive/v9i1/ART20203995.pdf
https://www.ijsr.net/archive/v9i1/ART20203995.pdf
http://arxiv.org/abs/2101.05428
https://linkinghub.elsevier.com/retrieve/pii/S1063458418302139
https://linkinghub.elsevier.com/retrieve/pii/S8756328215002422
https://linkinghub.elsevier.com/retrieve/pii/S8756328215002422
http://doi.wiley.com/10.1002/jbmr.3128


Bibliography

A systematic review and meta-analysis. The Angle Orthodontist, 84(6):1093�1103, November 2014. ISSN

0003-3219, 1945-7103. doi: 10.2319/093013-716.1. URL http://www.angle.org/doi/10.2319/

093013-716.1 .

Deborah Mason, Martin Englund, and Fiona E. Watt. Prevention of posttraumatic osteoarthritis at the

time of injury: Where are we now, and where are we going? Journal of Orthopaedic Research,

39(6):1152�1163, June 2021. ISSN 0736-0266, 1554-527X. doi: 10.1002/jor.24982. URL https:

//onlinelibrary.wiley.com/doi/10.1002/jor.24982 .

Bryn E. Matheson, Nathan J. Neeteson, and Steven K. Boyd. Establishing error bounds for internal calibration

of quantitative computed tomography. Medical Engineering & Physics, 124:104109, February 2024.

ISSN 13504533. doi: 10.1016/j.medengphy.2024.104109. URL https://linkinghub.elsevier.com/

retrieve/pii/S1350453324000110 .

Wes McKinney. Data Structures for Statistical Computing in Python. pages 56�61, Austin, Texas, 2010. doi:

10.25080/Majora-92bf1922-00a. URLhttps://conference.scipy.org/proceedings/scipy2010/

mckinney.html .

A. Melbourne, G. Ridgway, and D. J. Hawkes. Image similarity metrics in image registration. page

762335, San Diego, California, USA, March 2010. doi: 10.1117/12.840389. URL http://proceedings.

spiedigitallibrary.org/proceeding.aspx?doi=10.1117/12.840389 .

Louis M. Metcalf, Enrico Dall’Ara, Margaret A. Paggiosi, John R. Rochester, Nicolas Vilayphiou, Graham J.

Kemp, and Eugene V. McCloskey. Validation of calcaneus trabecular microstructure measurements by

HR-pQCT. Bone, 106:69�77, January 2018. ISSN 87563282. doi: 10.1016/j.bone.2017.09.013. URL

https://linkinghub.elsevier.com/retrieve/pii/S8756328217303502 .

Houda Mezlini, Rabaa Youssef, Hamid Bouhadoun, Elisa Budyn, Jean Denis Laredo, Sylvie Sevestre

Ghalila, and Christine Chappard. High resolution volume quanti�cation of the knee joint space based on

a semi-automatic segmentation of computed tomography images. In 2015 International Conference on

Systems, Signals and Image Processing (IWSSIP), pages 157�161, London, United Kingdom, September

2015. IEEE. ISBN 978-1-4673-8353-0. doi: 10.1109/IWSSIP.2015.7314201. URL http://ieeexplore.

ieee.org/document/7314201/ .

219

http://www.angle.org/doi/10.2319/093013-716.1
http://www.angle.org/doi/10.2319/093013-716.1
https://onlinelibrary.wiley.com/doi/10.1002/jor.24982
https://onlinelibrary.wiley.com/doi/10.1002/jor.24982
https://linkinghub.elsevier.com/retrieve/pii/S1350453324000110
https://linkinghub.elsevier.com/retrieve/pii/S1350453324000110
https://conference.scipy.org/proceedings/scipy2010/mckinney.html
https://conference.scipy.org/proceedings/scipy2010/mckinney.html
http://proceedings.spiedigitallibrary.org/proceeding.aspx?doi=10.1117/12.840389
http://proceedings.spiedigitallibrary.org/proceeding.aspx?doi=10.1117/12.840389
https://linkinghub.elsevier.com/retrieve/pii/S8756328217303502
http://ieeexplore.ieee.org/document/7314201/
http://ieeexplore.ieee.org/document/7314201/


Bibliography

Andrew S. Michalski, Bryce A. Besler, Geo�rey J. Michalak, and Steven K. Boyd. CT-based internal

density calibration for opportunistic skeletal assessment using abdominal CT scans. Medical Engineering

& Physics, 78:55�63, April 2020. ISSN 13504533. doi: 10.1016/j.medengphy.2020.01.009. URL

https://linkinghub.elsevier.com/retrieve/pii/S1350453320300205 .

Nicholas Mikolajewicz, Nick Bishop, Andrew J Burghardt, Lars Folkestad, Anthony Hall, Kenneth M Kozlo�,

Pauline T Lukey, Michael Molloy-Bland, Suzanne N Morin, Amaka C O�ah, Jay Shapiro, Bert Rietbergen,

Kim Wager, Bettina M Willie, Svetlana V Komarova, and Francis H Glorieux. HR-pQCT Measures of

Bone Microarchitecture Predict Fracture: Systematic Review and Meta-Analysis. Journal of Bone and

Mineral Research, 35(3):446�459, March 2020. ISSN 0884-0431, 1523-4681. doi: 10.1002/jbmr.3901.

URL https://onlinelibrary.wiley.com/doi/abs/10.1002/jbmr.3901 .

Fausto Milletari, Nassir Navab, and Seyed-Ahmad Ahmadi. V-Net: Fully Convolutional Neural Networks

for Volumetric Medical Image Segmentation. In 2016 Fourth International Conference on 3D Vision

(3DV), pages 565�571, Stanford, CA, USA, October 2016. IEEE. ISBN 978-1-5090-5407-7. doi:

10.1109/3DV.2016.79. URL http://ieeexplore.ieee.org/document/7785132/ .

Phillip A. Mlsna and Je�rey J. Rodríguez. Gradient and Laplacian Edge Detection. In The Essential

Guide to Image Processing, pages 495�524. Elsevier, 2009. ISBN 978-0-12-374457-9. doi: 10.

1016/B978-0-12-374457-9.00019-6. URL https://linkinghub.elsevier.com/retrieve/pii/

B9780123744579000196.

Alizae Marny Mohamed. An overview of bone cells and their regulating factors of di�erentiation. The

Malaysian journal of medical sciences: MJMS, 15(1):4�12, January 2008. ISSN 1394-195X.

MONAI Consortium. MONAI: Medical Open Network for AI, October 2023. URL https://zenodo.org/

record/4323058 .

M.D. Moran. Arguments for rejecting the sequential Bonferroni in ecological studies. Oikos, 100(2):

403�405, February 2003. ISSN 0030-1299, 1600-0706. doi: 10.1034/j.1600-0706.2003.12010.x. URL

https://onlinelibrary.wiley.com/doi/10.1034/j.1600-0706.2003.12010.x .

E.H. Mrosek, A. Lahm, C. Erggelet, M. Uhl, H. Kurz, B. Eissner, and J.C. Schagemann. Subchondral

bone trauma causes cartilage matrix degeneration: an immunohistochemical analysis in a canine model.

220

https://linkinghub.elsevier.com/retrieve/pii/S1350453320300205
https://onlinelibrary.wiley.com/doi/abs/10.1002/jbmr.3901
http://ieeexplore.ieee.org/document/7785132/
https://linkinghub.elsevier.com/retrieve/pii/B9780123744579000196
https://linkinghub.elsevier.com/retrieve/pii/B9780123744579000196
https://zenodo.org/record/4323058
https://zenodo.org/record/4323058
https://onlinelibrary.wiley.com/doi/10.1034/j.1600-0706.2003.12010.x


Bibliography

Osteoarthritis and Cartilage, 14(2):171�178, February 2006. ISSN 10634584. doi: 10.1016/j.joca.2005.

08.004. URL https://linkinghub.elsevier.com/retrieve/pii/S1063458405002268 .

Andriy Myronenko. 3D MRI brain tumor segmentation using autoencoder regularization, November 2018.

URL http://arxiv.org/abs/1810.11654 . arXiv:1810.11654 [cs, q-bio].

Karen Mys, Filip Stockmans, Boyko Gueorguiev, Caroline E. Wyers, Joop P.W. Van Den Bergh,

G. Harry Van Lenthe, and Peter Varga. Adaptive local thresholding can enhance the accuracy of

HR-pQCT-based trabecular bone morphology assessment. Bone, 154:116225, January 2022. ISSN

87563282. doi: 10.1016/j.bone.2021.116225. URL https://linkinghub.elsevier.com/retrieve/

pii/S8756328221003914 .

Miyuki Nakamura, Masaaki Inaba, Shinsuke Yamada, Etsuko Ozaki, Saori Maruo, Senji Okuno, Yasuo

Imanishi, Nagato Kuriyama, Yoshiyuki Watanabe, Masanori Emoto, and Koka Motoyama. Association

of Decreased Handgrip Strength with Reduced Cortical Thickness in Japanese Female Patients with

Type 2 Diabetes Mellitus. Scienti�c Reports, 8(1):10767, July 2018. ISSN 2045-2322. doi: 10.1038/

s41598-018-29061-x. URL https://www.nature.com/articles/s41598-018-29061-x .

Nathan J. Neeteson, Bryce A. Besler, Danielle E. Whittier, and Steven K. Boyd. Automatic segmentation

of trabecular and cortical compartments in HR-pQCT images using an embedding-predicting U-Net and

morphological post-processing. Scienti�c Reports, 13(1):252, January 2023. ISSN 2045-2322. doi:

10.1038/s41598-022-27350-0. URL https://www.nature.com/articles/s41598-022-27350-0 .

Nathan J. Neeteson, Annabel R. Bugbird, Lauren A. Burt, and Steven K. Boyd. Statistical investigation of

interdependence of trabecular microarchitectural parameters from micro-computed tomography. Bone, 187:

117144, October 2024a. ISSN 87563282. doi: 10.1016/j.bone.2024.117144. URL https://linkinghub.

elsevier.com/retrieve/pii/S8756328224001339 .

Nathan J. Neeteson, Sasha M. Hasick, Roberto Souza, and Steven K. Boyd. Automated quantitative

analysis of peri-articular bone microarchitecture in HR-pQCT knee images, May 2024b. URL http:

//medrxiv.org/lookup/doi/10.1101/2024.05.20.24307643 .

Zeev Nehari. Conformal Mapping. Dover Publications, 2012. ISBN 978-1-306-35664-0. OCLC: 868967797.

221

https://linkinghub.elsevier.com/retrieve/pii/S1063458405002268
http://arxiv.org/abs/1810.11654
https://linkinghub.elsevier.com/retrieve/pii/S8756328221003914
https://linkinghub.elsevier.com/retrieve/pii/S8756328221003914
https://www.nature.com/articles/s41598-018-29061-x
https://www.nature.com/articles/s41598-022-27350-0
https://linkinghub.elsevier.com/retrieve/pii/S8756328224001339
https://linkinghub.elsevier.com/retrieve/pii/S8756328224001339
http://medrxiv.org/lookup/doi/10.1101/2024.05.20.24307643
http://medrxiv.org/lookup/doi/10.1101/2024.05.20.24307643


Bibliography

Thanh Minh Nguyen and Q. M. Jonathan Wu. Fast and Robust Spatially Constrained Gaussian Mixture

Model for Image Segmentation. IEEE Transactions on Circuits and Systems for Video Technology, 23

(4):621�635, April 2013. ISSN 1051-8215, 1558-2205. doi: 10.1109/TCSVT.2012.2211176. URL

http://ieeexplore.ieee.org/document/6257456/ .

NicholasOhs, Caitlyn J. Collins, DuncanC. Tourolle, PennyR.Atkins, Bryant J. Schroeder, Michael Blauth, Pa-

trik Christen, and RalphMüller. Automated segmentation of fractured distal radii by 3D geodesic active con-

touring of in vivo HR-pQCT images. Bone, 147:115930, June 2021. ISSN 87563282. doi: 10.1016/j.bone.

2021.115930. URL https://linkinghub.elsevier.com/retrieve/pii/S8756328221000922 .

N. Okazaki, K. Chiba, M. Motoi, and M. Osaki. Analysis of Subchondral Bone Microstructure by HR-

PQCT: Relationship With The Severity of Knee Osteoarthritis and Alignments of Lower Extremities.

Osteoarthritis and Cartilage, 25:S263, April 2017. ISSN 10634584. doi: 10.1016/j.joca.2017.02.442.

URL https://linkinghub.elsevier.com/retrieve/pii/S1063458417304910 .

Stanley Osher and Ronald Fedkiw. Level Set Methods and Dynamic Implicit Surfaces, volume 153 of

Applied Mathematical Sciences. Springer New York, New York, NY, 2003. ISBN 978-1-4684-9251-4

978-0-387-22746-7. doi: 10.1007/b98879. URL http://link.springer.com/10.1007/b98879 .

Nikhil R Pal and Sankar K Pal. A review on image segmentation techniques. Pattern Recognition,

26(9):1277�1294, September 1993. ISSN 00313203. doi: 10.1016/0031-3203(93)90135-J. URL

https://linkinghub.elsevier.com/retrieve/pii/003132039390135J .

Riann M. Palmieri-Smith and Abbey C. Thomas. A Neuromuscular Mechanism of Posttraumatic Os-

teoarthritis Associated with ACL Injury. Exercise and Sport Sciences Reviews, 37(3):147�153, July

2009. ISSN 0091-6331. doi: 10.1097/JES.0b013e3181aa6669. URL https://journals.lww.com/

00003677-200907000-00007.

The pandas development team. pandas-dev/pandas: Pandas, January 2024. URL https://zenodo.org/

doi/10.5281/zenodo.3509134 .

Guansong Pang, Chunhua Shen, Longbing Cao, and Anton van den Hengel. Deep Learning for Anomaly

Detection: A Review. ACM Computing Surveys, 54(2):1�38, March 2022. ISSN 0360-0300, 1557-7341.

doi: 10.1145/3439950. URL http://arxiv.org/abs/2007.02500 . arXiv:2007.02500 [cs, stat].

222

http://ieeexplore.ieee.org/document/6257456/
https://linkinghub.elsevier.com/retrieve/pii/S8756328221000922
https://linkinghub.elsevier.com/retrieve/pii/S1063458417304910
http://link.springer.com/10.1007/b98879
https://linkinghub.elsevier.com/retrieve/pii/003132039390135J
https://journals.lww.com/00003677-200907000-00007
https://journals.lww.com/00003677-200907000-00007
https://zenodo.org/doi/10.5281/zenodo.3509134
https://zenodo.org/doi/10.5281/zenodo.3509134
http://arxiv.org/abs/2007.02500


Bibliography

Joo Hyun Park, Ki Hyun Park, SiHyun Cho, Young Sik Choi, Seok Kyo Seo, Byung Seok Lee, and

Hoon Suk Park. Concomitant increase in muscle strength and bone mineral density with decreasing IL-6

levels after combination therapy with alendronate and calcitriol in postmenopausal women. Menopause,

20(7):747�753, July 2013. ISSN 1072-3714. doi: 10.1097/GME.0b013e31827cabca. URL https:

//journals.lww.com/00042192-201307000-00009 .

Adam Paszke, Sam Gross, Francisco Massa, Adam Lerer, James Bradbury, Gregory Chanan,

Trevor Killeen, Zeming Lin, Natalia Gimelshein, Luca Antiga, Alban Desmaison, Andreas Kopf,

Edward Yang, Zachary Devito, Martin Raison, Alykhan Tejani, Sasank Chilamkurthy, Benoit

Steiner, Lu Fang, Junjie Bai, and Soumith Chintala. PyTorch: An Imperative Style, High-

Performance Deep Learning Library. In Advances in Neural Information Processing Systems 32,

pages 8024�8035. Curran Associates, Inc., 2019. URL http://papers.neurips.cc/paper/

9015-pytorch-an-imperative-style-high-performance-deep-learning-library.pdf .

Sonika A. Patel, Jason Hageman, Carmen E. Quatman, Samuel C. Wordeman, and Timothy E. Hewett.

Prevalence and Location of Bone Bruises Associated with Anterior Cruciate Ligament Injury and

Implications for Mechanism of Injury: A Systematic Review. Sports Medicine, 44(2):281�293, February

2014. ISSN 0112-1642, 1179-2035. doi: 10.1007/s40279-013-0116-z. URL http://link.springer.

com/10.1007/s40279-013-0116-z .

Janina M. Patsch, Sazan Rasul, Florian A. Huber, Karoline Leitner, Anita Thomas, Roland Koc…an, Stephanie

Boutroy, Michael Weber, Heinrich Resch, Franz Kainberger, Claudia Schüller-Weidekamm, and Alexandra

Kautzky-Willer. Similarities in trabecular hypertrophy with site-speci�c di�erences in cortical morphology

between men and women with type 2 diabetes mellitus. PLOS ONE, 12(4):e0174664, April 2017. ISSN

1932-6203. doi: 10.1371/journal.pone.0174664. URL https://dx.plos.org/10.1371/journal.

pone.0174664.

Yves Pauchard, Anna-Maria Liphardt, Heather M. Macdonald, David A. Hanley, and Steven K. Boyd. Quality

control for bone quality parameters a�ected by subject motion in high-resolution peripheral quantitative

computed tomography. Bone, 50(6):1304�1310, June 2012. ISSN 87563282. doi: 10.1016/j.bone.2012.03.

003. URL https://linkinghub.elsevier.com/retrieve/pii/S8756328212007211 .

223

https://journals.lww.com/00042192-201307000-00009
https://journals.lww.com/00042192-201307000-00009
http://papers.neurips.cc/paper/9015-pytorch-an-imperative-style-high-performance-deep-learning-library.pdf
http://papers.neurips.cc/paper/9015-pytorch-an-imperative-style-high-performance-deep-learning-library.pdf
http://link.springer.com/10.1007/s40279-013-0116-z
http://link.springer.com/10.1007/s40279-013-0116-z
https://dx.plos.org/10.1371/journal.pone.0174664
https://dx.plos.org/10.1371/journal.pone.0174664
https://linkinghub.elsevier.com/retrieve/pii/S8756328212007211


Bibliography

Judea Pearl. An introduction to causal inference. The international journal of biostatistics, 6(2):Article 7,

February 2010. ISSN 1557-4679. doi: 10.2202/1557-4679.1203. Place: Germany.

V. Pedoia, K. Amano, M.S. Tanaka, J.K. Ochoa, N. Kumar, D. Lansdown, B.C. Ma, and X. Li. Bone shape

changes in the �rst 6 months after ACL injury are associated with cartilage compositional changes at 2-year

time point. Osteoarthritis and Cartilage, 24:S57�S58, April 2016a. ISSN 10634584. doi: 10.1016/j.joca.

2016.01.127. URL https://linkinghub.elsevier.com/retrieve/pii/S1063458416001461 .

Valentina Pedoia, Sharmila Majumdar, and Thomas M. Link. Segmentation of joint and musculoskeletal

tissue in the study of arthritis. Magnetic Resonance Materials in Physics, Biology and Medicine, 29

(2):207�221, April 2016b. ISSN 0968-5243, 1352-8661. doi: 10.1007/s10334-016-0532-9. URL

http://link.springer.com/10.1007/s10334-016-0532-9 .

Fabian Pedregosa, Gaºl Varoquaux, Alexandre Gramfort, Vincent Michel, Bertrand Thirion, Olivier

Grisel, Mathieu Blondel, Peter Prettenhofer, Ron Weiss, Vincent Dubourg, Jake Vanderplas, Alexandre

Passos, David Cournapeau, Matthieu Brucher, Matthieu Perrot, and Édouard Duchesnay. Scikit-learn:

Machine Learning in Python. Journal of Machine Learning Research, 12(85):2825�2830, 2011. URL

http://jmlr.org/papers/v12/pedregosa11a.html .

C.G Peterfy, A Guermazi, S Zaim, P.F.J Tirman, Y Miaux, D White, M Kothari, Y Lu, K Fye, S Zhao, and

H.K Genant. Whole-Organ Magnetic Resonance Imaging Score (WORMS) of the knee in osteoarthritis.

Osteoarthritis and Cartilage, 12(3):177�190, March 2004. ISSN 10634584. doi: 10.1016/j.joca.2003.11.

003. URL https://linkinghub.elsevier.com/retrieve/pii/S1063458403002917 .

Wolf Petersen and Thore Zantop. Anatomy of the Anterior Cruciate Ligament with Regard to Its Two

Bundles:. Clinical Orthopaedics and Related Research, 454:35�47, January 2007. ISSN 0009-921X. doi:

10.1097/BLO.0b013e31802b4a59. URL http://journals.lww.com/00003086-200701000-00009 .

I. F. Petersson, T. Boegard, B. Svensson, D. Heinegard, and T. Saxne. Changes in cartilage and bone

metabolism identi�ed by serum markers in early osteoarthritis of the knee joint. Rheumatology, 37(1):

46�50, January 1998. ISSN 1462-0324, 1462-0332. doi: 10.1093/rheumatology/37.1.46. URL https:

//academic.oup.com/rheumatology/article-lookup/doi/10.1093/rheumatology/37.1.46 .

224

https://linkinghub.elsevier.com/retrieve/pii/S1063458416001461
http://link.springer.com/10.1007/s10334-016-0532-9
http://jmlr.org/papers/v12/pedregosa11a.html
https://linkinghub.elsevier.com/retrieve/pii/S1063458403002917
http://journals.lww.com/00003086-200701000-00009
https://academic.oup.com/rheumatology/article-lookup/doi/10.1093/rheumatology/37.1.46
https://academic.oup.com/rheumatology/article-lookup/doi/10.1093/rheumatology/37.1.46


Bibliography

R. M. Plett, T. D. Kemp, L. A. Burt, E. O. Billington, D. A. Hanley, and S. K. Boyd. Using 3D image

registration to maximize the reproducibility of longitudinal bone strength assessment by HR-pQCT and

�nite element analysis. Osteoporosis International, 32(9):1849�1857, September 2021. ISSN 0937-

941X, 1433-2965. doi: 10.1007/s00198-021-05896-5. URL https://link.springer.com/10.1007/

s00198-021-05896-5 .

B.L. Pro�en, J.T. Sieker, M.M. Murray, K.E. Chin, T.K. Patel, E. Robbins, M.R. Akelman, J.T. Machan,

and B.C. Fleming. Injection of extracellular matrix gel following anterior cruciate ligament injury

mitigates osteoarthritic changes in a rat model. Osteoarthritis and Cartilage, 23:A401, April 2015. ISSN

10634584. doi: 10.1016/j.joca.2015.02.740. URL https://linkinghub.elsevier.com/retrieve/

pii/S1063458415007840 .

R Core Team. R: A Language and Environment for Statistical Computing. R Foundation for Statistical

Computing, Vienna, Austria, 2021. URL https://www.R-project.org/ .

Jennifer Racine and Roy K. Aaron. Post-traumatic osteoarthritis after ACL injury. Rhode Island Medical

Journal (2013), 97(11):25�28, November 2014. ISSN 2327-2228.

Eric L. Radin and Igor L. Paul. Does cartilage compliance reduce skeletal impact loads?. the relative force-

attenuating properties of articular cartilage, synovial �uid, periarticular soft tissues and bone. Arthritis &

Rheumatism, 13(2):139�144, March 1970. ISSN 00043591, 15290131. doi: 10.1002/art.1780130206.

URL https://onlinelibrary.wiley.com/doi/10.1002/art.1780130206 .

Eric L. Radin, R. Bruce Martin, David B. Burr, Bruce Caterson, Robert D. Boyd, and Claudia Goodwin.

E�ects of mechanical loading on the tissues of the rabbit knee. Journal of Orthopaedic Research,

2(3):221�234, January 1984. ISSN 0736-0266, 1554-527X. doi: 10.1002/jor.1100020303. URL

https://onlinelibrary.wiley.com/doi/10.1002/jor.1100020303 .

Sophie Rapagna, Sanaz Berahmani, Caroline E. Wyers, Joop P.W. van den Bergh, Karen J. Reynolds, Gianluca

Tozzi, Dennis Janssen, and Egon Perilli. Quanti�cation of human bone microarchitecture damage in press-�t

femoral knee implantation using HR-pQCT and digital volume correlation. Journal of the Mechanical

Behavior of Biomedical Materials, 97:278�287, September 2019. ISSN 17516161. doi: 10.1016/j.jmbbm.

2019.04.054. URL https://linkinghub.elsevier.com/retrieve/pii/S1751616118317697 .

225

https://link.springer.com/10.1007/s00198-021-05896-5
https://link.springer.com/10.1007/s00198-021-05896-5
https://linkinghub.elsevier.com/retrieve/pii/S1063458415007840
https://linkinghub.elsevier.com/retrieve/pii/S1063458415007840
https://www.R-project.org/
https://onlinelibrary.wiley.com/doi/10.1002/art.1780130206
https://onlinelibrary.wiley.com/doi/10.1002/jor.1100020303
https://linkinghub.elsevier.com/retrieve/pii/S1751616118317697


Bibliography

Edward A. Riordan, Christopher Little, and David Hunter. Pathogenesis of post-traumatic OA with a view

to intervention. Best Practice & Research Clinical Rheumatology, 28(1):17�30, February 2014. ISSN

15216942. doi: 10.1016/j.berh.2014.02.001. URL https://linkinghub.elsevier.com/retrieve/

pii/S1521694214000138 .

Ana Elvira Rodríguez-Soto, Karl D. Fritscher, Benedikt Schuler, Ahi S. Issever, Tobias Roth, Florian

Kamelger, Christian Kammerlander, Michael Blauth, Rainer Schubert, and Thomas M. Link. Texture

Analysis, Bone Mineral Density, and Cortical Thickness of the Proximal Femur: Fracture Risk Prediction.

Journal of Computer Assisted Tomography, 34(6):949�957, November 2010. ISSN 0363-8715. doi:

10.1097/RCT.0b013e3181ec05e4. URL http://journals.lww.com/00004728-201011000-00024 .

F.W. Roemer, J. Collins, C.K. Kwoh, M.J. Hannon, T. Neogi, D.T. Felson, D.J. Hunter, J.A. Lynch, and

A. Guermazi. MRI-based screening for structural de�nition of eligibility in clinical DMOAD trials: Rapid

OsteoArthritis MRI Eligibility Score (ROAMES). Osteoarthritis and Cartilage, 28(1):71�81, January

2020. ISSN 10634584. doi: 10.1016/j.joca.2019.08.005. URL https://linkinghub.elsevier.com/

retrieve/pii/S1063458419311926 .

Torsten Rohl�ng, Robert Brandt, Randolf Menzel, and Calvin R. Maurer. Evaluation of atlas selection

strategies for atlas-based image segmentation with application to confocal microscopy images of bee brains.

NeuroImage, 21(4):1428�1442, April 2004. ISSN 10538119. doi: 10.1016/j.neuroimage.2003.11.010.

URL https://linkinghub.elsevier.com/retrieve/pii/S1053811903007316 .

Olaf Ronneberger, Philipp Fischer, and Thomas Brox. U-Net: Convolutional Networks for Biomedical Image

Segmentation. arXiv:1505.04597 [cs], May 2015. URL http://arxiv.org/abs/1505.04597 . arXiv:

1505.04597.

EwaMRoos and L Stefan Lohmander. The Knee injury and Osteoarthritis Outcome Score (KOOS): from joint

injury to osteoarthritis. Health and Quality of Life Outcomes, 1(1):64, 2003. ISSN 14777525. doi: 10.1186/

1477-7525-1-64. URL http://hqlo.biomedcentral.com/articles/10.1186/1477-7525-1-64 .

Harald Roos, Mrten Laurn, Torsten Adalberth, Ewa M. Roos, Kjell Jonsson, and L. Stefan Lohmander. Knee

osteoarthritis after meniscectomy: Prevalence of radiographic changes after twenty-one years, compared

with matched controls. Arthritis & Rheumatism, 41(4):687�693, April 1998. ISSN 0004-3591, 1529-0131.

226

https://linkinghub.elsevier.com/retrieve/pii/S1521694214000138
https://linkinghub.elsevier.com/retrieve/pii/S1521694214000138
http://journals.lww.com/00004728-201011000-00024
https://linkinghub.elsevier.com/retrieve/pii/S1063458419311926
https://linkinghub.elsevier.com/retrieve/pii/S1063458419311926
https://linkinghub.elsevier.com/retrieve/pii/S1053811903007316
http://arxiv.org/abs/1505.04597
http://hqlo.biomedcentral.com/articles/10.1186/1477-7525-1-64


Bibliography

doi: 10.1002/1529-0131(199804)41:4<687::AID-ART16>3.0.CO;2-2. URL https://onlinelibrary.

wiley.com/doi/10.1002/1529-0131(199804)41:4<687::AID-ART16>3.0.CO;2-2 .

F. Rosenblatt. The perceptron: a probabilistic model for information storage and organization in the brain.

Psychological Review, 65(6):386�408, November 1958. ISSN 0033-295X. doi: 10.1037/h0042519.

Benjamin B. Rothrau�, Ahmed Jorge, Darren de Sa, Je�rey Kay, Freddie H. Fu, and Volker Musahl. Anatomic

ACL reconstruction reduces risk of post-traumatic osteoarthritis: a systematic review with minimum

10-year follow-up. Knee Surgery, Sports Traumatology, Arthroscopy, 28(4):1072�1084, April 2020. ISSN

0942-2056, 1433-7347. doi: 10.1007/s00167-019-05665-2. URL http://link.springer.com/10.

1007/s00167-019-05665-2 .

J. Runhaar, D. Schiphof, B. Van Meer, M. Re…man, S.M.A. Bierma-Zeinstra, and E.H.G. Oei. How to de�ne

subregional osteoarthritis progression using semi-quantitative MRI Osteoarthritis Knee Score (MOAKS).

Osteoarthritis and Cartilage, 22(10):1533�1536, October 2014. ISSN 10634584. doi: 10.1016/j.joca.

2014.06.022. URL https://linkinghub.elsevier.com/retrieve/pii/S106345841401142X .

Kiyoshi Sada, Ko Chiba, Shiro Kajiyama, Narihiro Okazaki, Akihiko Yonekura, Masato Tomita, and Makoto

Osaki. Bone Mineral Density and Microstructure of the Elbow in Baseball Pitchers: An Analysis by

Second-Generation HR-pQCT. Journal of Clinical Densitometry, 23(2):322�328, April 2020. ISSN

10946950. doi: 10.1016/j.jocd.2019.03.001. URL https://linkinghub.elsevier.com/retrieve/

pii/S1094695018302385 .

Saghi Sadoughi, Aditya Subramanian, Gabby Ramil, Andrew J Burghardt, and Galateia J Kazakia. A

Laplace�Hamming Binarization Approach for Second-Generation HR-pQCT Rescues Fine Feature

Segmentation. Journal of Bone and Mineral Research, 38(7):1006�1014, July 2023. ISSN 0884-

0431, 1523-4681. doi: 10.1002/jbmr.4819. URL https://academic.oup.com/jbmr/article/38/

7/1006-1014/7610378 .

Elizabeth J Samelson, Serkalem Demissie, L Adrienne Cupples, Xiaochun Zhang, Hanfei Xu, Ching-Ti

Liu, Steven K Boyd, Robert R McLean, Kerry E Broe, Douglas P Kiel, and Mary L Bouxsein. Diabetes

and De�cits in Cortical Bone Density, Microarchitecture, and Bone Size: Framingham HR-pQCT Study:

DIABETES AND DEFICITS IN CORTICAL BONE DENSITY ANDMICROARCHITECTURE. Journal

227

https://onlinelibrary.wiley.com/doi/10.1002/1529-0131(199804)41:4<687::AID-ART16>3.0.CO;2-2
https://onlinelibrary.wiley.com/doi/10.1002/1529-0131(199804)41:4<687::AID-ART16>3.0.CO;2-2
http://link.springer.com/10.1007/s00167-019-05665-2
http://link.springer.com/10.1007/s00167-019-05665-2
https://linkinghub.elsevier.com/retrieve/pii/S106345841401142X
https://linkinghub.elsevier.com/retrieve/pii/S1094695018302385
https://linkinghub.elsevier.com/retrieve/pii/S1094695018302385
https://academic.oup.com/jbmr/article/38/7/1006-1014/7610378
https://academic.oup.com/jbmr/article/38/7/1006-1014/7610378


Bibliography

of Bone and Mineral Research, 33(1):54�62, January 2018. ISSN 08840431. doi: 10.1002/jbmr.3240.

URL https://onlinelibrary.wiley.com/doi/10.1002/jbmr.3240 .

Elizabeth J Samelson, Kerry E Broe, Hanfei Xu, La…i Yang, Steven Boyd, Emmanuel Biver, Pawel

Szulc, Jonathan Adachi, Shreyasee Amin, Elizabeth Atkinson, Claudie Berger, Lauren Burt, Roland

Chapurlat, Thierry Chevalley, Serge Ferrari, David Goltzman, David A Hanley, Marian T Hannan,

Sundeep Khosla, Ching-Ti Liu, Mattias Lorentzon, Dan Mellstrom, Blandine Merle, Maria Nethander,

RenØ Rizzoli, Elisabeth Sornay-Rendu, Bert Van Rietbergen, Daniel Sundh, Andy Kin On Wong, Claes

Ohlsson, Serkalem Demissie, Douglas P Kiel, and Mary L Bouxsein. Cortical and trabecular bone

microarchitecture as an independent predictor of incident fracture risk in older women and men in the

Bone Microarchitecture International Consortium (BoMIC): a prospective study. The Lancet Diabetes &

Endocrinology, 7(1):34�43, January 2019. ISSN 22138587. doi: 10.1016/S2213-8587(18)30308-5. URL

https://linkinghub.elsevier.com/retrieve/pii/S2213858718303085 .

Thomas L. Sanders, HilalMaradit Kremers, Andrew J. Bryan, KristinM. Fruth, Dirk R. Larson, Ayoosh Pareek,

Bruce A. Levy, Michael J. Stuart, Diane L. Dahm, and Aaron J. Krych. Is Anterior Cruciate Ligament

Reconstruction E�ective in Preventing Secondary Meniscal Tears and Osteoarthritis? The American

Journal of Sports Medicine, 44(7):1699�1707, July 2016a. ISSN 0363-5465, 1552-3365. doi: 10.1177/

0363546516634325. URL http://journals.sagepub.com/doi/10.1177/0363546516634325 .

Thomas L. Sanders, Hilal Maradit Kremers, Andrew J. Bryan, Dirk R. Larson, Diane L. Dahm, Bruce A.

Levy, Michael J. Stuart, and Aaron J. Krych. Incidence of Anterior Cruciate Ligament Tears and

Reconstruction: A 21-Year Population-Based Study. The American Journal of Sports Medicine, 44

(6):1502�1507, June 2016b. ISSN 0363-5465, 1552-3365. doi: 10.1177/0363546516629944. URL

http://journals.sagepub.com/doi/10.1177/0363546516629944 .

R. Sapir-Koren and G. Livshits. Osteocyte control of bone remodeling: is sclerostin a key molecular

coordinator of the balanced bone resorption�formation cycles? Osteoporosis International, 25(12):

2685�2700, December 2014. ISSN 0937-941X, 1433-2965. doi: 10.1007/s00198-014-2808-0. URL

http://link.springer.com/10.1007/s00198-014-2808-0 .

Will Schroeder, Ken Martin, and Bill Lorensen. The Visualization Toolkit (4th ed.). Kitware, 2006. ISBN

978-1-930934-19-1.

228

https://onlinelibrary.wiley.com/doi/10.1002/jbmr.3240
https://linkinghub.elsevier.com/retrieve/pii/S2213858718303085
http://journals.sagepub.com/doi/10.1177/0363546516634325
http://journals.sagepub.com/doi/10.1177/0363546516629944
http://link.springer.com/10.1007/s00198-014-2808-0


Bibliography

Skipper Seabold and Josef Perktold. statsmodels: Econometric and statistical modeling with python. In 9th

Python in Science Conference, 2010.

L Shepstone. Shape of the intercondylar notch of the human femur: a comparison of osteoarthritic and

non-osteoarthritic bones from a skeletal sample. Annals of the Rheumatic Diseases, 60(10):968�973,

October 2001. ISSN 00034967. doi: 10.1136/ard.60.10.968. URL https://ard.bmj.com/lookup/

doi/10.1136/ard.60.10.968 .

Alex Sherstinsky. Fundamentals of Recurrent Neural Network (RNN) and Long Short-Term Memory

(LSTM) network. Physica D: Nonlinear Phenomena, 404:132306, March 2020. ISSN 01672789.

doi: 10.1016/j.physd.2019.132306. URL https://linkinghub.elsevier.com/retrieve/pii/

S0167278919305974.

Kazuteru Shiraishi, Ko Chiba, Narihiro Okazaki, Kazuaki Yokota, Yusuke Nakazoe, Kenichi Kidera, Akihiko

Yonekura, Masato Tomita, and Makoto Osaki. In vivo analysis of subchondral trabecular bone in patients

with osteoarthritis of the knee using second-generation high-resolution peripheral quantitative computed

tomography (HR-pQCT). Bone, 132:115155, March 2020. ISSN 87563282. doi: 10.1016/j.bone.2019.

115155. URL https://linkinghub.elsevier.com/retrieve/pii/S8756328219304491 .

Mariya Shtil. Longitudinal assessment of mechanical strength of trabecular bone underlying bone marrow

lesions following acute anterior cruciate ligament injuries. June 2019. doi: 10.11575/PRISM/36641. URL

https://prism.ucalgary.ca/handle/1880/110504 . Publisher: Schulich School of Engineering.

Nahian Siddique, Sidike Paheding, Colin P. Elkin, and V…ay Devabhaktuni. U-Net and Its Variants for

Medical Image Segmentation: A Review of Theory and Applications. IEEE Access, 9:82031�82057,

2021. ISSN 2169-3536. doi: 10.1109/ACCESS.2021.3086020. URL https://ieeexplore.ieee.org/

document/9446143/ .

Holly J. Silvers-Granelli, Mario Bizzini, Amelia Arundale, Bert R. Mandelbaum, and Lynn Snyder-Mackler.

Does the FIFA 11+ Injury Prevention Program Reduce the Incidence of ACL Injury in Male Soccer Players?

Clinical Orthopaedics & Related Research, 475(10):2447�2455, October 2017. ISSN 0009-921X. doi:

10.1007/s11999-017-5342-5. URL https://journals.lww.com/00003086-201710000-00018 .

229

https://ard.bmj.com/lookup/doi/10.1136/ard.60.10.968
https://ard.bmj.com/lookup/doi/10.1136/ard.60.10.968
https://linkinghub.elsevier.com/retrieve/pii/S0167278919305974
https://linkinghub.elsevier.com/retrieve/pii/S0167278919305974
https://linkinghub.elsevier.com/retrieve/pii/S8756328219304491
https://prism.ucalgary.ca/handle/1880/110504
https://ieeexplore.ieee.org/document/9446143/
https://ieeexplore.ieee.org/document/9446143/
https://journals.lww.com/00003086-201710000-00018


Bibliography

Lee S. Simon. Osteoarthritis: A review. Clinical Cornerstone, 2(2):26�37, January 1999. ISSN 10983597.

doi: 10.1016/S1098-3597(99)90012-1. URL https://linkinghub.elsevier.com/retrieve/pii/

S1098359799900121.

Ainsley C. J. Smith, Justin J. Tse, Tadiwa H. Waungana, Kirsten N. Bott, Michael T. Kuczynski, Andrew S.

Michalski, Steven K. Boyd, and Sarah L. Manske. Internal calibration for opportunistic computed

tomography muscle density analysis. PloS One, 17(10):e0273203, 2022. ISSN 1932-6203. doi:

10.1371/journal.pone.0273203.

Leslie N. Smith and Nicholay Topin. Super-Convergence: Very Fast Training of Neural Networks Using Large

Learning Rates. arXiv:1708.07120 [cs, stat], May 2018. URL http://arxiv.org/abs/1708.07120 .

arXiv: 1708.07120.

T.O. Smith, K. Postle, F. Penny, I. McNamara, and C.J.V.Mann. Is reconstruction the best management strategy

for anterior cruciate ligament rupture? A systematic review and meta-analysis comparing anterior cruciate

ligament reconstruction versus non-operative treatment. The Knee, 21(2):462�470, March 2014. ISSN

09680160. doi: 10.1016/j.knee.2013.10.009. URL https://linkinghub.elsevier.com/retrieve/

pii/S0968016013001993 .

Callie E. Stirling, Nathan J. Neeteson, Richard E.A. Walker, and Steven K. Boyd. Deep learning-based

automated detection and segmentation of bone and traumatic bone marrow lesions from MRI following

an acute ACL tear. Computers in Biology and Medicine, 178:108791, August 2024. ISSN 00104825.

doi: 10.1016/j.compbiomed.2024.108791. URL https://linkinghub.elsevier.com/retrieve/

pii/S001048252400876X.

Carole H. Sudre, Wenqi Li, Tom Vercauteren, SØbastien Ourselin, and M. Jorge Cardoso. Generalised

Dice overlap as a deep learning loss function for highly unbalanced segmentations. volume 10553, pages

240�248. 2017. doi: 10.1007/978-3-319-67558-9_28. URL http://arxiv.org/abs/1707.03237 .

arXiv:1707.03237 [cs].

Yusuke Sugawara, Sayaka Shiota, and Hitoshi Kiya. Checkerboard artifacts free convolutional neural networks.

APSIPA Transactions on Signal and Information Processing, 8(1), 2019. ISSN 2048-7703, 2048-7703.

doi: 10.1017/ATSIP.2019.2. URL http://www.nowpublishers.com/article/Details/SIP-115 .

230

https://linkinghub.elsevier.com/retrieve/pii/S1098359799900121
https://linkinghub.elsevier.com/retrieve/pii/S1098359799900121
http://arxiv.org/abs/1708.07120
https://linkinghub.elsevier.com/retrieve/pii/S0968016013001993
https://linkinghub.elsevier.com/retrieve/pii/S0968016013001993
https://linkinghub.elsevier.com/retrieve/pii/S001048252400876X
https://linkinghub.elsevier.com/retrieve/pii/S001048252400876X
http://arxiv.org/abs/1707.03237
http://www.nowpublishers.com/article/Details/SIP-115


Bibliography

N. Sukumar and J. E. Bolander. Numerical Computation of Discrete Di�erential Operators on Non-Uniform

Grids. Computer Modeling in Engineering & Sciences, 4(6):691�705, 2003. doi: https://doi.org/10.3970/

cmes.2003.004.691. URL https://www.techscience.com/CMES/v4n6/33293/pdf .

C. Sullivan and Alexander Kaszynski. PyVista: 3D plotting and mesh analysis through a streamlined interface

for the Visualization Toolkit (VTK). Journal of Open Source Software, 4(37):1450, May 2019. ISSN 2475-

9066. doi: 10.21105/joss.01450. URL http://joss.theoj.org/papers/10.21105/joss.01450 .

Richard S. Sutton and Andrew Barto. Reinforcement learning: an introduction. Adaptive computation and

machine learning. The MIT Press, Cambridge, Massachusetts London, England, second edition edition,

2020. ISBN 978-0-262-03924-6.

Steven J. Svoboda. ACL Injury and Posttraumatic Osteoarthritis. Clinics in Sports Medicine, 33(4):633�

640, October 2014. ISSN 02785919. doi: 10.1016/j.csm.2014.06.008. URL https://linkinghub.

elsevier.com/retrieve/pii/S027859191400057X .

WilliamR. Swartout. Rule-based expert systems: Themycin experiments of the stanford heuristic programming

project. Arti�cial Intelligence, 26(3):364�366, July 1985. ISSN 00043702. doi: 10.1016/0004-3702(85)

90067-0. URL https://linkinghub.elsevier.com/retrieve/pii/0004370285900670 .

P. Swärd, R. Frobell, M. Englund, H. Roos, and A. Struglics. Cartilage and bone markers and in�am-

matory cytokines are increased in synovial �uid in the acute phase of knee injury (hemarthrosis) �

a cross-sectional analysis. Osteoarthritis and Cartilage, 20(11):1302�1308, November 2012. ISSN

10634584. doi: 10.1016/j.joca.2012.07.021. URL https://linkinghub.elsevier.com/retrieve/

pii/S1063458412009107 .

Abdel Aziz Taha and Allan Hanbury. Metrics for evaluating 3D medical image segmentation: analy-

sis, selection, and tool. BMC Medical Imaging, 15(1):29, December 2015. ISSN 1471-2342. doi:

10.1186/s12880-015-0068-x. URL http://bmcmedimaging.biomedcentral.com/articles/10.

1186/s12880-015-0068-x .

Yoshitsugu Takeda, John W. Xerogeanes, Glen A. Livesay, Freddie H. Fu, and Savio L-YWoo. Biomechanical

function of the human anterior cruciate ligament. Arthroscopy: The Journal of Arthroscopic & Related

231

https://www.techscience.com/CMES/v4n6/33293/pdf
http://joss.theoj.org/papers/10.21105/joss.01450
https://linkinghub.elsevier.com/retrieve/pii/S027859191400057X
https://linkinghub.elsevier.com/retrieve/pii/S027859191400057X
https://linkinghub.elsevier.com/retrieve/pii/0004370285900670
https://linkinghub.elsevier.com/retrieve/pii/S1063458412009107
https://linkinghub.elsevier.com/retrieve/pii/S1063458412009107
http://bmcmedimaging.biomedcentral.com/articles/10.1186/s12880-015-0068-x
http://bmcmedimaging.biomedcentral.com/articles/10.1186/s12880-015-0068-x


Bibliography

Surgery, 10(2):140�147, April 1994. ISSN 07498063. doi: 10.1016/S0749-8063(05)80081-7. URL

https://linkinghub.elsevier.com/retrieve/pii/S0749806305800817 .

Gabriel Taubin. A signal processing approach to fair surface design. In Proceedings of the 22nd annual

conference on Computer graphics and interactive techniques - SIGGRAPH ’95, pages 351�358, Not

Known, 1995. ACM Press. ISBN 978-0-89791-701-8. doi: 10.1145/218380.218473. URL http:

//portal.acm.org/citation.cfm?doid=218380.218473 .

Mohsen Tavakol and Angela Wetzel. Factor Analysis: a means for theory and instrument development in

support of construct validity. International Journal of Medical Education, 11:245�247, November 2020.

ISSN 2042-6372. doi: 10.5116/…me.5f96.0f4a.

Andrew J. Teichtahl, Anita E. Wluka, Pushpika W…ethilake, Yuanyuan Wang, Ali Ghasem-Zadeh, and

Flavia M. Cicuttini. Wol�’s law in action: a mechanism for early knee osteoarthritis. Arthritis Research

& Therapy, 17(1):207, December 2015. ISSN 1478-6354. doi: 10.1186/s13075-015-0738-7. URL

http://arthritis-research.com/content/17/1/207 .

Jos M. F. ten Berge, Wim P. Kr…nen, TomWansbeek, and Alexander Shapiro. Some new results on correlation-

preserving factor scores prediction methods. Linear Algebra and its Applications, 289(1-3):311�318, March

1999. doi: https://doi.org/10.1016/S0024-3795(97)10007-6. URL https://www.sciencedirect.com/

science/article/pii/S0024379597100076 .

J.-P. Thirion. Image matching as a di�usion process: an analogy with Maxwell’s demons. Medical Image

Analysis, 2(3):243�260, September 1998. ISSN 13618415. doi: 10.1016/S1361-8415(98)80022-4. URL

https://linkinghub.elsevier.com/retrieve/pii/S1361841598800224 .

Kim-Han Thung and Chong-Yaw Wee. A brief review on multi-task learning. Multimedia Tools and

Applications, 77(22):29705�29725, November 2018. ISSN 1380-7501, 1573-7721. doi: 10.1007/

s11042-018-6463-x. URL http://link.springer.com/10.1007/s11042-018-6463-x .

L. L. Thurstone. Multiple factor analysis. Psychological Review, 38(5):406�427, September 1931. ISSN 1939-

1471, 0033-295X. doi: 10.1037/h0069792. URL https://doi.apa.org/doi/10.1037/h0069792 .

L. L. Thurstone. The vectors of mind. Psychological Review, 41(1):1�32, January 1934. ISSN 1939-1471,

0033-295X. doi: 10.1037/h0075959. URL https://doi.apa.org/doi/10.1037/h0075959 .

232

https://linkinghub.elsevier.com/retrieve/pii/S0749806305800817
http://portal.acm.org/citation.cfm?doid=218380.218473
http://portal.acm.org/citation.cfm?doid=218380.218473
http://arthritis-research.com/content/17/1/207
https://www.sciencedirect.com/science/article/pii/S0024379597100076
https://www.sciencedirect.com/science/article/pii/S0024379597100076
https://linkinghub.elsevier.com/retrieve/pii/S1361841598800224
http://link.springer.com/10.1007/s11042-018-6463-x
https://doi.apa.org/doi/10.1037/h0069792
https://doi.apa.org/doi/10.1037/h0075959


Bibliography

G.M. Treece, A.H. Gee, P.M. Mayhew, and K.E.S. Poole. High resolution cortical bone thickness

measurement from clinical CT data. Medical Image Analysis, 14(3):276�290, June 2010. ISSN

13618415. doi: 10.1016/j.media.2010.01.003. URL https://linkinghub.elsevier.com/retrieve/

pii/S1361841510000125 .

G.M. Treece, K.E.S. Poole, and A.H. Gee. Imaging the femoral cortex: Thickness, density and mass from

clinical CT. Medical Image Analysis, 16(5):952�965, July 2012. ISSN 13618415. doi: 10.1016/j.media.

2012.02.008. URL https://linkinghub.elsevier.com/retrieve/pii/S1361841512000369 .

Graham Treece and Andrew Gee. Cortical Bone Mapping: Measurement and Statistical Analysis of

Localised Skeletal Changes. Current Osteoporosis Reports, 16(5):617�625, October 2018. ISSN 1544-

1873, 1544-2241. doi: 10.1007/s11914-018-0475-3. URL http://link.springer.com/10.1007/

s11914-018-0475-3 .

M. Tschaikowsky, M. Selig, S. Brander, B.N. Balzer, T. Hugel, and B. Rolau�s. Proof-of-concept for

the detection of early osteoarthritis pathology by clinically applicable endomicroscopy and quantitative

AI-supported optical biopsy. Osteoarthritis and Cartilage, 29(2):269�279, February 2021. ISSN

10634584. doi: 10.1016/j.joca.2020.10.003. URL https://linkinghub.elsevier.com/retrieve/

pii/S1063458420311675 .

Elena Tsourdi, Katharina Jähn, Martina Rauner, Björn Busse, and Lynda F. Bonewald. Physiological and

pathological osteocytic osteolysis. Journal of Musculoskeletal & Neuronal Interactions, 18(3):292�303,

September 2018. ISSN 1108-7161.

Alexander Valentinitsch, Janina M. Patsch, Julia Deutschmann, Claudia Schueller-Weidekamm, Heinrich

Resch, Franz Kainberger, and Georg Langs. Automated threshold-independent cortex segmentation by

3D-texture analysis of HR-pQCT scans. Bone, 51(3):480�487, 2012. ISSN 8756-3282. doi: https:

//doi.org/10.1016/j.bone.2012.06.005. URL https://www.sciencedirect.com/science/article/

pii/S8756328212009283 .

J.P. van den Bergh, P. Szulc, A.M. Cheung, M. Bouxsein, K. Engelke, and R. Chapurlat. The clinical

application of high-resolution peripheral computed tomography (HR-pQCT) in adults: state of the

art and future directions. Osteoporosis International, 32(8):1465�1485, August 2021. ISSN 0937-

233

https://linkinghub.elsevier.com/retrieve/pii/S1361841510000125
https://linkinghub.elsevier.com/retrieve/pii/S1361841510000125
https://linkinghub.elsevier.com/retrieve/pii/S1361841512000369
http://link.springer.com/10.1007/s11914-018-0475-3
http://link.springer.com/10.1007/s11914-018-0475-3
https://linkinghub.elsevier.com/retrieve/pii/S1063458420311675
https://linkinghub.elsevier.com/retrieve/pii/S1063458420311675
https://www.sciencedirect.com/science/article/pii/S8756328212009283
https://www.sciencedirect.com/science/article/pii/S8756328212009283


Bibliography

941X, 1433-2965. doi: 10.1007/s00198-021-05999-z. URL https://link.springer.com/10.1007/

s00198-021-05999-z .

Stefan Van der Walt, Johannes L Schönberger, Juan Nunez-Iglesias, François Boulogne, Joshua D Warner,

Neil Yager, Emmanuelle Gouillart, and Tony Yu. scikit-image: image processing in Python. PeerJ, 2:e453,

2014. Publisher: PeerJ Inc.

G. Van Gompel, K. Van Slambrouck, M. Defrise, K. J. Batenburg, J. De Mey, J. S…bers, and J. Nuyts.

Iterative correction of beam hardening artifacts in CT: Iterative correction of beam hardening artifacts

in CT. Medical Physics, 38(S1):S36�S49, July 2011. ISSN 00942405. doi: 10.1118/1.3577758. URL

http://doi.wiley.com/10.1118/1.3577758 .

B.L. Van Meer, J.H. Waarsing, W.A. Van E…sden, D.E. Meu�els, E.R.A. Van Arkel, J.A.N. Verhaar,

S.M.A. Bierma-Zeinstra, and M. Re…man. Bone mineral density changes in the knee following an-

terior cruciate ligament rupture. Osteoarthritis and Cartilage, 22(1):154�161, January 2014. ISSN

10634584. doi: 10.1016/j.joca.2013.11.005. URL https://linkinghub.elsevier.com/retrieve/

pii/S1063458413010108 .

Guido Van Rossum and Fred L. Drake. Python 3 Reference Manual. CreateSpace, 2009. ISBN 1-4414-1269-7.

Ashish Vaswani, Noam Shazeer, Niki Parmar, Jakob Uszkoreit, Llion Jones, Aidan N. Gomez, Lukasz Kaiser,

and Illia Polosukhin. Attention Is All You Need, 2017. URL https://arxiv.org/abs/1706.03762 .

Version Number: 7.

Michael J. Vener, Roby C. Thompson, Jack L. Lewis Jr., and Theodore R. Oegema. Subchondral damage

after acute transarticular loading: An in vitro model of joint injury. Journal of Orthopaedic Research,

10(6):759�765, November 1992. ISSN 0736-0266, 1554-527X. doi: 10.1002/jor.1100100603. URL

https://onlinelibrary.wiley.com/doi/10.1002/jor.1100100603 .

Tom Vercauteren, Xavier Pennec, Aymeric Perchant, and Nicholas Ayache. Di�eomorphic demons:

E�cient non-parametric image registration. NeuroImage, 45(1):S61�S72, March 2009. ISSN 10538119.

doi: 10.1016/j.neuroimage.2008.10.040. URL https://linkinghub.elsevier.com/retrieve/pii/

S1053811908011683.

234

https://link.springer.com/10.1007/s00198-021-05999-z
https://link.springer.com/10.1007/s00198-021-05999-z
http://doi.wiley.com/10.1118/1.3577758
https://linkinghub.elsevier.com/retrieve/pii/S1063458413010108
https://linkinghub.elsevier.com/retrieve/pii/S1063458413010108
https://arxiv.org/abs/1706.03762
https://onlinelibrary.wiley.com/doi/10.1002/jor.1100100603
https://linkinghub.elsevier.com/retrieve/pii/S1053811908011683
https://linkinghub.elsevier.com/retrieve/pii/S1053811908011683


Bibliography

Charlotte Verroken, Wout Pieters, Loïc Beddeleem, Stefan Goemaere, Hans-Georg Zmierczak, Samyah

Shadid, Jean-Marc Kaufman, and Bruno Lapauw. Cortical Bone Size De�cit in Adult Patients With Type 1

Diabetes Mellitus. The Journal of Clinical Endocrinology & Metabolism, 102(8):2887�2895, August 2017.

ISSN 0021-972X, 1945-7197. doi: 10.1210/jc.2017-00620. URL http://academic.oup.com/jcem/

article/102/8/2887/3836934/Cortical-Bone-Size-Deficit-in-Adult-Patients-With .

Pauli Virtanen, Ralf Gommers, Travis E. Oliphant, Matt Haberland, Tyler Reddy, David Cournapeau, Evgeni

Burovski, Pearu Peterson, Warren Weckesser, Jonathan Bright, Stefan van der Walt, Matthew Brett, Joshua

Wilson, K. Jarrod Millman, Nikolay Mayorov, Andrew R. J. Nelson, Eric Jones, Robert Kern, Eric Larson,

C. J. Carey, Ilhan Polat, Yu Feng, Eric W. Moore, Jake VanderPlas, Denis Laxalde, Josef Perktold, Robert

Cimrman, Ian Henriksen, E. A. Quintero, Charles R. Harris, Anne M. Archibald, Antonio H. Ribeiro,

Fabian Pedregosa, Paul van Mulbregt, and SciPy 1.0 Contributors. SciPy 1.0: Fundamental Algorithms for

Scienti�c Computing in Python. Nature Methods, 17:261�272, 2020. doi: 10.1038/s41592-019-0686-2.

URL https://rdcu.be/b08Wh .

Li-Juan Wang, Ni Zeng, Zhi-Peng Yan, Jie-Ting Li, and Guo-Xin Ni. Post-traumatic osteoarthritis

following ACL injury. Arthritis Research & Therapy, 22(1):57, December 2020. ISSN 1478-6362.

doi: 10.1186/s13075-020-02156-5. URL https://arthritis-research.biomedcentral.com/

articles/10.1186/s13075-020-02156-5 .

Monan Wang and Pengcheng Li. A Review of Deformation Models in Medical Image Registration. Journal

of Medical and Biological Engineering, 39(1):1�17, February 2019. ISSN 1609-0985, 2199-4757. doi:

10.1007/s40846-018-0390-1. URL http://link.springer.com/10.1007/s40846-018-0390-1 .

Simon K.War�eld, Kelly H. Zou, andWilliamM.Wells. Simultaneous truth and performance level estimation

(STAPLE): an algorithm for the validation of image segmentation. IEEE transactions on medical imaging,

23(7):903�921, July 2004. ISSN 0278-0062. doi: 10.1109/TMI.2004.828354.

Michael Waskom. seaborn: statistical data visualization. Journal of Open Source Software, 6(60):3021,

April 2021. ISSN 2475-9066. doi: 10.21105/joss.03021. URL https://joss.theoj.org/papers/10.

21105/joss.03021 .

235

http://academic.oup.com/jcem/article/102/8/2887/3836934/Cortical-Bone-Size-Deficit-in-Adult-Patients-With
http://academic.oup.com/jcem/article/102/8/2887/3836934/Cortical-Bone-Size-Deficit-in-Adult-Patients-With
https://rdcu.be/b08Wh
https://arthritis-research.biomedcentral.com/articles/10.1186/s13075-020-02156-5
https://arthritis-research.biomedcentral.com/articles/10.1186/s13075-020-02156-5
http://link.springer.com/10.1007/s40846-018-0390-1
https://joss.theoj.org/papers/10.21105/joss.03021
https://joss.theoj.org/papers/10.21105/joss.03021


Bibliography

Ben Weiss. Fast median and bilateral �ltering. In ACM SIGGRAPH 2006 Papers on - SIGGRAPH ’06, page

519, Boston, Massachusetts, 2006. ACM Press. ISBN 978-1-59593-364-5. doi: 10.1145/1179352.1141918.

URL http://portal.acm.org/citation.cfm?doid=1179352.1141918 .

Karl Weiss, Taghi M. Khoshgoftaar, and DingDing Wang. A survey of transfer learning. Journal

of Big Data, 3(1):9, December 2016. ISSN 2196-1115. doi: 10.1186/s40537-016-0043-6. URL

http://journalofbigdata.springeropen.com/articles/10.1186/s40537-016-0043-6 .

David Werner, David Simon, Matthias Englbrecht, Fabian Stemmler, Christoph Simon, Andreas Berlin, Judith

Haschka, Nina Renner, Thomas Buder, Klaus Engelke, Axel J. Hueber, Jürgen Rech, Georg Schett, and

Arnd Kleyer. Early Changes of the Cortical Micro-Channel System in the Bare Area of the Joints of Patients

With Rheumatoid Arthritis. Arthritis & Rheumatology, 69(8):1580�1587, August 2017. ISSN 2326-5191,

2326-5205. doi: 10.1002/art.40148. URL https://acrjournals.onlinelibrary.wiley.com/doi/

10.1002/art.40148 .

McKenzie S. White, Ross J. Brancati, and Lindsey K. Lepley. Relationship between altered knee kinematics

and subchondral bone remodeling in a clinically translational model of ACL injury. Journal of Orthopaedic

Research, 40(1):74�86, January 2022. ISSN 0736-0266, 1554-527X. doi: 10.1002/jor.24943. URL

https://onlinelibrary.wiley.com/doi/10.1002/jor.24943 .

Jackie L. Whittaker and Ewa M. Roos. A pragmatic approach to prevent post-traumatic osteoarthritis

after sport or exercise-related joint injury. Best Practice & Research Clinical Rheumatology, 33(1):

158�171, February 2019. ISSN 15216942. doi: 10.1016/j.berh.2019.02.008. URL https://linkinghub.

elsevier.com/retrieve/pii/S1521694219300300 .

Danielle E Whittier, Lauren A Burt, David A Hanley, and Steven K Boyd. Sex- and Site-Speci�c Reference

Data for Bone Microarchitecture in Adults Measured Using Second-Generation HR-pQCT. Journal of

Bone and Mineral Research, 35(11):2151�2158, November 2020a. ISSN 0884-0431, 1523-4681. doi:

10.1002/jbmr.4114. URL https://onlinelibrary.wiley.com/doi/10.1002/jbmr.4114 .

Danielle E Whittier, Sarah L Manske, Emma Billington, Richard Ea Walker, Prism S Schneider, Lauren A

Burt, David A Hanley, and Steven K Boyd. Hip Fractures in Older Adults Are Associated With the

Low Density Bone Phenotype and Heterogeneous Deterioration of Bone Microarchitecture. Journal of

236

http://portal.acm.org/citation.cfm?doid=1179352.1141918
http://journalofbigdata.springeropen.com/articles/10.1186/s40537-016-0043-6
https://acrjournals.onlinelibrary.wiley.com/doi/10.1002/art.40148
https://acrjournals.onlinelibrary.wiley.com/doi/10.1002/art.40148
https://onlinelibrary.wiley.com/doi/10.1002/jor.24943
https://linkinghub.elsevier.com/retrieve/pii/S1521694219300300
https://linkinghub.elsevier.com/retrieve/pii/S1521694219300300
https://onlinelibrary.wiley.com/doi/10.1002/jbmr.4114


Bibliography

Bone and Mineral Research, 37(10):1963�1972, December 2020b. ISSN 0884-0431, 1523-4681. doi:

10.1002/jbmr.4663. URL https://academic.oup.com/jbmr/article/37/10/1963/7512334 .

Danielle E. Whittier, Lauren A. Burt, and Steven K. Boyd. A new approach for quantifying localized bone

loss by measuring void spaces. Bone, 143:115785, February 2021. ISSN 87563282. doi: 10.1016/j.bone.

2020.115785. URL https://linkinghub.elsevier.com/retrieve/pii/S8756328220305731 .

Danielle E Whittier, Elizabeth J Samelson, Marian T Hannan, Lauren A Burt, David A Hanley, Emmanuel

Biver, Pawel Szulc, Elisabeth Sornay-Rendu, Blandine Merle, Roland Chapurlat, Eric Lespessailles, Andy

Kin On Wong, David Goltzman, Sundeep Khosla, Serge Ferrari, Mary L Bouxsein, Douglas P Kiel,

and Steven K Boyd. Bone Microarchitecture Phenotypes Identi�ed in Older Adults Are Associated

With Di�erent Levels of Osteoporotic Fracture Risk. Journal of Bone and Mineral Research, 37

(3):428�439, March 2022. ISSN 0884-0431, 1523-4681. doi: 10.1002/jbmr.4494. URL https:

//onlinelibrary.wiley.com/doi/10.1002/jbmr.4494 .

Danielle E. Whittier, Elizabeth J. Samelson, Marian T. Hannan, Lauren A. Burt, David A. Hanley, Emmanuel

Biver, Pawel Szulc, Elisabeth Sornay-Rendu, Blandine Merle, Roland Chapurlat, Eric Lespessailles, Andy

Kin On Wong, David Goltzman, Sundeep Khosla, Serge Ferrari, Mary L. Bouxsein, Douglas P. Kiel,

and Steven K. Boyd. A Fracture Risk Assessment Tool for High Resolution Peripheral Quantitative

Computed Tomography. Journal of Bone and Mineral Research, page jbmr.4808, May 2023a. ISSN

0884-0431, 1523-4681. doi: 10.1002/jbmr.4808. URL https://asbmr.onlinelibrary.wiley.com/

doi/10.1002/jbmr.4808 .

Danielle E. Whittier, Matthias Walle, Denis Schenk, Penny R. Atkins, Caitlyn J. Collins, Philippe Zysset,

Kurt Lippuner, and Ralph Müller. A multi-stack registration technique to improve measurement accu-

racy and precision across longitudinal HR-pQCT scans. Bone, 176:116893, November 2023b. ISSN

87563282. doi: 10.1016/j.bone.2023.116893. URL https://linkinghub.elsevier.com/retrieve/

pii/S8756328223002260 .

D.E. Whittier, S.K. Boyd, A.J. Burghardt, J. Paccou, A. Ghasem-Zadeh, R. Chapurlat, K. Engelke, and

M.L. Bouxsein. Guidelines for the assessment of bone density and microarchitecture in vivo using

high-resolution peripheral quantitative computed tomography. Osteoporosis International, 31(9):1607�

237

https://academic.oup.com/jbmr/article/37/10/1963/7512334
https://linkinghub.elsevier.com/retrieve/pii/S8756328220305731
https://onlinelibrary.wiley.com/doi/10.1002/jbmr.4494
https://onlinelibrary.wiley.com/doi/10.1002/jbmr.4494
https://asbmr.onlinelibrary.wiley.com/doi/10.1002/jbmr.4808
https://asbmr.onlinelibrary.wiley.com/doi/10.1002/jbmr.4808
https://linkinghub.elsevier.com/retrieve/pii/S8756328223002260
https://linkinghub.elsevier.com/retrieve/pii/S8756328223002260


Bibliography

1627, September 2020c. ISSN 0937-941X, 1433-2965. doi: 10.1007/s00198-020-05438-5. URL

http://link.springer.com/10.1007/s00198-020-05438-5 .

D.E. Whittier, A.N. Mudryk, I.D. Vandergaag, L.A. Burt, and S.K. Boyd. Optimizing HR-pQCT work�ow:

a comparison of bias and precision error for quantitative bone analysis. Osteoporosis International, 31

(3):567�576, March 2020d. ISSN 0937-941X, 1433-2965. doi: 10.1007/s00198-019-05214-0. URL

http://link.springer.com/10.1007/s00198-019-05214-0 .

WilliamRevelle. psych: Procedures for Psychological, Psychometric, and Personality Research. Northwestern

University, Evanston, Illinois, 2024. URL https://CRAN.R-project.org/package=psych .

Andreas J. Wirth, Jörg Goldhahn, Cyril Flaig, Peter Arbenz, Ralph Müller, and G. Harry Van Lenthe. Implant

stability is a�ected by local bone microstructural quality. Bone, 49(3):473�478, September 2011. ISSN

87563282. doi: 10.1016/j.bone.2011.05.001. URL https://linkinghub.elsevier.com/retrieve/

pii/S8756328211009756 .

Julius Wol�. The Law of Bone Remodelling. Springer Berlin Heidelberg, Berlin, Heidelberg, 1986. ISBN 978-

3-642-71033-9 978-3-642-71031-5. doi: 10.1007/978-3-642-71031-5. URL http://link.springer.

com/10.1007/978-3-642-71031-5 .

A. K. Wong. A comparison of peripheral imaging technologies for bone and muscle quanti�cation: a

technical review of image acquisition. Journal of Musculoskeletal & Neuronal Interactions, 16(4):265�282,

December 2016. ISSN 1108-7161.

Rick W. Wright and The MARS Group. Osteoarthritis Classi�cation Scales: Interobserver Reliability

and Arthroscopic Correlation. Journal of Bone and Joint Surgery, 96(14):1145�1151, July 2014.

ISSN 0021-9355, 1535-1386. doi: 10.2106/JBJS.M.00929. URL https://journals.lww.com/

00004623-201407160-00001.

Haibing Wu and Xiaodong Gu. Towards dropout training for convolutional neural networks. Neural

Networks, 71:1�10, November 2015. ISSN 08936080. doi: 10.1016/j.neunet.2015.07.007. URL

https://linkinghub.elsevier.com/retrieve/pii/S0893608015001446 .

Po-hung Wu, Tanvi Gupta, Hanling Chang, Dimitry Petrenko, Anne Schafer, and Galateia Kazakia. Soft

tissue variations in�uence HR-pQCT density measurements in a spatially dependent manner. Bone,

238

http://link.springer.com/10.1007/s00198-020-05438-5
http://link.springer.com/10.1007/s00198-019-05214-0
https://CRAN.R-project.org/package=psych
https://linkinghub.elsevier.com/retrieve/pii/S8756328211009756
https://linkinghub.elsevier.com/retrieve/pii/S8756328211009756
http://link.springer.com/10.1007/978-3-642-71031-5
http://link.springer.com/10.1007/978-3-642-71031-5
https://journals.lww.com/00004623-201407160-00001
https://journals.lww.com/00004623-201407160-00001
https://linkinghub.elsevier.com/retrieve/pii/S0893608015001446


Bibliography

138:115505, September 2020. ISSN 87563282. doi: 10.1016/j.bone.2020.115505. URL https:

//linkinghub.elsevier.com/retrieve/pii/S8756328220302854 .

Yuxin Wu and Kaiming He. Group Normalization. arXiv:1803.08494 [cs], June 2018. URL http:

//arxiv.org/abs/1803.08494 . arXiv: 1803.08494.

Paige M. Wyatt, Kelly Drager, Erik M. Groves, Trent Stellingwer�, Emma O. Billington, Steven K. Boyd,

and Lauren A. Burt. Comparison of Bone Quality Among Winter Endurance Athletes with and Without

Risk Factors for Relative Energy De�ciency in Sport (REDs): A Cross-Sectional Study. Calci�ed Tissue

International, 113(4):403�415, August 2023. ISSN 1432-0827. doi: 10.1007/s00223-023-01120-0. URL

https://link.springer.com/10.1007/s00223-023-01120-0 .

Yuan Xue, Tao Xu, Han Zhang, Rodney Long, and Xiaolei Huang. SegAN: Adversarial Network with

Multi-scale $L_1$ Loss for Medical Image Segmentation. Neuroinformatics, 16(3-4):383�392, October

2018. ISSN 1539-2791, 1559-0089. doi: 10.1007/s12021-018-9377-x. URL http://arxiv.org/abs/

1706.01805. arXiv:1706.01805 [cs].

M. Yang, K. Sunshine, V. Pedoia, B.C. Ma, and X. Li. 3D patella bone shape modeling after ACL

injury and the association with cartilage health over 3-years after acl reconstruction. Osteoarthritis

and Cartilage, 27:S322, April 2019. ISSN 10634584. doi: 10.1016/j.joca.2019.02.723. URL https:

//linkinghub.elsevier.com/retrieve/pii/S1063458419307666 .

Varduhi Yeghiazaryan and Irina Voiculescu. Family of boundary overlap metrics for the

evaluation of medical image segmentation. Journal of Medical Imaging, 5(01):1, Febru-

ary 2018. ISSN 2329-4302. doi: 10.1117/1.JMI.5.1.015006. URL https://www.

spiedigitallibrary.org/journals/journal-of-medical-imaging/volume-5/issue-01/

015006/Family-of-boundary-overlap-metrics-for-the-evaluation-of-medical/10.

1117/1.JMI.5.1.015006.full .

Daniel Yekutieli. Hierarchical False Discovery Rate�Controlling Methodology. Journal of the

American Statistical Association, 103(481):309�316, March 2008. ISSN 0162-1459, 1537-274X.

doi: 10.1198/016214507000001373. URL https://www.tandfonline.com/doi/full/10.1198/

016214507000001373.

239

https://linkinghub.elsevier.com/retrieve/pii/S8756328220302854
https://linkinghub.elsevier.com/retrieve/pii/S8756328220302854
http://arxiv.org/abs/1803.08494
http://arxiv.org/abs/1803.08494
https://link.springer.com/10.1007/s00223-023-01120-0
http://arxiv.org/abs/1706.01805
http://arxiv.org/abs/1706.01805
https://linkinghub.elsevier.com/retrieve/pii/S1063458419307666
https://linkinghub.elsevier.com/retrieve/pii/S1063458419307666
https://www.spiedigitallibrary.org/journals/journal-of-medical-imaging/volume-5/issue-01/015006/Family-of-boundary-overlap-metrics-for-the-evaluation-of-medical/10.1117/1.JMI.5.1.015006.full
https://www.spiedigitallibrary.org/journals/journal-of-medical-imaging/volume-5/issue-01/015006/Family-of-boundary-overlap-metrics-for-the-evaluation-of-medical/10.1117/1.JMI.5.1.015006.full
https://www.spiedigitallibrary.org/journals/journal-of-medical-imaging/volume-5/issue-01/015006/Family-of-boundary-overlap-metrics-for-the-evaluation-of-medical/10.1117/1.JMI.5.1.015006.full
https://www.spiedigitallibrary.org/journals/journal-of-medical-imaging/volume-5/issue-01/015006/Family-of-boundary-overlap-metrics-for-the-evaluation-of-medical/10.1117/1.JMI.5.1.015006.full
https://www.tandfonline.com/doi/full/10.1198/016214507000001373
https://www.tandfonline.com/doi/full/10.1198/016214507000001373


Bibliography

Fan Yu, Yuping Xu, Yanfang Hou, Yuanyuan Lin, Ruizhi Jiajue, Yan Jiang, Ou Wang, Mei Li, Xiaoping

Xing, Li Zhang, Ling Qin, Evelyn Hsieh, and Weibo Xia. Age-, Site-, and Sex-Speci�c Normative Centile

Curves for <span style="font-variant:small-caps;">HR-pQCT</span> -Derived Microarchitectural and

Bone Strength Parameters in a Chinese Mainland Population. Journal of Bone and Mineral Research,

35(11):2159�2170, November 2020. ISSN 0884-0431, 1523-4681. doi: 10.1002/jbmr.4116. URL

https://onlinelibrary.wiley.com/doi/10.1002/jbmr.4116 .

Tong Yu and Hong Zhu. Hyper-Parameter Optimization: A Review of Algorithms and Applications, March

2020. URL http://arxiv.org/abs/2003.05689 . arXiv:2003.05689 [cs, stat].

Paul A. Yushkevich, Joseph Piven, Heather Cody Hazlett, Rachel Gimpel Smith, Sean Ho, James C. Gee,

and Guido Gerig. User-Guided 3D Active Contour Segmentation of Anatomical Structures: Signi�cantly

Improved E�ciency and Reliability. Neuroimage, 31(3):1116�1128, 2006.

Kai Zhang, Rong Zhou, Eashan Adhikarla, Zhiling Yan, Yixin Liu, Jun Yu, Zhengliang Liu, Xun Chen,

Brian D. Davison, Hui Ren, Jing Huang, Chen Chen, Yuyin Zhou, Sunyang Fu, Wei Liu, Tianming

Liu, Xiang Li, Yong Chen, Lifang He, James Zou, Quanzheng Li, Hongfang Liu, and Lichao Sun. A

generalist vision�language foundation model for diverse biomedical tasks. Nature Medicine, August 2024.

ISSN 1078-8956, 1546-170X. doi: 10.1038/s41591-024-03185-2. URL https://www.nature.com/

articles/s41591-024-03185-2 .

Xuechen Zhang, Isaac Cheng, Shaojun Liu, Chenrui Li, Jing-Hao Xue, Lai-Shan Tam, and Weichuan Yu.

Automatic 3D joint erosion detection for the diagnosis and monitoring of rheumatoid arthritis using

hand HR-pQCT images. Computerized Medical Imaging and Graphics, 106:102200, June 2023. ISSN

08956111. doi: 10.1016/j.compmedimag.2023.102200. URL https://linkinghub.elsevier.com/

retrieve/pii/S0895611123000186 .

Yu Zhang and Qiang Yang. An overview of multi-task learning. National Science Review, 5(1):30�43,

January 2018. ISSN 2095-5138, 2053-714X. doi: 10.1093/nsr/nwx105. URL https://academic.oup.

com/nsr/article/5/1/30/4101432 .

Mingjie Zhao, Justin J. Tse, Michael T. Kuczynski, Scott C. Brunet, Ryan Yan, Klaus Engelke, Michiel Peters,

Joop P. Van Den Bergh, Bert Van Rietbergen, Kathryn S. Stok, Cheryl Barnabe, Yves Pauchard, and Sarah L.

240

https://onlinelibrary.wiley.com/doi/10.1002/jbmr.4116
http://arxiv.org/abs/2003.05689
https://www.nature.com/articles/s41591-024-03185-2
https://www.nature.com/articles/s41591-024-03185-2
https://linkinghub.elsevier.com/retrieve/pii/S0895611123000186
https://linkinghub.elsevier.com/retrieve/pii/S0895611123000186
https://academic.oup.com/nsr/article/5/1/30/4101432
https://academic.oup.com/nsr/article/5/1/30/4101432


Bibliography

Manske. Open-source image analysis tool for the identi�cation and quanti�cation of cortical interruptions

and bone erosions in high-resolution peripheral quantitative computed tomography images of patients with

rheumatoid arthritis. Bone, 165:116571, December 2022. ISSN 87563282. doi: 10.1016/j.bone.2022.

116571. URL https://linkinghub.elsevier.com/retrieve/pii/S8756328222002484 .

Gehua Zhen, Chunyi Wen, Xiaofeng Jia, Yu Li, Janet L Crane, Simon C Mears, Frederic B Askin, Frank J

Frassica, Weizhong Chang, Jie Yao, John A Carrino, Andrew Cosgarea, Dmitri Artemov, Qianming Chen,

Zhihe Zhao, Xuedong Zhou, Lee Riley, Paul Sponseller, Mei Wan, William We…ia Lu, and Xu Cao.

Inhibition of TGF- signaling in mesenchymal stem cells of subchondral bone attenuates osteoarthritis.

Nature Medicine, 19(6):704�712, June 2013. ISSN 1078-8956, 1546-170X. doi: 10.1038/nm.3143. URL

https://www.nature.com/articles/nm.3143 .

Jie Zhou, Ganqu Cui, Shengding Hu, Zhengyan Zhang, Cheng Yang, Zhiyuan Liu, Lifeng Wang, Changcheng

Li, and Maosong Sun. Graph neural networks: A review of methods and applications. AI Open, 1:57�81,

2020. ISSN 26666510. doi: 10.1016/j.aiopen.2021.01.001. URL https://linkinghub.elsevier.

com/retrieve/pii/S2666651021000012 .

Zongwei Zhou, Md Mahfuzur Rahman Siddiquee, Nima Tajbakhsh, and Jianming Liang. UNet++: A Nested

U-Net Architecture for Medical Image Segmentation, July 2018. URL http://arxiv.org/abs/1807.

10165. arXiv:1807.10165 [cs, eess, stat].

Ciyou Zhu, Richard H. Byrd, Peihuang Lu, and Jorge Nocedal. Algorithm 778: L-BFGS-B: Fortran

subroutines for large-scale bound-constrained optimization. ACM Transactions on Mathematical Software,

23(4):550�560, December 1997. ISSN 0098-3500, 1557-7295. doi: 10.1145/279232.279236. URL

https://dl.acm.org/doi/10.1145/279232.279236 .

Jiayuan Zhu, Yunli Qi, and Junde Wu. Medical SAM 2: Segment medical images as video via Segment

Anything Model 2, 2024. URL https://arxiv.org/abs/2408.00874 . Version Number: 1.

Tracy Y Zhu, Benjamin HK Yip, Vivian WY Hung, Carol WY Choy, Ka-Lo Cheng, Timothy CY

Kwok, Jack CY Cheng, and Ling Qin. Normative Standards for HRpQCT Parameters in Chinese Men

and Women: NORMATIVE STANDARDS FOR HRpQCT PARAMETERS. Journal of Bone and

Mineral Research, 33(10):1889�1899, October 2018. ISSN 08840431. doi: 10.1002/jbmr.3481. URL

http://doi.wiley.com/10.1002/jbmr.3481 .

241

https://linkinghub.elsevier.com/retrieve/pii/S8756328222002484
https://www.nature.com/articles/nm.3143
https://linkinghub.elsevier.com/retrieve/pii/S2666651021000012
https://linkinghub.elsevier.com/retrieve/pii/S2666651021000012
http://arxiv.org/abs/1807.10165
http://arxiv.org/abs/1807.10165
https://dl.acm.org/doi/10.1145/279232.279236
https://arxiv.org/abs/2408.00874
http://doi.wiley.com/10.1002/jbmr.3481


Bibliography

B.E. Øiestad, C.B. Juhl, I. Eitzen, and J.B. Thorlund. Knee extensor muscle weakness is a risk factor

for development of knee osteoarthritis. A systematic review and meta-analysis. Osteoarthritis and

Cartilage, 23(2):171�177, February 2015. ISSN 10634584. doi: 10.1016/j.joca.2014.10.008. URL

https://linkinghub.elsevier.com/retrieve/pii/S1063458414013053 .

242

https://linkinghub.elsevier.com/retrieve/pii/S1063458414013053


Appendix A: Datasets

This appendix documents all of the sources of data used in the thesis.

Table A1: List of datasets with basic demographic data, location of usage in this thesis, and references where
applicable for external data from prior work.

Label N Sex Median Age Images Used In Reference
NORM 1244 772 F, 472 M 56 1243 dR, 1245 dT Chapters 3, 4, 5 Whittier et al. (2020a)
HIPFX 110 85 F, 25 M 72 109 dR, 176 dT Chapters 3, 4, 5 Whittier et al. (2020b)

PRECXTII 90 44 F, 46 M 64 2x71 dR, 2x85 dT Chapters 3, 6 Manske et al. (2017),
Whittier et al. (2021)

ATHLETES 80 44 F, 36 M 24 103 dR, 111 dT Chapter 4 Burt et al. (2022),
Wyatt et al. (2023)

SALTAC 31 21 F, 10 M 31 131 dF, 131 pT Chapter 5 Kroker et al. (2019)
KNEEVAL (ex vivo) 12 5 F, 7 M 72 12 dF Chapter 5 Keen et al. (2021)

CONMED 35 14 F, 21 M 35 70 dF, 70 pT Chapter 5 Kroker et al. (2018b)
PREOA 29 29 F, 0 M 28 58 dF, 58 pT Chapter 5 Kroker et al. (2018a)

TRIKNEE 29 19 F, 10 M 24 3x29 pT Chapters 5, 6 N/A
SALTACII 62 43 F, 19 M 35 220 dF, 232 pT Chapter 7 N/A

dR: distal radius, dT: distal tibia, dF: distal femur, pT: proximal tibia.
‘XxY’ indicates X repeats of each of the Y unique images.
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Appendix B: Supplementary Tables and

Figures for Chapter 3

The subsequent pages contain tables and �gures that were originally included in the supplemental material for

Neeteson et al. (2023).
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Figure B1: Linear regression and Bland-Altman plots comparing results of morphometric analysis using
predicted and reference masks for Tt.BMD, Ct.BMD, Tb.BMD, Ct.Th, Ct.Po, and Tb.N.
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Figure B2: Linear regression and Bland-Altman plots comparing results of morphometric analysis using
predicted and reference masks for Tb.BV/TV, Tb.Th, Tb.Sp, Tt.Ar, Ct.Ar, and Tb.Ar.
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Table B1: Results of linear regression and Bland-Altman analysis on the samples in the held-out test dataset
with reference cortical thickness in the bottom 25% for each scan site (�low cortical thickness�), comparing
the predicted morphometric outputs, obtained using predicted segmentations, and the reference morphometric
outputs, obtained using reference segmentations.

Bland-Altman Linear Regression
Mean Error
(95% LOA0) Slope (95% C.I.1) Intercept (95% C.I.1) R2

Radius (n=46)
Tt.BMD mg HA/cm3 1.0 (-0.2, 2.2) 0.990 (0.987,0.993) 3.4 ( 2.6, 4.2) >0.999
Ct.BMD mg HA/cm3 -8.6 (-31.4, 14.2) 1.010 (0.956,1.065) -17 ( -63, 29) 0.968
Tb.BMD mg HA/cm3 -0.2 (-3.7, 3.3) 0.986 (0.974,0.998) 1.5 ( -0.1, 3.1) 0.998

Ct.Th mm 0.00 (-0.05, 0.04) 0.921 (0.850,0.991) 0.060 ( 0.004, 0.116) 0.937
Ct.Po % -0.03 (-0.30, 0.23) 0.887 (0.835,0.939) 0.054 ( 0.001, 0.106) 0.962

Tb.BV/TV % -0.030 (-0.522, 0.462) 0.984 (0.971,0.997) 0.248 ( 0.008, 0.488) 0.998
Tb.N mm�1 0.000 (-0.002, 0.002) 1.001 (1.000,1.002) -0.001 (-0.003, 0.000) >0.999
Tb.Th mm -0.000 (-0.006, 0.005) 0.909 (0.845,0.973) 0.020 ( 0.006, 0.034) 0.946
Tb.Sp mm -0.000 (-0.003, 0.002) 0.999 (0.998,1.000) 0.000 (-0.000, 0.001) >0.999

Tt.Ar mm2 1.1 (-0.3, 2.4) 1.000 (0.996,1.005) 0.97 (-0.29, 2.22) >0.999
Ct.Ar mm2 0.9 (-1.9, 3.7) 0.955 (0.895,1.016) 2.99 ( 0.13, 5.84) 0.956
Tb.Ar mm2 0.1 (-2.4, 2.7) 0.993 (0.984,1.002) 1.77 (-0.35, 3.88) 0.999
Tibia (n=50)
Tt.BMD mg HA/cm3 0.1 (-0.2, 0.5) 0.998 (0.997,0.999) 0.6 ( 0.3, 0.9) >0.999
Ct.BMD mg HA/cm3 0.3 (-19.6, 20.3) 0.989 (0.960,1.018) 9.3 (-14.5, 33.0) 0.989
Tb.BMD mg HA/cm3 0.4 (-3.4, 2.6) 0.991 (0.979,1.003) 0.9 ( -0.8, 2.6) 0.998

Ct.Th mm 0.002 (-0.069, 0.073) 0.927 (0.856,0.998) 0.083 ( 0.003, 0.163) 0.931
Ct.Po % -0.025 (-0.627, 0.576) 0.984 (0.940,1.028) 0.025 (-0.139, 0.189) 0.976

Tb.BV/TV % -0.054 (-0.455, 0.347) 0.989 (0.977,1.000) 0.186 (-0.059, 0.432) 0.998
Tb.N mm�1 -0.000 (-0.004, 0.004) 0.999 (0.997,1.002) 0.001 (-0.002, 0.004) >0.999
Tb.Th mm -0.001 (-0.006, 0.004) 0.917 (0.884,0.951) 0.019 ( 0.011, 0.027) 0.984
Tb.Sp mm -0.000 (-0.002, 0.002) 0.999 (0.997,1.000) 0.001 (-0.000, 0.002) >0.999

Tt.Ar mm2 0.4 (-0.4, 1.3) 1.000 (0.999,1.001) 0.26 (-0.53, 1.06) >0.999
Ct.Ar mm2 0.3 (-5.9, 6.4) 0.901 (0.849,0.953) 10.16 ( 4.89, 15.43) 0.960
Tb.Ar mm2 0.1 (-5.9, 6.1) 1.007 (0.999,1.015) -4.56 (-9.64, 0.52) 0.999

0 95% limits of agreement (LOA) are the mean error plus or minus 1.96 times the standard deviation of the errors. 1 95% con�dence interval (C.I.)
are the estimated slope or intercept plus or minus 1.96 times the estimated standard error of the estimate, as reported by statsmodels’ ordinary least
squares (OLS) linear regressor after being �t to the data.
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Table B2: Results of linear regression and Bland-Altman analysis on the samples in the held-out test dataset
with reference cortical porosity in the top 25% for each scan site (�high cortical porosity�), comparing the
predicted morphometric outputs, obtained using predicted segmentations, and the reference morphometric
outputs, obtained using reference segmentations.

Bland-Altman Linear Regression
Mean Error
(95% LOA0) Slope (95% C.I.1) Intercept (95% C.I.1) R2

Radius (n=46)
Tt.BMD mg HA/cm3 0.5 (-0.6, 1.6) 0.995 (0.993, 0.997) 2.1 (1.5, 2.7) >0.999
Ct.BMD mg HA/cm3 3.5 (-23.4, 30.5) 0.982 (0.919, 1.045) 18.8 (-34.1, 71.7) 0.955
Tb.BMD mg HA/cm3 1.0 (-4.7, 6.8) 0.994 (0.975, 1.013) 2.1 (-1.1, 5.3) 0.996

Ct.Th mm -0.025 (-0.091, 0.041) 0.946 (0.901, 0.992) 0.033 ( -0.017, 0.083) 0.974
Ct.Po % -0.217 (-0.725, 0.291) 0.813 (0.696, 0.929) 0.116 ( -0.102, 0.333) 0.810

Tb.BV/TV % 0.165 (-0.620, 0.950) 0.994 (0.975, 1.012) 0.308 ( -0.126, 0.741) 0.996
Tb.N mm�1 0.001 (-0.004, 0.006) 1.000 (0.997, 1.002) 0.001 ( -0.003, 0.005) >0.999
Tb.Th mm 0.001 (-0.008, 0.010) 0.968 (0.897, 1.039) 0.008 ( -0.008, 0.025) 0.942
Tb.Sp mm -0.001 (-0.005, 0.003) 0.997 (0.995, 0.999) 0.001 ( -0.001, 0.002) >0.999

Tt.Ar mm2 0.7 (-0.4, 1.8) 1.000 (0.998, 1.002) 0.72 ( 0.07, 1.36) >0.999
Ct.Ar mm2 -0.8 (-5.4, 3.8) 0.949 (0.917, 0.981) 2.59 ( 0.39, 4.79) 0.987
Tb.Ar mm2 1.4 (-3.2, 6.1) 1.009 (0.999, 1.020) -0.72 (-3.19, 1.740) 0.999
Tibia (n=50)
Tt.BMD mg HA/cm3 0.0 (-0.2, 0.3) 0.999 (0.998, 1.000) 0.3 (0.0, 0.5) >0.999
Ct.BMD mg HA/cm3 7.2 (-18.8, 33.3) 0.935 (0.883, 0.986) 56.0 (17.3, 94.7) 0.963
Tb.BMD mg HA/cm3 1.4 (-4.0, 6.9) 0.983 (0.964, 1.002) 4.1 (1.0, 7.2) 0.995

Ct.Th mm -0.034 (-0.145, 0.077) 0.916 (0.879, 0.954) 0.088 ( 0.032, 0.144) 0.979
Ct.Po % -0.217 (-1.156, 0.723) 0.893 (0.791, 0.994) 0.382 (-0.199, 0.963) 0.861

Tb.BV/TV % 0.204 (-0.521, 0.930) 0.981 (0.963, 1.000) 0.641 ( 0.192, 1.091) 0.995
Tb.N mm�1 0.001 (-0.006, 0.009) 0.997 (0.992, 1.001) 0.006 ( 0.000, 0.011) >0.999
Tb.Th mm 0.001 (-0.007, 0.010) 0.982 (0.931, 1.033) 0.006 (-0.007, 0.019) 0.968
Tb.Sp mm -0.001 (-0.006, 0.003) 0.997 (0.994, 1.000) 0.001 (-0.002, 0.003) >0.999

Tt.Ar mm2 0.3 (-0.3, 0.9) 1.000 (1.000, 1.001) 0.02 (-0.44, 0.48) >0.999
Ct.Ar mm2 -3.0 (-13.5, 7.5) 0.947 (0.907, 0.986) 3.98 (-1.40, 9.35) 0.978
Tb.Ar mm2 3.2 (-7.2, 13.6) 0.992 (0.981, 1.004) 7.86 ( 0.91, 14.81) 0.998

0 95% limits of agreement (LOA) are the mean error plus or minus 1.96 times the standard deviation of the errors. 1 95% con�dence interval (C.I.)
are the estimated slope or intercept plus or minus 1.96 times the estimated standard error of the estimate, as reported by statsmodels’ ordinary least
squares (OLS) linear regressor after being �t to the data.
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Table B3: Root-mean-square standard deviations (RMS SD) compared between the proposed algorithm
(U-Net) and the current semi-automated gold standard (Standard) segmentation protocols on the held-out
precision dataset.

RMS SD
U-Net0 Standard1

Radius (n=71)
Tt.BMD mg HA/cm3 0.91 2.01
Ct.BMD mg HA/cm3 2.41 6.90
Tb.BMD mg HA/cm3 0.68 0.85

Ct.Th mm 0.0081 0.0092
Ct.Po % 0.081 0.089

Tb.BV/TV % 0.18 0.20
Tb.N mm�1 0.021 0.021
Tb.Th mm 0.0015 0.0017
Tb.Sp mm 0.0078 0.0080

Tt.Ar mm2 2.24 1.81
Ct.Ar mm2 0.53 0.64
Tb.Ar mm2 1.93 2.27
Tibia (n=85)
Tt.BMD mg HA/cm3 1.34 1.35
Ct.BMD mg HA/cm3 3.02 3.78
Tb.BMD mg HA/cm3 1.01 1.11

Ct.Th mm 0.0094 0.0115
Ct.Po % 0.27 0.30

Tb.BV/TV % 0.18 0.19
Tb.N mm�1 0.041 0.041
Tb.Th mm 0.0015 0.0018
Tb.Sp mm 0.016 0.016

Tt.Ar mm2 2.03 0.99
Ct.Ar mm2 0.51 0.87
Tb.Ar mm2 1.78 0.97

0 U-Net: automated segmentation algorithm using a U-Net and morphological post-processing.
1 Standard: Current standard semi-automated segmentation protocol.
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Table B4: Root-mean-square percentage coe�cient of variation (RMS%CV) compared between the proposed
algorithm (U-Net) and the current semi-automated gold standard (Standard) segmentation protocols on
samples from the held-out precision dataset in the top quartile for Ct.Po (high porosity) and in the bottom
quartile for Ct.Th (low thickness). Quartiles were extracted separately for each scan site.

RMS %CV (low thickness) Wilcoxon RMS %CV (high porosity) Wilcoxon
U-Net0 Standard1 p Value U-Net0 Standard1 p Value

Radius (n=18, 18)
Tt.BMD mg HA/cm3 0.29 0.92 0.550 0.29 0.30 0.740
Ct.BMD mg HA/cm3 0.26 1.13 0.442 0.19 0.32 0.0122

Tb.BMD mg HA/cm3 0.63 0.77 0.072 0.51 0.65 0.463

Ct.Th mm 0.54 0.97 0.0162 0.92 0.95 0.347
Ct.Po % 9.14 14.32 0.0182 7.51 8.88 0.072

Tb.BV/TV % 1.43 1.52 1.000 0.86 0.89 0.966
Tb.N mm-1 0.92 0.98 0.0032 1.45 1.47 0.442
Tb.Th mm 0.64 0.64 0.468 0.65 0.93 0.671
Tb.Sp mm 1.00 1.07 0.181 0.97 0.99 0.369

Tt.Ar mm2 0.95 1.06 0.523 0.74 0.34 0.495
Ct.Ar mm2 1.11 1.74 1.000 0.62 0.75 0.932
Tb.Ar mm2 0.95 1.46 0.119 0.94 0.58 0.181
Tibia (n=21, 21)
Tt.BMD mg HA/cm3 0.70 0.72 0.301 0.69 0.71 0.756
Ct.BMD mg HA/cm3 0.43 0.48 0.147 0.44 0.52 0.216
Tb.BMD mg HA/cm3 0.86 1.02 0.472 0.82 0.93 0.136

Ct.Th mm 0.74 0.89 0.973 0.66 0.90 0.865
Ct.Po % 9.18 10.36 0.575 9.91 9.05 0.683

Tb.BV/TV % 0.99 0.97 0.955 1.06 0.99 0.145
Tb.N mm-1 1.80 1.81 0.0192 3.10 3.11 0.0022

Tb.Th mm 0.50 0.66 0.432 0.52 0.69 0.191
Tb.Sp mm 1.13 1.15 0.452 2.10 2.10 0.320

Tt.Ar mm2 0.20 0.09 0.0063 0.31 0.17 0.179
Ct.Ar mm2 0.45 0.87 0.0142 0.41 0.76 <0.0012

Tb.Ar mm2 0.24 0.14 0.973 0.33 0.17 0.633
0 U-Net: automated segmentation algorithm using a U-Net and morphological post-processing.
1 Standard: Current standard semi-automated segmentation protocol.
2 Wilcoxon signed-rank test indicates signi�cantly lower individual standard deviations with automated segmentation algorithm as compared to the
standard semi-automated protocol.
3 Wilcoxon signed-rank test indicates signi�cantly higher individual standard deviations with automated segmentation algorithm as compared to the
standard semi-automated protocol.
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Appendix B: Supplementary Tables and Figures for Chapter 3

Figure B3: Schematic of the iterative binary segmentation �lter, which is based on an alternating sequential
�lter with connected components �ltering interposed between dilations and erosions. ‘Remove Islands’ refers
to performing N 3x3x3 erosions, connected component �ltering to keep only the largest connected foreground
region, and N 3x3x3 dilations. ‘Fill Gaps’ refers to performing N 3x3x3 dilations, connected component
�ltering to keep only the largest connected background region, and N 3x3x3 erosions. These two operations
alternate with iteratively increasing N until N exceeds Nislands or Ngaps. At this point, if either of Nislands
or Ngaps exceed the other the corresponding operation is applied to the binary mask one �nal time with the
corresponding number of erosions and dilations.
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Appendix C: Expected relationship between

Tb.BV/TV, Tb.Th, and Tb.Sp (Chapter 4)

Figure C1: Axial schematic of the synthetic data showing the repeating unit cube that composes the
entire volume. The diagonal of the cube’s axial face and the cylinder diameters are labelled in terms of
microarchitectural parameters.

Figure C1 shows a schematic of the repeating unit cube that composes the entire volume of any given

synthetic bone segmentation used in Chapter 4. The diagonal of this cube is the trabecular thickness and

separation combined. Since we are eventually interested in the ratio of two volumes, we may assume the cube

has unit depth without loss of generality. Therefore, the total volume of this cube, as a function of trabecular

thickness and separation, is:

+total =
„Tb.Th ‚ Tb.Sp”2

2
� (C1)
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Appendix C: Expected relationship between Tb.BV/TV, Tb.Th, and Tb.Sp (Chapter 4)

Each unit cube contains one quarter of a trabecula at the corners. Since all trabeculae are identical and

the diameter of a trabecula is the trabecular thickness, by the de�nition of the volume of a spherical cylinder

and again assuming unit depth, the total volume of bone within the unit cube is:

+bone =
c
4
Tb.Th2� (C2)

Combining equations C1 and C2 with the de�nition of bone volume fraction generates a theoretical

expectation for the bone volume fraction in the synthetic data:

Tb.BV/TV =
+bone
+total

=) Tb.BV/TV =
c
4 Tb.Th

2

„Tb.Th‚Tb.Sp”2
2

=) Tb.BV/TV =
c
2

�
Tb.Th

Tb.Th ‚ Tb.Sp

�2

�

(C3)

This relationship should hold exactly in the synthetic data, and a similar trend should be observed in in

vivo data if the trabeculae are predominantly rod-like.

Suppose instead that the trabecular network consists only of parallel �at plates of equal thickness, Tb.Th,

with equal separation between them, Tb.Sp. Consider a cubic volume with a cross-section area of � and a

height such that the cube contains = plates. The total volume of this cube will be:

+total = =� „Tb.Th ‚ Tb.Sp” � (C4)

while the volume of bone within the cube will be:

+bone = =� „Tb.Th” � (C5)

Combining equations C4 and C5 with the de�nition of Tb.BV/TV yields:

Tb.BV/TV =
+bone
+total

=) Tb.BV/TV =
=� „Tb.Th”

=� „Tb.Th ‚ Tb.Sp”

=) Tb.BV/TV =
Tb.Th

Tb.Th ‚ Tb.Sp
�

(C6)

Equations C3 and C6 are both instances of the same general power-law relationship:
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Appendix C: Expected relationship between Tb.BV/TV, Tb.Th, and Tb.Sp (Chapter 4)

Tb.BV/TV = �
�

Tb.Th
Tb.Th ‚ Tb.Sp

�U
� (C7)

where � = 1, U = 1 for plate-like trabeculae and � = c�2 and U = 2 for rod-like trabeculae. In trabecular

networks with a mixture of geometries, we would expect measured coe�cients to lie somewhere between

these extremes. Additionally, the relationships observed in data measured on digital images with discretized

segmentations (rather than idealized geometries), discrepancies between observed and theorized relationships

could arise due to artifacts digital and measurement artifacts.

254



Appendix D: Mathematical correspondence

between the hypothesized relationships and

the equations used to derive Tb.Sp and

Tb.Th in �rst-generation HR-pQCT

(Chapter 4)

In �rst-generation XtremeCT, Tb.N was measured, Tb.BV/TV was derived from Tb.BMD, and Tb.Sp and

Tb.Th were derived from Tb.N and Tb.BV/TV as follows:

Tb.Sp =
1 � Tb.BV/TV

Tb.N
(D1)

Tb.Th =
Tb.BV/TV

Tb.N
(D2)

Substituting our hypothesized equations for Tb.BV/TV into equations D1 and D2, we can show that these

equations are all consistent, assuming that the trabeculae have a plate-like geometry (� = 1, U = 1).

First, equation D1:
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Mathematical correspondence between hypothesized and derived relationships

Tb.Sp =
1 � Tb.BV/TV

Tb.N

=) Tb.Sp =
1 � �

�
Tb.Th

Tb.Th‚Tb.Sp

�U

1
Tb.Th‚Tb.Sp

=) Tb.Sp = Tb.Th ‚ Tb.Sp � � „Tb.Th”U „Tb.Th ‚ Tb.Sp”1�U

=) Tb.Th = � „Tb.Th”U „Tb.Th ‚ Tb.Sp”1�U

=) 1 = � „Tb.Th”U�1 „Tb.Th ‚ Tb.Sp”1�U

(D3)

Next, equation D2:

Tb.Th =
Tb.BV/TV

Tb.N

=) Tb.Th =
�

�
Tb.Th

Tb.Th‚Tb.Sp

�U

1
Tb.Th‚Tb.Sp

=) Tb.Th = � „Tb.Th”U „Tb.Th ‚ Tb.Sp”1�U

=) 1 = � „Tb.Th”U�1 „Tb.Th ‚ Tb.Sp”1�U

(D4)

Equations D3 and D4 are the same and hold for all Tb.Th and Tb.Sp, which must be positive real numbers,

if and only if � = 1 and U = 1.

Proof. Equations D3 and D4 must hold for all positive real Tb.Th and Tb.Sp, so we can set these parameters

to any real positive number and the relation must hold. First, let Tb.Th = Tb.Sp = 1, then:

1 = � „1”U�1 „1 ‚ 1”1�U

=) 1 = � „2”1�U

=) � = 2U�1

=) 1 = „2Tb.Th”U�1 „Tb.Th ‚ Tb.Sp”1�U

=) „Tb.Th ‚ Tb.Sp”U�1 = „2Tb.Th”U�1

=) „U � 1” ln „Tb.Th ‚ Tb.Sp” = „U � 1” ln „2Tb.Th”

(D5)

Now, let Tb.Th = 1�2 and Tb.Sp = 3�2, then:
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Mathematical correspondence between hypothesized and derived relationships

„U � 1” ln „1�2 ‚ 3�2” = „U � 1” ln „2 � 1�2”

=) „U � 1” ln „2” = „U � 1” ln „1”

=) „U � 1” ln „2” = 0

=) U = 1

=) � = 21�1 = 20 = 1

(D6)

Therefore, the relation is only satis�ed when � = U = 1.

�
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Appendix E: Pair plots of in vivo and

synthetic microarchitectural parameters

(Chapter 4)
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Appendix E: Pair plots of in vivo and synthetic microarchitectural parameters (Chapter 4)

Figure E1: Pair plot for normalized trabecular thickness, separation, number, and bone volume fraction for
the synthetic and in vivo data. Trabecular thickness and separation are normalized by dividing by voxel size,
and trabecular number is normalized by multiplying by voxel size. Normalization is performed to allow
comparison between datasets. O�-diagonal plots show bivariate scatterplots, while diagonal plots show
univariate kernel density estimate plots. The means and standard deviations of the normalized trabecular
thicknesses are 8 (SD 5) and 4.1 (SD 0.5) voxels in the synthetic and measured in vivo (Measured) datasets,
respectively.
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Appendix E: Pair plots of in vivo and synthetic microarchitectural parameters (Chapter 4)

Figure E2: Pair plot for all trabecular microarchitectural parameters, with in vivo data only.
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Appendix F: Explained variance with PCA

with additional semi-synthetic datasets

(Chapter 4)

Further demonstrating the theoretical interdependence described by equations 4.1 and 4.2, two additional

semi-synthetic datasets were constructed. First, a �dependent� dataset was constructed using trabecular

thickness and separation from the measured in vivo data as inputs to equations 1 and 2 (with � = c�2, U = 2)

and generating synthetic dependent values for trabecular number and bone volume fraction. Second, an

�independent� dataset used the measured in vivo trabecular thickness and separation but fully randomly

generated synthetic trabecular number and bone volume fraction values. These were generated by randomly

sampling values from normal distributions with means and standard deviations equal to those observed in the

in vivo distributions of trabecular number and bone volume fraction.
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Appendix F: Explained variance with PCA with additional semi-synthetic datasets (Chapter 4)

Figure F1: Explained variance for combinations of Tb.Th, Tb.Sp, Tb.N, and Tb.BV/TV for four distinct
datasets. Synthetic: measurements in synthetically generated images. Measured: measurements in in vivo
images from human participants across �ve studies. Dependent: Using the measured in vivo Tb.Th and
Tb.Sp, Tb.N and Tb.BV/TV are generated using the hypothesized proportionalities in equations 1 and 2.
Independent: Tb.Th and Tb.Sp are from in vivo measurements, while Tb.N and Tb.BV/TV are randomly
generated to ensure statistical independence from Tb.Th and Tb.Sp.
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Appendix G: Monte Carlo simulations of

clinical data (Chapter 4)

Suppose we plan to measure how two groups di�er in trabecular structure. We set the signi�cance level at

0.05 (type I error rate: 5%), target a power of 0.8 (type II error rate: 20%), plan to have equal group sizes, and

predict a standardized e�ect size of 0.5 (for Tb.Th and Tb.Sp). To achieve this, we would require a sample

size of 64. We can perform Monte Carlo simulations to obtain estimates of the actual type I and type II error

rates in several scenarios: testing only Tb.Th, testing Tb.Th and Tb.Sp with and without false discovery rate

control, and testing Tb.Th, Tb.Sp, Tb.N, and Tb.BV/TV with and without false discovery rate control. We use

100,000 trials for each experiment and we sample Tb.Th and Tb.Sp from Gamma distributions with mean and

standard deviation of 0.25 � 0.03 for Tb.Th and 0.75 � 0.27 for Tb.Sp. When required, Tb.N and Tb.BV/TV

are estimated from Tb.Th and Tb.Sp as:

Tb.N =
1

Tb.Th ‚ Tb.Sp
(G1)

Tb.BV/TV = 1�30
�

Tb.Th
Tb.Th ‚ Tb.Sp

�1�27

(G2)

The type I error rate can be estimated by generating two (N=64) samples of a variable from the same

distribution (null hypothesis is true), performing a t-test, with and without false discovery rate control where

applicable, and checking how often p � 0.05. In the case of multiple variables being tested where the null

hypothesis is true for all variables, a type I error occurs if a single di�erence is detected in an experiment.

The type II error rate can be estimated by generating two (N=64) samples of a variable from two di�erent

distributions (null hypothesis is not true), the di�erence between them being the predicted standardized e�ect

size, performing a t-test, and checking how often p ¡ 0.05. In the case of multiple variables being tested
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Appendix G: Monte Carlo simulations of clinical data (Chapter 4)

where the null hypothesis is false for all variables, type II errors are counted individually for each variable

being measured. Importantly, when Tb.N and Tb.BV/TV are derived and used for testing, we do not count a

failure of signi�cance of their di�erences as a type II error because these variables will not necessarily have

the same e�ect size as Tb.Th and Tb.Sp. The sample size was selected to power detection of di�erences in

Tb.Th and Tb.Sp, so we are not necessarily powered to �nd di�erences in Tb.N and/or Tb.BV/TV.

Table G1: The type I and II error rates are reported for di�erent combinations of variables being tested with
and without false discovery rate (FDR) control, where applicable.

Tested Variables FDR Control Type I Error Rate Type II Error Rate
Tb.Th N/A 0.052 0.197

Tb.Th, Tb.Sp No 0.099 0.198
Tb.Th, Tb.Sp Yes 0.051 0.215

Tb.Th, Tb.Sp, Tb.N, Tb.BV/TV No 0.132 0.199
Tb.Th, Tb.Sp, Tb.N, Tb.BV/TV Yes 0.041 0.249

The ideal case is to examine a single (primary) variable, and here the type I and type II error rates are as

expected. With two independent variables (with the same expected e�ect size), we can apply false discovery

rate control to maintain the type I error rate at a slight cost to study power, dropping from �0.80 to �0.78.

Otherwise, the type I error rate is doubled, as we would expect. With two independent variables and two

additional dependent variables, with false discovery rate control the type I error rate is over-corrected to 0.04

(from 0.05) while study power drops from �0.8 to �0.75. Without false discovery rate control, the type I

error rate elevates to 0.13.
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Appendix H: Supplementary Data for

Chapter 5

Table H1: Parameter space for the deformable registration grid sweep. Only the di�eomorphic demons type
was considered since it was important that the transformations be invertible. Shrink and smooth factors are
reported as pairs of downsampling factors and Gaussian smoothing sigmas.

Parameter Values
Demons type di�eomorphic
Downsampling factor 4, 8
Displacement smoothing 1.0, 1.5, 2.0
Update smoothing 1.0, 1.5, 2.0
Shrink and smooth factors » „16� 8” � „8� 4” � „4� 2” � „2� 1” … � » „32� 16” � „16� 8” � „8� 4” � „4� 2” � „2� 1” …
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Table H2: Parameter space for segmentation model selection when training from scratch on either training
dataset. Parameter values grouped with round brackets indicate a single array of values.

Model, Parameter Values
UNet
Channels (16, 32, 64, 128), (32, 64, 128, 256), (64, 128, 256, 512)
Dropout 0.1, 0.3, 0.5
Learning rate 10�3, 10�4

UNet++
Channels (16, 32, 64, 128), (32, 64, 128, 256), (64, 128, 256, 512)
Dropout 0.1, 0.3, 0.5
Learning rate 10�3, 10�4

SegResNetVAE
Initial Conv Layer Channels 8
Blocks down (1, 1, 2, 4)
Blocks up (1, 1, 1)
VAE latent variables 256
Dropout 0.1, 0.3, 0.5
Learning rate 10�3, 10�4

UNETR
Channels (64, 128, 256, 512)
Feature size 16
Hidden size 768
Feed-forward layer dimension 3072
Attention heads 12
Dropout 0.1, 0.3, 0.5
Learning rate 10�3, 10�4

SeGAN
Channels (16, 32, 64, 128), (32, 64, 128, 256), (64, 128, 256, 512)
Dropout 0.1, 0.3, 0.5
Learning rate 10�3, 10�4

Table H3: The running times for each step in the work�ow were measured on the repeat-measures precision
dataset and are reported as the average and standard deviation (SD) of running times for individual images.

Step Time, Mean (SD) [minutes]
Image conversion from AIM to NiFTI format 1.6 (SD 0.7)
Ensemble inference (bone segmentation) 32 (SD 11)
Bone segmentation post-processing 10 (SD 4)
Atlas-based compartmental segmentation 9 (SD 3)
ROI generation 66 (SD 18)
Mask conversion from NiFTI to AIM format 0.7 (SD 0.2)
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Appendix I: Supplementary Data for

Chapter 6

Table I1: Clinical CT imaging parameters.

Parameter Speci�cation
CT, KUB
kVp 120
mAs [mA] 100 - 700 (depending on height and weight)
slice thickness [mm] 0.8
reconstruction kernel standard
DECT, Knee
Reconstruction FOV diameter [mm] 294-360
Matrix 512 x 512
Slice Thickness [mm] 0.625
Scan-Pitch Ratio 0.984:1
Low energy [kVp] 80
High energy [kVp] 140
Tube current [mA] 630
Rotation Time [s] 0.5
Number of Slices 310-401
Reconstruction algorithm FBP, 30% ASIR
Reconstruction kernel Detail
CTDIvol [mGy] 18.62
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Table I2: Parameter speci�cations for the application of the model-�tting thickness estimation algorithms to
the KUB and knee clinical CT datasets. Where not speci�ed, additional optional parameters of the various
�lters and functions used are left as default.

Parameter KUB Knee
Taubin smoothing iterations 100 100
Taubin smoothing passband 0.01 0.1
Intensity smoothing standard deviation [-] 1 1
Cortical density [HU] 1400 500
Sampling resolution [mm] 0.7 0.7
Residual boost factor (W0) 1.5 1.5
Outside sampling distance [mm] 4 4
Inside sampling distance [mm] 12 12
Thickness initial guess [mm] 2 2
Thickness bounds (min, max) [mm] (0.7, 8) (0.7, 8)
Cortical center distance initial guess [mm] 0 0
Cortical center distance bounds (min, max) [mm] (-3, 3) (-3, 3)
Soft tissue intensity initial guess [mg HA / cm3] 0 0
Soft tissue intensity bounds (min, max) [mg HA / cm3] (-200, 400) (-200, 400)
Trabecular bone intensity initial guess [mg HA / cm3] 200 200
Trabecular bone intensity bounds (min, max) [mg HA / cm3] (0, 500) (0, 500)
Model standard deviation initial guess [mm] 0.1 0.1
Model standard deviation bounds (min, max) [mm] (0.01, 1) (0.01, 1)
Surface normal constraint None None
Optimizer parameters

Max iterations 400 400
Function tolerance 10�6 10�6

Gradient tolerance 10�6 10�6

Regularization method-speci�c parameters
Regularization coe�cient 0.5 0.5
Regularization standard deviation [mm] 1.4 1.4
Neighbours 200 200
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Appendix J: Longitudinal Change

Mixed-E�ects Model Formulae (Chapter 7)

There were three factors (Sclerosis, Separation, Deep Density) and one parameter (Sc.BMD) modeled. The

speci�c forms of those mixed e�ects models were:

�Sclerosis � 1 ‚ „Injured*PostSurgery” *„

Baseline Sclerosis + Baseline Separation

+ Baseline Deep Density + Baseline Sc.BMD

+ Female + Age + Injured:MeniscusTear

+ Surgery:Chronicity

+ Injured:PostSurgery:MeniscusResected

+ Injured:PostSurgery:MeniscusRepaired

” ‚ „1 j ID” �

(J1)
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Appendix J: Longitudinal Change Mixed-E�ects Model Formulae (Chapter 7)

�Separation � 1 ‚ „Injured*PostSurgery” *„

Baseline Sclerosis + Baseline Separation

+ Baseline Deep Density + Baseline Sc.BMD

+ Female + Age + Injured:MeniscusTear

+ Surgery:Chronicity

+ Injured:PostSurgery:MeniscusResected

+ Injured:PostSurgery:MeniscusRepaired

” ‚ „1 j ID” �

(J2)

�Deep Density � 1 ‚ „Injured*PostSurgery” *„

Baseline Sclerosis + Baseline Separation

+ Baseline Deep Density + Baseline Sc.BMD

+ Female + Age + Injured:MeniscusTear

+ Surgery:Chronicity

+ Injured:PostSurgery:MeniscusResected

+ Injured:PostSurgery:MeniscusRepaired

” ‚ „1 j ID” �

(J3)

and

�Sc.BMD � 1 ‚ „Injured*PostSurgery” *„

Baseline Sclerosis + Baseline Separation

+ Baseline Deep Density + Baseline Sc.BMD

+ Female + Age + Injured:MeniscusTear

+ Surgery:Chronicity

+ Injured:PostSurgery:MeniscusResected

+ Injured:PostSurgery:MeniscusRepaired

” ‚ „1 j ID” �

(J4)
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Appendix J: Longitudinal Change Mixed-E�ects Model Formulae (Chapter 7)

In this context, * is the ‘crossing’ operator, which expands out to include the interaction of the crossed

e�ects and all sub-interactions. For example:

A*B*C = A ‚ B ‚ C ‚ A:B ‚ B:C ‚ A:C ‚ A:B:C� (J5)

where : is the interaction operator.
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Appendix K: Longitudinal Change

Mixed-E�ects Model Coe�cients (Chapter 7)
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Appendix K: Longitudinal Change Mixed-E�ects Model Coe�cients (Chapter 7)

Table K1: Mixed e�ect model �xed e�ect coe�cients for the Sclerosis factor.

� Sclerosis Tibia Femur
Coe�cient Coe�cient

(Intercept) -0.11 (SEE 0.10) 0.3 (SEE 0.2)
Age 0.00 (SEE 0.08) 0.08 (SEE 0.06)
Baseline Deep Density 0.03 (SEE 0.08) -0.02 (SEE 0.12)
Baseline Sc.BMD -0.07 (SEE 0.08) -0.20 (SEE 0.07)
Baseline Sclerosis 0.10 (SEE 0.08) 0.20 (SEE 0.17)
Baseline Separation 0.05 (SEE 0.08) 0.25 (SEE 0.12)
Female 0.11 (SEE 0.13) 0.12 (SEE 0.12)
Injured 0.05 (SEE 0.12) -0.0 (SEE 0.3)
PostSurgery 0.10 (SEE 0.13) -0.2 (SEE 0.2)
Injured : Age 0.02 (SEE 0.09) -0.13 (SEE 0.06)
Injured : Baseline Deep Density -0.04 (SEE 0.11) -0.14 (SEE 0.17)
Injured : Baseline Sc.BMD 0.19 (SEE 0.11) 0.14 (SEE 0.09)
Injured : Baseline Sclerosis -0.16 (SEE 0.10) 0.2 (SEE 0.2)
Injured : Baseline Separation -0.23 (SEE 0.11) -0.20 (SEE 0.16)
Injured : Female -0.37 (SEE 0.15) -0.34 (SEE 0.13)
Injured : Meniscus Tear 0.02 (SEE 0.10) 0.06 (SEE 0.09)
Injured : PostSurgery -0.02 (SEE 0.16) -0.1 (SEE 0.3)
PostSurgery : Age 0.02 (SEE 0.09) -0.09 (SEE 0.07)
PostSurgery : Baseline Deep Density -0.02 (SEE 0.11) 0.01 (SEE 0.13)
PostSurgery : Baseline Sc.BMD 0.04 (SEE 0.10) 0.20 (SEE 0.08)
PostSurgery : Baseline Sclerosis -0.05 (SEE 0.09) -0.18 (SEE 0.19)
PostSurgery : Baseline Separation -0.07 (SEE 0.09) -0.27 (SEE 0.13)
PostSurgery : Chronicity -0.02 (SEE 0.04) -0.01 (SEE 0.03)
PostSurgery : Female -0.09 (SEE 0.16) -0.14 (SEE 0.14)
Injured : PostSurgery : Age -0.05 (SEE 0.10) 0.14 (SEE 0.08)
Injured : PostSurgery : Baseline Deep Density 0.02 (SEE 0.14) 0.04 (SEE 0.19)
Injured : PostSurgery : Baseline Sc.BMD -0.10 (SEE 0.13) -0.13 (SEE 0.10)
Injured : PostSurgery : Baseline Sclerosis 0.08 (SEE 0.12) -0.2 (SEE 0.3)
Injured : PostSurgery : Baseline Separation 0.32 (SEE 0.12) 0.34 (SEE 0.17)
Injured : PostSurgery : Chronicity -0.01 (SEE 0.04) 0.00 (SEE 0.04)
Injured : PostSurgery : Female 0.23 (SEE 0.17) 0.35 (SEE 0.15)
Injured : PostSurgery : Meniscus Repair 0.05 (SEE 0.08) 0.01 (SEE 0.07)
Injured : PostSurgery : Meniscus Resection 0.08 (SEE 0.12) 0.08 (SEE 0.11)
Injured : PostSurgery : Meniscus Tear 0.08 (SEE 0.12) 0.07 (SEE 0.11)

* adjusted Wald test indicates coe�cient is statistically signi�cantly di�erent from zero after correction for each term
across all eight models using the Benjamini-Hochberg procedure.
The LSC of Sclerosis in the tibia was 0.16, and a one unit increase or decrease in Sclerosis correlates to the following
microarchitectural changes: Sc.Th: �0.210 mm, Tb.BMD (shallow, middle): �31.0, �33.0 mg HA/cm3, Tb.Th
(shallow, middle): �0.027, �0.042 mm.
Age was normalized using a center value of 35 years and a scaling value of 10 years and chronicity was normalized
using a center value of 180 days and a standard deviation of 120 days.
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Table K2: Mixed e�ect model �xed e�ect coe�cients for the Separation factor.

� Separation Tibia Femur
Coe�cient Coe�cient

(Intercept) 0.06 (SEE 0.17) 0.4 (SEE 0.3)
Age 0.01 (SEE 0.12) -0.00 (SEE 0.11)
Baseline Deep Density 0.03 (SEE 0.14) -0.35 (SEE 0.19)
Baseline Sc.BMD 0.08 (SEE 0.14) 0.05 (SEE 0.12)
Baseline Sclerosis -0.17 (SEE 0.12) 0.4 (SEE 0.3)
Baseline Separation -0.02 (SEE 0.13) 0.1 (SEE 0.2)
Female 0.1 (SEE 0.2) -0.1 (SEE 0.2)
Injured 0.22 (SEE 0.19) -1.6 (SEE 0.4)
PostSurgery -0.0 (SEE 0.2) -0.3 (SEE 0.4)
Injured : Age 0.24 (SEE 0.14) -0.01 (SEE 0.10)
Injured : Baseline Deep Density -0.17 (SEE 0.18) 1.7 (SEE 0.3)
Injured : Baseline Sc.BMD -0.24 (SEE 0.18) 0.44 (SEE 0.15)
Injured : Baseline Sclerosis 0.28 (SEE 0.17) -2.3 (SEE 0.4)
Injured : Baseline Separation 0.38 (SEE 0.18) 0.3 (SEE 0.3)
Injured : Female -0.1 (SEE 0.2) 0.5 (SEE 0.2)
Injured : Meniscus Tear 0.02 (SEE 0.16) -0.27 (SEE 0.15)
Injured : PostSurgery -0.2 (SEE 0.3) 1.8 (SEE 0.5)
PostSurgery : Age -0.05 (SEE 0.15) 0.04 (SEE 0.13)
PostSurgery : Baseline Deep Density -0.20 (SEE 0.17) 0.1 (SEE 0.2)
PostSurgery : Baseline Sc.BMD -0.08 (SEE 0.17) -0.11 (SEE 0.13)
PostSurgery : Baseline Sclerosis 0.19 (SEE 0.15) -0.0 (SEE 0.3)
PostSurgery : Baseline Separation -0.10 (SEE 0.14) -0.3 (SEE 0.2)
PostSurgery : Chronicity 0.04 (SEE 0.06) -0.06 (SEE 0.06)
PostSurgery : Female -0.2 (SEE 0.3) 0.1 (SEE 0.2)
Injured : PostSurgery : Age -0.12 (SEE 0.17) 0.08 (SEE 0.12)
Injured : PostSurgery : Baseline Deep Density 0.4 (SEE 0.2) -1.6 (SEE 0.3)
Injured : PostSurgery : Baseline Sc.BMD 0.2 (SEE 0.2) -0.47 (SEE 0.16)
Injured : PostSurgery : Baseline Sclerosis -0.34 (SEE 0.20) 2.5 (SEE 0.4)
Injured : PostSurgery : Baseline Separation -0.4 (SEE 0.2) -0.6 (SEE 0.3)
Injured : PostSurgery : Chronicity 0.10 (SEE 0.06) 0.05 (SEE 0.06)
Injured : PostSurgery : Female 0.4 (SEE 0.3) -0.5 (SEE 0.2)
Injured : PostSurgery : Meniscus Repair 0.22 (SEE 0.13) -0.03 (SEE 0.11)
Injured : PostSurgery : Meniscus Resection 0.04 (SEE 0.19) 0.15 (SEE 0.18)
Injured : PostSurgery : Meniscus Tear -0.19 (SEE 0.19) 0.20 (SEE 0.18)

* adjusted Wald test indicates coe�cient is statistically signi�cantly di�erent from zero after correction for each term
across all eight models using the Benjamini-Hochberg procedure.
The LSCs of Separation were 0.60 (medial tibia) and 0.57 (lateral tibia), and a one unit increase or decrease in
Separation correlates to the following microarchitectural changes: Tb.Sp (shallow, middle, deep): �0.048, �0.074,
�0.094 mm.
Age was normalized using a center value of 35 years and a scaling value of 10 years and chronicity was normalized
using a center value of 180 days and a standard deviation of 120 days.
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Appendix K: Longitudinal Change Mixed-E�ects Model Coe�cients (Chapter 7)

Table K3: Mixed e�ect model �xed e�ect coe�cients for the Deep Density factor.

� Deep Density Tibia Femur
Coe�cient Coe�cient

(Intercept) -0.09 (SEE 0.13) 0.5 (SEE 0.3)
Age 0.03 (SEE 0.10) 0.11 (SEE 0.09)
Baseline Deep Density 0.03 (SEE 0.11) -0.06 (SEE 0.17)
Baseline Sc.BMD -0.12 (SEE 0.10) -0.27 (SEE 0.10)
Baseline Sclerosis 0.00 (SEE 0.09) 0.3 (SEE 0.3)
Baseline Separation 0.02 (SEE 0.10) 0.47 (SEE 0.18)
Female 0.10 (SEE 0.16) 0.17 (SEE 0.18)
Injured -0.04 (SEE 0.14) -0.1 (SEE 0.4)
PostSurgery 0.09 (SEE 0.16) -0.4 (SEE 0.3)
Injured : Age 0.10 (SEE 0.11) -0.17 (SEE 0.09)
Injured : Baseline Deep Density -0.16 (SEE 0.14) -0.2 (SEE 0.2)
Injured : Baseline Sc.BMD 0.34 (SEE 0.13) 0.23 (SEE 0.13)
Injured : Baseline Sclerosis 0.05 (SEE 0.13) 0.2 (SEE 0.3)
Injured : Baseline Separation 0.01 (SEE 0.14) -0.3 (SEE 0.2)
Injured : Female -0.53 (SEE 0.18) -0.31 (SEE 0.19)
Injured : Meniscus Tear -0.16 (SEE 0.12) 0.16 (SEE 0.14)
Injured : PostSurgery 0.22 (SEE 0.19) 0.2 (SEE 0.4)
PostSurgery : Age 0.00 (SEE 0.12) -0.12 (SEE 0.11)
PostSurgery : Baseline Deep Density -0.13 (SEE 0.13) -0.01 (SEE 0.19)
PostSurgery : Baseline Sc.BMD 0.10 (SEE 0.13) 0.23 (SEE 0.11)
PostSurgery : Baseline Sclerosis 0.08 (SEE 0.11) -0.3 (SEE 0.3)
PostSurgery : Baseline Separation -0.08 (SEE 0.11) -0.51 (SEE 0.19)
PostSurgery : Chronicity -0.02 (SEE 0.05) -0.03 (SEE 0.05)
PostSurgery : Female -0.2 (SEE 0.2) -0.2 (SEE 0.2)
Injured : PostSurgery : Age -0.06 (SEE 0.12) 0.33 (SEE 0.11)
Injured : PostSurgery : Baseline Deep Density 0.14 (SEE 0.17) -0.2 (SEE 0.3)
Injured : PostSurgery : Baseline Sc.BMD -0.30 (SEE 0.15) -0.28 (SEE 0.15)
Injured : PostSurgery : Baseline Sclerosis -0.08 (SEE 0.15) 0.1 (SEE 0.4)
Injured : PostSurgery : Baseline Separation 0.14 (SEE 0.15) 0.3 (SEE 0.2)
Injured : PostSurgery : Chronicity -0.07 (SEE 0.05) -0.01 (SEE 0.05)
Injured : PostSurgery : Female 0.3 (SEE 0.2) 0.5 (SEE 0.2)
Injured : PostSurgery : Meniscus Repair 0.12 (SEE 0.10) 0.10 (SEE 0.10)
Injured : PostSurgery : Meniscus Resection 0.02 (SEE 0.14) 0.06 (SEE 0.16)
Injured : PostSurgery : Meniscus Tear 0.10 (SEE 0.14) -0.14 (SEE 0.16)

* adjusted Wald test indicates coe�cient is statistically signi�cantly di�erent from zero after correction for each term
across all eight models using the Benjamini-Hochberg procedure.
A one unit increase or decrease in Deep Density correlates to the following microarchitectural changes: Tb.BMD
(deep): �42.0 mg HA/cm3, Tb.Th (deep): �0.022 mm.
Age was normalized using a center value of 35 years and a scaling value of 10 years and chronicity was normalized
using a center value of 180 days and a standard deviation of 120 days.
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Appendix K: Longitudinal Change Mixed-E�ects Model Coe�cients (Chapter 7)

Table K4: Mixed e�ect model �xed e�ect coe�cients for Sc.BMD.

� Sc.BMD Tibia Femur
Coe�cient Coe�cient

(Intercept) -0.07 (SEE 0.13) 0.2 (SEE 0.4)
Age 0.08 (SEE 0.10) 0.08 (SEE 0.14)
Baseline Deep Density -0.00 (SEE 0.11) 0.2 (SEE 0.2)
Baseline Sc.BMD -0.13 (SEE 0.11) -0.42 (SEE 0.14)
Baseline Sclerosis 0.06 (SEE 0.09) 0.3 (SEE 0.3)
Baseline Separation 0.13 (SEE 0.10) 0.6 (SEE 0.2)
Female -0.00 (SEE 0.16) 0.6 (SEE 0.3)
Injured 0.21 (SEE 0.14) -0.2 (SEE 0.5)
PostSurgery 0.06 (SEE 0.16) 0.4 (SEE 0.5)
Injured : Age -0.02 (SEE 0.11) 0.04 (SEE 0.12)
Injured : Baseline Deep Density -0.10 (SEE 0.14) -0.0 (SEE 0.3)
Injured : Baseline Sc.BMD 0.25 (SEE 0.14) 0.29 (SEE 0.18)
Injured : Baseline Sclerosis -0.11 (SEE 0.13) -0.2 (SEE 0.5)
Injured : Baseline Separation -0.31 (SEE 0.14) -0.4 (SEE 0.3)
Injured : Female -0.15 (SEE 0.18) -0.8 (SEE 0.2)
Injured : Meniscus Tear 0.13 (SEE 0.12) 0.06 (SEE 0.18)
Injured : PostSurgery -0.21 (SEE 0.19) -0.1 (SEE 0.6)
PostSurgery : Age -0.09 (SEE 0.12) -0.14 (SEE 0.16)
PostSurgery : Baseline Deep Density 0.04 (SEE 0.13) -0.6 (SEE 0.2)
PostSurgery : Baseline Sc.BMD -0.08 (SEE 0.13) 0.07 (SEE 0.15)
PostSurgery : Baseline Sclerosis 0.00 (SEE 0.11) 0.6 (SEE 0.4)
PostSurgery : Baseline Separation -0.19 (SEE 0.11) -0.7 (SEE 0.3)
PostSurgery : Chronicity 0.00 (SEE 0.05) -0.04 (SEE 0.07)
PostSurgery : Female 0.09 (SEE 0.20) -0.4 (SEE 0.3)
Injured : PostSurgery : Age 0.16 (SEE 0.13) -0.00 (SEE 0.14)
Injured : PostSurgery : Baseline Deep Density -0.08 (SEE 0.17) 0.6 (SEE 0.4)
Injured : PostSurgery : Baseline Sc.BMD -0.45 (SEE 0.15) -0.27 (SEE 0.19)
Injured : PostSurgery : Baseline Sclerosis 0.24 (SEE 0.15) -0.7 (SEE 0.5)
Injured : PostSurgery : Baseline Separation 0.45 (SEE 0.15) 0.7 (SEE 0.3)
Injured : PostSurgery : Chronicity -0.15 (SEE 0.05) -0.01 (SEE 0.07)
Injured : PostSurgery : Female 0.1 (SEE 0.2) 0.7 (SEE 0.3)
Injured : PostSurgery : Meniscus Repair 0.35 (SEE 0.10) 0.05 (SEE 0.13)
Injured : PostSurgery : Meniscus Resection 0.12 (SEE 0.15) -0.1 (SEE 0.2)
Injured : PostSurgery : Meniscus Tear -0.17 (SEE 0.14) 0.0 (SEE 0.2)

* adjusted Wald test indicates coe�cient is statistically signi�cantly di�erent from zero after correction for each term
across all eight models using the Benjamini-Hochberg procedure.
Sc.BMD was normalized using a center value of 635 mg HA/cm3 and a standard deviation of 49 mg HA/cm3. The LSC
of Sc.BMD is 36.6 mg HA/cm3 (Table 5.1), or 0.75 as normalized Sc.BMD (36.6 / 49).
Age was normalized using a center value of 35 years and a scaling value of 10 years and chronicity was normalized
using a center value of 180 days and a standard deviation of 120 days.
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Appendix L: Supplemental Figure

Figure L1: The longitudinal trends in trabecular BMD are shown for the post-injury (dark blue) and
post-surgery (light blue) groups for each bone, side, compartment, and depth for the dataset used in Chapter 7.
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