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Abstract

The learning and usage of an API is supported by documentation. Like source code, API documentation
is itself a software product. Several research results show that bad design in API documentation can make
the reuse of API features difficult. Indeed, similar to code smells, poorly designed API documentation can
also exhibit ‘smells’. Such documentation smells can be described as bad documentation styles that do not
necessarily produce incorrect documentation but nevertheless make the documentation difficult to understand
and use. This thesis aims to enhance API documentation usability by addressing such documentation smells
in three phases. In the first phase, we developed a catalog of five API documentation smells consulting
literature on API documentation issues and online developer discussion. We validated their presence in the
real world by creating a benchmark of 1K official Java API documentation units and conducting a survey of
21 developers. The developers confirmed that these smells hinder their productivity and called for automated
tools to detect and fix them. In the second phase, we developed a suite of machine-learning models to detect
the smells using the 1K benchmark, however, they performed poorly when evaluated on larger and more
diverse documentation sources. In response, we explored more advanced models and employed re-training and
hyperparameter tuning to further improve the performance. Our best-performing model, RoBERTa, achieved
Fl-scores of 0.71-0.93 in detecting different smells. In the third phase, we first focused on evaluating the
feasibility and impact of fixing various documentation smells in the eyes of software practitioners. Through a
second survey of 30 practitioners, we found that fixing the lazy smell was perceived as the most feasible and
impactful. However, there was no universal consensus on whether and how other smells can/should be fixed.
These findings provide valuable insights for future studies and the development of effective and practical
tools and practices for improving software documentation quality and usability. Finally, we proposed a
two-stage pipeline for fixing lazy documentation, involving additional textual description generation and
documentation-specific code example generation. Our approach utilized a large language model, GPT-
3, to generate enhanced documentation based on non-lazy examples and to produce code examples that
address the issues specified in the documentation. The generated code examples were refined iteratively
until they were error-free. Our technique demonstrated a high success rate with a significant number of lazy
documentation instances being fixed and error-free code examples being generated. By leveraging advanced
language models, we show how practical solutions can be developed to enhance documentation usability and

assist developers in their software development processes.
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Chapter 1

Introduction

Modern-day software development relies heavily on the reuse of software libraries and frameworks, whose
features are offered via APIs (Application Programming Interfaces). APIs provide a set of functions and
methods that developers can leverage to implement specific features and add them to their applications.
Hence, proper learning of an API is necessary for a developer for efficient software development and such
learning is facilitated by API documentation.

API documentation plays a vital role in enabling developers to learn and utilize APIs efficiently. Indeed,
like the source code offering a feature, the documentation describing the feature is also a product itself [211].
As such, API documentation requires careful creation and maintenance because otherwise, the documentation
becomes unusable [173,174]. While a good documentation can facilitate the proper usage of an API, a bad
documentation can severely harm its adoption [10,11]. In fact, research shows that bad documentation of
an API can become a significant barrier to the use of the API so much so that developers often abandon it
to pick a competing API with a better documentation [174,208,211].

A significant body of API documentation research has focused on studying API documentation problems
based on surveys and interviews of software developers [10, 39, 43, 81,85, 130,173,174, 176, 242]. Broadly,
APT documentation problems are divided into two types, content-related (i.e., what is documented) and
presentation-related (i.e., how it is documented) [11,211]. Tools and techniques are developed to address the
content-related problems in API documentation, such as code comment inconsistency, incorrect or obsolete
documentation [9,58,59,135,142,162,177,191,192,197, 200, 222, 245]. In contrast, not much research has
focused on the categorization and identification of the presentation-related problems, e.g., presentation issues
or bad design in API documentation. Recently, Aghajani et al. found that such presentation issues lead to

poor usability of documentation [10,11]. At the same time, Treude et al. report that all APT documentation
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Figure 1.1: Tweet complaining about the usability of an API documentation unit.

units! are not equally readable and/or usable [199]. While content issues are related to accuracy, validity,
and consistency, presentation issues like documentation smells are mainly related to the usability of the
documentation [211].

In Figure 1.1, we can see a developer complaining about an API documentation in their tweet. The doc-
umentation is for a method called GetRowEnumerator (), which says “Gets the rows enumerator”. There
is no doubt that the documentation is correct, the method indeed gets the rows enumerator. However, the
documentation is of no (good) use to the developers as it does not contain any additional information except
what can be readily perceived from the method name itself. Hence, the documentation is not of much use.
Usability of documentation refers to the extent to which it can be used by the readers (developers) to achieve
their (development) goal effectively [11]. Documentation usability is essential for software development as it
directly impacts the efficiency, productivity, and overall success of the development process. Well-designed
and usable documentation enables developers to understand the API’s functionality, usage, and integration
requirements quickly. This understanding allows developers to seamlessly incorporate the API into their
applications, saving valuable time and effort. Usable documentation also reduces the occurrence of errors, as
clear instructions and comprehensive examples help developers avoid common pitfalls and misunderstand-
ings. Additionally, by providing a positive user experience, usable API documentation enhances developer
satisfaction, encourages the adoption of the API, and promotes collaboration within the developer commu-
nity, ultimately leading to more effective and successful software development process. Hence, in this thesis,
we focus on improving the usability of documentation by addressing such presentation issues.

Existing research on documentation presentation and usability primarily relies on quantitative meth-

ods. For example, they (the authors of the said research) surveyed developers and analyzed developers’

1We refer to the documentation of an API method as a documentation unit. We use the terms ‘documentation unit’ and
‘documentation’ interchangeably throughout this thesis.



communication or discussion threads, to identify different presentation-related usability issues. Therefore, a
significant gap exists in the literature regarding a comprehensive qualitative investigation of such issues. We

formally define our problem statement as follows.

Problem Statement

Usability of API documentation is greatly hindered by different presentation-related issues. A compre-
hensive qualitative investigation of such issues and the development of possible remedies is necessary
to enhance developers’ understanding of the corresponding API, improve their productivity, and fa-

cilitate an efficient development process.

In this thesis, we aim to fill this gap by conducting a qualitative research exploration to gain a deeper
understanding of these issues and develop techniques to detect and mitigate them. As such, we divide our
study into three major phases: Understanding, Detecting, and Mitigating different documentation usability

issues.

1.1 Understanding Documentation Usability Issues

Our literature review encompasses a comprehensive examination of diverse documentation issues studied
in the existing body of knowledge. This review provides us with valuable insights into the challenges,
best practices, and gaps in the field of API documentation usability. It serves as a foundation for our
understanding of the landscape of documentation issues and the need for improvement.

Additionally, we conducted an exploratory study on technical debts (i.e., sub-optimal software develop-
ment choice) where we tried to understand the prevalence and trends of documentation issues within the
context of technical debt. To facilitate large-scale study, we developed a suite of Machine Learning (ML)
classifiers that can detect the type of technical debts that are discussed in peer-review documentation or issue
comments of a given package. Our empirical study of 1297 R packages reveals that documentation debt is the
most prevalent and rapidly growing among all types of technical debt. This finding highlights the importance
of improving documentation and is strongly aligned with the high-level motivation of this thesis. We also
observed that a good number of documentation debts are actually associated with documentation usability
and can be attributed to documentation smells. Indeed, similar to code smells, API documentation can also
exhibit smells i.e., poor documentation styles that may not necessarily result in incorrect documentation but
that hinder proper understanding and utilization [211].

To gain a deeper understanding of documentation smells, we conducted another study focusing on the

identification of such smells in API documentation and their impact. First, we developed a catalogue of five



Table 1.1: Five API Documentation Smells [108]

Smell Description

Bloated The description of documentation is verbose or excessively elaborate.
Makes the documentation difficult to understand and maintain (e.g.
modify, update).

Fragmented The information is scattered over too many pages/sections. Makes the
documentation hard to follow and use.

Tangled The description of documentation is tangled with various information
(e.g. from other methods). Makes the documentation complex and
reduces its readability.

Excessive The description of the documentation contains too much structural in-
Structural  formation or syntax. Unnecessary for the purpose of understanding and
Info using the coding element.

Lazy The documentation does not contain much information except what can

be perceived directly from the underlying element prototype (e.g. func-
tion name). Too little information to offer to the readers.

API documentation smells with proper definition and examples by consulting the existing literature and sev-
eral online forums [10,11,211]. The five API documentation smells (see Table 1.1) are: Bloated (i.e., verbose),
Fragmented (i.e., scattered over too many pages), Tangled (i.e., complex), Excess Structural Information
(i.e., too much structural information), Lazy (i.e., very little information). For example, the documentation
in the developer’s tweet of Figure 1.1 is a lazy documentation. Second, to validate the catalogue, we manually
evaluated the presence of these smells in a benchmark dataset of 1,000 API documentation units from the
official Java API documentation. Additionally, we performed a survey of 21 professional software developers
to validate the catalogue’s relevance. The participants confirmed encountering all five smells frequently in
API official documentation. More than 90% of the developers think that the five API documentation smells
hinder their productivity and want them to be fixed. They also called for automated tool support to detect

and fix the smells in the API documentation.

1.2 Automatic Detection of Documentation Usability Issues

We develop a suite of rule-based, shallow, and deep learning models to detect the five smells. We primarily
evaluated the models on our benchmark of 1,000 Java API documentation units. The best-performing
classifier, BERT showed an F1l-score of 0.75-0.97 in detecting different smells.

For any machine learning model to work effectively, we need to train and evaluate it with diverse data. As
such, it is important to evaluate how our smell detection models perform in large-scale diverse documentation.
Hence, we created a new benchmark of 1500 documentation units coming from various sources of both official

and open-source Java APIs. We find that the performance of the current smell detectors degrade on the



new benchmark. We further improved the detection performance by exploring new advanced models and
employing retraining, and hyperparameter tuning. Finally, we could achieve F1-scores of 0.71-0.93 with

RoBERTa [127].

1.3 Automatic Mitigation of Documentation Usability Issues

Our automatic fixing tool should address the need of the software practitioners. Hence, we conducted a second
survey involving 30 practitioners to assess the feasibility and impact of fixing different documentation smells.
The participants were presented with five smelly documentation examples, each representing a different type
of smell, along with their corresponding fixed versions. The developers were then asked to provide feedback
and suggestions. The survey results revealed varying levels of feasibility and impact for fixing different smells.

Among the five smells, the lazy smell emerged as the most feasible and impactful one to be fixed, according
to the participants. The survey participants unanimously agreed with the fixed version of the lazy smell.
Additionally, all participants believed that fixing the lazy smell would increase their productivity. Further
analysis demonstrated that the fixed version of the lazy smell had six positive impacts such as providing a
method overview, the chance of fewer bugs, more clarity, better understanding, ease of maintenance, and
time-efficient development. Notably, the fixing of the lazy smell was the only one without any perceived
negative side-effects, setting it apart from the others.

Based on the practitioners’ feedback, we then proceed towards developing techniques to fix documentation
smells, focusing primarily on the lazy smell. We propose a two-stage pipeline for fixing lazy documentation,
comprising additional textual documentation generation and documentation-specific code example genera-
tion. In the first stage, we employ a large language model (GPT-3), to generate additional textual descriptions
for lazy documentation based on non-lazy documentation examples. GPT-3, a third-generation Generative
Pre-trained Transformer model developed by OpenAl, has proven successful in various software engineering
tasks involving natural and programming language understanding [76, 154, 161]. By utilizing GPT-3, we
generate additional documentation that complements the existing lazy documentation. The second stage
involves generating documentation-specific code examples that provide practical usage of the underlying
methods. These code examples need to be correct, usable, and complete while addressing the issues specified
in the documentation within the appropriate development contexts. Our technique incorporates multiple
contexts, such as source code, documentation, and log contents, to refine and produce high-quality code
examples iteratively.

The effectiveness of our approach in fixing lazy documentation was evaluated by generating additional tex-

tual documentation for 200 randomly selected lazy documentation. Our approach successfully fixed 165 (out



of 200) lazy documentation. Furthermore, we evaluated the generated code examples in terms of passability
(i.e., whether the generated example executes without error or not). Our approach successfully produced
error-free code examples for 140 (of the 200) lazy documentation, thereby facilitating better understanding
of the documentation and underlying code units.

Overall, our research demonstrates that automatic detection and mitigation of documentation usability
issues is both feasible and impactful. By addressing the lazy smell through a two-stage pipeline, we provide
developers with enhanced documentation and code examples, effectively improving the usability of API

documentation. We formally present our thesis statement as follows.

Thesis Statement

This thesis focuses on enhancing API documentation usability by addressing five documentation

smells, developing automatic detection techniques, and providing practical solutions to mitigate them.

1.4 Contributions

In summary, we make the following contributions.

o We create a catalogue of five documentation smells faced by software developers that hamper their
productivity. We also build a benchmark of documentation smells containing 2.5K documentation that

can facilitate future work in this direction.

e We perform a comparative analysis of the prevalence and impacts of different documentation smells.

This would help in prioritizing a particular smell over others based on their properties and impacts.

e We develop machine learning models to detect smells in a given documentation unit. This will help us

in monitoring the quality and usability of documentation.

e We explore automatic documentation generation with GPT-3 which outperformed all the existing

techniques.

e We develop a novel approach that leverages large language models (GPT-3) to generate documentation-

specific code examples by using multiple contexts (source code, documentation, error logs) iteratively.

e We propose a two-stage pipeline for fixing the lazy smell. Fixing the lazy smell will enhance the

usability of documentation for developers and subsequently improve their productivity.



1.5 Thesis Outline

1.5.1 Historical Map of Thesis

As an aid to the reader, we provide a historical map of our thesis contents in Figure 1.2. It depicts the flow
of ideas over time between our studies and findings. We can see how different studies and findings trigger or

motivate one another.

1.5.2 Thesis Organization

The rest of this thesis is organized as follows.

Chapter 2. Literature Review
We present our literature review on documentation-related studies that helped us to understand
different documentation issues, learn about existing tools and techniques, identify research gaps, and

plan our thesis accordingly.

Chapter 3. Documentation Quality and Technical Debts
We present our analysis of different types of technical debts. We also developed a machine learning
approach to automatically detect technical debt by analyzing the peer-review issue comments of the
corresponding packages. Our large-scale analysis finds that, among different types of technical debts,

documentation-related issues are the most prevalent and rapidly growing ones.

Chapter 4. Five Documentation Smells and Practitioners’ Perspectives
We present a 1K benchmark of five documentation smells. We also present the comparative prevalence
and impact analysis of different smells from our survey of 21 software developers. Developers asked

for automatic tools to detect and fix the smells.

Chapter 5. Automatic Detection of Documentation Smells

We present the design and performance of our machine learning-based smell detector models.

Chapter 6. A Large-Scale Study on the Performance and Improvement of Documentation
Smell Detectors
We discuss how we evaluate our smell detectors on large-scale documentation coming from diverse
sources and improved the performance by exploring new models and employing retraining and hyper-

parameter tuning.

Chapter 7. Practitioners’ Perspectives on Fixing Documentation Smells
We present our survey findings of 30 practitioners regarding the feasibility and impacts of fixing

different smells. The lazy smell emerged as the most feasible and impactful one to be fixed.
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Chapter 8. Towards Fixing Documentation Smells: Generation of Textual Description for API
Methods

We present the design and primary evaluation of our automatic documentation generation technique.

Chapter 9. Towards Fixing Documentation Smells: Documentation Specific Code Example
Generation
We present the design and primary evaluation of our autoamtic approach for documentation-specific

code example generation.

Chapter 10. An End-to-End Pipeline for Automatic Fixing of Lazy Documentation Smells
We present a two-stage pipeline for fixing lazy smell that involves automatic textual documentation and

code examples generation. We evaluate our approach on 200 randomly selected lazy documentation.

Chapter 11. Conclusions
We conclude by summarizing our findings and contributions. We also discuss limitations and possible

future works.

1.6 Replication Package

Our code and data are shared at https://github.com/JunaedYounusKhanb51/2UsableAPIDoc


https://github.com/JunaedYounusKhan51/2UsableAPIDoc

Part 1

Understanding Documentation

Usability Issues
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Chapter 2

Literature Review

Related work is divided into studies on understanding (1) how developers learn APIs using documentation,
(2) how different documentation issues occur and affect the development process, (3) how we can detect such

issues, and (4) how we can improve documentation quality.

2.1 How Developers Use API Documentation

Much work has been done to understand how developers generally approach programming tasks, what in-
formation they need, and what sources they use for this. Clarke described three different programming
approaches based on three different personas of the developers, i.e., opportunistic, systematic, and prag-
matic [50]. Opportunistic developers start writing the code right away in order to solve the problem without
reading the documentation thoroughly. Systematic developers strive to gain a deeper understanding of the
API before diving into the specifics of a task. Pragmatic developers keep a balance between these two. Car-
roll et al. observed developers while using traditional documentation to learn an API (e.g., Javadoc) [43];
they discovered that the developers’ self-initiated problem-solving activities, which they engaged in while
navigating the documentation, frequently impeded their ability to learn. As a result, developers seem to
fully or partially ignore sections of a documentation that they consider unimportant for the current task,
thereby often leading to mistakes. They conjectured that traditional API documentation is not designed
to support such an active way of developers’ learning. They designed a new type of API documentation,
called the minimal manual, that is task-oriented and helps users to resolve errors. Research shows that
traditional Javadoc-type approaches to API official documentation are less useful than example-based doc-
umentation [39,43,130,176,182]. Shull et al. conducted a study of 43 participants to compare the effective-

ness of example-based documentation with hierarchy-based documentation [182]. While the example-based
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documentation contained example applications that were found within the corresponding framework, the
hierarchy-based documentation was similar to the traditional Javadocs, where the classes were presented.
Although participants had complete knowledge on how to use the hierarchy-based documentation, they pre-
ferred the example-based documentation because it took them longer to work using the hierarchy-based ones.
Both code examples and textual description are required for better quality API documentation [63,81,147].
Forward and Lethbridge studied the perceived importance of software documentation and different mainte-
nance tools based on their survey of 48 software developers and managers [81]. The participants considered
the content and their organization as the most important. They also marked the importance of the availability
of such information and their up-to-dateness. De Souza et al. conducted two surveys of software developers
to understand the relative importance of the various documentation artifacts [63]. They identified a total
of 24 artifacts e.g., source code, comments, data model, and test plan. The majority of participants (92%)
felt that source code is the most crucial artifact followed by comments (78.2%) and the logical data model
(74.6%). Nykaza et al. analyzed the properties of API documentation contents desired in a software orga-
nization [147]. One main common need was the availability of easily understandable code examples. The

developers also preferred self-contained API documentation over too many scattered information.

2.2 Documentation Issues and Their Effects

Broadly, problems in APT official documentation can be about ‘what’ contents are documented and ‘how’ the
contents are presented [11,211]. Literature in API documentation quality discussed four desired attributes
of API documentation: completeness, consistency, usability and accessibility [199,242]. However, APT offi-
cial documentation is often found to be incomplete, incorrect, and not usable - problems that can prove as
barriers to reuse API features [174,211]. Moreover, the documentation often becomes obsolete/inconsistent
due to evolution in source code [58,222]. Robillard and DeLine conducted a survey and a series of interviews
of software developers at Microsoft to identify the obstacles developers faced while learning new APIs [174].
They found that most issues were related to the official documentation of the APIs such as lack of code
examples, the absence of task-oriented description, poor formatting, presentation, etc. Aghajani et al. con-
ducted a large-scale empirical study of documentation-related artifacts collected from four different sources
i.e., mailing lists, Stack Overflow discussions, issue repositories, and pull requests [11]. They presented
a comprehensive taxonomy of 162 documentation issue types linked to i) the content (e.g., Correctness,
Completeness), ii) the presentation (e.g., Readability, Usability), iii) the process (e.g., Contribution, Trace-
ability), and iv) the tool support (e.g., Support, Migration) of the documentation. Later, they validated the

taxonomy and its’ relevance to the practitioners with a survey of 146 participants [10]. Uddin et al. identified
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ten common documentation issues based on an exploratory survey of software practitioners working at IBM
Canada’s Ottawa and Toronto labs [211]. Among them, six are content related: Incompleteness, Ambiguity,
Unexplained examples, Obsoleteness, Inconsistency, and Incorrectness while four are presentation related:

Bloat, Fragmentation, Excess structural information, and Tangled.

2.3 Detecting Documentation Issues

Several techniques are proposed to automatically detect documentation issues. However, they are mostly
focused on the content-related issues of documentation. For example, Tan et al. presented a new approach
to detect the inconsistency of Javadoc comments [197]. They first analyzed the text in Javadoc comments to
infer likely properties for the corresponding methods, then generated random tests to check those properties
and find inconsistencies. Campbell et al. identified a number of deficient documentation in different PHP
and Python projects [42]. They ran Latent Dirichlet Allocation (LDA) topic modeling on Stack Overflow
questions related to these projects and corresponding project documentations to extract relevant topics
(keywords) from both. They found that some topics from Stack Overflow questions were not present in the
corresponding documentations which indicate the deficiency of the documentations. Zhong et al. discovered a
class of inconsistencies that indicate potential documentation errors, and employed code analysis and natural
language processing techniques to detect them [243]. Corazza et al. manually assessed the coherence between
3636 methods and their corresponding comments and created a dataset based on their assessment [54]. They
also presented an automatic approach to detect incoherence of method and comment using Support Vector
Machine (SVM) with a Vector Space Model (VSM) and Term Frequency-Inverse Document Frequency (TF-
IDF) schema. Up to here, the cited research has detected code comment inconsistencies based on their word
tokens and their sequence in code and comments were out of consideration. As a result, inconsistencies
for invalid sequences of codes and comments were not identified. Rabbi et al. addressed this issue by
employing a siamese recurrent network that also considers the sequences of tokens in corresponding codes or
comments [162]. Among other works, Zhou et al. presented an automated approach to detect inconsistencies
in API documentation using program comprehension and natural language processing which could detect a
considerable number of defective document directives [245]. Lee et al. presented FreshDoc which detects

outdated API names in API documentation using code revision history [119].
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2.4 Improving Documentation Quality

2.4.1 Automatic Generation

A large body of research is devoted to automatically producing natural language descriptions of source code
methods. The approaches can be divided into three types: Template, Information retrieval, and Learning-

based.

Template-based approaches use an automatic tool to insert information according to pre-defined rules
and layout. Sridhara et al. utilized natural language templates to capture the key statements from a Java
method and build a method level summary [191]. Rastkar et al. and Moreno et al. used heuristics to extract
and summarize information from source code [142,166]. Mcburney et al. merged contextual information
with method statements [135]. Abid et al. produced summary for C++ methods by stereotyping them with
their source code analysis framework (srcML) [5]. Rai et al. summarized Java code that uses code level

nano-patterns [165].

Information Retrieval approaches like latent semantic indexing (LSI) and vector space modeling (VSM)
have been employed by Haiduc et al. to generate documentation for classes and methods [91,92]. Eddy
et al. extended their work by exploiting a hierarchical topic model [70]. Wong et al. employed code clone
detection to find similar code snippets from StackOverflow and automatically mined source code descriptions

for comment generation [223,224].

Learning-based approaches mostly use deep-learning techniques to learn latent features from source-code.
Iyer et al. proposed an LSTM-based network, CODE-NN, that was trained on Stack Overflow data to
generate C# and SQL code summaries [103]. Allamanis et al. used an attention neural network that
employs convolution to learn local, time-invariant features [16]. Barone et al. built a dataset of Python
functions and their docstrings using GitHub data and employed Neural Machine Translation (NMT) to
generate docstrings from given functions [24]. Wan et al. proposed a reinforcement learning framework
that incorporates the abstract syntax tree (AST) along with the sequential code content [217]. Hu et
al. developed DeepCom and Hybrid-Deepcom to generate code comments by learning from a large corpus
and by combining lexical and structural information of code [98,99]. Chen and Zhou designed a neural
framework called BVAE to improve code retrieval and summarization tasks [46]. Several studies employed
transformer-based models, e.g., Ahmad et al. used self-attention based transformer model [13] while Wang
et al. developed a BERT-based model called Fret [218]. Feng et al. presented CodeBERT, pre-trained on
2.1M bimodal data points (codes and descriptions) and 6.4M unimodal code across six languages (Python,

Java, JavaScript, PHP, Ruby, and Go) [72]. They evaluated CodeBERT on two downstream NL-PL tasks
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(code search and documentation) by fine-tuning model parameters. Gao et al. proposed the concept of Code
Structure Guided Transformer for source code summarization that incorporates code structural properties
into transformer to improve performance [84]. Phan et al. presented CoTexT that learns the representative
context between natural & programming language and performs several downstream tasks including code
summarization [157]. Ahmad et al. developed PLBART, a sequence-to-sequence model, pre-trained on
a large set of Java and Python functions and their textual descriptions collected from Github and Stack
Overflow [12]. Later, Parvez et al. showed that the addition of relevant codes/summaries retrieved from a
database (such as GitHub and Stack Overflow) can improve the quality of documentation produced by a

generator model [153].

2.4.2 Improvement of Documentation

Several studies show that external informal resources can be consulted to improve API official documenta-
tion [65,105,107,151,195,219,232]. Hence, tools and techniques are proposed to automatically add code
examples and insights from external resources (e.g., online forums) into API official documentation. Sub-
ramanian et al. presented an iterative, deductive method of linking code examples from online sources
(i.e., Stack Overflow, Github Gist) to API documentation [192]. Treude et al. developed a novel machine
learning-based approach, SISE, to enhance API documentation with relevant sentences extracted from Stack
Overflow [200]. SISE uses as features the sentences themselves, their formatting, their question, their answer,
and their authors as well as part-of-speech tags and the similarity of a sentence to the corresponding API
documentation. Dekel and Herbsleb developed eMoose which improves API documentation by decorating
method invocations whose targets have associated usage directives (e.g., rules or caveats) of which authors
of invoking code need to be aware [64]. Aghajani et al. developed ADANA that automatically generates
and injects comments for Android-related codes using the descriptions of similar and well-documented code
snippets retrieved from Github Gist and Stack Overflow [9]. Souza et al. utilized the crowd knowledge
available on Stack Overflow to automatically build cookbooks for APIs [188,189]. Moreover, API official

documentation and online forum data are analyzed together to recommend fixes API misuse scenarios [170].

2.5 Summary

We can see in the literature that documentation presentation issues have remained relatively out of focus to
the software engineering research community. Although a few studies have highlighted their presence and how
they affect the usability of documentation [9,10,211], a thorough research was yet to be done to categorize

and validate different presentation issues, let alone detect and fix them. Our study is basically focused on
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filling this gap in the literature. We created a benchmark of real-world examples of five documentation smells,
validated them with a survey, and developed automatic techniques to detect them [108]. Then we proceeded
to the fixing part where we first analyzed different aspects of fixing different smells from practitioners’

perspectives and developed automatic techniques [109,111] to fix lazy documentation.
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Chapter 3

Documentation Quality and Technical

Debts

Different documentation issues are referred to as ‘documentation debt’ due to sub-optimal documentation
practices over time [20]. Documentation debt is one type of technical debt (TD) that can result from various
factors such as incomplete or inaccurate documentation, outdated examples, inconsistent terminology, and
poor organization [19,52,171]. Several studies also focus on analyzing different impacts of documentation
debts [138,171,186]. Recently, Codabux et al. found that documentation debt is the most recurrent type of
debt and highlighted the necessity of further study in this direction [51]. Since this finding is aligned with our
motivation, we feel intrigued to validate it with empirical study and explore documentation-related issues
from the context of technical debt. We choose R language as a case study following the work of Codabux et
al. [51]. We conduct an empirical study on the prevalence and evolution of 10 TDs in the two R platforms
and discover that documentation debt is, indeed, the most prevalent among these 10 types, and it is also
expanding rapidly. We also observe how different documentation debts are associated with poor usability of

documentation.

The contents of this chapter are part of the following published paper [110].

e Junaed Younus Khan, and Gias Uddin. “Automatic Detection and Analysis of Technical Debts
in Peer-Review Documentation of R Packages.” In 2022 IEEE International Conference on

Software Analysis, Evolution and Reengineering (SANER), pp. 765-776. IEEE, 2022.
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3.1 Introduction

Technical debt (TD) denotes sub-optimal software development choices/actions [22,57]. In order to meet
project goals with time and resource constraints, developers often use shortcuts or execute rapid hacks in
their work [29,179]. While such shortcuts may enable developers in achieving their short-term objectives,
they may have harmful long-term consequences [117,123]. Studies find that software applications containing
TDs are more prone to issues like bugs and maintenance problems [73,93,116,122,193]. TDs also hinder the
productivity of software developers [28].

Several studies have been conducted to understand the pattern of different types of TD [19, 25, 227].
Recently, Codabux et al. studied the distribution of different types of TD analyzing peer-review documen-
tation of rOpenSci packages [51]. rOpenSci is a popular platform that promotes development and use of
high-quality R software [31]. It conducts peer-review of R packages in public GitHub issues. Codabux et
al. identified 10 types of TD which are documentation, code, design, defect, requirement, test, architecture,
build, usability, and versioning debts [51]. They found that documentation debt is the most frequent type
of technical debt and emphasized the need for extensive studies in this direction. Their finding supports the
motivation of this thesis which intrigued us to analyze documentation quality and usability from the debt
point-of-view.

Codabux et al. manually analyzed 600 issue comments collected from rOpenSci packages for their study.
However, to get a complete picture of the distribution of different types of TD including documentation
debt, a large-scale empirical study is necessary. Hence, in this chapter, we analyzed a large number of issue
comments coming from two different platforms: rOpenSci [31] and BioConductor [86] to understand the
distribution and growth of documentation debt and other types of TD.

We follow three major phases (see Figure 3.1). First, we developed a two-stage BERT-based hierarchical
machine learning framework for the automatic detection of TD types which would facilitate our large-scale
empirical study. Second, we apply the trained model on all approved comments (13.5 K) from the peer review
package documentation of rOpenSci and BioConductor. Third, we analyze the prevalence and evolution of
the 10 TD types based on the data labeled by the trained BERT model. In the end, we answer two research

questions to guide our thesis.

RQ1. How prevalent are documentation debts among different types of TD? (Section 3.3.2)

We applied our BERT based framework on the peer-review issue comments of all approved rOpenSci and
BioConductor packages. It is important to know the current state of different type of TD e.g. which type

is more (or less) frequent than others. Hence, we analyzed the distribution of different types of TDs across
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Figure 3.1: Schematic diagram of our study.

all rOpenSci and BioConductor packages. We find that documentation debt is the most prevalent, while

versioning debt is the least frequent.

RQ@2. How do documentation debts evolve in software packages? (Section 3.3.3)

Trend analysis shows us the growing pattern of different TD and helps us to understand what to expect
in the future. We analyzed the evolution of different TDs over time and observed that there is a significant
upward trend of most of the TD in rOpenSci, specially documentation debts. In fact, documentation debt
is the most rapidly growing TD with an annual increment of 2.14 units per package (Table 3.6).

To the best of our knowledge, this is the first study that analyze technical and documentation debt
involving such a large number of peer-review issue comments of software packages. This study confirms
the large prevalence and rapid growth of documentation issues and emphasizes the necessity of improving
documentation. We also developed a browser extension that can show the TD types of a given package. The

browser extension uses our developed ML model to automatically detect the TD types of a package.

3.2 Automatic Detection of TDs

In this section, we describe the design and performance of a suite of Machine Learning (ML) models to

automatically detect 10 TD types in a given package.

3.2.1 Benchmark Dataset Used to Design ML Models

To design and test the TD type detection algorithms, we used the dataset published by Codabux et al. [51]
which contains 600 TD instances in R peer-reviews documentation of rOpenSci manually labelled in 10 TD

types. Each instance is a phrase extracted from a full issue comment. First, they extracted the comments of
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Table 3.1: Statistics of the Benchmark Dataset

TD Type # Sentence #Word/Sent Top 3 Words

N/A 400 9 thanks, package, CRAN
Documentation 230 11 documentation, vignette, readme
Code 226 9 function, name, variable
Design 202 11 function, data, method
Defect 192 11 error, code, data
Requirement 207 12 user, data, think

Test 195 11 test, coverage, full
Architecture 200 12 package, make, tool
Build 172 10 check, install, CRAN
Usability 150 13 error, help, message
Versioning 104 12 version, current, numbers

all 157 approved rOpenSci packages of that time. Second, they manually investigated a randomly selected
subset of the comments and identified the ones with potential TD indication. Later, 600 phrases were
manually extracted from those comments and labelled in different TD types. Hence, one limitation of the
dataset is that it only contains TD significant parts of the issue comments and remaining parts of the
comments (i.e. insignificant/non-TD sentences) were discarded. Since issue comments are from natural
human language domain, it is obvious that they contain a number of sentences that are not relevant to TD.
Hence, for automatic detection, we need a number of such non-TD sentences as well for training our machine
learning model so that it can distinguish them from TD sentences and discard them from a given issue
comment in real world scenario. Accordingly, we built a dataset of both TD-significant and TD-insignificant
sentences as follows. (1) We extracted the full comments of TD instances labeled in the dataset [51] using
their comment-ids. (2) We split the extracted comments into sentences. (3) Among these sentences, ones
that exist in the TD dataset of [51] are considered significant for determining TD. (4) The rest sentences are
considered insignificant. In this process, we obtained a binary dataset of total of 1205 sentences: 805 TD
significant and 400 TD insignificant (i.e. non-TD). Each of these 805 TD sentences again carries a type (i.e.
TD type) as labeled in the original dataset [51].

One issue of the dataset is it is greatly imbalanced. Although as claimed by the authors [51], it might
represent the comparative distribution of different types of debts in their studied subset of R domain, we
need a slightly more balanced dataset to develop an unbiased machine learning model. We augmented the
text data by replacing words (adjectives, verbs) with their synonyms to generate different texts with the
same meaning [125,226]. The synonyms were generated using WordNet [140]. We did not use SMOTE
(Synthetic Minority Over-sampling Technique), since it is not effective for the high dimensional numerical

representation of text data [30]. Table 3.1 shows statistics of the final dataset.
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Figure 3.2: Automatic Detection of different types of TD.

3.2.2 The TD Detection Algorithms

We developed a two-stage framework to detect TD instances of a package from corresponding GitHub issue
comments as depicted in Figure 3.2. For a given issue comment, we split it into sentences and every sentence
is labeled as TD significant or insignificant in stage-1. TD insignificant sentences are discarded and the TD
significant sentences are passed to stage-2 for TD-type detection. The detailed workflow of the two stages

are mentioned below.

3.2.2.1 Stage 1. Discarding Insignificant Sentences

We developed a BERT-based model that would detect TD-significant vs TD-insignificant instances in a
binary classification fashion. BERT is a pre-trained model which was designed to learn contextual word
representations of unlabeled texts [66]. We chose BERT because it is found to significantly outperform other
models in various natural language processing and text classification tasks [87,121,198]. We used BERT-
Base containing 12 layers with 12 attention heads and 110 M parameters. We appended a classification head
composed of a single linear layer on top of it. We trained the model for 10 epochs with a mini-batch size of 32
and maximum input length of 300. We used early-stop to avoid overfitting [160] considering validation loss
as the metric of the early-stopping [159]. We used AdamW optimizer [128] setting the learning rate to 4e™,
£1 to 0.9, 82 to 0.999, and € to 1e® [66,194]. We used binary cross-entropy to calculate the loss [175]. We
refer to this model as SIM (Stage-1 Model) for the rest of this chapter. We compared the performance
of this BERT-based model (S1IM) with one traditional ML model (i.e. SVM) and one deep learning model
(i.e. Bi-LSTM). SVM is widely used for text classification [53,69]. We used linear kernel for the SVM as
prescribed by earlier works [241] with Bag of words (BoW). BoW is a popular feature extraction approach

for text data and successfully applied for text classification [180]. On the other hand, Bi-LSTM is capable of
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exploiting contextual information from text data examining from both directions [89]. For Bi-LSTM model,
we used 300 hidden states with ADAM optimizer [114] and an initial learning rate of 0.001. We used 100
dimensional pre-trained GloVe embedding as input features [156] and trained the model with 256 batch-size

over 10 epochs.

3.2.2.2 Stage 2. Detection of TD-types in Significant Sentences

In this stage, we want to detect the type of TD from a given instance (i.e. sentence). We consider ten types
of TD discussed in [51]. Hence, it is a 10-class classification problem. Since BERT was the best performing
model for TD presence detection in the first stage (see Section 3.2.3.1), we limited our experiment to BERT
for this stage. We first evaluated the effectiveness of a single classifier to decide among all the 10 possible
classes. However, the single BERT performed poorly with an accuracy of ~12% which is nearly random
for a 10-class problem. In the multi-class scenario, the classification task becomes very difficult since the
classifier has to distinguish between a large number of classes in order to make predictions. To deal with this
issue, we leveraged the concept of hierarchical classification [88,183]. Hierarchical classification approaches
the multi-class problem by splitting the output space like a tree where each (parent) node is divided into
a number of child nodes, and the procedure is repeated until each child node represents a single class [44].
Hence, it needs a predefined data taxonomy according to which it hierarchically distributes all the classes in
a collection of multi-class sub-problems and thus the number of classes involved in each local sub-problem
gets reduced. To induce the class hierarchy (i.e. taxonomy), we followed the procedure proposed by Daniel
et al. [184]. We used the 10 x 10 confusion matrix produced while using a single classifier to predict among
all 10 classes together. First, we generated a distance matrix (D) from the confusion matrix (M) using

Equations 3.1 and 3.2.

Confusion matrix normalization M (i,j) = —_ (3.1)
> =1 Mi;
1— 7M7”;M-“ ifi#£j

Distance Matrix D(i, j) = (3.2)
0 ifi=j

Any element of the distance matrix, D(7,j) indicates the level of similarity between the class ¢ and j
ranging from 0 to 1 where 0 (and 1) means completely indistinguishable (and distinguishable). Then we
divided all 10 types of TD into three clusters using spectral clustering algorithm [144,216]. The optimal
number of cluster, K (=3) was determined using eigengap heuristic [216]. Thus, we induced a hierarchy of
TD types as shown in Figure 3.3. Then we used a total of four BERT-based classifiers (each for every parent

node) where the first classifier (of the root node) was trained to distinguish among the three clusters only.
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Figure 3.3: Hierarchy of different types of TD

To achieve this goal, we relabeled all the data of our dataset into three classes according to the hierarchy
of Figure 3.3 and trained the first classifier on it. We call it S2MO (Stage-2 Model-0). Similarly, the
next three classifiers (addressed later as S2M1, S2M2, S2M3) were trained to detect debts of Cluster-1,
Cluster-2, and Cluster-3 respectively. Hence, S2M1 detects among documentation, code, defect, test, and
design debts; S2M2 detects among build, architecture, and versioning debts; S2M3 detects among usability

and requirement debts.

3.2.3 Evaluation of the ML Models

For the first stage, we used our dataset in binary fashion (i.e. consisting two labels: TD and non-TD). For
the second stage, we only considered the TD significant sentences labelled in 10 types (since the non-TD
sentences will be eliminated in the first stage). We split the dataset in 80:20 ratio to create train and test
sets in every stage of classification.

We report the classification performance using four standard metrics: Accuracy, Precision, Recall, F1-
score [131]. Accuracy (A) is the ratio of the number of correctly predicted examples out of all data. Precision
(P) is the ratio of the number of correctly predicted examples and all the predicted examples for a given
class. Recall (R) is the ratio of the number of correctly predicted examples and all examples of a given class.

Fl-score (F'1) is the harmonic mean of precision and recall.

TP TP P xR TP+ TN

P = . R= , F1 =2+ , A=
TP+ FP TP+ FN P+R TP+ FP+TN + FN

TP = Correctly classified as a TD, FP = Incorrectly classified as a TD, TN = Correctly classified as not a
TD, FN = Incorrectly classified as not a TD.
3.2.3.1 Detection Performance of Significant vs non-Significant Comments for TD

In stage-1, we developed a BERT based binary classifier (SIM) for discarding TD insignificant sentences
from an issue comment. We also evaluated SVM and Bi-LSTM for these tasks as baselines. We report the

performance of stage-1 in Table 3.2. We can see that our BERT-based model (S1M) outperforms both SVM
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Table 3.2: Performance of Stage-1: TD Presence Detection

Feature Model A P R F
BoW SVM 0.76 0.77 0.76 0.76
GloVe Embed Bi-LSTM 0.82 0.82 0.82 0.82

BERT Embed BERT (S1M) 091 0.90 0.90 0.90

Table 3.3: Performance of Stage-2: TD Type Detection

Model Task A P R F
Single BERT  All 10 types TD detection 0.12 0.07 0.08 0.08
Hierarchical BERT to Detect the 10 TDs in Different Clusters

S2MO Cluster detection 0.86 0.82 0.82 0.82
S2M1 Cluster-1 TD detection 0.72 0.73 0.70 0.71
S2M2 Cluster-2 TD detection 0.77 0.77 0.76 0.77
S2M3 Cluster-3 TD detection 0.93 0.93 0.89 0.91

and Bi-LSTM with 91% accuracy and 90% F1-score. Since the task of stage-1 (i.e. binary classification)
is relatively simple and straight-forward, state-of-the-art pre-trained language model like BERT shows very

high performance here [87,198].

3.2.3.2 Detection Performance of TD Types in Significant Comments

We report the result of stage-2 in Table 3.3. We see that hierarchical classification greatly outperforms the
single-model approach. In fact, that was our motivation behind employing hierarchical approach. Among
the hierarchical classifiers (of different stages), S2M1 has to distinguish among five classes of cluster-1
(i.e.documentation, code, defect, test, design debts). It achieves 72% accuracy with 71% Fl-score. Other
models of stage-2 (i.e. S2MO0, S2M2, S2M3) show better performance with Fl-scores of 81%, 77%, and
91% respectively, since they work with comparatively smaller clusters. Specially, cluster-3 contains only two
classes (i.e. usability, requirement debts), hence, the classification problem becomes binary here and S2M3

achieves very high performance.

3.2.3.3 Misclassification Analysis

We further analyzed what factors the single-BERT made perform poorly and how they were solved by our
hierarchical-BERT approach. Table 3.4 shows some examples of TD instances that were misclassified by
single-BERT but correctly classified by the hierarchical approach. We find that the most probable reason
behind single-BERT’s misclassification is the confusion among the classes within the same cluster (see Figure
3.3). In fact, that was the intuition behind our hierarchical classification. Additionally, a few misclassification

occurred due to lack of context and vocabulary mismatch as well. For example, “Though there are tests to
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Table 3.4: Misclassification Analysis of Single-BERT where Hierarchical BERT Correctly Classified

TD Instance Example Comment Actual TD Single-BERT Label Misclassification Reason
“With the data I would prefer to keep the internal df in the sysdata.rda file.” .25, * Architecture Build Lack of context
af, 7::?15%0 c; 5“77%0,” problem when trying to install via CRAN which I reported Build Documentation Lack of context

There are still some unconventional R styles used that hindered my ability Code Dlesiin Confusion within Cluster-1

to understand the package.” 1,159
“There is a bug in how double last names (as in Spanish) are generated.” I, Defect Code Confusion within Cluster-1
“But I think making some commonly used flags into first-class arguments
would dramatically improve the appeal of this package. 1,;50”

“However, the text of the vignette is clearly still unfinished.” 1.9, Documentation Defect Confusion within Cluster-1
“I recommend removing the flexibility and only letting the API receive JSON,

Design Build Lack of context

since validation information is only returned for JSON data.” 1., R Uity Clomititom wifitie Cliiers
“T ) tests t 3 S ctions, - tice sti .
hough there are fgcts to cover”mmt functions, good-practice still flags Test Code Vocabulary mismatch

some lines as not being covered.” 1.9

Aﬁiar that IAll focus on some of t.h,e bigger ch(jnges for a v0.3.0 release, since Veestoting Build Confusion within Cluster-2
they’ll likely introduce some breaking changes.” 1,79

“You’ we o welcomi . o

You’d have a much more welcoming package that doesn’t have to direct its Usability Requirement Confusion within Cluster-3

users to a GNU manpage in the opening paras of its vignette!” 1,59

* Link to corresponding rOpenSci issue ()

cover most functions, good-practice still flags some lines as not being covered.” was misclassified as code
debt by Single-BERT while it is actually indicating a test debt due to the presence of common words across

TDS like ‘functions’, ‘flag’, ‘good-practice’, ‘lines’, etc.

3.3 Empirical Study of R TDs

In this section, we report an empirical study by applying the best performing model (i.e., Hierarchical BERT)

on all issue comments of rOpenSci and BioConductor. We answer two research questions:
RQ1. How prevalent are documentation debts among different types of TD? (Section 3.3.2)
RQ2. How do documentation debts evolve in software packages? (Section 3.3.3)

The prevalence analysis of TDs (RQ1) can inform us whether a TD type (documentation debt) is more
frequent over other TD types. Such findings help prioritizing measures like developing solutions to fix
the more frequent TD types over the less frequent TD types. Trend analysis (RQ2) allows us to see how
documentation debt (or any specific TD type) could increase (or decrease) quicker (or slower) than the others

and whether a TD is on the rise in recent years.

3.3.1 Data Used for the Empirical Study

We collected all the 13.5K review comments between 2016 and 2021 from the two platforms, rOpenSci and
BioConductor. As of 2021 and during the time of our analysis, rOpenSci has 173 and BioConductor as
1124 approved packages. Our dataset also has ~4.5K issue comments that are provided in response to the
comments. We extracted these issue comments from respective GitHub repositories of each platforms [1,2]

using web crawling and text parsing techniques. Following Codabux et al. [51], we chose only the approved
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Figure 3.4: Overall distribution of different types of TD.
packages to ensure the completeness of the review process and the standard of the packages so that we can

get a legitimate view of the TD from our study.

3.3.2 Prevalence of Documentation Debts Among Different TDs? (RQ1)
3.3.2.1 Approach

We automatically determined the TD types indicated in all the issue comments collected from rOpenSci and
BioConductor packages. One issue comment can indicate one or more types of TD at different sentences
or phrases. Since we are using sentence level detection, our developed ML models were able to catch all of
the types expressed in each issue comment. We then counted and analyzed all the TD instances of different

types both for rOpenSci and BioConductor packages.

3.3.2.2 Results

We show the overall TD distribution of rOpenSci and BioConductor in combined in Figure 3.4. We see
that documentation debts (26.1%) is most prevalent TD in general. Table 3.5 depicts the distribution of
different types of TD in rOpenSci and BioConductor individually in terms of frequency and percentage.
It also shows some examples of respective TD that are predicted by our automated model. We find a
total of 3938 TD instances in ~4.5K issue comments of rOpenSci and 10159 TD instances in ~9K issue
comments of BioConductor. However, not all types of TDs are equally prevalent in R packages. Among all
the types, documentation debt is the most frequent one with 938 occurrences (~23.8%) in rOpenSci and
2740 occurrences (~27%) in BioConductor. On the other side, versioning debt is the least prominent one
with only 22 occurrences in rOpenSci and 71 occurrences in BioConductor. Apart from documentation debt,
some other TD such as design debt, defect debt, and code debt occur frequently. Moreover, we see almost
similar distribution for both rOpenSci and BioConductor packages which suggests that documentation debt

and other TD occur in similar distribution regardless of the platform or medium.
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Table 3.5: TD Distribution and Example Comment

with TD in rOpenSci and BioConductor

TD Type ‘ rOpenSci ‘ BioConductor
. 038 Comments s 23.8% Comments 2740 Comments mmmmmm 27% Comments
Documentation ; Ny . . By .
P . . . . . . “In addition, your vignette must have code chunks primarily with eval = TRUE,
I'think you should include a bit more info there: instructions for ‘Lette (ir‘(‘1¢7ut€l1 reflects the current cay abzlitz;s of your software.”
how to get it set up locally and a link to the nycflights13 package.” 1,25 A - Pl TEJIECLS Uhe CUTTEML CAPADIES of you R
Desien e 740 Comments mmmm 18.8% Comments — 2287 Comments mmm 22.5% Comments
g “I think there are some opportunities to reduce dependencies in this package.” | “These two functions are extremely similar and should be combined into one
L7 accounting for the minimal differences.” 1,
Defect w511 Comments mmm 13% Comments — 1202 Comments mm 11.8% Comments
“There are cases where unreasonable values will be generated by the « . .
E7e GTe CA5es Were unTeasonable vawes Wit be generated by the “I found the error is about the number of cores recruited by makeCluster()
Junctions in this package (e.g., phone numbers with illegal area codes, function.” I,
weird names for people, etc.” 1,9, S
Code w445 Comments mm 11.3% Comments e 1157 Comments mm 11.4% Comments
“ feel the user-facing function should be named ch_gene_sequence(), “Having arguments like reportPDF makes the function impure because the
not ch_sequence().” 1.9 output depends on that argument.” o
Requirement mmm 406 Comments mm 10.3% Comments w776 Comments = 7.6% Comments
q “It’s not just dates you might want to subset, it could also be geographic “Importing data from huge MAF files would again require a way to manipulate
space, or vertical levels within a climate model, or different file formats, th nd of files from disk, as far as I know, such a feature is not availabe in
or any number of other facets depending on the data set.” 1,59 maftools.” Iy1950
. == 293 Comments m 7.4% Comments 393 Comments == 8.8% Comments
Architecture «
“A common solution is to split the general tool and the specific application ‘Because of the size of the files we would recommend reformatting this package
iv;fo separate packages.” I . ’ § into and EzperimentHub package with the data stored on the Bioconductor
L0 Separaie pacrages. - rioz AWS S3 buckets.” Iy
Build == 259 Comments m 6.6% Comments w637 Comments m 6.3% Comments
. . . . » “Looks like our Single Package Builder (SPB) failed to install WGSmapp
“ 3 2V I . ' . N . "
‘Problems arose after installing using devtools::install_all() before trying to run R CMD build on SCOPE.” Iz,
m 199 Comments m 5.1% Comments mm 277 Comments » 2.7% Comments
Test « ;
‘A more robust test might also compare the values returned to the known - . . . . . 5 s
R . . There is an issue that there is no testing being done for the ’plotFemap
tags from the REF website, or that the return type is in fact a tibble class o,
A function.” I1897
object.” 1,75
Usabilit m 125 Comments » 3.2% Comments = 119 Comments 1 1.2% Comments
Y “For the sake of your distracted future users, if you handled the auth « . .
. X X You should remove it as a system requirement so users don’t install because
failure more gracefully and gave the right helpful message, it would they think its a requirement in order to use your package” I
be a lot friendlier.” 1, ey g . > your package” l1s97
Versionin: 122 Comments 1 .5% Comments » 71 Comments 1 .7% Comments
g “The version numbers for rgdal etc should be whatever the current version is, “This is due to one of the core dependencies Seurat not installing properly due
since that is what you are developing aga K corrupted version 4.0.0.7 Iyis;s

* Link to corresponding rOpenSci issue ()
1 Link to corresponding BioConductor issue (I;)

3.3.3 Evolution of Documentation Debts (RQ2)

3.3.3.1 Approach

For each type and year, we divided the total number of TD instances detected in a year by the total number
of packages in that year. Thus we determined the average number of TD (per package) over years and
plotted them in the graph. Depending on the availability of data, we considered the packages from April
2015 to April 2020 for the trend analysis of rOpenSci and from April 2016 to April 2021 for BioConductor.
To get an overall idea about the growth of different types of TD, we also calculated the overall change in the
occurrence and the compound annual growth rate (CAGR) for each TD type combining the data of both

rOpenSci and BioConductor over years 2016-2020.

3.3.3.2 Results

Figure 3.5 and 3.6 show the trend analysis of rOpenSci and BioConductor packages respectively. For rOpen-
Sci, we see an overall upward trend for most types of TD (except the architecture debt). Among them,
documentation debt has the most overall per package increment of ~2.5 unit over five years starting at ~4.5

debts in 2015 and reaching ~7 in 2020 with a steep slope at the tail (Figure 3.5). It indicates the constantly
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Figure 3.6: Trend analysis of different TD in BioConductor

growing concern of the reviewers and users regarding documentation quality. Defect and test debts are two
other types with significant increment of 1.6 and 1.4 unit per package throughout this time. On the other
hand, we see a decreasing trend in architecture debt with less than 1 unit (per package) in 2020. Litera-
ture suggests that unlike other TD (such as code-level technical debt), architecture debt is very difficult to
detect as they do not show any clear symptom [214,215]. So it might happen that with growing diversity
and complexity of packages, it is gradually becoming more challenging to identify architecture debts. For
BioConductor, we see an overall downward trend for all types of TD (Figure 3.6). Since BioConductor is a
domain-specific platform, the packages might have fewer sources of debts compared to rOpenSci.

Table 3.6 shows the overall growth-rate of the TDs. Documentation debt is the most growing TD among
all with an annual increment of 2.14 units per package and a growth rate of 5.41%. On the other hand, test
debt seems to be the fastest one to grow with a growth-rate of 15.05% which is, however, due to their small

number of existence.
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Table 3.6: Growth-rate of different types of TD.

TD Type AOccurrence Growth Rate (%)
Documentation 2.14 5.41
Build 0.45 3.78
Requirement 0.61 3.42
Architecture -0.75 -7.15
Design 0.17 0.52
Usability 0.05 1.77
Code 0.74 3.82
Versioning -0.03 -5.58
Test 1.28 15.05
Defect 1.24 5.84

3.4 Discussions

3.4.1 Documentation Smell: Relating Documentation Debt to Poor Usability

Our study has revealed the prevalence of documentation debt in software projects, highlighting the need for a
deeper exploration of the concept. This finding is aligned with the high-level motivation of this thesis which
is focused on the improvement of API documentation. To further investigate and address documentation
debt in terms of usability, we propose introducing the concept of “documentation smell”.

To formulate the idea of documentation smell, we can draw parallels from existing literature on code
smells [36,83,132,205,206]. Like code smells, which represent suboptimal design choices in code, documen-
tation smells can be seen as indicators of poor design style or presentation in documentation. Recently,
Treude et al. reported that all API documentation are not equally readable and/or usable [199]. Aghajani
et al. pointed out several usability and usefulness issues such as information organization like dependency
structure, and irrelevant or impractical content in documentation [10,11]. Uddin and Robillard, in a study
involving 323 IBM developers, identified four common problems related to presentation that impact usability:
bloated descriptions (excessive length), tangled documentation (complicated structure), fragmented informa-
tion (scattered content), and excessive structural details (overwhelming information organization) [211]. We
find another type of smell from online developers’ forums which is lazy documentation i.e., lack of sufficient
information (more details are available in the next chapter). Similar to code smells that might not necessar-
ily mean an immediate defect in a software system, but affect its understanding and maintenance [40, 61],
documentation smells may not render incorrect documentation, rather make it harder to understand and
use. As such, these smells hinder documentation usability.

Code smells contribute to code debts and technical debts by introducing maintainability issues, increasing

change- and fault-proneness, and decreasing software understandability and maintainability [112,113, 116,
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185,230, 231]. Similar to how code smells contribute to code debts, documentation smells can contribute to
documentation debt. Documentation smells make it difficult for developers to understand the documentation
and corresponding API features, use and maintain them effectively [10, 11,211], thereby contributing to
documentation debt. Table 3.7 contains some examples from our study that show how documentation debt
can be attributed to different documentation smells. We can see that users are already implicitly referring
to “documentation smells” in their comments when they talk about documentation debt. Documentation
smells incurs costs in terms of increased development time, decreased productivity, and higher chances of

introducing errors.

Table 3.7: Documentation Debt to Documentation Smell Mapping

Issue Comment Documentation Debt Context | Mapped Documentation Smell
“I think you should include a bit more info there: instructions for Lack of information Lazy
how to get it set up locally and a link to the nycflights13 package.” 1,555 - A2y
“Comments are quite numerous and/or lengthy in some of the functions -
to be able to properly explain the algorithm.” Ijs00 Unnecessarily lengthy Bloated
o - e ——
bometzmes its difficult fz?r me to unc‘lcrstznd exactly what is being Complex information Tangled
asked as input to some of these functions.” 1,415

" Link to corresponding issue (1)

Just as code smells have been extensively studied and identified as indicators of design problems and
maintainability issues in software systems, documentation smells can serve as signals for potential issues in
the usability and comprehensibility of documentation [10,211]. By identifying and addressing documentation
smells, organizations can mitigate documentation debt, improve documentation usability, and enhance the
overall development process. We can explore different categories or types of documentation smells, similar
to code smells, to provide a systematic framework for their identification and mitigation. Examples of doc-
umentation smells could include inconsistent formatting, ambiguous language, lack of information, excessive
or insufficient detail, and poor organization of information. Each smell represents a specific aspect of docu-
mentation that, when present, contributes to documentation debt [171] and diminishes the overall usability
of the API documentation [9]. To effectively detect and address documentation smells, we can leverage tech-
niques similar to those used for code smell detection [23,32,67,80,133,141,148]. Machine learning algorithms
or rule-based approaches can be employed to automatically analyze documentation artifacts and identify
potential smells. These techniques can consider factors such as language patterns, formatting conventions,
and the presence or absence of essential elements in documentation.

The introduction of the concept of documentation smell offers a promising avenue to address documen-
tation debt in software projects. By identifying and mitigating documentation smells, we can improve the
quality and usability of software documentation, ultimately enhancing the overall software development
process. Further research and practical implementation of documentation smell detection and mitigation

techniques will contribute to more effective and efficient software development practices.
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3.4.2 The Percieved Impact of Documentation Debt
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Figure 3.7: Correlation between different types of TD in R packages. Intensity of (red) color indicates the
level of correlation.

Since a package might contain multiple number of TD coming from different types, there is a possibility
that these types are interdependent and correlated. For example, one type of TD might cause or contribute
to another type of TD directly or indirectly. To investigate the hypothesis, we used Spearman’s correlation
coeflicient to determine such correlation between different types of TD found in the entire dataset used for
empirical study in Section 3.3.1. Spearman’s coefficient is a measure of monotonic relationship between
two variables [190]. It has a range of -1 to +1, with +1 denoting perfect positive or negative correlation
and 0 denoting no association. We report the Spearman’s coefficients between each pair of TD types in
Figure 3.7. While most of the technical debts are somewhat positively correlated, we observe strong positive
correlations of Documentation debt with Code, Design, and Requirement debts at Spearman’s coefficients of
40.5 to +0.6. It indicates that they are highly likely to trigger each other on several occasions. For example,
documentation debts or different documentation issues lead to certain code and design debts such as sub-
optimal implementation of some systems. On the other hand, documentation greatly depends on code and
design i.e. it is difficult to produce (and maintain) a good documentation for a code with bad programming
style or poor design. Documentation debt is also closely associated with requirement debt and often caused
by it as well [51,172]. Also, requirement debts are closely related to code and design debts since poor coding

style or design often results in partial or incorrect implementation of requirements. Design and code debts
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Figure 3.8: Perceived impact of the different types of TD. Circle size denotes # of occurrences of corre-
sponding TD

are similar in terms of pattern and origin i.e. both are related to coding style and quality [38,236]. Hence,
we also see a strong relation between them.

We further analyzed the impact of different types of TD with respect to the frequency and the level of
influence (i.e. trigger) it might cause on other TD (see Figure 3.8). We computed the growth-rate of each TD
type (as described section 3.3.3.1) and plotted them along x-axis. For example, the growth-rate of build debt
is 3.78%. For overall impact a type has towards other TD occurrences, we calculated the average correlation
of each type and plotted them along y-axis. For example, we can compute the average correlation among
documentation debt and all other nine types from the first row of Figure 3.7) which is 0.37. The circle size
indicates the total number of TD instances found in our empirical study for that type. From Figure 3.8,
we observe that documentation debt is the most threatening type considering all the aspects together (i.e.
size, influence, growth). The other types close to it in terms of overall impact are design, defect, code, and

requirement debts.

3.4.3 Comparison with previous work

Since Codabux et al. studied the distribution of different types of TDs in R packages of rOpenSci [51], we
compared our finding with theirs. While Codabux et al. analyzed 600 review comments of 157 packages from
rOpenSci platforms, we analyzed all the ~13.5K review comments collected from all 1297 packages in two
platforms, rOpenSci and BioConductor. In Table 3.8, we show the distribution of each of the 10 TD types in
our dataset in two ways: in rOpenSci platform and overall (i.e., rOpenSci and BioConductor). We compare

our distribution against those found by Codabux et al. in their studied rOpenSci packages. We see that our
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Table 3.8: Comparison of TD distribution between Codabux et al. (C) [51] and our study: R = rOpenSci,
O = Overall.

TD Type Distribution Observed
Documentation s C 31% s R 23.8% 0 26.1%
Design mm C 12.3% e R 18.8% 0 21.5%
Defect mm C 12% mm R 13% 0 12.2%

Code mm C 11.3% mm R 14.5% 0 11.4%
Requirement mC 6.3%mm R 10.3% = O 8.4%
Architecture mC58% mR 7.4% m O 8.4%

Build mC57% mR 6.6%mO 6.2%

Test mC75%mR51% =0 3.4%

Usability mC4%uR32% 10 1.7%

Versioning 1C0.8% 1R 0.5%10 0.7%

Platforms studied C rOpenSci, We: rOpenSci & BioConductor
# Package Analyzed C 157, We Studied: R 173 Owverall 1,297
# Issue comments C 458 We Studied: R 4,500 Overall 13,500

findings are mostly congruent to theirs with a few exceptions. While the most and the least prevalent types
match in both studies (i.e. documentation and versioning debt), dissimilarity is observed in other cases.
For example, according to Codabux et al. the second-most prevalent TD type is code debt (14.5%) while
according to our study it is design debt (18.8% in rOpenSci and 21.5% in overall). In summary, the overall
percentages of different types of TDs differ between our study and Codabux et al. [51] from moderate to large
extents. Therefore, we complement Codabux et al. by offering a comprehensive overview of the prevalence of
10 TD types based on the excellent foundation laid out by Codabux et al. [51] (i.e., the benchmark dataset

and the definition of 10 TD types).

3.4.4 Threats to Validity

Internal validity threats relate to authors’ bias while conducting the analysis. We mitigated the bias in
our machine learning models by training, testing, and evaluating them using standard practices. There was
no common data between the training and test set. We followed existing literature to understand different
types of TD. However, our study only considers the 10 types of TD identified by Codabux et al. [51] within
similar kinds of data. Such dependency is a limitation of this study. Construct validity threats relate to
the difficulty in finding data for our study. Our data collection was exhaustive, as we processed more than
13.5K review comments from 1297 approved packages of two different popular platforms (i.e. rOpenSci,
BioConductor). FEzternal validity threats relate to the generalizability of our findings. We mitigated this
threat by conducting our study on a large-scale data. However, our study was limited to R language only.

Hence, further exploration is needed for a more generalizable result. Our automated TD detection approach
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could facilitate such future studies.

3.5 Implications

Our TD detection tools and empirical study findings can be useful for the following stakeholders in SE:
1. Package maintainers to continuously monitor the prevalence and evolution of TDs in their packages,
2. Package contributors to stay aware of TDs in the open-source packages and to decide to contribute to
fix the TDs when needed, 3. Software developers to decide which packages to pick from among multiple
competing choices, 4. Software engineering researchers to assess the evolution and impact of different
types of TD and develop techniques to automatically fix TDs to improve the adoption of the packages by
practitioners, and 5. Package vendors and organizations to make decisions on which packages can be

safer and/or more mature to be integrated into their enterprise software toolkit.
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Figure 3.9: TD Alert Browser Plug-in in Existing Packages
Additionally, we have developed a browser extension using TamperMonkey [3] that will alert the users
about any potential TD in a (rOpenSci) package using our automated framework. In Figure 3.9, we show
screenshots of our browser extension. (1) First, we go to the website containing the target packages (e.g.,
rOpenSci). (2) Second, we enable our browser extension. (3) Third, a button (“TD Report”) will appear
with every package available on the site. (4) By clicking the button, we can see the detailed TD report (i.e.
potential TD instances of different types). (5) We can also access the corresponding GitHub issue comment

by clicking on a particular TD instance.
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3.6 Summary

We developed ML models to detect TD instances in existing packages from peer-review issue comments. We
then automatically labeled a large number of R package review comments with our automated framework and
used them for our empirical study. Our analysis reveals that documentation debt is the most impactful one
in terms of prevalence, growth, and influence. We also find that documentation debt can be highly associated
with the (poor) usability of documentation. Therefore, we introduce the concept of documentation smell that
offers a promising avenue to address documentation debt and improve documentation usability. Additionally,
as a by-product, we developed a browser extension using our automated framework that alerts the users about
TD instances in existing rOpenSci packages. Our automated framework and empirical study findings can
be leveraged for similar study involving diverse language and platforms. It can also be used to detect TD in

various existing packages using the issue comments of their respective repositories.
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Chapter 4

Five Documentation Smells and

Practitioners’ Perspectives

In the previous chapter, we found documentation debt to be the most prevalent and impactful debt among
the 10 types that we studied. We also found that a good number of documentation debts indicate poor
usability and can be attributed to documentation smells. Indeed, similar to code smells, poorly designed
API documentation can also exhibit ‘smells’ that do not necessarily produce an incorrect documentation
but make the documentation difficult to understand and use. However, we are aware of no research that
is dedicated to a systematic in-depth evaluation of API documentation smells. Hence, in this chapter, we
produce a catalog of five API documentation smells by consulting literature. We also create a 1K benchmark
by manually validating the presence of the five smells in official Java API documentation. Next, we conduct
a survey of 21 professional software developers to validate the catalog. The developers agreed that the smells

negatively affect their productivity and wished for tool support to automatically detect and fix them.

The contents of this chapter are part of the following published paper [108].

e Junaed Younus Khan, Md Tawkat Islam Khondaker, Gias Uddin, Anindya Igbal. “Automatic
Detection of Five API Documentation Smells: Practitioners’ Perspectives.” In 2021 IEEE
International Conference on Software Analysis, Evolution and Reengineering (SANER), pp.

318-329. IEEE, 2021.
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4.1 Introduction

APIs (Application Programming Interfaces) are interfaces to reusable software libraries and frameworks.
Proper learning of APIs is paramount to support modern day rapid software development. In order to
facilitate this, APIs are typically accompanied by official documentation. However, such documentation
often can be poor, incomplete, and unusable.

API documentation problems can be divided into two types: what (i.e., what content is provided) and
how (i.e., how the content is presented) [10,173,174]. A significant body of research in the past decade
has been devoted to detecting content-related issues like code comment inconsistency, incorrect or obsolete
documentation [9, 58, 59, 135, 142, 162, 177,191, 192, 197, 200, 222, 245]. In contrast, very few research is
devoted to analyze presentation or design issues [11,211]. Recently, Treude et al. found that all API
documentation are not equally readable or usable [199]. Aghajani et al. discussed several presentation issues
and asked for the automatic detection of badly designed API documentation [10, 11]. Like code smells or
code anti-patterns (i.e., poor programming practices), poorly designed API documentation can also exhibit
“smell” [10]. Such documentation smells can be described as bad documentation styles. Unlike content-
related issues, documentation smells do not necessarily lead to incorrect documentation but nevertheless
make the documentation difficult to understand, use, and maintain [211]. Thus, such smells degrade the

usability of documentation.

Create a benchmark of five API
documentation smells by consulting
literature and software practitioners

Conduct survey of professional software
developers on the prevalence and perceived
impact of the APl documentation smells

Figure 4.1: The two major phases used in this study.

While our ultimate goal is detecting and fixing such documentation smells to measure and improve the
usability of documentation, as a first step, we study the relevance and prevalence of different smells based on
real-world data and practitioners’ perspectives in this chapter. We follow two phases (see Figure 4.1). First,
we identify five API documentation smells by consulting API documentation literature [11,211] (Section 4.2).
Four of the smells (bloated, fragmented and tangled description of API documentation unit, and excess struc-
tural info in the description) are reported as presentation problems by Uddin and Robillard [211]. The other
smell is called ‘Lazy documentation’ and it refers to inadequate description of an API documentation unit
(e.g., no explanation of method parameters). Such incomplete documentation is reported in literature [11]
and in online discussions. We exhaustively explore official API documentation to find the occurrences of the

five smells. The focus was to develop a benchmark of smelly API documentation units. A total of 19 human
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smells hinder
developer producivity

— - 4.8% Maybe

Figure 4.2: Survey responses from professional developers on whether the presence of the smells in API
documentation hinders productivity.

coders participated in this exercise. This phase resulted in a benchmark of 1,000 API documentation units,
where 778 units have at least one of the five smells. To the best of our knowledge, this is the first benchmark
with real-world examples of the five documentation smells.

In the second phase (Section 4.3), we conducted a survey of 21 professional software developers to validate
our catalog of API documentation smells. All the participants reported that they frequently encounter
the five API documentation smells. More than 95% of the participants (20 out of 21) reported that the
presence of the five smells in API documentation negatively impacts their productivity (see Figure 4.2). The
participants asked for tool support to automatically detect and fix the smells in API official documentation.
These findings corroborate previous research that design and presentation issues in API documentation can

hinder API usage [10,211].

4.2 A Benchmark of API Documentation Smells

We describe the methodology to create our benchmark of API documentation smells (Section 4.2.1) and

then present the benchmark with real-world examples (Sections 4.2.2 - 4.2.3).

4.2.1 Benchmark Creation Methodology

Code and design smells are relatively well studied fields of software engineering. However, to the best of our
knowledge, this is the first research on API documentation smells. As such, we needed to investigate both the
literature on API documentation [10,11,174,211] and the diverse API documentation resources (e.g., Java
SE docs) during the creation of our catalog of API documentation smells. We followed a three-step process,
which closely mimics the standard approaches followed in code/design smell formulation studies [6,7]. The

three steps are outlined in Figure 4.3 and are explained below.

Knowledge Acquisition. Similar to code and design smells that do not directly introduce a defect or a bug
into a software system, documentation smells refer to presentation issues that do not make a documentation
incorrect, rather they hinder its proper usage due to the lack of quality in the design of the documented

contents. As such, we studied extensively the API documentation literature that reported issues related to

38



Knowledge Acquisition

‘, Documentation Problems, Documentation
\ Sources, Documentation Practices

/

( Code Smells, Design Anti-Patterns,
\\ Software Development Practices

v

Feasibility Analysis ol .

’/Mapping of Smell
. Definitions from
aper to Document

v
Benchmark Creation

Collect Large Samples of
API Documentation Units

A catalog of five |
documentation |

API
Documents

Several Real
examples of |
each of five |
smells with |
complete
agreement
among team
members

Recruit Coders

Smells

{ Create Coding Guide Filter Potential Smelly API

Documentation Units

Benchmark of |

Figure 4.3: The three major steps in benchmark creation process.
APIT documentation presentation and usability [11,211]. For example, the most recent paper on this topic
was by Aghajani et al. [10,11], who divided the ‘how’ problems in API documentation into four categories:
maintainability (e.g., lengthy files), readability (e.g., clarity), usability (e.g., information organization like
dependency structure), and usefulness (e.g., content not useful in practice). Previously, Uddin and Robil-
lard [211] studied 10 common problems in API documentation by surveying 323 IBM developers. They
observed four common problems related to presentation, i.e., bloated (i.e., too long description), tangled
(complicated documentation), fragmented (i.e., scattered description), and excessive structural information
(i.e., information organization like dependency structure). Given that the four problems appeared in both
studies, we included each as a documentation smell in our study. In addition, we added lack of proper
description of an API method as a ‘lazy’ documentation smell, because incomplete documentation problems

are discussed in literature [10,211] as well as in online developer discussions (see Figure 1.1).

Feasibility Analysis. Once we decided on the five smells, we conducted a feasibility study by looking for
real-world examples of the smells in official API documentation of Java. This was important to ensure that
the smells are prevalent in API documentation and that we can find those with reasonable confidence, because
otherwise there is no way we can design automated techniques to detect those automatically. We combined

our knowledge of the five smells gained from API documentation literature with active exploration of the five
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smells in the API official documentation. We formed a team of four coders to create and label the benchmark
(see Table 4.1). We conducted multiple focus group discussions where all four coders discussed together by
analyzing potential examples of the five smells in API documentation and by mapping the characteristics of
such API documentation with the description of the smells in the literature/developer discussions. Before
every such focus group meeting, the first two coders (C1 & C2) created a list of API documentation units with
their labels of the five smells in the units. The four coders discussed those labeled data together, refined the
labeling, and identified/filtered the labeling criteria. This iterative process led to increased understanding
among the group members of the specific characteristics of the five documentation smells. From multiple

discussion sessions of the four coders, the final output was a list of 50 labeled datapoints.

Table 4.1: Details of the Data Labelers (Coders).

Coder Identity
C1 The author of this thesis and the first author of the corresponding publication
C2 The second co-author of the corresponding publication
C3 The third co-author of the corresponding publication
C4 The last and fourth co-author of the corresponding publication

Benchmark Creation. In the last step of the benchmark creation process, we expanded our initial list of
50 API documentation units with smell labels as follows. We collected documentations of over 29K methods
belonging to over 4K classes of 217 different packages. We extracted these documentations from official Java
APIT (version SE 7) [4] through web crawling and text parsing techniques. Since a documentation unit can
contain multiple smells at the same time, this is a multi-labeled dataset. We produced the benchmark as
follows. First, all the coders mutually discussed the documentation smells. Then, we randomly selected
950 documentations from a total of 29K that we extracted. Then the first two coders labeled the first 50
documentations separately. When they finished, they consulted other coders and resolved the disagreement
based on the discussion. Then they continued with the next 50 documentations and repeated the same
process. Their agreement of labeling has been recorded using Cohen’s Kappa Coefficient [136] for each
iteration, i.e., labeling 50 documentations (Table 4.2). After the third iteration, both coders reached a
strong agreement level with Cohen’s Kappa Coefficient of 0.83. Then they prepared a coding guideline for
the labeling task which was later presented to 17 computer science undergraduate students. The students
labeled the remaining 800 documentation units. During the entire coding sessions by the 17 students (i.e.,
new coders), the first two coders (C1 & C2) remained available to them via Skype/Slack. Each new coder
consulted their labels with the first two coders. This ensured quality and mitigated subjective bias in the

manual labeling of the benchmark.
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Table 4.2: Measure of agreement between two labelers

Iteration ID Documentation Unit # Cohen &

1 50 0.49
2 50 0.67
3 50 0.83

4.2.2 The Five Documentation Smells in the Benchmark

Bloated Documentation Smell. By ‘Bloated’ we mean the documentation whose description (of an
APT element type) is verbose or excessively elaborate. It is difficult to understand or follow a lengthy
documentation [211]. Moreover, it cannot be effectively managed that makes it hard to modify when needed,
e.g., in case of any update in the API source code. In our benchmark, we found many documentations that
are larger than necessary. For example, the documentation shown in Figure 4.4 is so verbose and lengthy

that it is hard to follow and use it. Hence, it is a bloated documentation.

Method Prototype
public float[] toCIEXYZ (float]] colorvalue)

Documentation I Total 780 Words I

Transforms a color value assumed to be in the C5_CIEXYZ conversion color
space into this ColorSpace. This method transforms color values using
relative colorimetry, as defined by the ICC Specification. This means that the
XYZ argument values taken by this method are represented relative to the
D50 white peoint of the CS_CIEXYZ color space. This representation is useful
in a two-step color conversion process in which colors are transformed from
an input color space to CS_CIEXYZ and then to an output color space. The
color values returned by this method are not those that would produce the
XYZ value passed to the method when measured by a colorimeter. If you have
XYZ values corresponding to measurements made using current CIE

recommended practices, they must be converted to D50 relative values
before being passed to this method. The paragraphs below explain this in
more detail. The ICC standard uses a device independent color space
(DICS) as the mechanism for converting color from one device to another
device. In this architecture, colors are converted from the source device's
color space to the ICC DICS and then from the ICC DICS to the destination
device's color space. The [CC standard defines device profiles which contain
transforms which will convert between a device's color space and the [CC
DICS. The overall conversion of colors from a source device to colors of a
destination device is done by connecting the device-to-DICS transform of
the profile for the source device to the DICS-to-device transform of the
profile for the destination device. For this reason, the ICC DICS is commonly
referred to as the profile connection space (PCS). The color space used in
the methods toCIEXYZ and fromCIEXYZ is the CIEXYZ PCS defined by the
ICC Specification. This is also the color space represented by ColorSpace.
CS_CIEXYZ. The XYZ values of a color are often represented as relative
to some white point, so the actual meaning of the XYZ values cannot be
known without knowing the white point of those values. This is known
as relative colorimetry. The PCS uses a white point of D50, so the XYZ.....
(TO BE CONTINUED)

Figure 4.4: Example of Bloated Smell.

Excess Structural Information Smell. Such a documentation contains too many structural syntax or

information which are not necessary, e.g., the Javadoc of the java.lang.Object class. Javadoc lists all the
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hundreds of subclasses of the class. In our study, we find this type of documentation to contain many class
and package names. For instance, the documentation of Figure 4.5 contains many structural information
(marked in red rectangle) that are unnecessary for the purpose of understanding and using the underlying

method.

Method Prototype
public void printStackTrace()

Documentation
Prints this throwable and its backtrace to the standard erver stream, This method prints a stack trace
for this "Throwable™ cbject on the error cutput stream that is the value of the field "System.err’. The
first line of output contains the result of the "toSiring()” method for this object, Remaining lines

p data previousl ded by the method "filllnStackTrace()". The format of this information
i o il s regarded as typical:

> javalang.NullPointerException
at MyClass.mash(MyClass.java:9)
at MyClass.crunch(MyClass.java:6)
at MyClass.main[MyClass.java:3)

class MyClass {
public static void main(String[] args] {
erunch(null);

static void erunch(int]] a) {
mash{ak

static void mash(ine[] b) {
System.cut.println(b[0]);

The back fora th ble with an initialized, non-null cause should generally include the

backtrace for the cause, The format of this information depends on the implementation, but the
1 ed

lahe Aadnical

HighLevelException: MidLevelException: LowLevel Exception
at Junk.a(Junk.java:13)
at Junk.main(Junk.java:4)
Caused by: MidLevelException: LowLevelException
at Junk.c(Junk.java:23)
at Junk.b(Junkjava:17)
at Junk.a(Junk.java:11)
Caused by: LowLevelException
at Junk.e(Junk.java:30)
at Junk.d(Junk.java:27)
at Junk.c(Junk.java:21)

Figure 4.5: Example of Excess Structural Information.

Tangled Documentation Smell. A documentation of an API element (method) is ‘Tangled’ if it’s de-
scription is tangled with various complex information (e.g., from other methods). This makes it difficult and
thereby reduces the readability and understandability of the description. Figure 4.6 depicts an example of

tangled documentation which is hard to follow and understand.

Fragmented Documentation Smell. Sometimes it is seen that the information of documentation (related
to an API element) is scattered (i.e., fragmented) over too many pages or sections. In our empirical study,
we found a good number of documentation that contain many URLs and references that indicate possible
fragmentation smell. For example, the documentation of Figure 4.7 is fragmented as it refers the readers to

other pages or sections for details.

Lazy Documentation Smell. We categorize a documentation as ‘Lazy’ if it contains very small informa-

tion to convey to the readers. In many cases, it is seen that the documentation does not contain any extra
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Method Prototype
public NamingEnumeration<SearchResult> search(Name name,
Attributes matchingAttributes, String[] attributesToReturn)
=

Documentation

Searches in a single context for objects that contain a specified set of
attributes, and retrieves selected attributes. The search is performed using
the default "SearchControls’ settings.

For an object to be selected, each attribute in "'matchingAttributes” must
match some attribute of the object. If ‘'matchingAttributes’ is empty or null,
all objects in the target context are returned.

An attribute _A_ 1 in “matchingAttributes’ is considered to match an attribute
_A_2ofan objectif _A_1and _A_2 have the same identifier, and each value
of _A_1is equal to some value of _A_ 2. This implies that the order of

values is not significant, and that _A_ 2 may contain "extra” values not found
in _A_1without affecting the comparison. It also implies that if _A_1 has

no values, then testing for a match is equivalent to testing for the presence
of an attribute _A_ 2 with the same identifier.

The precise definition of "equality” used in comparing attribute values is
defined by the underlying directory service. It might use the "Object.equals’
method, for example, or might use a schema to specify a different equality
operation. For matching based on operations other than equality (such as
substring comparison) use the version of the "search’” method that takes a
filter argument.

Figure 4.6: Example of Tangled Smell.

Method Prototype

public void setMinimum (int n)

Documentation

Sets the progress bar's minimum value (stored in the progress bar's data
model) to 'n’.

The data model (a ‘BoundedRangeModel” instance) handles any

See the ‘BoundedRangeModel” documentation for details.

If the minimum value is different from the previous minimum, all change
listeners are notified.

Figure 4.7: Example of Fragmented Smell.

information except what can be perceived directly from the function name. Hence, this kind of documen-
tation does not have much to offer to the readers. We see a lazy documentation in Figure 4.8 where the

documentation says nothing more about the underlying method than what is suggested by the prototype

4.2.3 Distribution of API Documentation Smells in Benchmark

We calculated the total number of smells in our dataset (Figure 4.9). We found that 778 documentations
(almost 78%) of our dataset contain at least one smell. While most (524) of the smelly documentations

contain only one type of smell, a small number (19) of documentations show as high as four smells at the
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Method Prototype
void setBaseURI (String baseURI)

Documentation

Sets the base URL

Figure 4.8: Example of Lazy Smell.
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Figure 4.9: Smell distribution by # of documentation units.

same time. We also determined the distribution of different smells in our dataset (Figure 4.10). It shows
that all the five types of smells discussed occur in the dataset with a considerable frequency where the most
frequent smell in our dataset is ‘Lazy’ with 275 occurrences and the least frequent smell is ‘Bloated’ with
141 occurrences.

In multi-label learning, the labels might be interdependent and correlated [90]. We used Phi Coefficients
to determine such interdependencies and correlations between different documentation smells. The Phi
Coefficient is a measure of association between two binary variables [56]. It ranges from -1 to +1, where
+1 indicates a perfect positive or negative correlation and 0 indicates no relationship. We report the Phi
Coefficients between each pair of labels in Figure 4.11. We find that there is almost no correlation between
‘Fragmented’ and any other smell. By definition, the information of fragmented documentation is scattered in
many sections or pages. Hence, it has little to do with smells like ‘Bloated’, ‘Excess Structural Information’,
or ‘Tangled’. We also observe that there is a weak positive correlation (+0.2 to +0.4) among the ‘Bloated’,
‘Excess Structural Information’, and ‘Tangled’ smells. One possible reason might be that if a documentation
is filled with complex and unorganized information (Tangled) or unnecessary structural information (Excess

Structural Information), it might be prone to become bloated as well. On the other hand, ‘Lazy’ smell has
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Figure 4.10: Distribution of different smells in our dataset.

a weak negative correlation (-0.2 to -0.3) with all other groups since these kinds of documentation are often
too small to contain other smells. However, none of these coefficients is high enough to imply a strong or
moderate correlation between any pair of labels. Hence, all types of smells in our study are more or less

unique in nature.

4.3 Developers’ Survey of Documentation Smells

Four out of the five API documentation smells in our study were previously reported as commonly observed by
IBM developers [211]. The other smell (lazy documentation) is reported as a problem in API documentation
in multiple studies [10,173]. Given that we extended previous studies by creating a benchmark of the smells
with real-world examples, we needed to further ensure that our collected examples of smelly documentation
units do resonate with software developers. We, therefore, conducted a survey of professional software
developers (1) to validate our catalog of the five APT documentation smells and (2) to understand whether,
similar to previous research, developers agree with the negative impact of the documentation smells. In

particular, we explore the following two research questions:

RQ1. How do developers agree with our catalog and examples of the five API documentation smells?

RQ2. How do software developers perceive the impact of the detected documentation smells?
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Figure 4.11: Correlation between different documentation smells in our benchmark. Red, Blue, and Gray
mean positive, negative, and no correlation. Intensity of color indicates the level of correlation.

4.3.1 Survey Setup

We recruited 21 professional software developers working in the software industry. We ensured that each
developer is actively involved in daily software development activities like API reuse and documentation
consultation. The participants were collected through personal contacts. First, each participant had to
answer two demographic questions: current profession and years of experience in software development. We
then presented each participant with two Javadoc examples of each smell and asked him/her whether they
agreed that this documentation example belonged to that particular smell. Then, we asked them about how
frequently they faced these documentation smells. Finally, we inquired them of the negative impact of the
documentation smells on their overall productivity during software development. Out of the 21 participants,
14 participants had experience less than five years and the rest had more than five years. The majority of
the participants had experience less than five years because they are likely to be more engaged in studying
API documentation as part of their software programming responsibility. Developers with an experience
more than five years are more engaged in the design of the software and its architecture.

Then we showed each participant two examples of each smell, i.e., 10 examples in total. For each example,

we asked the following questions to analyze the relevance and impact of the corresponding smell type.

@ Do you think the documentation mentioned above is [smell, e.g., lazy]? - The options are
on the Likert scale, i.e., strongly agree, agree, neutral, disagree, and strongly disagree. This question

will help us to validate our catalog.
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Figure 4.12: Survey response on whether the software developers agreed with our labeled documentation
smell examples.

Based on your experience of the last three months, how frequently did you observe
this [smell, e.g., lazy] in documentation? - The options are: never, once or twice, occasionally,
frequently, and no opinion. The options are picked from literature [211]. This question will reveal the

prevalence of the corresponding documentation smell.

@ How severely the documentation smell impact your development tasks? - The response
options were taken on a scale of five degrees: “Blocker”, “Severe”, “Moderate”, “Not a Problem”, and
“No opinion”. The options were picked from similar questions on API documentation presentation
problems from literature [211]. We will be able to analyze the impact of a specific smell by this

question.

Additionally, we asked the following two questions regarding the impact of five documentation smells in

general.

Do you think the documentation smells hinder the productivity of software developers?

- The options are on three points Likert scale: “Yes”, “No”, and “Maybe”.

Do you think these documentation smells should be fixed to improve the software

development process? - The options are on three points Likert scale: “Yes”, “No”, and “Maybe”.
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Figure 4.13: Survey response on how frequently the participants faced the documentation smells in the last
three months.

4.3.2 How do software developers agree with our catalog and examples of the

five API documentation smells? (RQ1)

Figure 4.12 shows the responses of the participants to the first question. More than 75% participants agreed
to the examples of three smells: bloated, tangled, and excess structural info. At least 50% of the participants
agreed to the examples of the other two smells. Only 5-25% of the participants disagreed to the examples.
Overall, each example of the API documentation smell was agreed by at least 50% of the participants. This
validates out catalog of API documentation smells based on feedback from the professional developers.
Figure 4.13 shows the frequency of the documentation smells the developers observed in the last three
months (second question). We found that 50% of the participants had faced all the smells and lazy smell
was the most frequently encountered. On the other hand, half of the participants did not face bloated
documentation smells in the last three months, while 60%-65% of the participants faced tangled, excess
structural info, and fragmented API documentation. This study reveals that API documentation is becoming

less explicable, more complex, and unnecessarily structured.

4.3.3 How do software developers perceive the impact of the detected docu-

mentation smells? (RQ2)

We analyzed the impact of the documentation smells with respect to the frequency of the smells the partici-
pants had observed over the past three months (see Figure 4.14). For each smell, we compute the frequency

scale (x-axis) as the percentage of response “Frequently”, “Occasionally”, and “Once or twice”. For exam-
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Figure 4.14: The perceived impact of the five documentation smells by severity and frequency. Circle size
indicates the percentage of participants who strongly agreed or agreed to the smells.

ple, regarding whether the participants had observed lazy documentation in the past three months, 25%
answered “Frequently”, 35% answered “Occasionally”, and 30% answered “Once or twice”, leading to a
total 90% in the frequency scale. We constructed the severity scale (y-axis) by combining the percentage
of the participants responded with “Blocker”, “Severe”, and “Moderate”. For example, due to fragmented
documentation smells, 5% of the participants could not use that particular API and picked another API
(“Blocker”), 20% of the participants believed that they wasted a lot of time figuring out the API functional-
ity (“Severe”), and 25% of the participants felt irritated (“Moderate”) with the fragmented documentation.
The circle size indicates the percentage of the participants “Strongly Agree” or “Agree” with the examples
containing documentation smells.

From Figure 4.14, we observed that lazy documentation had the most frequent and the most negative
impact (90%). Tangled documentation was identified as the second most severe smell (85%). Although
bloated documentation was considered more severe (65%) than excess structural info (55% severity) and
fragmented (50% severity) documentation, bloated occurred less frequently than the later two. The most
important finding of this survey is that the coordinates of all the circles (referring to documentation smells)
in Figure 4.14 were above or equal to 50. This indicates that according to the majority of the participants,
these documentations smells are occurring frequently and hindering the productivity of the development
tasks.

Finally, we asked our survey participants whether the five smells hinder their productivity. 95.2% of
the participants reported that the smells hamper their productivity while the rest (4.8%) responded with
‘Maybe’. We also asked them whether the smells need to be fixed to improve the software development

process. More than 90% responded with a ‘Yes’, 9.5% with a ‘Maybe’, 0% with a ‘No’ (see Figure 4.15).
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Figure 4.15: Survey responses on whether the five documentation smells should be fixed to improve API
documentation quality.

4.4 Discussions

Implications of Findings. Thanks to the significant research efforts to understand API documentation
problems using empirical and user studies, we now know with empirical evidence that the quality of API
official documentation is a concern both for open source and industrial APIs [11,81,85,174,211]. The five API
documentation smells we studied in this study are frequently referred to as documentation presentation/de-
sign problems in the literature [11,211]. Our comprehensive benchmark of 1,000 API official documentation
units has 778 units each exhibiting one or more of the smells. The validity of the smells by professional
software developers proves that this benchmark can be used to foster a new area of research in software
engineering on the automatic detection of API documentation quality - which is now an absolute must due

to the growing importance of APIs and software in our daily lives [158,174].

Threats to Validity. Internal validity threats relate to authors’ bias while conducting the analysis. We
mitigated the bias in our benchmark creation process by taking agreement from multiple (19) coders and by
consulting API documentation literature. However, besides two primary coders, there were 17 undergraduate
students who took part in the labeling process. Though this might help us to mitigate the subjective
bias and the primary coders were always available to them during the labeling process, there is a chance
the undergraduate students might not be able to understand a confusion or concern that needs further
attention. Construct validity threats relate to the difficulty in finding data to create our catalog of smells.
Our benchmark creation process was exhaustive, as we processed more than 29K unit examples from official
documentation. FExternal validity threats relate to the generalizability of our findings. We mitigated this
threat by corroborating the five smells in our study with findings from state-of-the-art research in API
documentation presentation and design problems. Our analysis focused on the validation of the five API
documentation smells. Similar to code smell literature, additional documentation smells can be added to

our catalog as we continue to research on this area.
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4.5 Summary

Without usable documentation, the learning of an API is challenging. We identify five API documentation
smells by consulting the literature on API documentation design and presentation issues. We present a
benchmark of 1,000 API documentation units with five smells in API official documentation. Feedback
from 21 industrial software developers shows that the smells can negatively impact the productivity of the

developers during API documentation usage. They also asked for tools to fix the smells.
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Chapter 5

Automatic Detection of

Documentation Smells

The previous chapter focused on benchmarking five API documentation smells that can adversely affect
developer productivity and hinder the usability of API documentation. The findings emphasized the need
for automated detection and mitigation of these smells. In this chapter, we delve deeper into the automatic
detection of these smells by developing a suite of machine learning classifiers. The best performing classifier
BERT, a deep learning model, achieves Fl-scores of 0.75-0.97 for different smells. This study will help in
the automatic evaluation and supervision of documentation usability through smell detection. It will also

facilitate the development of automated mitigation tools for different smells.

The contents of this chapter are part of the following published paper [108].

e Junaed Younus Khan, Md Tawkat Islam Khondaker, Gias Uddin, Anindya Igbal. “Automatic
Detection of Five API Documentation Smells: Practitioners’ Perspectives.” In 2021 IEEE
International Conference on Software Analysis, Evolution and Reengineering (SANER), pp.

318-329. IEEE, 2021.
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5.1 Introduction

As we have seen, similar to code smells or code anti-patterns, API documentation can also have “smells”.
These smells can be characterized as poor documentation styles or practices that degrade the usability
of documentation [10,199,211]. In the previous chapter, we studied five documentation smells i.e., Lazy,
Bloated, Excessive Structural Info, Fragmented, and Tangled. We identified these smells in official Java API
documentation and built a 1K benchmark. Our survey confirmed that developers deal with such smells on
a regular basis which hinder their work.

The perceived negative impact of the smells on developers’ productivity, as evidenced by the responses
from our survey participants, highlights the need to fix them. To do that, we first need to detect the
smells automatically in the API documentation. The automatic detection offers two benefits: (1) we can use
the techniques to automatically monitor and warn about bad documentation quality and (2) we can design
techniques to fix the smells based on the detection. In addition, manual effort can also be made for improving
detected examples. Hence, in this chapter, we focus on automatic detection of such documentation smells.
With a view to determining the feasibility of techniques to detect API documentation smells, we answer

three research questions:

RQ@1. How accurate are rule-based classifiers to detect the documentation smells?

We first developed a suite of rule-based classifiers and determine whether these classifiers could reliably
detect documentation smells without the need for more resource-intensive techniques. The motivation behind
this approach was to possibly find a minimal resource solution that could effectively detect documentation
smells and provide a comparative benchmark (as baselines) for further analysis. We conducted a manual
investigation of our benchmark dataset (created in Chapter 4) and designed six metrics for rule-based
classification. These metrics included documentation length, readability metrics, number of acronyms and
jargons, number of URLs, number of function/class/package names mentioned, and edit distance (between
the function name and documentation text). We used different thresholds for each metric and reported the
performances of the baseline models for each documentation smell. The results showed that these baseline
models have good capability in detecting bloated and lazy documentation, however, perform poorly in excess

structural information, tangled, and fragmented documentation.

RQ2. Can the shallow machine learning models outperform the rule-based classifiers?

Here, we investigate whether shallow machine learning models could outperform rule-based classifiers

in detecting documentation smells. We employed different decomposition approaches (One-Vs-Rest, Label
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Powerset, and Classifier Chains) with Support Vector Machine (SVM) as the base estimator. We used both
rule-based metrics and bag of words (BoW) as features for training the models. The results showed that the
shallow learning models, particularly OVR-SVM and CC-SVM, outperformed the rule-based classifiers for

most smell types.

RQ3. Can the deep machine learning models outperform the other models?

Our third research question is focused on exploring whether deep machine learning models could out-
perform the other approaches in detecting documentation smells. We evaluated two deep learning models,
Bidirectional LSTM (Bi-LSTM) and Bidirectional Encoder Representations from Transformers (BERT) with
Word embeddings used as features. The results demonstrated that BERT achieved the highest performance
among all the models, surpassing the shallow learning models and rule-based classifiers for each smell type,
with Fl-scores of 0.75 - 0.97 for different smells.

To the best of our knowledge, ours are the first techniques to automatically detect the five API documen-
tation smells of our benchmark. The machine learning models can be used to monitor and warn about API

documentation quality and usability by automatically detecting the smells in real-time with high accuracy.

5.2 Experiment

5.2.1 Dataset

For training and evaluating our models, we have used our 1K benchmark of five documentation smells that

we created in Chapter 4.

5.2.2 Evaluation Metrics

The shallow and deep learning models are supervised, for which we used 5-fold iterative stratified cross-
validation as recommended for a multilabel dataset [181]. Traditional k-fold cross-validation is a statistical
method of evaluating machine learning algorithms which divides data into k£ equally sized folds and runs for
k iterations [169]. In each iteration, each of the k folds is used as the held-out set for validation while the
remaining k — 1 folds are used as training sets. Stratified cross-validation is used to make sure that each
fold is an appropriate representative of the original data by producing folds where the proportion of different
classes is maintained [152]. However, stratification is not sufficient for multi-label classification problems
as the number of distinct labelsets (i.e., different combinations of labels) is often quite large. For example,

there can be 32 combinations of labels in our study as there are five types of documentation smells. In
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such cases, original stratified k-fold cross-validation is impractical since most groups might consist of just a
single example. ITterative stratification, proposed by [181], solves this issue by employing a greedy approach
of selecting the rarest groups first and adding them to the smallest folds while splitting.

We report the performances using four standard metrics in information retrieval [131]. Accuracy (A)
is the ratio of correctly predicted instances out of all the instances. Precision (P) is the ratio between
the number of correctly predicted instances and all the predicted instances for a given smell. Recall (R)
represents the ratio of the number of correctly predicted instances and all instances belonging to a given

class. Fl-score (F'1) is the harmonic mean of precision and recall.

TP TP P« R TP+ TN

P = , R= , F1=2x R =
TP+ FP TP+ FN P+ R TP+ FP+TN+ FN

TP = Correctly classified as a smell, FP = Incorrectly classified as a smell, TN = Correctly classified as

not a smell, FN = Incorrectly classified as not a smell.

5.2.3 Performance of Rule-Based Classifiers (RQ1)

Based on manual analysis of a statistically significant random sample of our benchmark dataset (95% con-
fidence interval and 5 levels), we designed six metrics to establish five rule-based classifiers as described

below.

5.2.3.1 Rule-based Metrics

We design the following metrics for rule-based classification.

(a) Documentation Length. We use the length of every documentation in order to capture the exten-

siveness of the bloated documentations.

(b) Readability Metrics. We measure Flesch readability metrics [78] for the documentations to analyze
the understandability of documentation. This feature might be useful to detect tangled documenta-

tions.

(c) Number of Acronyms and Jargons. Since acronyms and jargons increase the complexity of a
reading passage [37], we use the number of acronyms and jargons in every documentation to detect the

tangled documentation.

(d) Number of URLs is computed because URLs are hints of possible fragmentation in the documenta-

tion.
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Figure 5.1: Flowchart of rule-based classification approach.

Table 5.1: Class-wise performance of rule-based baseline models by the metric thresholds (P stands for
percentile)

Bloated Lazy Excess Struct Tangled Fragmented
Model‘ Threshold A P R Fl1 ‘ A P R F1 ‘ A P R F1 ‘ A P R F1 ‘ A P R F1
AVG 77 38 8 5258 39 71 51| .68 35 34 34| .49 .13 .18 15| .65 .33 52 40
Rule 25P 39 18 64 29] 96 96 .93 .95 | 67 38 30 34| .54 .09 .09 .09 | .52 .31 .90 .47
Based 50P 64 28 79 41 | .77 55 84 66 |.75 .37 .50 .42 | 45 .20 .40 .26 | .61 .34 .71 46
75P 89 56 93 70| 52 36 .67 47| .65 32 31 31| .37 25 .75 .37 | .67 .29 27 .28
90P 95 97 8 .90 | .37 30 .56 39| .75 50 .17 25| .33 26 96 .41 | .72 27 .10 .15

(e) Number of function, class, and package name mentioned in documentation is computed to

capture excess structural information smell.

(f) Edit Distance. The edit distance (i.e., measure of dissimilarity) between the description of a lazy
documentation and its’ corresponding unit definition (i.e., method prototype) should be smaller than
non-lazy documentations. We calculate the Levenshtein distance [120] between the documentation

description and method prototype.

5.2.3.2 Rule-based Classifiers

Figure 5.1 shows flowchart of the rule-based classification approach. For each metric, we study average, 25",

50", 75t and 90" percentiles as thresholds.
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5.2.3.3 Results

In Table 5.1, we reported the performances of the baseline models for each documentation smell. Different
thresholds of features achieved higher performance for different documentation smells. For example, taking
90" percentiles of the features’ values, baseline model achieved the higher performance for bloated docu-
mentation detection, while lazy and excess structural information smell detection required 25" percentile
and 50" percentile, respectively. Notably, the performance of the baseline models in detecting bloated (.90
Fl-score) and lazy (F1 = .95) documentation were higher than detecting excess structural info (F1 = .42),

tangled (F1 = .41), and fragmented (F1 = .47) documentations.

5.2.4 Performance of Shallow Learning Models (RQ2)
5.2.4.1 Shallow Learning Models

Since documentation smell detection is multi-label classification problem, we employed different decomposi-
tion approaches: One-Vs-Rest (OVR), Label Powerset (LPS), and Classifier Chains (CC) [62,202, 203, 239]

with Support Vector Machine (SVM) [55,221] as the base estimator.

(a) One-Vs-Rest (OVR) is a heuristic method that works by decomposing the multi-label classification
problem into multiple independent binary classification problems (one per class) [62,202]. It trains a
single classifier per class, with the samples of that class as positive samples and all other samples as
negatives. All the independent classifiers then separately give individual class predictions for unseen
data. We evaluated One-Vs-Rest (OVR) approach with SVM (as the base estimator) for detecting
documentation smells. One-Vs-Rest support vector machine (OVR-SVM) has been successfully applied
in several problems [71,106,202]. We used linear kernel for the SVM classifiers as recommended by

earlier works [97,233,241].

(b) Label Power Set (LPS) treats every combination of labels as a new class and approaches in a
multiclass classification manner [33]. As a result, this method has high computational complexity.
However, it is capable of taking label correlation into account. We used SVM (with linear kernel) as

the base estimator of the Label Power Set method [71,106,233].

(c) Classifier Chains (CC) constructs a chain of binary classifiers, where every classifier uses the pre-
dictions of all the previous classifiers of the chain [167,168]. This way the method can take label
correlations into account. We constructed a Classifier Chain (CC) of SVMs and evaluated its’ perfor-

mance for documentation smell detection.
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Table 5.2: Class-wise performance of shallow machine learning models

Bloated Lazy Excess Struct Tangled Fragmented
Feature| Model AP R FI| A P R F1I|] A P R F1I| A P R FI|] A P R FI

OVR-SVM 96 88 89 .88 | .94 8 94 90| .74 45 .23 31| .82 .67 .56 .61 | .80 .69 .25 .37
Rule LPS-SVM 94 8 .70 .77 | .91 .77 97 8 |.74 44 21 28| .8 .70 .40 .51 | .81 .73 .32 45
Based | CC-SVM 96 88 87 .88 | .92 .79 97 87| .75 47 24 32| .82 .68 .54 .60 |.80 .71 .27 .39
Feats ML-kNN 93 73 8 8|91 8 80 8 |.75 49 31 38| .80 .63 .54 B8 |.79 .57 .50 .53

OVR-SVM 93 84 66 .74 | .95 87 96 .91 | .75 49 .47 48 |.78 .57 .54 .56 | .79 .55 .54 .55
Bow LPS-SVM 93 8 63 .74|.94 8 97 89 |.75 50 49 .50 | .79 59 58 58| .80 .59 .58 .58
Feats CC-SVM 93 8 67 75| .94 8 96 .90 | .74 48 47 48| .78 .57 .54 .56 | .78 .54 .54 b4
ML-ANN 93 8 .60 71|88 75 8 .79|.73 44 29 35|.79 .59 .53 .56 |.80 .63 .41 .50

(d) Multi-label k Nearest Neighbors (ML-kNN) is derived from the traditional k-nearest neighbor
(kNN) algorithm [238]. It finds the k nearest neighborhood of an input instance using kNN, then
uses Bayesian inference to determine the label set of the instance. We studied this method because it
has been reported to achieve considerable performance for different multi-label classification tasks in
previous studies [15,238]. We used ML-kNN with the number of nearest neighbors, K = 10 during our

experiment as recommended by [15].

5.2.4.2 Studied Features

We used two types of features: (1) rule-based metrics (described in Section 5.2.3.1) and (2) bag of words
(BoW) [94]. Bag of words (BoW) is a common feature extraction procedure for text data and has been

successfully used for text classification problems [137,180].

5.2.4.3 Results

Table 5.2 presents the performance of the shallow learning models. The best performer is OVR-SVM, followed
closely by CC-SVM. CC-based models are generally superior to OVR-based models because of the capability
of capturing label correlation [167]. Since the labels (types) of the presentation smells are not correlated
(see Section 4.2.3), the CC-based SVM could not exhibit higher performance than the OVR-based SVM.
Using rule-based features, OVR-SVM achieved a higher F1-score (0.88) than the other models for bloated
documentation detection. Because documentation length (a rule-based) was more effective in detecting
bloated documentation than bag of words. On the other hand, LPS-SVM achieved a higher F1-score (0.58)
for fragmented documentation detection using bag of words, as bag of words more successfully determined
whether the documentation was referring to other documentation than any rule-based features. Overall, the
shallow models outperformed the rule-based classifiers for four smell types (except for lazy documentation
smell). Therefore, the documentation smell detection does not normally depend on a single rule-based metric,

rather, it depends on a combination of different metrics and their thresholds. The shallow learning models
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Table 5.3: OVR-SVM performance decrease in feature permutation

Permuted Desired Decrease in F1
Feature Class C Overall Desired C
Doc Length Bloated A7 .46
Readability Tangled .06 A1
#Acronymé&Jargon Tangled .05 .07
#URLs Fragmented .03 A1
#Method, Class, Package Excess Struct A7 .08
Edit Distance Lazy .09 37
Table 5.4: Class-wise performance ol deep learning models
Bloated Lazy Excess Struct Tangled Fragmented
Feature| Model AP R FI|] A P R FI|] A P R FI| A P R FI| A P R F1
Word | Bi-LSTM 92 .92 92 91].89 .90 .89 .90|.76 .72 .76 .73 |.78 .74 .78 74| .67 .64 .67 .63
Embed | BERT 93 .93 93 .93 | .97 97 97 .97 |.76 .75 .76 .76 | 83 .83 .83 .83 | .75 .75 .75 .75

attempted to capture this combination of thresholds, and therefore, achieved better performances than the

baseline models.

5.2.4.4 Feature Importance Analysis

We verified the importance of our rule-based features by applying permutation feature importance technique
[34,77] in the best performing shallow model, i.e., OVR-SVM. We first train OVR-SVM with all the features.
While testing, we randomly shuffle the values of one feature at a time while keeping other feature values
unchanged. A feature is important if shuffling its values affects the model performance. We calculate the
change in performance in two ways. First, we measure the change in the average F1-score of the OVR-SVM
model for the permutation of a feature. Second, we report the change of the specific class that the feature
was intended for (i.e., ‘Documentation Length’ for ‘Bloated’). We observe that the permutation of any of
our rule-based features degrades the model performance (see Table 5.3). For example, after permutation of
the values of the ‘Documentation Length’ of test data, the average Fl-score decreases by 0.17 (from 0.62
to 0.45) and the Fl-score of the desired class (i.e., ‘Bloated’) decreases by 0.46 (from 0.88 to 0.42). This

analysis confirms the importance of combining rule-based metrics as features in the models.

5.2.5 Performance of Deep Learning Models (RQ3)
5.2.5.1 Deep Learning Models

We evaluated two deep learning models, Bidirectional LSTM (Bi-LSTM) and Bidirectional Encoder Repre-

sentations from Transformers (BERT).
(a) Bidirectional LSTM (Bi-LSTM) is more capable of exploiting contextual information than the
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unidirectional LSTM [89]. Hence, the Bi-LSTM network can detect the documentation smell by cap-
turing the information of the API documentations from both directions. We constructed a Bi-LSTM
model with 300 hidden states. We used ADAM optimizer [114] with an initial learning rate of 0.001.

We trained the model with batch size 256 over 10 epochs.

(b) Bidirectional Encoder Representations from Transformers (BERT) is a pre-trained model
which was designed to learn contextual word representations of unlabeled texts [66]. Considering the
great success of BERT in various natural language processing and text classification tasks [8,87,121,
126,143,155,198], we feel motivated to evaluate its’ performance in documentation smell detection. We
used BERT-Base for this study which has 12 layers with 12 attention heads and 110 million parameters.
We trained it on our labeled dataset for 10 epochs with a mini-batch size of 32. We used early-stop
to avoid overfitting [160] and considered validation loss as the metric of the early-stopping [159]. The
maximum length of the input sequence was set to 256. We used AdamW optimizer [128] with the
learning rate set to 4e™, 81 to 0.9, 82 to 0.999, and epsilon to 1e® [66,194]. We used binary cross-

entropy to calculate the loss [175].

5.2.5.2 Studied Features

We used word embedding as feature which is a form of word representation that is capable of capturing the
context of a word in a document by mapping words with similar meaning to a similar representation. For
Bi-LSTM, we used 100-dimensional pre-trained GloVe embedding which was trained on a dataset of one
billion tokens (words) with a vocabulary of four hundred thousand words [156]. We used the pre-trained

embedding in BERT model [66].

5.2.5.3 Results

Table 5.4 shows the performance of the deep learning models. BERT outperformed Bi-LSTM, the shallow,
and rule-based classifiers to detect each smell (F1-score). The increase in F1-score in BERT compared to the
best performing shallow learning model per smell is as follows: bloated (5.7% over OVR-SVM Rule), lazy
(6.6% over OVR-SVM BoW), Excess Structural Information (52% over ML-kNN BoW), tangled (36.1% over
OVR-SVM Rule), and fragmented (36.4% over OVR-SVM BoW). SVM and kNN-based models produced
more false-negative results because the number of positive instances for an individual smell type is lower
than the number of negative instances for that type. As a result, SVM and kNN-based models showed low
recalls for some types (Excess structural information, Tangled, and Fragmented) and consequently resulted

in low Fl-scores. On the other hand, Bi-LSTM and BERT achieved better performance because they focused
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on capturing generalized attributes for each smell type. We manually analyzed the misclassified examples of
Excess Structural Information and fragmented documentation where BERT achieved below 0.8 accuracy. For
the Excess Structural Information smell detection, BERT falsely considered some java objects and methods
as structural information; therefore, the model produced some false positive cases. In some examples, BERT
could not identify whether the information of documentation was referring to other documentation. As a

result, the model misclassified the fragmented documentation.

5.3 Summary

We find that different documentation smells affect the quality and usability of documentation. Developers
confirm that such smells hamper their productivity and ask for tool support to mitigate them. For automatic
monitoring of documentation, measuring the usability, and mitigating the issues, automatic detection of
smells is necessary. To this end, we develop a suite of machine learning classifiers to automatically detect
the smells. The superior performance of our machine learning classifiers, in particular the deep learning
model BERT, offers promise that we can now use such tools to automatically monitor and warn about
API documentation quality in real-time. Software companies and open source community can leverage our
developed model to analyze the quality of their API documentation. Software developers could save time by

focusing on good quality API documentation instead of the bad ones as detected by our model.
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Chapter 6

A Large-Scale Study on the
Performance and Improvement of

Documentation Smell Detectors

In the previous chapter, we developed techniques to detect five API documentation smells [108] which is
the first attempt in software engineering research to automatically identify such design/presentation issues.
The motivation for us to develop the smell detectors was to share the tool with the industry and open-
source community who suffer from low-quality API documentation. The hope is that our tool can be used
to automatically monitor the API documentation quality and usability, which then can guide decisions on
documentation fixes. However, for any such tool to be applied to real-world needs, it needs to be evaluated
exhaustively on diverse and large-scale dataset. Hence, in this chapter, we aim to systematically evaluate
the smell detectors (that we developed in the previous chapter) on large-scale diverse API documentation.
We will also explore more (advanced) models and leverage re-training and hyperparameter tuning to further

improve the detection performance.
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6.1 Introduction

Detection of documentation smells is important to assess and automatically monitor the quality of API
documentation. Up to this point, we discussed five types of API documentation smells and created a 1K
benchmark dataset of 1000 samples by collecting data from the Java official API documentation (Chapter
4). We also built a suite of rule-based, shallow, and deep learning models. The shallow and deep learning
models outperformed the rule-based models (Chapter 5). Table 6.1 summarizes the performance of the
best-performing shallow (OVR-SVM) and the two deep learning models (Bi-LSTM and BERT) we studied
on the 1K benchmark.

For any machine learning model to work effectively, we need to train and evaluate it with large data
from diverse sources. Our current benchmark contains 1K samples that were collected by crawling around
29K official API documentation units of Java (SE 7). However, other official versions as well as different
open-source platforms are also available for Java. Hence, in this chapter, we seek to systematically evaluate
and improve the effectiveness of our API documentation smell detectors on a large dataset involving diverse
APT documentation of Java. As such, we have defined the following two research questions (RQ) that we

will answer in this chapter.

RQ@Q1. How effective are the state-of-the-art smell detectors on documentation of diverse Java APIs?

There are more than 100K methods that we can observe in different Java versions. As such, it is important to
determine whether and how the state-of-the-art five API smell detection models are effective in a statistically
representative sample of Java official documentation units. While the Java official APIs offer diverse features,
much of the functionality in modern-day software development also reuse open-source Java APIs. For
example, there are more than 100K Java projects listed in the online Maven repository for Java projects.
Therefore, it is also necessary to quantify the effectiveness of the models on open source API documentation
as well. We aim to apply state-of-the-art smell detection models on both Java official and open source API
documentation.

We built a new dataset containing 2.5K samples coming from different official and open-source platforms
of Java API documentation. We found that the existing models exhibited significant underperformance on
the new dataset, with 10.2% to 20.9% degradation in the Fl-scores of the best-performing model (BERT)
compared to the previous benchmark. This degradation in performance can be attributed to the diversity

of documentation and changes in patterns originating from different sources.

RQ2. Can we further improve the performance of the smell detectors?
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Table 6.1: Fl-score of best shallow (S) & deep (D) models in Chapter 5 [108]

Type Model Bloated Lazy FExcess Tangled Fragment
S OVR-SVM 0.88 0.91 0.48 0.61 0.55
D Bi-LSTM 091 0.90 0.73 0.74 0.63
D BERT 0.93 0.97 0.76 0.83 0.75
Collect 90K Sample 1.5K Units and Assess & Compare
Documentation Units L, fun the smell detectors i Performance of State-of-
from Officialand Open on them the-art Smell Detectors
Source APIls

Figure 6.1: Assessing the state-of-the-art smell detectors on large dataset

The performance of a machine learning model becomes more robust if it is trained on more representative
data. While the results of RQ1 will offer insights into the robustness of the model in the new benchmark,
intuitively, the model may show better performance when it is trained on the combined dataset of old and
new benchmarks. In addition, the rapid progress in machine learning also gives us the opportunity to
investigate pre-trained advanced language models like XLNet, RoBERTa, etc. In addition, we can employ
hyperparameter tuning to make the best out of a model. Therefore, by answering RQ2 we aim to further
improve the performance of the smell detection models.

The performance of smell detection improved through re-training, hyperparameter tuning, and the explo-
ration of larger models. Our exploration revealed that RoOBERTa [127], a larger model with approximately
1.5 to 2 times more parameters than BERT, achieved F1-scores ranging from 0.71 to 0.93 for different smells
i.e., 10.4-20.7% improvement over the earlier best-performing model of RQ1.

In this study, we systematically evaluated the performance of our documentation smell detectors on
large-scale diverse data and improved the detection techniques. This would facilitate the automatic quality
and usability evaluation of documentation and help us to detect documentation smells more effectively. This

also paves the way to accomplishing our ultimate goal of documentation smell mitigation.

6.2 Evaluation of the smell detectors (RQ1)

We aim to test our API documentation smell detectors (of Chapter 5) [108] by applying them on 90K new
units from Java official and open-source API documentation. The major steps are outlined in Figure 6.1.
First, we collect 90K of documentation units from both Java official and open source APIs. Then we run our
smell detectors on a statistically significant sized sample set collected from those 90K documentation units

and assess their performance.
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6.2.1 Study Materials
6.2.1.1 A collection of 90K API documentation units

It is important that our new collection of documentation from as diverse APIs as possible, i.e., APIs offering
different features. This is required to ensure that we can capture subtle differences in the documentation of
a unit across diverse APIs. We collect documentation from both official (JAVA SE 8-15) and open-source
APT documentation of Java (i.e., Jackson, GSON, Apache HttpClient, Spring) from different open-source
repositories such as Maven Central repository [187], Open Hub [100], Apache open-source APIs [82]. While
we could collect any number of API documentation units, for RQ1, we randomly collected a total of ~90K
documentation units. To be specific, we collected 89655 samples where 68305 come from different official
Java API documentation and 21350 from open-source Java documentation. This is a large number compared

to the 1K sample we had used to develop the five API documentation smell detectors previously.

6.2.1.2 API documentation smell detection models from Chapter 5 [108]

In the previous chapter, we developed a set of machine learning models to detect the five API documentations
(Chapter 5). To be specific, we experimented with six rule- based, four shallow-learning, and two deep
learning classifiers on the 1K JAVA documentation units. Here, we evaluate each of them on a new diverse

benchmark.

6.2.2 Approach
6.2.2.1 Sampling of 1.5K Units

We assess the performance of the smell detectors by creating a sample out of our 90K units. This is necessary
because it is not possible to manually analyze the presence of the smells in all the 90K units. Therefore, we
need a sample out of the 90K units that can be as representative as possible. An entirely random sample
may have most units as non-smelly, because the majority of API documentation may not exhibit smells.
Therefore, we adopt a mix of random and judgmental sampling as follows. With a Confidence Level (CL) of
95% and a Confidence Interval (CI) of 5, a statistically significant random sample out of 90K should have
at least 383 units. First, we randomly sample 500 units out of the 90K units. Second, we pick another
500 units which the best shallow learning model OVR-SVM (from Table 6.1) labeled as smelly. Third, we
pick another 500 units from 90K for which the best deep learning model BERT (from Table 6.1) labeled as
smelly. To avoid duplication, we will iteratively pick per cohort until we get 500 distinct per each selection

criteria. The use of one shallow learning and one deep learning model to pick smelly units allows us to pick
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smelly units based on the strengths of both techniques. Given that we investigate five API documentation
smells, for each of OVR-SVM and BERT, we pick 100 units per smell (i.e., for which the model labeled
as showing the smell). This approach ensures that we have the right mix of a truly random sample which
ensures statistical significance, as well as a judgmental sample which ensures we get data for each of the five
API documentation smells. We note that judgmental sampling is commonly used to label minority classes

out of real-world data (e.g., sentiment polarity benchmark for software engineering [41]).

6.2.2.2 Labelling of 1.5K Units

We then manually label each of the 1.5K units following a coding guide. The coding guide was adopted from
our previous work [108] and reviewed by the author. It contains the definitions of the five documentation

smells with necessary guidelines for the labelers.

Coders. The benchmark was created based on inputs from three human coders.

e C1. The author of this thesis was the first coder.
e C2. The second coder was an undergrad student from the University of Calgary.

e C3. The third coder was a graduate student from the University of British Columbia.

Labelling Process. The coding approach was closely adapted from Kononenko et al. [115]. We divided
the total set of 1500 documentation units into 30 subsets (each containing 50 units). Then the three coders

(C1, C2, and C3) conducted the labelling in three phases:

1. Collaborative Coding. In this phase, the first two coders (C1, C2) labelled the same subsets to

develop shared understanding of the underlying problem. There were three steps:

e Knowledge Sharing. The first two coders had multiple discussion sessions to understand the
coding guide. Since C1 (the author of this thesis) had prior experience in this work [108], he also
shared his knowledge with C2.

e Shared Understanding. They selected two (out of 30) subsets i.e., 100 samples and labelled
them jointly. They discussed their labels together, and resolved their disagreements. They also
consulted the other co-author while necessary. This developed their shared understanding and

removed individual bias as much as possible.

e Separate Coding. The first two coders separately labelled a number of subsets. After completing

each subset, Cohen’s kappa value [136] was calculated and the two coders discussed the samples
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Table 6.2: Progression of Agreements between the First Two Coders (C1 & C2) during Separate Coding of
New Benchmark

Iteration Documentation Unit # Cohen «

1 a0 0.38
2 50 0.57
3 50 0.63
4 50 0.77
5 50 0.78

where disagreements occurred. The purpose was to find any problems in the labels and to be
able to converge to a common ground, if possible. The two coders repeated this step five times
(i.e., total of five subsets) until the agreement between them reached the substantial level of
Cohen’s Kappa value and the change in agreements between subsequent iterations was below five
percent, i.e., further improvements might not be possible. In Table 6.2, we show the progression

of agreements between the two coders during separate coding.

2. Code Completion. The rest of the subsets (i.e., 23 subsets) were divided between the first two
coders. The first coder (C1) labelled 10 subsets (i.e., 500 samples) and the second coder (C2) labelled

13 subsets (i.e., 650 samples) based on the knowledge obtained from the collaborating coding.

3. Code Validation. In this phase, we ask the third coder (C3) to analyze the quality of the data labelled
by the first two coders (C1, C2). We randomly selected statistically significant sized samples from each
labelled set by C1 and C2. With a 95 percent confidence interval and 10 percent error margin, for C1
(and C2) a statistically significant sample size should have at least 81 (and 84) samples. Hence, we
randomly picked 2 subsets (i.e., 100 samples) from each of C1’s and C2’s total labelled subsets and got
them labelled by C3 separately. Both C1 and C2’s labels got substantial levels of agreement from C3

with Cohen’s Kappa values of 0.71 and 0.68 respectively.

6.2.2.3 Assessment and Comparison of Model Performance

We run each of those classifiers (of Chapter 5) on our newly created 1.5K benchmark. We report the
performances using four standard metrics in information retrieval [131]. Accuracy (A) is the ratio of correctly
predicted instances out of all the instances. Precision (P) is the ratio between the number of correctly
predicted instances and all the predicted instances for a given smell. Recall (R) represents the ratio of the
number of correctly predicted instances and all instances belonging to a given class. Fl-score (F'1) is the

harmonic mean of precision and recall.
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Table 6.3: Performance of Smell Detectors [108] on New Diverse Dataset

ML-ENN 0.87 0.70 0.61 0.65| 0.67 0.55 0.70 0.62 | 0.68 0.41 031 0.35| 0.61 049 0.51 0.50 | 0.60 0.50 0.44 0.47
‘Word Bi-LSTM 0.88 0.76 0.85 0.80 | 0.78 0.68 0.78 0.73 | 0.70 0.61 0.65 0.63 | 0.71 0.67 0.65 0.66 | 0.65 0.51 0.51 0.51

Bloated Lazy Excess Struct Tangled Fragmented
Feature | Model A P R F1|] A P R F1|] A P R F1| A P R F1| A P R F1
Rule OVR-SVM 091 0.74 0.78 0.76 | 0.77 0.65 082 0.73 | 0.69 0.46 024 028 | 0.68 0.57 048 0.52 | 0.63 0.56 0.31 0.40
Based LPS-SVM 087 0.68 0.72 0.70 | 0.69 0.56 0.83 0.67 | 0.66 0.45 0.23 0.30 | 0.63 0.61 0.42 0.50 | 0.59 0.60 0.30 0.40
Feats CC-SVM 090 0.71 0.73 0.72 | 071 061 0.84 0.71 | 0.68 041 025 0.31|0.65 0.57 046 0.51 | 0.67 0.58 0.29 0.39
ML-ANN 085 0.75 0.76 0.75 | 0.70 0.65 0.68 0.66 | 0.69 043 0.29 0.35|0.60 0.56 0.49 0.52 | 0.59 047 045 0.46
OVR-SVM 0.88 0.70 0.68 0.69 | 0.74 0.66 0.84 0.74 | 0.69 0.48 0.47 047 | 0.67 048 050 0.49 | 0.62 048 0.50 0.49
BoW LPS-SVM  0.86 0.72 0.64 0.68 | 0.73 0.60 0.83 0.70 | 0.67 0.43 043 043|062 0.51 055 0.53 | 0.66 0.50 0.52 0.51
Feats CC-SVM 0.89 0.70 0.68 0.69 | 0.73 0.64 0.85 0.73 | 0.69 042 041 041 |0.68 0.52 049 0.50 | 0.62 0.49 0.49 0.49

Embed | BERT 0.90 082 0.85 083|083 070 085 0.77 | 0.71 067 068 0.67 | 075 0.68 072 0.70 | 0.68 0.60 062 0.61
TP TP PxR TP+ TN
P = , R= , F1=2x , A=
TP+ FP TP+ FN P+R TP+ FP+TN+FN

TP = Correctly classified as a smell, FP = Incorrectly classified as a smell, TN = Correctly classified as
not a smell, FN = Incorrectly classified as not a smell.

We will compare the performance of the classifiers between the old 1K units and the new 1.5K units.

6.2.3 Results
6.2.3.1 Performance on New Large-scale Dataset

Table 6.3 presents the performance of the existing smell detectors [108] on the new diverse dataset of 1.5K
units. Among the shallow learning models, OVR-SVM shows the best performance in most smell detection,
followed closely by CC-SVM. CC-based models are generally superior to OVR-based models because of the
capability of capturing label correlation [167]. Since the labels (types) of the presentation smells are not
correlated as observed in our earlier study [108], the CC-based SVM could not exhibit higher performance
than the OVR-based SVM. With rule-based features, OVR-SVM achieved an F1l-score of 0.76 on bloated
documentation, while with bag of words features, it achieved 0.74 and 0.47 on Lazy and Excess Struct
respectively. On the other hand, LPS-SVM achieved a higher F1-score among the shallow learning models
for tangled (0.53) and fragmented (0.51) documentation detection using bag of words features. Overall,
the shallow models were outperformed by the deep learning models. Specifically, BERT outperformed all
the classifiers (including the other deep learning model, Bi-LSTM) to detect each smell with F1-scores of
0.61-0.83.
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Table 6.4: Misclassification Analysis on New Benchmark

. Label: Is Lazy?
Method Prototype Documentation BERT | Actual
public long getRecordType() Gets the record type. YES YES
void setBorderTop(BorderStyle border) | Set top border. YES YES
public void removeCategory/() Removes the category. YES YES
public boolean isInvert () Swap foreground and background colours when data is negative. YES NO
public int getDimColor() A rgb structure that specifies a color for the dim effect. YES NO

6.2.3.2 Performance Comparison between Old and New Dataset

Table 6.5 shows the performance difference [108] on the old 1K benchmark and new diverse 1.5K benchmark.
It is evident that the existing models significantly underperform on the new dataset. Even for the best
performing mode BERT, the Fl-score has dropped by 10.2-20.9% for different smell types. In fact, we
can see performance downgrade for most of the models. Such degradation in detection performance is due
to the diversity of documentation pattern coming from different sources. For example, we can see a huge
downgrade in lazy smell detection. We observed a significant change in the pattern of lazy smells between
our old (only official documentation) and new (both official and open-source documentation) benchmarks.
On our previous benchmark, every documentation that was small, was lazy as well. That means there
was a simple positive correlation between a documentation being lazy and its (small) size. Hence, it was
easy for the models to detect a lazy documentation based on its size, rather than focusing on the context
or information. However, on the new benchmark, we found many documentation that are small in size,
however, offers additional valuable insights about the implementation or usage of the corresponding code
unit (e.g., method) that are not understandable from the method name itself. Thus, we found that a good
number of small documentation of the new benchmark, which are not necessarily lazy, are misclassified (as
lazy) by our smell detectors. We show some examples in Figure 6.4. All the documentation of Figure 6.4
are small in size, however, the last two are not lazy since they convey additional information not directly
comprehendible from the method prototype. However, our BERT-based detector still misclassified them as
lazy documentation probably because the model might have associated their small size with laziness. We can
also see a few exceptions where the performance upgraded to some extent. However, in such cases either-
i) the performance has increased very slightly, or ii) the previous performance itself was very poor. In both
cases, further improvement is needed. For example, we can see that there is a 7.9% upgrade in the F1-score
of rule-based OVR-SVM on the new benchmark. However, it achieved only 0.37 and 0.40 F1-scores on the
old and new benchmarks respectively which implies that both the previous performance and the upgrade

are random.
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Table 6.5: Performance Difference between Old and New Dataset

Bloated Lazy Excess Struct Tangled Fragmented
Feature | Model A P R F1 |A P R F1 | A P R F1 | A P R F1 |A P R F1
Rul OVR-SVM |52 [ 159 [124 [ 137|181 [244 [128 [194 |68 2.2 4.3 19.7 L1710 1149 143 146 | [ 213 | 188 24.0 7.9
B:szd LPS-SVM |74 [209 29 192 |[242 [273 |144 [222]| /108 2.3 9.5 87 | 1213 |129 50 |25 |]272 178 |63 |11l
Feats CC-SVM 162 [193 161 182|228 [228 |134 [188|/93 [128 42 29 |1207 |162 148 |151| 163 | 183 74 109
ML-ANN 186 27 146 |56 |]231 244 |150 [199]| /80 [122 |65 |88 |[250 |11 |93 |99 |[253 [175 [10.0 |13.2

OVR-SVM |54 | 16.7 3.0 |68 1221 241 125 | 188 | ]8.0 120 =00 |11 L1141 158 |74 [125 | [ 215 [127 |74 1 10.9
BoW LPS-SVM 175 1191 1.6 |84 | [223 277 144 [217|]107 140 [122 [140]| /215 |[136 |52 |88 ||175 [153 [ 103 12.1

Feats CC-sVvM 143 176 1.5 |80 |[]223 247 115 |[189|]68 [125 |128 [136| /128 |88 |93 |99 |]205 193 |93 193
ML-ENN 165 | 18.6 17 |82 |]239 [267 157 [220]|]68 |68 6.9 09 | 228 169 |38 1108 | [ 25.0 | 20.6 73 164

‘Word Bi-LSTM 143 174 |76 [ 118|124 [ 244 |124 193 ||79 [ 153 [ 145 [ 138|190 |95 [167 [10.8 | [3.0 1203 1239 [19.0

Embed | BERT 132 118 |86 102|144 278 |124 209 | )66 107 105 [11.2| )96 | 181 [133 157 | )93 1200 |173 | 187

New Advanced Models

Combine New and Report Best
Old samples to Re-training Performing

create a benchmark | Classifier for the
of 2.5K units Hyperparameter Tuning five smells
\

Figure 6.2: Improvement of the smell detectors on Java benchmark

6.3 Improvement of the Smell Detectors (RQ2)

We aim to improve the performance of the documentation smell detectors by investigating a suite of algo-

rithms. Figure 6.2 shows the major steps.

6.3.1 Study Materials

The study materials are: (1) A combined benchmark of 2.5K units where 1.5K units are based on the sample
we created for RQ1 and 1K sample is from our previous work [108] which is presented in Chapter 5. (2) The
best performing classifier from RQ1, (3) A suite of pre-trained advanced language-based DL models.

Recent studies show that BERT-based advanced pre-trained models offer superior performance for clas-
sification tasks in software engineering [240]. In fact, BERT was the best performer in our earlier study [108]
on API documentation smell detection (see Chapter 5). It also showed the best performance in RQ1. Hence,
we investigate the following advance pre-trained language models including BERT [66]:

(a) RoBERTa: RoBERTa (Robustly optimized BERT approach), originally suggested in [127], is the
second pre-trained model that we experimented. It achieves better performance than original BERT models
by using larger mini-batch sizes to train the model for a longer time over more data. It also removes the
NSP loss in BERT and trains on longer sequences. Moreover, it dynamically changes the masking pattern
applied to the training data.

(b) ELECTRA: ELECTRA (Efficiently Learning an Encoder that Classifies Token Replacements Ac-
curately) [49] is a transformer model for self-supervised language representation learning. This model pre-
trained with the use of another (small) masked language model. First, a language model takes an input

text and randomly masked the text with generated input token. Then, ELECTRA models are trained to
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distinguish smelly vs non-smelly input tokens generated by the former language model. At small scale,
ELECTRA can achieve strong results even when trained on a single GPU.

(¢c) XLNet: XLNet [234] is a generalized autoregressive language model that learns unsupervised repre-
sentations of text sequences. It is found to offer better performance on long texts by combining the strengths
of auto-regressive (AR) and auto-encoding (AE) language modeling and by integrating the Transformer-XL.

(d) ALBERT: ALBERT [118] is a lightweight version of BERT based on a fewer number of parameters
but with a larger architecture than BERT. ALBERT is designed to run with less computational resources

than BERT but is found to outperform BERT-base on several benchmark datasets.

6.3.2 Approach

We try to improve the performance of our smell detection using standard techniques and compare the new
performance against the performance of the state-of-the-art smell detectors as observed in Chapter 5 [108]

and RQ1.

6.3.2.1 Improvement Techniques

Our improvement approach is of three folds:

e Model & Feature Exploration. Along with the state-of-the-art smell detector from the previous
chapter i.e., BERT (Chapter 5), we explore new models and embeddings described in Section-6.3.1 and

compare all results. Exploration of more diverse and advanced models can yield better performance.

e Retraining. Machine learning models learn a mapping between a set of input data and corresponding
output targets. This mapping is learned by minimising prediction error during the training phase.
Hence, models trained on a particular set of data often underperform on new/diverse data. In this
case, retraining on larger and more diverse data can result in better and more robust performance.
Since our previous smell-detectors were only trained on the older dataset of 1K samples [108], they
were unable to learn the mapping of new diverse data collected in this chapter. Hence, to improve
the performance and ensure their generalizability, we retrain and re-evaluate them on our combined

dataset of 2.5K units.

e Hyper-parameter Tuning. Hyper-parameter tuning is the technique of choosing a set of optimal
hyper-parameters for a machine learning model [74]. It helps to get the best possible performance (e.g.,
accuracy) from a model. We experiment with a variety of hyper-parameters for the pre-trained deep

learning models and tuned them using random search technique [27]. Delvin et al. [66] reported that
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Figure 6.3: Fine-tuning pre-trained language models
Table 6.6: Improved Performance of New Models on Diverse Data

Bloated Lazy Excess Struct Tangled Fragmented
Feature | Model A P RF1|A P R F1|/A P R F1|A P R F1|/A P R F1
BERT 92 91 92 9191 91 9 90 |.72 72 4 03| .07 75 72 43 |.71 .70 .70 .70
Word RoBERTa 92 92 92 92|.93 93 93 .93 |.74 .74 74 74,79 79 78 79 |.72 72 71 .71
Embed ELECTRA 90 90 .90 90| .89 8 8 88 |.73 .71 .73 72 |.75 .76 .75 .76 |.70 .71 .70 .70

XLNet 92 92 92 92|90 9 9 .90 |.717 70 .70 .70 | .78 .76 .76 .76 | .71 .71 .70 .70
ALBERT 91 91 92 91|90 91 9 .90 |.73 73 .73 .73|.78 .78 .79 .78 | .69 .65 .67 .68

the following values of hyperparameter work across diverse tasks: 1. Batch size: 16, 32, 2. Learning

rate in AdamW optimizer: 5e-5, 3e-5, 2e-5. We tune our models using above hyperparameters.

6.3.2.2 Experimental Setup of Pre-trained Language Models

We appended a classification head composed of a single linear layer on the top of the pre-trained advanced
language models. We used the respective pre-trained embeddings of the corresponding models (e.g., BERT
embeddings, ELECTRA embeddings) as the input of the classification heads and fine-tuned them for the
smell detection task (Figure 6.3). We trained them for 10 epochs with a mini-batch size of [16,32]. We
applied early stop to prevent our models from overfitting [160]. Validation loss was considered as the metric
of the early stopping while delta is set to zero [159]. We set the maximum sequence length of the input
data to 300. We used AdamW optimizer [128] with different learning rates [5e-5, 3e-5, 2e-5] while setting
B1 to 0.9, 82 to 0.999, and epsilon to le-8 [66,194]. Finally, we used binary cross-entropy to calculate the

loss [175].

6.3.3 Results

We report the new performance in Table 6.6. We can see significant improvement in the detection perfor-
mance. For example, the F1l-score of BERT has increased 4-16.9% for different smells through re-training and
hyperparameter tuning. Moreover, we can see a correlation between the performance and size of a model
that justifies our choice of model exploration. RoBERTa, which is 1.5 to 2 times bigger than BERT (in
terms of parameter count), shows the best performance in all five types of smell detection with F1-scores of
0.71-0.93. In comparison, RoBERTa brings 10.4-20.7% improvement over the earlier best-performing model

from RQ1 for different smell detection.
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6.4 Summary

In this study, we evaluated and successfully improved the performance of our smell detection techniques
on large-scale diverse data. It will be useful for automatic supervision and improvement of documentation
quality and usability. This study will help future research in software documentation to have a more in-
formed insight into the applicability of algorithms and machine learning models to automatically detect such
documentation issues. The research community can use the enhanced benchmark (that we produced as part
of this study) to improve API documentation quality and to conduct diverse empirical studies related to

documentation smells.
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Part 111

Automatic Mitigation of

Documentation Usability Issues

75



Chapter 7

Practitioners’ Perspectives on Fixing

Documentation Smells

Following the development of the documentation smell catalog, and their detection techniques [108], our focus
now shifts towards the fixing phase. However, before developing any fixing method, we want to systematically
evaluate the feasibility and impact of fixing different smells from the practitioners’ perspectives. Hence, in
this chapter, we conduct a survey of 30 software practitioners and analyze their feedback regarding fixing
documentation smells. The survey reveals that lazy documentation is the most feasible and impactful smell

to be solved.

The contents of this chapter are part of the following submitted paper.

e Junaed Younus Khan and Gias Uddin. “Dewveloper Preference and Large Language Models for
Automatic Fixing of API Documentation Smell.” ACM Transactions on Software Engineering

and Methodology (TOSEM), 2023 [submitted]
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7.1 Introduction

Our automatic fixing tool should address the need of the software practitioners. Hence, instead of jumping
right into the fixing techniques, it is imperative to analyze the feasibility and impact of fixing different
documentation smells from their perspectives. As such, we have formulated the following research question

(RQ) to be answered in this chapter.

RQ. How do developers perceive the feasibility and impact of fixing different documentation smells?

We conducted a survey of 30 software practitioners e.g., developers wherein they were presented with
five smelly documentation (one for each type), along with their corresponding fixed versions (refactored by
us), and were subsequently requested to provide their feedback and suggestion. We find that fixing some
smells is more challenging and/or less impactful than others. According to the survey, lazy smell is the most
feasible and most impactful one to be fixed. 100% of our survey participants agree with our fixed version for
the lazy smell (see Figure 7.1). All of them also think that fixing lazy smell will increase their productivity
(see Figure 7.2). Further impact analysis reveals that the fixed version of lazy smell has six positive impacts
(see Figure 7.3): Method Overview, Less Bugs, Understanding, Maintenance, Clarity, and Time Efficiency.
In fact, lazy is the only smell fixing which has no negative side-effect. Fixing all other smells has one or
more negative impact(s) as perceived by the practitioners (Table 7.2). Moreover, there might arise some
conflicts as fixing one smell can result in another smell if not taken care of. For example, fixing fragmented
smell might induce repetition as similar information might be placed over multiple documentation. It might
also make the documentation unnecessarily lengthy (bloated) and complex (tangled) if we blindly put all
the information in one place. Such understanding is crucial for fixing the smells.

Our study provides valuable insights into the feasibility and impact of fixing different documentation
smells from the perspective of software practitioners. This sets up the foundation for future studies to build
upon, addressing the gaps in knowledge regarding the fixing of documentation smells. By investigating
different fixing techniques, conflicts, and user perspectives, researchers can further advance the field and
contribute to the development of more effective tools and practices for improving the quality and usability
of API documentation. Our analysis also reveals the comparative impact and feasibility of fixing different
smells which would facilitate the prioritization of smells. Furthermore, our study highlights the significance of
considering the potential conflicts and negative side-effects that may arise when addressing documentation
smells. Future research can delve deeper into understanding these conflicts and developing strategies to
mitigate them, ensuring that the fixing process does not inadvertently introduce new issues or drawbacks.

Lastly, our study emphasizes the need for an automatic fixing tool that takes into account the perspectives
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and preferences of software practitioners.

7.2 Feasibility and Impact of Fixing Documentation Smells

We find that documentation smells occur frequently in practice and severely harm the software development
process. Hence, such smells should be fixed to ensure developers’ productivity. However, to develop appro-
priate documentation for the developers, it is important to assess their needs and expectations regarding the
fixing. Hence, we first conduct a developers’ survey to analyze the feasibility and impact of fixing different

smells.

7.2.1 Approach
7.2.1.1 Survey Formulation and Conduct

We recruited 30 professionals who are actively involved in daily software development activities like API
reuse and documentation consultation. The participants were collected through personal contacts. First,
each participant had to answer two demographic questions: current profession and years of experience
in/with software development. Table 7.1 shows the demographic details of our survey participants. The
participants are mostly Software Developers (19) who are currently working in the software industry. Other
professions include- Faculty Members (6) who practice and teach software development to the students,
Research Engineers (1) who work with different APIs/libraries and their documentation on a regular basis,
Startup Founder (1) who has software development experience and high-level knowledge about different API
and documentation. There are a few Students (3) in our survey as well who used to work in the industry
and recently joined post-graduate studies. However, they are still well-exposed to API and documentation
practice for their course study and theses. Such diversity of professions will increase the credibility of our
survey. The participants had less than five years of experience with software development because they are
likely to be more engaged in studying API documentation as part of their job or software programming
responsibility. Developers with an experience more than five years are more engaged in the design of the
software and its architecture.

We then presented each participant with one smelly documentation of each smell type (i.e, Lazy, Bloated,
Excessive Structural Info, Tangled, Fragmented) and its corresponding fixed version. The fixed version was
manually refactored by the author of this thesis (the first author of the corresponding paper) and reviewed
by the other co-author of the corresponding paper. Based on that, we asked them three questions for each

example which address two different aspects (i.e., feasibility and impact) of the fixing approach:
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Table 7.1: Demographic Details of Survey Participants

Respondent Id Current Post/Profession

Experience in/with
Software Development (yrs)

Rog

Software Developer
Software Developer
Software Developer
Software Developer
Software Developer
Startup Founder
Software Developer
Software Developer
Software Developer
Software Developer
Software Developer
Student

Software Developer
Software Developer
Software Developer
Software Developer
Software Developer
Software Developer
Software Developer
Software Developer
Research Engineer
Software Developer
Faculty Member
Student

Faculty Member
Faculty Member
Faculty Member
Faculty Member
Student

Faculty Member

3-5
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1
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@ Do you agree with the fixed Non-Smelly version? - The options are on the Likert scale, i.e.,
strongly agree, agree, neutral, disagree, and strongly disagree. This question helps us to understand

the correctness of the fixed version, therefore the feasibility of the fixing approach.

@ Do you agree that the fixed Non-Smelly version will help to increase developers’ pro-
ductivity? - The options are on the Likert scale, i.e., strongly agree, agree, neutral, disagree, and
strongly disagree. This question will imply the #mpact of fixing documentation smells i.e., whether

the fixed documentation will improve the developers’ productivity.

@ Please justify your selection in a couple of sentences. - The last question is an open-ended
one which will facilitate a more in-depth analysis to reveal detailed impacts of fixing and to obtain

any additional firing suggestions that the developers might have.

7.2.1.2 Survey Data Analysis

We analyzed our findings from the survey questions as follows.

Closed-ended question For the first two questions of the survey (i.e., Q1. Do you agree with the
fixed Non-Lazy version?, @2. Do you agree that the fixed Non-Lazy version will help to increase developers’
productivity?), we calculate the distribution of different types of responses (i.e., strongly agree, agree, neutral,

disagree, and strongly disagree) and discuss their implications.

Open-ended question For the last question (i.e., Q3. Please justify your selection in a couple of sen-
tences.), we employed open coding approach where different concepts or categories (mentioned in any given
textual content) are labelled based on the characteristics and dimensions of the entities [139]. In open cod-
ing, we followed the card sorting approach where we divide the textual contents into cards and each card
denotes a conceptually coherent quote [75]. For example, consider the following sentence: “I agreed with the

fized fragmented version because it removes the need for going to another documentation which might cause

the developer to lose the track.”. This sentence has two different conceptual coherent quotes (two underlined
portions). The first one refers to ‘Fase of Navigation’ and the second one refers to ‘Focus’ of the developers.

The open coding is done with the combined efforts of two coders (OC1 and OC2).

e OC1. The author of this thesis was the first coder.

e OC2. The second coder was a graduate student from the University of British Columbia.

80



First, the two coders (OC1 and OC2) independently coded the responses to extract potential categories.
Second, they discussed together to develop a set of quotes selected from the survey responses and a unified
coding scheme using these categories. Third, they separately coded the quotes using the coding scheme
i.e., assigned one or more labels/codes (i.e., implication types) for each quote. Fourth, the disagreements
were identified and resolved based on a discussion between the two coders. They also consulted the other
co-author (of the corresponding paper) when necessary. Finally, the whole set was reviewed by the other
co-author. The level of agreement between the two coders was measured to be at Cohen & of 0.753 which is

considered a substantial agreement.

7.2.2 Results
7.2.2.1 Feasibility Analysis

Our first question of the survey was designed to analyze the feasibility of fixing documentation smells. We
summarize developers’ responses to this question in Figure 7.1. On average 79.6% developers agree with the
fixes whereas 25.4% show strong agreement. Among the five smell types, refactoring of Lazy documentation
gets the complete acceptance of 100% (23% strong agreement and 77 % agreement). This is because lazy
documentation is comparatively straightforward by definition, thus fixing such smells is straightforward as
well. This can be done by generating/adding more details about the underlying code (e.g., method). The
second-most accepted fix was for Bloated documentation which got 87% agreement from the participants. We
can fix such smell by summarizing the documentation where unnecessary details will be discarded which make
the documentation verbose and lengthy. Next, fixing Excessive Structural Information gets a total of 80%
agreement from the participants. We can fix such smell by reducing the amount of structural information in
the documentation which are not needed by the documentation. Fixes to the other two smells i.e., Tangled,
and Fragmented have comparably lower agreements of 67% and 64% respectively. Tangled documentation
can be fixed by paraphrasing to make it less complicated and more readable. Removing complex segments
which are unnecessary for the developers might help. However, this will vary from developer to developer
depending on their expertise, experience, and preference. Finally, we can fix the Fragmented smell by adding

the missing information to the documentation itself that was previously present at a different place or section.

7.2.2.2 Impact Analysis

Analysis of the last two questions of our survey gives us valuable insights about the impact of fixing different
documentation smells as perceived by the practitioners. Figure 7.2 shows the responses of the participants to

our second survey question. Overall, at least 50% of the participants agree that fixing of the documentation
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Figure 7.1: Survey response on whether the software developers agree with our fixed non-smelly documen-
tation.
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Figure 7.2: Survey response on whether the software developers think the fixes will improve their productivity.

smells will increase their productivity. In fact, more than 85% developers think that about lazy and bloated
documentation. Apparently, lazy documentation gets a 100% vote to be the most effective fix in terms of
increasing productivity. However, we note a few disagreements (10-13%) regarding the other four smells
(except Lazy).

Open coding of the last survey question’s responses resulted in a total of 15 impact types for fixing
different documentation smells where 10 are positive and 5 are negative (more details in Table 7.2). Here,
we explain the impact types by each documentation smell. Each impact type is mentioned as %" where I is
the impact type, g is the number of quotes generated for the impact type and r is the number of responses
associated with that type. We use R; as the respondent identity in the example of quotes where ¢ denotes

the numeric ID of the respondent (see Table 7.1 for respondents’ details).
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Table 7.2: The impact of fixing different documentation smells observed during the open-coding of the
responses (#TC = Total Categories, #TR = Total number of respondents, #C = the number of code, #R
= the number of respondents)

Impact Type | Tmpact Lazy Bloated Tangled Fragmented Excess S.
#C #R | #C #R | #C #R | #C #R #C #R | #TC #TR
Method Overview | 21 18 - - - - - - - - 21 18
Less Bugs 1 1 - - - - 1 1 - - 2 2
Understanding 15 13 4 4 13 12 5 5 11 10 48 44
Maintenance 3 2 - - - - - - - - 3 2
Clarity 2 2 - - - - - - - - 2 2
Positive Time Efficiency 6 6 1 1 3 3 6 5 - - 16 15
Ease of Navigation | - - - - - - 8 7 - - 8 7
Readability - - 6 4 5 5 - - 3 3 14 12
Conciseness - - 14 12 3 3 - - 2 2 19 17
Focus - - 8 7 1 1 1 1 1 1 11 10
Total 48 42 33 28 25 24 21 19 17 16 144 129
# of Positive Impact per Smell 6 5 5 5 4 10
Complexity - - - - - - 3 3 - - 3 3
Repetition - - - - - - 3 3 - - 3 3
Negative Disorganisation - - - - - - 1 1 - - 1 1
Ambiguity - - - - - - - - 3 3 3 3
Incompleteness - - 5 3 4 4 - - 4 3 13 10
Total~ - - 5 3 4 4 7 7 7 6 23 20
# of Negative Impact per Smell 0 1 1 3 2 5

(1) Impact of Firing Lazy: Figure 7.3 summarizes six impact types of fixing lazy smell as found in
our survey and all of them are positive. They are: (a) Method Overview?''8. Majority of the participants
(60%) think that the non-lazy version provides an brief overview of the method (e.g., implementation,
purpose, usage, workability) which is easier to understand and use. Rj thinks, “Documentation should have
a brief overview” which implies the need of method overview in a documentation. Regarding our fix, R
mentions, “non-lazy version mentions more implementation details” while another participant (Rgz) notes
“It clearly explains what the function does and the developer does not need to view the implementation to
figure out the task of the function”. (b) Understanding®'3. 43.33% participants think that our non-lazy
documentation offer better understanding to the developers with more information and details. This helps
them to understand the method properly and decide whether/how to use it. Ry mentions, “I think the non-
lazy version is more informative and it will give the developer a clear understanding of what this function
does”. He/she added “It helps understand what is going under the hood and help me decide whether it is
the best fit for me”. (c) TimeEf ficiency®S. Developers (20%) believe that fixing lazy documentation will
increase their time efficiency. Since the non-lazy documentation contain the necessary details about the
methods, the developers won’t have to dive deep into the code or any other resource to understand and
use the function. Thus it will save their time. Ri; states, “It will minimise the learning curve of a dev
(developer) who has 0 or very less domain knowledge on the api”. (d) Maintenance®?. 6.67% participants

think that non-lazy documentation is better for maintenance and collaboration. If the documentation does
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Figure 7.3: Impact of fixing lazy smell.

not contain enough details (i.e., lazy documentation), it is also difficult to work as a team on the underlying
code base. Rsp, mentions “(Non-lazy version) will be better for a team and long term support of the codebase”.
Specially, new employees often have a hard time to understand the existing code base before they can work on
it. Hence, it is even more applicable for a large organisation where new recruitment, team collaboration, etc.
are more frequent. Congruently, Rg maintains, “For big organisations where developers change frequently, ot
necessaryto (it’s necessary to) write non-lazy version”. (e) Clarity*?2. 6.67% developers think that the fixed
non-lazy version is more clear than the lazy one. (f) LessBugs''!. A few developers (3.33%) also think that
non-lazy documentation will be helpful to reduce bugs in codes. In software development process, it often
occurs that the developers do mistakes or produce a sub-optimal implementation while writing a program
due to his/her lack of knowledge about the underlying libraries. This might introduce a bug in the program
in the future (if not immediately). Hence, non-lazy documentation can help to turn down the possibility of
such bugs. Rj states, “It (non-lazy version) will not just increase productivity but also reduce bugs in later
software development life cycle phases”.

(2) Impact of Firing Bloated: Figure 7.4 shows the impact types of fixing bloated smell. The
survey participants have mentioned five positive impacts of fixing bloated documentation. They are: (a)

1412 40% developers think the fixed non-bloated version is more concise compared to the

Conciseness
bloated one since it does not contain any unnecessary lengthy details. Regarding the necessity of concise
documentation, Ry states, “Documentation should be to the point”. Another participant, Roz, mentions
“Too much description and useless description is not suitable”. Agreeing to the conciseness of our refactored
version, R( states, “The fized one has removed unnecessary words” while Rog maintains, “The fized version

87, 23.33% of our survey participants think that our fix to bloated

Just contains enough info”. (b) Focus
documentation will improve their focus during the work. Since bloated documentation are unnecessarily

verbose, its unnecessary details often make it hard and boring for the developers to read the full documenta-
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Figure 7.4: Impact of fixing bloated smell.

tion. Ry mentions, “There is a high chance that developers might get monotonous while reading this type of
documentation”. As a result, they lose focus which hinder their work. According to Raa, “Too lengthy texts
diverts attention and encourages users to skim through the documentation without reading them carefully”.
Our fix solves this problem by discarding those unnecessary information from the documentation. About
the effectiveness of our fixed version, Raog notes, “The small fived version will not make the developer bored”.
In fact, one developer (R14) did not even bother to read the bloated documentation- “Actually I didn’t read
the first (bloated) one. I read the second (fized) one”. (c) Readability®?*. 13.33% participants think the
fixed version is more readable compared to the the bloated one. R; mentions the fixed version as “Or-
ganised and readable”. (d) Understanding®*. 13.33% participants think that the non-bloated version also
increases the understandability of the documentation due to its precise and simple organisation. Rg thinks
that the fixed version is “More understandable” than the bloated documentation. (e) TimeEf ficiency®*.
The non-bloated documentation also saves developers time as it is short and easy to read and comprehend.
3.33% developers mentions about the time efficiency impact. We find one negative impact of fixing bloated
smell as well: Tncompleteness®3. A few developers (10%) think that reducing the details contained by one
documentation might result into a incomplete documentation. Hence, some developers might prefer verbose
documentation. For example, Ry informs “I prefer documentation to be verbose and full of explanation”.
(3) Impact of Fixing Tangled: According to the participants, fixing tangled documentation has five
positive impacts and one negative impact (see Figure 7.5). The positive impacts are: (a) Understanding'312.
40% developers think that fixing tangled smell improves the understandability of documentation. The fixed
version of documentation contains the information in much lucid way compared to the tangled one. Rag
mentions about our fixed non-tangled version, “The complexity is reduced which made the documentation
more understandable”. (b) Readability®®. 16.67% participants agree that the non-tangled fixed version is

more readable to the developers. According to Rsg, our fix has given “Better readability” to the documen-
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Figure 7.5: Impact of fixing tangled smell.

tation. (c) TimeE f ficiency®>. Since the fixed version is easier to comprehend and use, it saves developers’
time and effort as mentioned by 10% of the survey participants. Rig states, “Complex documentation kills
time” and claims that the fixed version is better. (d) Conciseness®3. 10% participants also think that
fixing the tangled smell increases the conciseness of documentation. Since complex details has been possibly
made simpler and shorter in the non-tangled version, it is more concise than the original documentation.

1,1

(e) Focus 3.33% developers think that tangled documentation is difficult to concentrate on which is

solved in our fixed non-tangled version. In this regard, R mentions, Tangled documentation demotivates
the developer for further reading. The only negative impact of fixing tangled smell is: Incompleteness®?.
Some developers (13.33%) argue that the non-tangled version might lose some information in the process of
fixing and become incomplete.

(4) Impact of Fizing Fragmented: We show the five positive and three negative impacts of fixing
fragmented documentation in Figure 7.6. The positive impacts are: (a) FaseofNavigation®7. 23.33% par-
ticipants believe that fixing fragmented smell will make the navigation easy for the developers while they are
learning from documentation. As we mentioned, the information of fragmented documentation is scattered
over too many pages or links. It is hard for the developers to navigate through different pages/links. One par-
ticipant (Ry7) wittily said, “If I have to traverse more than two links to gather info, I will be depressed”. Our
fixed version solves this problem by putting all important information at one place. Rio mentions, “(The
fized version) reduced the trouble of navigating around the scattered references”. (b) TimeEf ficiency®?®.
Since the developers won’t have to navigate through pages for a single documentation, 16.67% participants
think the fixed version will save their time. (c) Understanding®®. 16.67% participants think that our
fixed non-fragmented documentation is easier to understand as it gathers all the information at one place.
(d) Focus®!. Developers might lose track of their work while navigating from page to page for learning

a documentation. Hence, developers (3.33%) think that fixing fragmented smell should be helpful to keep
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Figure 7.6: Impact of fixing fragmented smell.

their focus during work. For example, Ro; mentions, “I agreed with the fized (non-fragmented) version be-
cause it removes the need for going to another documentation which might cause the developer to lose the
track”. (e) LessBugs®'. 3.33% participants point out that if the information is fragmented over different
places, sometimes developers can neglect them. It might result in sub-optimal implementation and lead to

a potential bug in the future. The negative impacts are: (a) Repetition3.

Fixing the fragmented smell
sometimes involves adding information to the corresponding documentation from different places. Hence,
10% participants of our survey think that it might introduce repetition of same information through out the
whole documentation archive. (b) Complexity33. 10% developers think that fixing fragmented smell some-
times can increase the complexity of the documentation. Rog thinks, “Sometimes, so many things can create

confusion”. (c) Disorganisation®*.

One developer (3.33%) also thinks that splitting the documentation
into several pages seems to be neat and organized if the content is large. Hence, fixing such documentation
might cause disorganisation.

(5) Impact of Fixing Ercessive Structural Information: As depicted in Figure 7.7, fixing Exces-
sive Structural Information smell comes with four positive and two negative impacts. The positive impacts
are: (a) Understanding'*'°. 33.33% developers prefer the fixed version for its’ simplistic presentation. They
think it is easier to understand since it does not contain any unnecessary structural information. Rj5 men-
tions, “Documentation shouldn’t just copy paste syntax from source code, instead they need to explain them
in natural language”. (b) Readability®3. 10% participants think that the fixed version is more readable
compared to the one with excessive structural information. Ry states, “Documentations with long structural

22, 6.67% participants also think the fixing this smell

syntax are quite difficult to read”. (c) Conciseness
would increase the conciseness of the documentation as unnecessary excessive structural information is re-
moved from the fixed version. (d) Focus'. 3.33% developers think that excessive structural information

also hampers developers’ focus during work. Hence, the fixed version helps the developers to keep proper
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Figure 7.7: Impact of fixing excessive structural info smell.

focus during their work. The negative impacts are: (a) Incompleteness*>. Some developers (10%) think
that discarding structural information in the fixed version might make the documentation incomplete. (b)
Ambiguity>3. 10% participants also think it might cause ambiguity sometimes specially for the new devel-
opers. R3 mentions, “I think this type of structural information is sometimes necessary because same class

name may be possible in different packages of the project”.

7.2.2.3 Additional Suggestions for Fixing

Some developers also mention some additional suggestions for fixing documentation smells. They are: (a)
Adding Code Example. Developers consider code examples as a vital part of documentation. 23.33%
participants of our survey think that adding a code example to the documentation can help fix lazy docu-
mentation as it will give more information about the underlying code unit (e.g., method) with a practical
depiction of its’ usage. Ro mentions, “I think documentation should also include some demonstration on
how to use it in code”. Ri3 maintains, “A personal choice would be to provide an example usage”. Some
developers (6.67%) also think that adding code examples will improve tangled documentation as well. (b)
Using Simplified Summary. Since bloated (and tangled) documentation are notorious for their lengthy
(and complex) description, a simplified summary might be useful to fix them as marked by 20% (and 10%)
developers. (¢) Fragmentation of Bloated Documentation. Some participants think that a justified
fragmentation could help in fixing bloated documentation as it would reduce the original documentation to
a reasonable size. Ri3 thinks, “One caveat is that the excessive explanations may be kept somewhere else
if someone ever wants to learn more about it, then by clicking on eg. Learn More, they can read in more
detail”. However, a balance is necessary in this case since too much fragmentation can lead to fragmented

documentation smell.
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7.3 Discussions

7.3.1 The Shifting Sands of Smell Prioritization

Not all smells are similarly harmful to the developers nor they are equally suitable for getting fixed. As
such, specific smells might need to be prioritized for fixing i.e., smells that are more harmful than others,
and fixing them might bring greater (positive) impacts with less (negative) side-effects. Our survey opens

the door to such prioritization of fixing different smells. We discuss prioritization from two point-of-view.

General Prioritization. Table 7.2 summarizes the overall impacts of fixing different types of smells.
Among the five smells, fixing lazy brings the most positive impacts for software developers. Moreover, 100%
of our survey participants agree that fixing lazy documentation will increase their productivity in software
development process while there is some disgareement regarding the other smells. Hence, generally speaking,

lazy should be the first target for smell fixing (as also done in this study).

Goal-specific Prioritization. Sometimes prioritization of a given smell for fixing might depend on the
goal and characteristics of the corresponding software company. For example, for a large company, lazy
documentation should be fixed first as they hamper the maintenance of code and system over a long period
of time. Two of our survey participants think fixing lazy will help the code maintenance process (Table
7.2). For a company full of experienced developers, bloated documentation is (more) unnecessary compared
to a company with more freshers. While fixing bloated documentation will help by improving the focus of
experienced developers, it might be problematic for beginner-level developers as fixing bloated might cause
incompleteness (i.e., lack of details) in the documentation. On the other hand, the tangled smell is more
crucial for new developers as fixing tangled would increase the understandability and readability of the

documentation.

7.3.2 Conflicts Among Different Smell Fixing

Some participants of our survey hint that there might be some conflicts among fixing certain types of smells.
In other words, fixing one type of smell might be in contradiction with fixing another type of smell or even
might result in another smell. For example, the fragmented smell means the information of a documentation
is not organized in one place, rather they are scattered over multiple pages/sites. However, fixing fragmented
documentation just by putting all the information (from the mentioned sources) in one place, we might end
up with a bloated or tangled documentation. According to survey respondent Rg, “Repeating a lot of defini-
tions all over will bloat the documentation”. Another respondent R; argues, “Fized version (of fragmented

documentation) looks complex and less readable”. Hence, while fixing fragmented smells, we should consider
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the relevance, importance, and sequence of the contents (from various sources) before incorporating them
into the original documentation. Some respondents recommend fixing the fragmented smells only for smaller
documentation as large fragmented documentation are more prone to getting bloated if solved. Rgs suggests,
“Splitting the documentation into several pages/sites seems to be neat and organized if the content is large.
Howewver, if the content is small, it’s better to have them all in the same place”. Contrarily, some survey
respondents suggest necessary fragmentation as a remedy to bloated documentation (as described in Section
7.2.2.3). Taking this approach also might result in the fragmented smell. As such, we might aim toward a
balance between fragmented vs. non-fragmented documentation. Ry maintains, “Sometimes it may seem
too clumsy if all information is piled up just in one page. Rather an amalgam of both fragmented and non-
fragmented can be used. For instance, give a concise summary which is self-sufficient to understand this

portion of documentation and provide a link for more details”.

7.4 Summary

Our research focused on evaluating the feasibility and impact of fixing various documentation smells from
the perspective of software practitioners. Through a survey of 30 practitioners, we found that fixing the
lazy smell was perceived as the most feasible and impactful. Though fixing other smells was also considered
beneficial by the participants, they were seen to have a few negative side-effects, such as conflicts and the
potential introduction of new issues. These findings provide valuable insights for future studies and the
development of effective and practical tools and practices for improving software documentation quality
and usability. Additionally, our research highlights the importance of considering user perspectives and

preferences when designing automatic fixing tools.

90



Chapter 8

Towards Fixing Documentation

Smells: Generation of Textual

Description for API Methods

API documentation could greatly benefit from automation since manual documentation is often labouring,
resource, and time-intensive. Good quality automated documentation can be used as a substitute or supple-
ment to manual documentation. It will improve the documentation usability by providing additional infor-
mation. In fact, our survey participants (from the previous chapter) appreciated the additional information
(such as method overview) incorporated in the fixed version of different smells (such as lazy documentation,
see Table 7.2). Hence, in this chapter, we explore automatic code documentation creation using GPT-3, a
large language model pre-trained on both natural and programming languages. While our ultimate goal is
to leverage this approach to improve documentation usability by generating good quality documentation for

a given smelly unit, we first plan to evaluate its feasibility and effectiveness in this chapter.

e )

The contents of this chapter are part of the following published paper [109].

e Junaed Younus Khan, and Gias Uddin. “Automatic Code Documentation Generation Using
GPT-3.” In 37th IEEE/ACM International Conference on Automated Software Engineering
(ASE), pp. 1-6. 2022.
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8.1 Introduction

In Software Engineering (SE), developers often try to figure out what a specific code unit (e.g., method)
does and how to use it [225]. They can do this by reading documentation of source code. Well-written
documentation is crucial for effective software development [63]. The sudden shift to work from home
during COVID-19 further showed the needs for good documentation for developers, when the subject matter
expert of code base may be absent/unavailable [207]. However, such documentation is costly and time-
consuming to create and maintain. Most developers often show unwillingness towards writing documentation
as they find it less productive and less rewarding [134,150]. As a result, manual documentation often
becomes problematic or unusable [10,11,173,210]. Moreover, documentation becomes obsolete over time
with continuous modification or update to the system (i.e., code-base) [102,209,211]. As a result, automated
code documentation generation is currently attracting a lot of attention from the researcher community to
substitute or complement the manual documentation efforts.

Automatic documentation generation might help us in fixing documentation smells as well. Good quality
automated documentation can be a suitable replacement for smelly documentation. For example, lazy
documentation is notorious for its lack of information. Hence, additional automated documentation is a
good basic solution to address this smell. In our latest survey (conducted in Chapter 7), we found that
‘Method Overview’ is a major positive aspect of good and non-lazy documentation as perceived by the
software developers. We can produce such additional information about the underlying code unit (e.g.,
method) through automatic documentation generation given its source code.

Earlier works in this direction mostly focused on template-based [5, 135,142, 165, 166, 191] and infor-
mation retrieval (IR)-based strategies [70,91,92,212,223,224]. Template-based approaches are limited to
the underlying set of templates and so are finite/limited, while similarity measures in IR-based approaches
can be erroneous [164]. Recently, researchers are investigating several learning-based (e.g., deep learning)
approaches for documentation generation. For example, CODE-NN, presented by Iyer et al., can generate
documentation of C# and SQL code using LSTM attention networks [103]. Allamanis et al. also used an
attention neural network for code summarization [16]. Hu et al. developed DeepCom that produces code
documentation using NLP techniques and by combining the lexical and structure information of source code
(Hybrid-DeepCom) [98,99].

Recent success of pre-trained transformer models in several domains encouraged researchers to also utilize
those for automated documentation generation. In fact, they are found to be the state-of the-art performers
in this task. CodeBERT, a BERT-based model pre-trained on large scale natural and programming language

data, showed great performance in automated documentation generation [72]. Some other transformer-based
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pre-trained models i.e., PLBART [12], CoTexT [157] recently outperformed CodeBERT in the context of
documentation generation.

Although pre-trained transformer models have shown promise in code documentation generation, we are
aware of no study to evaluate the effectiveness of GPT-3 in this direction. GPT-3 is the third generation
Generative Pre-trained Transformer model developed by OpenAl. GPT-3 has 175B parameters and is trained
on very large-scale internet data [35]. It has been found to achieve high performance in different classification
and generation tasks [47,48,60,79]. Similar to other transformer models, GPT-3 architecture can also be used
in different software engineering tasks that involve both natural and programming language understanding.
In fact, OpenAl released a dedicated model, Codex for this task. Codex is a GPT-3 like model which is
trained on large-scale GitHub data. Codex is trained on over a dozen of programming languages like Python,
Java, PHP, JavaScript, and so on [45]. The video demo of OpenAl shows that Codex could generate source
code from a given requirement specified in Natural Language. Since then researchers have been investigating
Codex for the automation of several SE tasks like code generation [76], code repair [161], security bug-
fix [154], simulation modeling [104]. The official documentation of Codex mentions that it is also capable of
automatic documentation generation. However, we are not aware of any systematic evaluation of Codex to
produce code documentation.

In this chapter, we conducted a preliminary case study to investigate the effectiveness of Codex in code
documentation. We analyzed the code documentation automatically produced by Codex for six programming
languages: Python, Java, PHP, GO, JavaScript, Go, and Ruby. To be specific, we evaluated Codex on
CodeSearchNet dataset [101] and compared its performance with existing models [12,72,153,157]. Unlike
other pre-trained transformer models, GPT-3 often performs well at different downstream tasks without any
kind of re-training or fine-tuning. Instead, it is adapted to a task by one (or few)-shot learning where the
model is provided with a task description and one (or few) example(s) of that task. In fact, simply providing
the task description without any examples (zero-shot learning) often yields good results. In this study,
we have experimented Codex with both zero and one-shot learning. We found that Codex with one-shot
learning shows state-of-the-art overall performance in documentation generation outperforming all previous
models with an average BLEU score of 20.63. As per language specific performance, it outperforms all the
models in four out of six languages (i.e., Python, Ruby, JavaScript, GO) with good margin. For the other
two languages i.e., Java and PHP, it becomes the second best performer, where it was slightly outperformed
by REDCODER and CodeBERT, respectively. We also conducted several qualitative analyses of the Codex
documentations in terms of Flesch-Kincaid Grade Level (readability), Documentation Length (quantity),
and TF-IDF (informativeness). We found that the generated documentations are close to the actual ones

based on these metrics. In fact, we observed that some Codex generated documentation might contain
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Table 8.1: Statistics of CodeSearchNet [101]

Language Train Valid Test

Java 164,923 5,183 10,955
Python 251,820 13,914 14,918
PHP 241,241 12,982 14,014
GO 167,288 7,325 8,122
JavaScript 58,025 3,885 3,291
Ruby 24,927 1,400 1,261

more comprehensible information than the actual ones. We found that even with very basic setup (one-shot
learning), Codex is capable of state-of-the-art performance in this field. To the best of our knowledge, ours

is the first systematic evaluation of GPT-3 Codex model in automated code documentation generation.

8.2 Experiment

In this section, we present the results of our preliminary investigation of the effectiveness of GPT-3 for source
code documentation generation. A schematic overview of the major steps of our study is shown at Figure

8.1 and are described below.

GPT-3 Documentation Result Analysis
Data —p Model and —p Generation —p and
Preprocessing Parameter . .
Setup with GPT-3 Comparison

Figure 8.1: A schematic overview of our study

8.2.1 Dataset Collection and Preprocessing

To evaluate the effectiveness of our method, we used CodeSearchNet [101], a widely used dataset for different
downstream SE tasks. This dataset is also included in CodeXGLUE [129], a machine learning benchmark
dataset for code understanding and generation. It incorporates a large number of code and documentation
pairs coming from six different languages i.e., Java, Python, PHP, GO, JavaScript, and Ruby. We applied
the same data processing recommended by Feng et al. where they evaluated CodeBERT for documentation
generation [72]. We first removed comments from all the codes and then removed examples where i) the
codes cannot be parsed into an abstract syntax tree, i) the number of tokens in the documentation is less
than 3 or greater than 256, iii) documentation contains special tokens such as <img>, https://, etc., iv) the

language is not English. The statistics of the clean dataset are available at Table 8.1.
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Code:
def add(x, vy):
return x+y
Documentation: Adds two numbers.
Code:
def subtract(x, vy):
return x-y
Documentation: [To be generated by GPT—3]

Figure 8.2: Sample prompt format for one-shot learning

8.2.2 GPT-3 Model and Parameter Setup

Model. Generative Pre-trained Transformer-3 (GPT-3) [35], developed by OpenAl, is an autoregressive
language model that employs deep learning to generate human-like text. It has 175 billion parameters and
96 layers trained on ~45 TB of text data coming from different web contents (such as Wikipedia). It has
promising results in various kinds of NLP tasks e.g., question-answering, summarizing, translation. Not only
that, GPT-3 has also shown great success in software engineering tasks like code generation from natural
language command. Hence, we felt motivated to evaluate its effectiveness in code documentation generation
as well. For our experiment, we used Codex, a descendant of GPT-3, that is trained on both natural language
and billions of lines of public code from GitHub. Codex can understand various programming languages
such as Python, Java, JavaScript, Go, Perl, PHP, Ruby, etc. Codex has already been used successfully to

automate several SE tasks e.g., code generation [76], code repair [161], security bug-fix [154].

Prompt Engineering. The interaction with GPT-3/Codex takes via prompt engineering, where a task
description is provided as the input (prompt) and the model (GPT-3) performs the desired task (generates
text) accordingly. There are several ways of prompting with GPT-3 models i.e., zero-shot, one-shot, few-
shot learning. In zero-shot learning, the model is expected to generate an answer without providing any
example. In fact, no additional information other than the task description itself is given in the prompt.
On the other hand, one-shot and few-shot learning involve giving one (i.e., one-shot) or more than one (i.e.,
few-shot) examples in the prompt, respectively. In this study, we have experimented with zero-shot and
one-shot learning. In zero-shot learning, we just tell the model to generate a documentation for a given
source code in the prompt. In one-shot learning, we randomly select one sample (i.e., code-documentation
pair) from the train set of the corresponding language (from CodeSearchNet), provide it in the prompt (as
example) and then ask the model to generate a documentation for another source code by learning from the
provided example of code-documentation pair. Figure 8.2 depicts the one-shot prompt format we used for

documentation generation.

Parameter Settings. There are a number of parameters involved with GPT-3 based models. One such
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parameter is Temperature that controls the randomness of the generated output (range 0 to 1). Another
randomness parameter is Top-p (range 0 to 1) that controls how unlikely words can get removed from the
sampling pool by choosing from the smallest possible set (of words) whose cumulative probability exceeds p.
As recommended by Codex official documentation, we set the temperature at a low value (0.2) while keeping
top-P at its default value (1.0). We also keep Frequency and Presence penalties at their default values (0.0)
which control the level of word repetition in the generated text by penalizing them based on their existing

frequency and presence. We use the maz tokens size as 256 [109].

8.2.3 Evaluation of Generated Documentation

Since GPT-3 models are currently subject to response limit and cost, we used a statistically significant
sample size for this study instead of using the whole test sets for different languages. As depicted in Table
8.1, the largest test set in CodeSearchNet belongs to Python consisting of 14,918 samples and a statistically
significant sample size from that would be 375 with 95% confidence interval and 5% error margin. However,
we randomly selected 1000 (>375) samples from each test set (i.e., total six sets of 1K samples for 6 languages)
and evaluated Codex model on them. For evaluation, we used BLEU score [149], a popular evaluation metric
for machine-generated text that calculates the n-gram similarity of a generated and reference text. Since
the generated documentation can be short at times and higher order n-gram might not overlap, we used

smoothed BLEU score [124] as recommended by prior works [12,72,153].

8.2.3.1 Performance Analysis

Table 8.2 compares Codex’s performance with several SOTA models for documentation generation: Seq2Seq
[196], Transformer [213], RoBERTa [127], CodeBERT [72], PLBART [12], CoTexT [157], REDCODER
[153]. We observed that though Codex with zero-shot learning could not achieve satisfactory results (mostly
because it fails to learn the expected documentation format), the performance greatly improves with one-shot
learning. In fact, Codex (with one-shot) shows the best overall performance among all approaches with an
average BLEU score of 20.63 while the nearest competitor CoTexT achieves 18.55 (11.21% improvement). In
language specific performance, it significantly outperforms other models in all languages except two i.e., Java
and PHP. In Java and PHP, Codex achieves BLEU scores of 22.81 and 25.13, which are slightly outperformed
by REDCODER (22.95) and CodeBERT (25.16) respectively. Here, REDCODER is not an individual model
on its own, rather it is a retrieval approach that can be used with other generative models to enhance their
performances. In the original paper [153], the authors used PLBART [12] as the base model for REDCODER

where they retrieved relevant summaries from StackOverflow, GitHub, etc. and provided them with the input
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Table 8.2: Results on documentation generation (BLEU score)

Model Ruby JavaScript GO Python Java PHP Overall
Seq2Seq [196] 9.64 10.21 13.98 15.93 15.09 21.08 14.32
Transformer [213] 11.18 11.59 16.38 15.81 16.26  22.12 15.56
RoBERTa [127] 11.17 11.90 17.72 18.14 16.47  24.02 16.57
CodeBERT [72] 12.16 14.90 18.07 19.06 17.65 25.16 17.83
PLBART [12] 14.11 15.56 18.91 19.30 18.45 23.58 18.32
CoTexT (2-CC) [157] 13.07 14.77 19.37 19.52 19.1 2447 18.38
CoTexT (1-CC) [157] 14.02 14.96 18.86 19.73 19.06  24.58 18.55
REDCODER [153] - - - 21.01 22.94 - N/A
REDCODER-EXT [153] - - - 20.91 22.95 - N/A
Codex (0-shot) 5.41 9.83 15.80 18.93 13.59 13.32 12.81
Codex (1-shot) 16.04 16.58 20.94 22.28 22.81 25.13 20.63

of PLBART to enhance its performance. Hence, it has some additional overhead (time and resource) while
Codex is an all-in-all model itself. Moreover, Codex can perform even better if used with such additional
retrieval approach (i.e., REDCODER). On the other hand, CodeBERT and most other reported models had
been (re)trained or fine-tuned on task and language-specific datasets while Codex was provided with only

zero or one example in our evaluation.

8.2.3.2 Qualitative Analysis

As suggested by Schreck et al. [178], we used Documentation Length and Flesch-Kincaid Grade Level [68]
to measure the Quantity and Readability of the generated documentation. We find that the average Flesch-
Kincaid score of the Codex generated documentations is 5.97 with an average length of 8 words (per doc-
umentation) while the average Flesch-Kincaid score of the actual documentations is 6.77 with an average
length of 12 words. Hence, the generated documentations are close to the actual ones in terms of quantity
and readability. We further analyzed the informativeness of the generated documentation with respect to
the actual ones using TF-IDF. To calculate the TF-IDF of a particular documentation, we add TF-IDF
scores of all the words of the documentation (except stop-words). The average TF-IDF of Codex generated
documentations is 1.94 while for actual documentations it is 2.28. Hence, the informativeness of the gener-
ated documentation is satisfactory in terms of comparative TF-IDF with the actual ones. We show some
examples of Codex generated documentations in Figure 8.3. We see that in some cases, Codex can generate
more comprehensible or additional information compared to the actual ones. In the example of PHP men-
tioned in Figure 8.3, Codex mentions “base-10 number“ instead of “decimal” which is more understandable

for users. In the example of Ruby, Codex provides an extra information “If the path is not present a noop
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is performed.” which is correct but was not present in the actual documentation.

protected ImageIcon createImagelIcon (String path, String description) {
java.net .URL imgURL = getClass () .getResource (path);
if (imgURL != null) {
return new ImageIcon (imgURL, description);
} else {
System.err.println("Couldn't find file: " + path);
return null;
}
}
Actual: Returns an Imagelcon, or null if the path was invalid.
Codex: Returns an Imagelcon, or null if the path was invalid.

def check_for_ file(self, file_path):
try:
files = self.connection.glob(file_path, details=False, invalidate_cache=True)
return len(files) == 1
except FileNotFoundError:
return False
Actual: Check if a file exists on Azure Data Lake.
Codex: Check if a file exists on the remote machine.

e = 5
public static function base256ToDec ($number)
{

Validate::canCastAsString ($number, 'number');

Sresult = 0;

Sbase = 1;

for ($1i = strlen($number) - 1; $i >= 0; $i--) {

Sresult = bcadd($Sresult, bcmul (ord(Snumber[$i]), S$base));
Sbase = bcmul (S$base, 256);
}
return Sresult;
}
Actual: Convert base 256 number to decimal number.
Codex: Converts a base 256 number to a base 10 number.

B8 =T T 5 o R
function validateProtocolOptions (protocolOptions) {
if (!protocolOptions) {
throw new TypeError ('protocolOptions not defined in options');

}
const version = protocolOptions.maxVersion;
if (version && (typeof version !== 'number' || !types.protocolVersion.isSupported(version))) {

throw new TypeError (util.format ('protocolOptions.maxVersion provided (%s) is invalid', version));
}
}
Actual: Validates the protocol options.
Codex: Validate protocol options.

iU Y ot i ettt et ettt e e
def remove_file (xpaths)
path = File.join (*paths)
log.debug (log_key) { "Removing file ~{path}'" }
FileUtils.rm_f (path)
path
end
Actual: Remove the file at the given path.
Codex: Removes the file located at the given path. If the path is not present a
noop is performed.

L
func (os *xorderedSet) append(s string) {
if _, ok := os.included[s]; !'ok {
os.list = append(os.list, s)
os.included[s] = struct{}{}
}
}

Actual: append adds s to the end of os, only if it is not included already.
Codex: append adds s to the orderedSet if it is not already present.

Figure 8.3: Examples of documentation by Codex (1-shot)
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8.3 Summary

We explored GPT-3 for automatic documentation generation and compared its performance with existing
approaches. While previous approaches are subject to task/language-specific retraining or fine-tuning, GPT-
3 shows SOTA performance even with very basic settings. As such, this approach can be employed to generate
good quality documentation and improve documentation usability. We can also use this to fix or alleviate

documentation smells by generating enhanced and improved documentation.
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Chapter 9

Towards Fixing Documentation
Smells: Documentation Specific Code

Example Generation

Code example is a crucial part of good documentation. It helps the developers to understand the doc-
umentation easily and use the corresponding code unit (e.g., method) properly. However, many official
documentation still lacks (good) code example and it is one of the common documentation issues as found
by several studies. Our survey participants (from Chapter 7) also recommended the addition of code exam-
ples to mitigate smells like lazy documentation. Hence, in this chapter, we consider automatic code example
generation for documentation, a direction less explored by the existing research. We employ Codex, a GPT-3
based model, pre-trained on both natural and programming languages to generate code examples from source

code and documentation given as input.

The contents of this chapter are part of the following published paper [111].
e Junaed Younus Khan, and Gias Uddin. “Combining Contexts from Multiple Sources for
Documentation-Specific Code Example Generation.” In 2023 IEEE International Conference

on Software Analysis, Evolution and Reengineering (SANER), pp. 683-687. IEEE, 2023.

100



9.1 Introduction

Modern-day rapid software development is often facilitated by the reuse of software libraries/frameworks.
The learning and usage of such libraries is supported by official documentation. While good documentation
helps developers to use the corresponding library function, bad documentation can severely harm their
productivity [10,63,108,173,174,211]. It is found that developers prefer documentation that contain code
examples along with textual description [63,81]. Code examples help the developers understand the usage
of the given code unit (e.g., method) with less effort and time [43,182].

Despite developers’ constant urge for code examples in documentation, many real-world documentation
does not come with complementary code examples. In fact, the lack of code examples has been identified
as one of the most severe issues in documentation [174]. However, studies find that developers are often un-
willing towards writing documentation as they find it less productive and less rewarding [134,150], although
developers do look for code examples when they seek to learn and reuse a software library [211]. Manual
efforts for generating code examples is often labouring and time-consuming. Therefore, automatically gen-
erating code examples relevant to an API documentation unit might be a significant step towards improving
documentation quality and usability. Our survey participants (from Chapter 7) also asked for code-examples
in documentation. They think it will help in fixing documentation smells like lazy (see Section 7.2.2.3).

Several works have been done on automatic code generation based on given natural language (NL) intent
(i.e., NL—code). Such models are usually trained on input-output pairs of NL task description and corre-
sponding code, or learn the mapping from naturally occurring corpora collected from different sources such as
Stack Overflow, GitHub, etc. [17,18,21,72,146,153,163,220,229,235]. However, none of these existing works
has directly focused on generating code examples dedicated to complement documentation. Though some-
what related to Natural-language-to-Code synthesis, automatic generation of such documentation-specific

code-examples is a comparatively new research direction.

Source Code &
Documentation
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Figure 9.1: An overview of our approach
In this chapter, we are focused on automatically generating code examples that can complement the

documentation of a software library. Our goal is to include such code examples to the official documentation
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of a library. Hence, it is important that the produced code examples are correct, to the point, usable,
and complete. It is also important that the code examples can fully address the problems specified in the
documentation by taking into account the underlying development contexts. As such, our technique for code
example generation uses contexts from different sources (such as source code, documentation, log contents)
as input. Our proposed technique repeatedly uses the inputs to refine the underlying contexts, until a good
quality code example is generated. An overview of our approach is shown in Figure 9.1. First, we pick a
documentation that can have NL texts and the source code of a code unit (e.g., method). Second, we give
this combination of source code and documentation to Machine Learning (ML) model that can produce a
code example as a target. For the ML model, our initial experimentation has used the currently available
pre-trained transformer model Codex [45]. Third, we attempt to compile the code example generated by the
ML model. Fourth, if the code example generates error during the compilation, we instruct the ML model to
fix and create a new code example by taking as input the error logs along with the failed code example itself.
We repeat this process until the produced code example is compilable and relevant to the documentation

contents. We answer two research questions to formally assess the quality of the produced code examples:

RQ1. Can we generate good quality code examples for documentation using pre-trained models?

Transformer based pre-trained models are known for their state-of-the-art performances in several soft-
ware engineering tasks such as automatic code synthesis, code repair, code summarization [12,72,109, 157,
220]. Hence, we feel motivated to explore transformer based model for the task at hand i.e., code example
generation for documentation. We picked GPT-3 considering its huge success in different classification and
generation tasks [47,79], To be specific, we evaluated Codex which is a GPT-3 like model trained on over
a dozen of programming languages like Python, Java, PHP, JavaScript, and so on [45]. We used the source
code and the documentation of a method as input (prompt) of Codex and generated code examples in a
zero-shot learning setting. Our intuition for the approach is simple and based on the naturalness of the
pre-trained model. If a developer wants to write a code example for a documentation, s/he will first go
through source code, understand the input/output format (i.e., parameters and return values). S/he will
also refer to the corresponding documentation (if available) to get some further context. Hence, we design

the input of Codex in a similar pattern.

RQ2. Can we further improve the generated code examples using compiler generated log contents?

Some of the generated code examples might not pass during execution because of compile time or run time
error. In such cases, developers refer to compiler generated error messages in order to understand and fix

their codes. Hence, we evaluate the ability of pre-trained model (Codex) to use such error messages to fix
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the error in the generated code examples. Using error logs as model’s input for SE tasks is a new idea
explored by some recent works [26,237]. We provide the failed code examples and the corresponding error
logs (produced by the compiler) as input of Codex and ask to fix them using prompt engineering.

While a full systematic evaluation of the proposed approach is our ultimate goal, we carry out this study
as a preliminary investigation to get a heads-up about its feasibility and effectiveness. Hence, we conduct our
study on 40 methods randomly selected methods from popular Python library scikit-learn. We evaluate the
generated examples in terms of Passability (whether the generated example executes without error or not)
and Relevance (whether the example properly deals with the targeted method and documentation). We find
that Codex even with its’ most basic setting (i.e., zero-shot learning) is capable of generating good quality
code examples with 72.5% passability and 82.5% relevance. We further show that incorporation of error logs
(produced by the compiler) improves the passability of the generated examples from 72.5% to 87.5%.

To the best of our knowledge, this is the first study that considers the task of documentation-specific
code example generation. It will improve documentation quality and usability by providing the developers

with a practical illustration of using the underlying API unit (e.g., method).

9.2 DMotivation

9.2.1 Necessity of Code Examples in Documentation

Studies suggest that example-based documentation is more beneficial to the developers than conventional
Javadoc-style approaches [39,43,63,130,176]. Shull et al. formed 15 teams out of 43 software enginnering
students and asked them to perform some programming task in presence of both traditional and example-
based documentation [182]. They found out that though the participants had complete knowledge about the
usage of traditional documentation, they preferred the example-based ones as they were easier to understand.
Forward and Lethbridge conducted a survey on software documentation involving 48 software practitioners
which revealed that the text descriptions, examples, and their organization are the most important factors
for documentation [81]. Nykaza et al. found that one main property of documentation contents desired
by the software developers is the availability of easily understandable code examples [147]. Robillard and
DeLine interviewed 440 software developers at Microsoft to identify the obstacles they face during learning
new APIs [174]. Their analysis showed that most issues were related to the official documentation such as

the lack of code examples and the absence of task-oriented description.
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9.2.2 Automatic Code Generation

Thanks to the amazing insight of Hindle et al. [96], language modeling of source code is now an emerging
research area. Primarily, some n-gram based models have been proposed for code suggestion or auto-
completion [145,204]. More recently, different NL—Code generation models have been developed that gen-
erally work by training on bi-modal dataset containing NL and code pairs. Motivated by the bimodal models
that map between images and natural language, Allamanis et al. considered similar type of mapping between
natural language and source code snippets and built such a model leveraging NL and code pairs collected
from Stack Overflow [17]. Yin and Neubig proposed a novel neural architecture which was accompanied by
a grammar model to capture the underlying syntax of the target programming language [235]. Different
transformer-based pre-trained models have also been employed for NL—Code task such as CodeBERT [72],
PLBART [12], CoTexT [157]. Research also shows that incorporating external knowledge collected from
documentation, developers discussion, online forum, etc. can be useful to improve the performance of the
code generation models [95,153,229, 244].

Although several researches have been done on automatic code generation from a given natural language
intent over the years, none of them directly focused on documentation-specific code examples. In this study,

we consider this task and primarily evaluated our proposed approach.

9.3 Experiment Setup

Model. OpenAT’s GPT-3 is an auto-regressive language model with 175 billion parameters and 96 layers pre-
trained on large-scale text data [35]. Besides NLP, it has shown great promise in different downstream tasks
of software engineering (SE). In fact, OpenAl has recently released a new descendant of GPT-3 dedicated
for SE tasks named Codex [45]. Codex has been trained on both natural language and programming
language (i.e., public code from GitHub). It has already been used to automate several SE tasks e.g., code
generation [76,201,228], code summarization [14,109], code repair [161], security bug-fix [154]. Therefore,

we picked Codex for this study.

Prompt Engineering. GPT-3/Codex works through prompt engineering, where the description of the task
is embedded in the input (prompt) and the model (GPT-3) is expected to perform the task (e.g., text/code
generation) accordingly. Prompting of GPT-3 can take place in different ways: zero-shot, one-shot, few-shot
learning. Zero-shot learning calls for the model to produce a response without showing any examples. That
means the prompt just contains the task description; no other information is provided. In contrast, one (or

few)-shot learning involves giving one (or more than one) example(s) in the prompt. Though one or few-shot
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learning might yield better result, we have only experimented with zero-shot learning in this exploratory

study.

Parameter Settings. GPT-3 involves several parameters. Temperature and top-p are two such parameters
that control the randomness of the model’s output ranging from 0 to 1. We set the temperature at a low
value (0.2) while keeping top-P at 0.95 as used by Xu et al. [228]. Codex official documentation also suggests
similar setup. We keep Frequency and Presence penalties at their default values (0.0) that control the level
of word repetition in the generated text by penalizing them based on their existing frequency and presence.
In order to keep the code examples precise and simple, we select a moderately smaller max tokens size of

256.

9.4 Automatic Code Example Generation

We present our observation based on our preliminary investigation of code example generation with pre-

trained model (Codex) using source code, documentation, and error logs.

9.4.1 RQ1. Contexts = Method Source Code + Documentation
9.4.1.1 Motivation

A good code example is a vital part of documentation that helps developers to understand the usage of the
underlying code unit (e.g., method) [147]. However, documentation of many software libraries/frameworks
often lack suitable code examples which is marked to be a common documentation issue for the practitioners
[174]. Hence, in this research question, we focus on documentation-specific code example generation using

pre-trained model.

9.4.1.2 Approach

While we could use any pre-trained model, we decided to evaluate Codex [45] for our preliminary study
(as mentioned in Section 9.3). We propose to use the source code and the documentation of a code unit
(e.g., class, method) as the input (prompt) of Codex which will generate the code example accordingly. A
sample input/output for our zero-shot learning is showed in Figure 9.2 where we ask Codex to generate code
example for the method sklearn.metrics.cohen_kappa_score.

While evaluation of large scale data should be the ideal goal, we experiment with a smaller number in
this study to get a primary insight about the approach. To be specific, we focused on Scikit-learn (sklearn), a

well-known and widely used Python library. We randomly selected 40 methods, collected their source codes
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Method Source Code:
def cohen_kappa_score(yl, v2, =*, labels, weights, sample_weight):

confusion = confusion_matrix(yl, y2, labels, sample_weight)
n_classes = confusion.shape[0]

k = np.sum(w_mat x confusion) / np.sum(w_mat * expected)
return 1 - k

Method Documentation:
This function computes Cohen kappa, a score that expresses the
level of agreement between two annotators on a classification
problem.

Generate a code example for the above method and documentation:
[To be generated by GPT—3]

(a) Input

# Import the cohen_kappa_score function
from sklearn.metrics import cohen_kappa_score

# Define two annotators
annotator_1 = (1, 1, 0, O, 1, 1, 0, 0, 0, 0]
annotator_2 fr, », o, o, 1, 0o, 0, 0, 0, 0]

# Calculate Cohen's kappa
cohen_kappa cohen_kappa_score (annotator_1, annotator_2)

# Print the Cohen's kappa score
print (cohen_kappa)

(b) Output

Figure 9.2: Code example generation
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and documentation, and generated code examples for them.

We plan to check two aspects of the generated code examples i.e., Passability and Relevance. For
Passability, we run the generated code on compiler and note whether it passes (i.e., executes without error) or
not. Relevance signifies whether the code example properly deals with the target method and documentation.

For this study, we manually analyzed the Passability and Relevance of the generated examples.

9.4.1.3 Observation

We find that passability of the generated examples is 72.5% i.e., 29 out of 40 generated code exam-
ples were executed without any error. In terms of relevance, 82.5% (33 out of 40) code examples suc-
cessfully showed the usage of the target method. Figure 9.2b depicts a code example for the method
sklearn.metrics.cohen_kappa-score generated by Codex. This is fascinating how Codex under-
stands the context of cohen’s kappa coefficient (used to measure agreement between two annotators [136])

from the documentation and names the two lists as annotator_1 and annotator_2.

9.4.2 RQ2. Contexts = Method Source Code + Doc + Error Logs
9.4.2.1 Motivation

Whenever a code fails to execute due to compile/run time error, the developer looks at the error log first.
Sometimes the developer immediately understands the mistake (based on her/his prior knowledge) and solves
it, or s/he looks for a solution in online forums (e.g., Stack Overflow). Since transformer model like GPT-
3/Codex is pre-trained on large amount of data collected from different sources (such as GitHUb, Stack
Overflow), we anticipate that these models might be able to understand such error logs and fix the errors
based on that. Hence, in this research question, we check if we can bring further improvement to the quality

(i.e., passability) of the code examples (that failed in RQ1) using the error logs as input.

9.4.2.2 Approach

We plan to use the log contents (i.e., error messages) produced by the compiler to fix the code examples
that were unable to pass in RQ1. We incorporate the error messages with the produced code examples in
the GPT-3 prompt and tell it to fix the error as showed in Figure 9.3. The goal here is to evaluate GPT-3’s
ability to fix a faulty code (given the error messages) and thus improve the Passability of the generated code
examples. We do this for the 11 code examples that failed to execute in the generation phase (RQ1) and see

how many of them can be fixed by this approach.
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Code with error:
from sklearn.pipeline import make_pipeline
from sklearn.svm import SVC
from sklearn.preprocessing import StandardScaler

# Create a pipeline object
pipe = make_pipeline (StandardScaler (), SVC(random_state=42))

# Fit the pipeline to the training data
pipe.fit (X_train, y_train)

# Score the accuracy on the test set
accuracy = pipe.score(X_test, y_test)

# Prints the accuracy
print ('{0:.1%} test set accuracy'.format (accuracy))

Error Message:
NameError: name 'X_train' is not defined

Correct the code based on the error message:
[To be generated by GPT—3]

(a) Input

from sklearn.pipeline import make_pipeline

from sklearn.svm import SVC

from sklearn.preprocessing import StandardScaler
from sklearn.model_selection import train_test_split
import numpy as np

# Create a pipeline object
pipe = make_pipeline (StandardScaler (), SVC(random_state=42))

# Create train and test sets

# Fit the pipeline to the training data
pipe.fit (X_train, y_train)

# Score the accuracy on the test set
accuracy = pipe.score (X_test, y_test)

# Prints the accuracy
print ('{0:.1%} test set accuracy'.format (accuracy))

(b) Output

Figure 9.3: Improvement using error message

9.4.2.3 Observation

Incorporation of log contents (i.e., error messages) in the prompt immediately fixed more than half of the

failed code examples (6 out of 11) from RQ1. Hence, the passability went up from 72.5% to 87.5%. We
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can see an example in Figure 9.3. At first, the generated code example had an error since it was referring
to some variables (such as X train) without defining them. After using the error message along with the
failed code example as input (Figure 9.3a), the model now defines X _train and other variables that were

previously undefined (highlighted with green in Figure 9.3b). Thus the error got fixed.

9.5 Summary

In this chapter, we focused on automatically generating documentation-specific code examples, a new domain
in software engineering (SE) research. We investigated the feasibility and effectiveness of pre-trained models
(GPT-3 Codex) for this task. We used source code and documentation as the input of Codex to generate
code examples. Codex could generate code examples with 72.5% passability and 82.5% relevance with the
very basic setting of zero-shot learning. We also find that using error logs can be useful to further improve
the passability of the examples that failed in the generation phase. Hence, this study sets up the foundation
for future researches in this direction. This approach can be leveraged to improve API documentation quality
and usability by generating complementary code examples. Such code examples will help the developers to
understand how to use the underlying API method. Therefore, we can use it to address the documentation

smells as well, specifically lazy documentation (as found in our earlier survey).
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Chapter 10

An End-to-End Pipeline for
Automatic Fixing of Lazy

Documentation Smells

In the last three chapters, we were setting up the foundation for fixing documentation smells. We conducted
a survey that gives us insights into the practitioners’ perspectives about fixing different smells (Chapter 7).
We developed techniques to improve documentation quality and usability by generating new documentation
and documentation-specific code examples (Chapter 8 & Chapter 9). Now, in this chapter, we combine these
two techniques with necessary modifications and design a novel two-stage pipeline to fix lazy documentation

based on the practitioners’ feedback.

The contents of this chapter are part of the following submitted paper.
e Junaed Younus Khan and Gias Uddin. “Dewveloper Preference and Large Language Models for
Automatic Fizing of API Documentation Smell.” ACM Transactions on Software Engineering

and Methodology (TOSEM), 2023 [submitted]
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10.1 Introduction

In our initial research, we conducted a thorough literature review to gain insights into the challenges, best
practices, and gaps in API documentation usability. Furthermore, we conducted studies to identify docu-
mentation smells in API documentation, and developed a catalog of five API documentation smells based on
existing literature and expert consultation. To validate the relevance of the catalog, we manually evaluated
its presence in a benchmark dataset of Java API documentation units and conducted a survey with profes-
sional software developers. The results confirmed the frequent occurrence of documentation smells and their
negative impact on developers’ productivity. The survey respondents expressed the need for automated tool
support to fix these smells in API documentation.

To pave the way for fixing such smells, we developed a set of machine learning models and evaluated
them on diverse documentation. Then to reflect developers’ needs, we also analyzed their feedback regarding
the feasibility and impact of fixing different smells. The survey offers valuable insights that would help in
building appropriate techniques to mitigate the smells.

Building upon these findings, we now shift our focus to developing a technique for fixing documentation
smells. Through this work, we strive to provide practical solutions that alleviate documentation-related
challenges and empower developers in their software development processes. Thus, we address our ultimate

goal with the following research question.

R(@. Can we develop techniques to fix documentation smells?

After analyzing the practitioners’ feedback regarding fixing different documentation smells, now we explore
whether and how we can develop such techniques. In this study, we focus on fixing the lazy smell only.
We start with the lazy smell since it is the most prevalent and impactful smell according to our survey
(see Chapter 7). To fix lazy documentation, we propose a two-stage pipeline that involves- (1) Additional
Textual Documentation Generation and (2) Documentation-specific Code Example Generation. We already
showcased the ideas of each stage and their primary evaluation in two different papers [109,111] presented
in Chapter 8 and Chapter 9, respectively. In this chapter, we now combine them into a single pipeline
to fix lazy documentation. In the first stage, we employ a large language model to produce additional
textual descriptions for a given lazy documentation. We used GPT-3 as the language model following our
earlier work [109]. GPT-3 is the third generation Generative Pre-trained Transformer model developed by
OpenAl. It has been successfully applied in different software engineering tasks that involve both natural and
programming language understanding [76,104,154,161]. We applied GPT-3 with one-shot learning where we

provide an example of good (non-lazy) documentation in the prompt and produce additional documentation
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for a lazy documentation given its source code. In the second stage, we generate a documentation-specific
code-example to complement the documentation that provides the developers with a practical usage of the
underlying method. It is important that the produced code examples are correct, to the point, usable,
and complete. It is also important that the code examples can fully address the problems specified in the
documentation by taking into account the underlying development contexts. As such, our technique for code
example generation uses contexts from different sources (such as source code, documentation, log contents)
as input. Our proposed technique repeatedly uses the inputs to refine the underlying contexts, until a good
quality code example is generated. An overview of our cyclic approach is shown in Figure 10.1. First, we
pick a lazy documentation that can have NL texts (generated in the first stage) and the source code of a code
unit (e.g., method). Second, we give this combination of source code and documentation to a large language
model (GPT-3) that can produce a code example as a target. Third, we attempt to compile the code example
generated by the model. Fourth, if the code example generates any error during the compilation, we instruct
the model to fix and create a new code example by taking as input the error logs along with the failed code
example itself. We repeat this process until the produced code example is passed without error or we reach
a stopping criterion e.g., the model is incapable of further improvement or we run out of maximum iteration
limit.

Source Code &
Documentation

1010 —>,.’7h e——>

2010 w7
i)
Dk =[]

Failed Code + Error Log Compiler Passed Code

Pre-trained Model Code Example

Figure 10.1: Cyclic Approach of Documentation-specific Code Example Generation and Improvement.

Our approach has a high success rate in fixing lazy documentation. We generated additional textual docu-
mentation for 200 randomly selected lazy documentation. We then evaluated them with the best-performing
smell detector (BERT) from our earlier work [108] and found that 165 (out of 200) lazy documentation
got fixed by our approach. Next, we evaluated the generated code-examples in terms of their passability
(whether the generated example executes without error or not) as done in [111]. We were able to produce
error-free code-examples for 140 (out of 200) documentation that would facilitate a better understanding of
the documentation and underlying code units.

To the best of our knowledge, we are the first to develop techniques for fixing (lazy) documentation
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smell with an in-depth analysis of practitioners’ feedback and ideas. Our proposed technique shows how
advanced language models can be employed to fix documentation smells and improve documentation quality

and usability.

10.2 Problem Specification

In this research question, we finally focus on developing automatic techniques to fix documentation smells.
Among the five smells of our catalog, we start with fixing the lazy documentation first. We choose lazy

documentation at least for three reasons.

i. Most Frequent. As observed in our earlier work [108], lazy documentation is the most commonly

faced documentation smell for software developers (see Figure 4.13 from Chapter 4).

ii. Most Impactful. Both of our surveys (from Chapter 4 and Chapter 7) reveal that it is the most severe
smell according to the developers (Figure 4.14) and they totally agree that fixing this will enhance their

productivity (Figure 7.2).

iii. Most Feasible. In Chapter 7, we find that the lazy smell is the most feasible one to be fixed as
100% of our survey participants agree with our fixed non-lazy version (Figure 7.1). In fact, it is the
only smell where fixing has no negative side-effects (see Section 7.2.2.2 and Figure 7.3). Moreover, the
detection of lazy smell is also most attainable in terms of the performance of our smell detectors (see

Table 5.4 and Table 6.6).

10.3 Methodology

We propose a two-stage approach to fix lazy documentation. In the first stage, we generate additional textual
descriptions for a lazy documentation. In the second stage, we further create a code example to enhance the
documentation which shows practical usage of the underlying code unit (e.g., method). At both stages, we
leverage GPT-3 [35], an autoregressive language model developed by OpenAl, that employs deep learning to
generate human-like text. It has 175 billion parameters and 96 layers trained on ~45 TB of text data coming
from different web contents (such as Wikipedia). GPT-3 based models have already been used successfully
to automate several SE tasks e.g., code generation [76], documentation generation [109], code repair [161],

security bug-fix [154].
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10.3.1 Model and Parameter Setup

We used Generative Pre-trained Transformer-3 (GPT-3) model to fix lazy documentation by generating ad-
ditional descriptions and code examples. To be specific, we use GPT-3.5 series model text-davinci-003
which is a descendant of GPT-3 model trained on more data. There are a number of parameters involved
with GPT-3 based models. One such parameter is Temperature that controls the randomness of the gen-
erated output (range 0 to 1). Another randomness parameter is Top-p (range 0 to 1) that controls how
unlikely words can get removed from the sampling pool by choosing from the smallest possible set (of words)
whose cumulative probability exceeds p. As recommended by GPT-3 official documentation, we set the
temperature at a low value (0.2) while keeping top-P at its default value (1.0). We also keep Frequency and
Presence penalties at their default values (0.0) which control the level of word repetition in the generated

text by penalizing them based on their existing frequency and presence. We use the maz tokens size as 256.

10.3.2 Prompt Engineering

The interaction with GPT-3 takes via prompt engineering, where a task description is provided as the
input (prompt) and the model (GPT-3) performs the desired task (e.g., generates text) accordingly. There
are several ways of prompting with GPT-3 models i.e., zero-shot, one-shot, few-shot learning. In zero-shot
learning, the model is expected to generate an answer without providing any example. In fact, no additional
information other than the task description itself is given in the prompt. In contrast, one (or few)-shot
learning involves giving one (or more than one) example(s) in the prompt. In this study, we have used
one-shot and zero-shot learning for documentation and code example generation respectively following our

earlier works [109,111].

10.3.3 Stage-1: Generating Textual Description
10.3.3.1 Motivation

Since lazy documentation suffers from the lack of information about the functionality /usage of the underlying
code unit (e.g., method), adding additional description might help to fix such smell. In our recent work [109],
we explored GPT-3 for automatic documentation generation as a stepping-stone toward its capability to
fix (lazy) documentation smell. GPT-3 showed state-of-the-art performance in automatic documentation
generation. Hence, we employ GPT-3 for generating additional documentation (i.e., textual description) for

a given method to fix lazy documentation.
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10.3.3.2 Approach

For documentation generation, we have employed one-shot learning that was found to be effective in doc-
umentation generation in our earlier work [109]. We select one pair of non-lazy documentation and its
corresponding source code from our benchmark, provide it in the prompt (as example) and then ask the
model to generate (additional) documentation for a lazy documentation given its source code. Figure 10.2
depicts the one-shot prompt format we used for documentation generation. In the given example, we have
used the source code and documentation of setMargin method as the example of a non-lazy documentation

and prompt the model to generate documentation for removeActionListener method.

10.3.4 Stage-2: Generating Documentation-specific Code Example
10.3.4.1 Motivation

Developers prefer documentation that contain code examples along with textual description [63,81]. Code
examples help them understand the usage of the given code unit (e.g., method) with less effort and time
[43,182]. In our survey (from Chapter 7), developers also seck for code examples in the documentation. Many
of them think that the addition of code examples might be useful to solve the lazy smell (see Section 7.2.2.3).
Since lazy documentation lacks sufficient information about the purpose and usage of the underlying code
unit (e.g., method), adding a code example might help. Hence, in this stage, we generate documentation-
specific code examples to solve lazy documentation. By documentation-specific code examples we mean the
code examples that can complement a specific documentation and deal with the underlying coding unit (e.g.,
method). Though code generation is a widely researched topic in the research community, documentation-
specific code example generation is comparatively under-explored so far. In fact, to the best of our knowledge,
no study has directly focused on such documentation-specific code example generation except our very
recent effort [111]. In that paper [111], we initially proposed a cyclic approach to automatically generate
documentation-specific code examples (see Chapter 9). Here, we use that approach to mitigate lazy smell

with necessary modification and extension.

10.3.4.2 Approach

It is important that the code examples are correct and able to fully address the problems specified in the
documentation by taking into account the underlying development contexts. As such, our approach uses
contexts from different sources (such as source code, documentation, log contents) as input. It repeatedly
uses the inputs to refine the underlying contexts, until a good-quality code example is generated. The

algorithm of our approach is manifested in Algorithm 1 and discussed below.

115



Method Source Code:
public void setMargin (Insets m) {
if (m instanceof UIResource) {
defaultMargin = m;
} else if (margin instanceof UIResource) {
defaultMargin = margin;
}
if(m == null && defaultMargin != null) {
m = defaultMargin;
}

Insets old = margin;

margin = m;
firePropertyChange (MARGIN_CHANGED_PROPERTY, old, m);
if (old == null || 'old.equals(m)) {

revalidate () ;
repaint () ;

Documentation:
Sets space for margin between the button’s border and the label. Setting
to null will cause the button to use the default margin. The button’s
default Border object will use this value to create the proper margin.
However, if a non-default border is set on the button, it is that Border
object’s responsibility to create the appropriate margin space (else this
property will effectively be ignored).

Method Source Code:

public void removeActionListener (ActionListener 1) {

if ((1 != null) && (getAction() == 1)) {
setAction (null);
} else {

listenerList.remove (ActionListener.class, 1);

Documentation:
[To be generated by GPT—3]

(a) Input

Removes an ActionListener from the button. If the ActionListener is the same
as the button’s current ActionListener, then the button’s ActionListener

is set to null. Otherwise, the ActionListener is removed from the button’s
listener list.

(b) Output

Figure 10.2: Additional Documentation Generation
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Algorithm 1 Documentation-specific Code Example Generation

Input: Method/Coding Unit (M), Max Allowable Fixing Iterations (i)
Output: Documentation-specific Code Example (Code Example)
procedure COMBINECONTEXTS(M)
Cg < source code of M
Cp < documentation of M
C 4 + additional information of M
Contexts + Cg+Cp +Cyx
return Contexts
procedure GENERATEUSINGCONTEXTS(Contexts)
Code + Generate code example with GPT-3 based on Contexts
return Code
procedure FIXUSINGERRORLOGS(Code Example, ErrLog)
FizedCode < Fix CodeExample with GPT-3 based on ErrLog
return FizedCode
procedure GENERATECODEEXAMPLE(M, i1, )

== e
Wy

14: generate:

15: Contexts < COMBINECONTEXTS(M)

16: CodeExample + GENERATEUSINGCONTEXTS(Contexts)
17: if CodeExample passes then

18: return CodeFxample

19: <0

20: fix:

21: 1 1+1

22: if i > 4;;, then goto iteration_limit_crossed

23: CodeExamplepeforerizy < CodeExample

24: ErrLog < compiler generated error logs for Code Example
25: CodeExample + FIXUSINGERRORLOGS(CodeExzample, ErrLog)
26: if CodeExample passes then

27: return CodeExample

28: else

29: if CodeExample = CodeExample peforeriz) then

30: goto fiz_not_possible

31: else

32: goto fir

w
w

. fix_not_possible:

34: return NULL
35: iteration_limit_crossed:
36 return NULL
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(1)

Context Combination: We pick a lazy documentation and combine contexts from different sources
such as textual description (additional documentation produced in Stage-1), and the source code of
the underlying code unit e.g., method (see procedure COMBINECONTEXTS of Algorithm 1). While the
source code will provide information about the implementation and functionality of the method, the
documentation will provide additional specific knowledge about the usage. We also collect the names
of the package and the class the method belongs to and add them to the context. The package and
class names will be useful to import the correct method as similar method names can exist in different

packages/classes.

Generation: We give this combination of contexts as the input of a generative pre-trained model
(GPT-3) and ask it to produce a code example for it in zero-shot learning fashion (see procedure
GENERATEUSINGCONTEXTS of Algorithm 1). A sample input/output for our zero-shot learning is
showed in Figure 10.3 where we ask GPT-3 to generate code example for the method named

removeActionListener that belongs to the class JComboBox under javax.swing.

Execution and Improvement: Whenever a code fails to execute due to compile/run time error, the
developer looks at the error log first. Sometimes the developer immediately understands the mistake
(based on her/his prior knowledge) and solves it, or s/he looks for a solution in online forums (e.g.,
Stack Overflow). Since transformer model like GPT-3 is pre-trained on a large amount of data collected
from different sources (such as GitHub, and Stack Overflow), we anticipate that these models might
be able to understand such error logs and improve the code examples based on that. So we first
execute the generated code example with the compiler to see if they pass without error or not. If any
code example generates error(s) during the compilation, we instruct the model to fix and create a new
code example by adding the error logs in the context (as input) along with the failed code example
itself (as done in the FIXUSINGERRORLOGS procedure of Algorithm 1). We can see an example in
Figure 10.4. At first, the generated code example had an error (highlighted in red) where it is trying
to instantiate an abstract class named HttpURLConnection which is not possible. After using the
error message along with the failed code example as input (Figure 10.4a), the model fixes it on the
next cycle (highlighted with green in Figure 10.4b). Thus, we could continue this cycle until the error

gets fixed or a stopping criterion is reached as described in the next point.

Stopping Criteria: While ideally, we should repeat this cycle until the produced code example is
compilable (and relevant to the documentation contents), it might be impractical for at least two
reasons: i. Time and Resource Constraints. Since advanced pre-trained models like GPT-3 are

currently subject to response limit and cost, using them indefinitely might not possible. 2. Lack of
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Method Source Code:
public void removeActionListener (ActionListener 1) {
if ((1 !'= null) && (getAction() == 1)) {
setAction (null);
}

else(

Method Documentation:
Removes an ActionListener from the button. If the ActionListener is the same as
the button’s current ActionListener, then the button’s ActionListener is set to
null. Otherwise, the ActionListener is removed from the button’s listener list.

Package Name:
javax.swing

Class Name:
JComboBox

Generate a code example for the above method and documentation:
[To be generated by GPT—3]

(a) Input

import javax.swing.JComboBox;
import java.awt.event.ActionListener;

public class JComboBoxExample {
public static void main(String[] args) {
JComboBox<String> comboBox = new JComboBox<>();

ActionListener listenerl = e —-> System.out.println(''Action 1
performed'');

ActionListener listener2 = e -> System.out.println(''Action 2
performed'');

// Add two ActionListeners to the combo box
comboBox.addActionListener (listenerl);
comboBox.addActionListener (listener2?);

// Remove one of the ActionlListeners
comboBox.removeActionListener (listenerl);

// Verify that the ActionListener was removed

if (comboBox.getAction () == listenerl) ({
System.out.println(''ActionListener 1 was not removed'');

} else {
System.out.println(''ActionListener 1 was successfully removed'');

}

}
}
(b) Output

Figure 10.3: Code example generation
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Code with error:
import java.net.HttpURLConnection;

public class GetRequestMethod {

public static void main(String[] args) {
// Create an HttpURLConnection object
HttpURLConnection connection = new HttpURLConnection () ;
// Get the request method
String method = connection.getRequestMethod();
// Print the request method
System.out.println(''The request method is: '' + method);

Error Message:

GetRequestMethod.java:8: error: HttpURLConnection is abstract; cannot be
instantiated

HttpURLConnection connection = new HttpURLConnection () ;

Correct the code based on the error message:
[To be generated by GPT—3]

(a) Input

import java.net.HttpURLConnection;
import java.net.URL;

public class GetRequestMethod ({

public static void main(String[] args) throws Exception {
// Create an HttpURLConnection object

// Get the request method

String method = connection.getRequestMethod();

// Print the request method

System.out.println(''The request method is: '' + method);

(b) Output

Figure 10.4: Code example improvement using error message
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Feasibility. Some errors might not be feasible to be solved depending on the problem type and ability

of the pre-trained model (GPT-3). Hence, we design the following stopping criteria for our approach:

a) Similarity-based Stopping Criterion. At each cycle, for a buggy code example, we compare
its before-fix and after-fix version (see Line: 29 of Algorithm 1). If they are completely identical,
we assume that the model is no longer capable of fixing these errors. Not to mention, if the codes
are identical then the error logs will be identical too. Hence, in the next cycle, there will be no
change in the input (i.e., code examples, error logs). In that case, we no longer continue the fixing

cycle for that unit and symbolically return NULL (see block fiz_not_possible in Algorithm 1).

b) Max iteration-based Stopping Criterion. While we can continue fixing until the code exam-
ple is fixed (ideal goal) or two consecutive generations are identical (our first stopping criteria),
it would be problematic sometimes to deal with the time and resource constraints. Hence, we
designed a second stopping criterion based on the maximum allowable limit of iterations. It would
force the cycle to break if it is taking too long and the iteration number crosses the given threshold

(see block iteration_limit_crossed in Algorithm 1).

10.4 Evaluation

To evaluate our approach, we randomly selected 200 lazy documentation from our benchmark created in
Chapter 4 and Chapter 6. We generated additional documentation (Stage-1) and documentation-specific

code examples (Stage-2) for each of the 200 samples and assess their quality as follows.

10.4.1 Assessment of Additional Textual Documentation

After generating new textual descriptions for the lazy documentation, we evaluated them again with our
best-performing smell detector (from [108]). Among 200 lazy documentation, 165 were fixed with the new
textual description as labeled by our smell detector. We further analyzed the 35 documentation that still
contained lazy smells to identify any common factor influencing the model’s failure on them. We observe
that the source codes of the underlying code units (i.e., methods) for these 35 documentation were very
short. In fact, most of them are just one-liners. That further intrigues us to check whether the issue exists
for all the documentation generated for short (one-liner) methods. However, we find that our model perhaps
is capable of producing good (non-lazy) documentation for several one-liner methods. Some examples are
given in Table 10.1. In fact, it generates more comprehensible or additional information in some cases.

This might have been possible due to the inherent knowledge of the language model (GPT-3) achieved by
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Table 10.1: Examples of Fixed (Non-lazy) Documentation for Short Methods

Source Code Lazy Documentation Generated Documentation (Fixed)

public void setContentHandler (ContentHandler handler) | Sets the content handler. | Sets the ContentHandler for this XMLReader.
The ContentHandler will be used to report the

contentHandler = handler; parsing events that occur while the XMLReader
} is parsing an XML document.
public void setDTDHandler (DTDHandler handler) Sets the DTD handler. Sets the DTDHandler for the XMLReader.
The DTDHandler is used to handle events
dtdHandler = handler; related to DTDs (such as start and end DTD
} declarations).
public void setEntityResolver (EntityResolver resolver) Sets the entity resolver. Sets the EntityResolver for the parser. The
{ EntityResolver is used to resolve entities during
entityResolver = resolver; the parsing process.
}

large-scale pre-training.

10.4.2 Assessment of Code Examples

We evaluated the generated code examples based on their passability (i.e., whether a code example passes
with any compile/run-time error). We used 11 cycles in total: the first one for generating and the next ten
cycles for improving i.e., fixing the code examples with errors. We show the evaluation report for every cycle
in Figure 10.5. At every cycle, we execute the code examples with the compiler and check whether they
pass successfully or not. At any given cycle, the code examples that execute without error are marked as
“Already Passed”. For the failed ones, we compare the new versions with the previous cycle. If they are
different, we assume that further modification is possible, hence, mark them as“Fixing Possible” and forward
them to the next cycle. In contrast, for the failed examples that fully match the previous cycle’s version,
we assume that no further modification is possible by the model and tag them as “Fixing Not Possible”. In
Figure 10.5, we see that 28 out of 200 examples were passed on the first cycle (i.e., generation cycle). Since it
is the first cycle and we have no reference to compare with, all the rest 172 examples were forwarded to the
second cycle as “Fixing Possible”. We can see how the number of passed code examples is increasing over the
cycles. It shows the effectiveness of our cyclic approach. Also, the numbers of “Fixing Possible” and “Fixing
Not Possible” examples are continuously heading toward the opposite direction: “Fixing Possible” going
downward while “Fixing Not Possible” going upward direction. It highlights the effect of our similarity-
based stopping criterion. We can also notice a saturation for the curves near their tails which indicates the
model’s incapability to fix certain code examples and motivates our max iteration-based stopping criterion

(which is 11 in our case). In the end, 140 code examples passed among 200. Thus we achieved 70% passability.
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Evaluation of Code Examples at Every Cycle
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Figure 10.5: Evaluation of Code Examples at Every Cycle

10.5 Discussions

We have designed two stopping criteria (i.e., Similarity-based and Max iteration-based) for our cyclic ap-
proach to code example generation. However, these criteria are subject to optimization as there are some
parameters involved.

As per the current definition of our similarity-based criteria, we exit our cyclic approach if the generated
code example (and the error logs) are similar on two consecutive cycles. The intuition was the model would
not be able to fix the errors in such cases since the inputs would be the same in the upcoming cycle(s) and so
the outputs. However, this is not necessarily true for advanced language models like GPT-3. The outcome
of GPT-3 is non-deterministic even at very low temperature (the parameter responsible for randomness
in output). That means it can produce different results even for the same input data. Hence, though the
reputation of the model’s outputs over consecutive cycles provides an indication of its limitations in effectively
addressing those errors, we can not fully rule out the possibility of fixing them in the future. To address
this trade-off, we can use a patience count parameter for the similarity-based criteria whose range might be
[2,00). It will indicate the maximum allowable number of consecutive cycles with the same generations and
errors. By increasing its value, we can be more patient and give more time (cycles) to improve the code

examples. In this study, we have used the patience count of the similarity-based criterion as 2. We chose a
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lower value considering the current cost and time associated with GPT-3.

For the max iteration-based criteria, we must decide on the threshold of iterations i.e., the maximum
number of cycles allowed for a given example. However, it appears that the unsupervised selection of such a
threshold might hamper the overall quality of the generated examples. To resolve this issue, we recommend
continuous monitoring of the evolution of code examples over the cycles. As we observe in Figure 10.5, the
curves of the passed (and failed) code examples head toward saturation (at the tails). In fact, the number of
passed examples has remained unchanged at 140 for the last two cycles (i.e., 10" and 11*"). Hence, it justifies
our choice of the threshold for max iteration. This further motivates us to propose a supervised approach to
address this stopping criterion with slight modification. For this, we can use two parameters: tolerance (t)
which is the minimum desired improvement in performance (i.e., the number of passed examples) over cycles,
patience count (n) which is the number of consecutive cycles during which the number of passed example
fails to meet the improvement threshold (¢). Therefore, if the model fails to improve the number of passed
examples by t for n consecutive cycles, we stop. By setting up appropriate values for these parameters, we

can control this stopping criterion and stop where we hit saturation.

10.6 Summary

Our research focused on addressing the challenges posed by documentation smells in API documentation
usability. Through literature review, expert consultation, and surveys with professional developers, we con-
firmed the presence and negative impact of documentation smells. The need for automated tool support
to fix these smells was expressed by survey respondents. Furthermore, we analyzed practitioners’ feed-
back to explore the feasibility of fixing documentation smells. In this chapter, we developed techniques to
fix the lazy smell, the most prevalent and impactful smell identified in our survey. We proposed a two-
stage pipeline for fixing lazy documentation, involving additional textual documentation generation and
documentation-specific code example generation. Our approach utilized a large language model, GPT-3, to
generate additional documentation based on non-lazy examples and to produce code examples that address
the issues specified in the documentation. The generated code examples were refined iteratively until they
were error-free. Our technique demonstrated a high success rate in fixing lazy documentation, with a sig-
nificant number of lazy documentation instances being fixed and error-free code examples being generated.
Overall, our research provides novel techniques for fixing lazy documentation smells, driven by an in-depth
analysis of practitioners’ feedback and ideas. By leveraging advanced language models, we show how practical
solutions can be made to improve documentation usability and help developers in their software development

process.
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Chapter 11

Conclusions

11.1 Summary of Thesis

Modern software development is greatly dependent on the utilization of software libraries and frameworks,
facilitated through APIs (Application Programming Interfaces). The usability of API documentation plays a
crucial role in enabling developers to learn and utilize APIs efficiently. Good documentation allows developers
to make quick progress and develop bug-free software, while bad documentation can significantly hinder the
adoption of an API. Therefore, understanding and addressing the usability issues in API documentation is
essential for the success of software development.

We identified two types of API documentation problems: those related to what is documented (content-
related) and how it is documented (presentation-related). While research has addressed content-related
problems, there has been a lack of focus on categorizing and identifying presentation-related issues, such
as bad design or documentation smells. Hence, in this research, we focused on improving documentation
usability by addressing such documentation presentation-related issues.

To gain insights into documentation usability issues, we conducted qualitative research explorations, in-
cluding a comprehensive literature review and an exploratory study on technical debts. Our study revealed
the prevalence of documentation debts and documentation smells, which hinder comprehension and utiliza-
tion of APIs. We developed a catalog of five API documentation smells and validated their relevance through
manual evaluation and a survey of 21 professional software developers. This confirmed that these smells hin-
der productivity of the developers and emphasized the importance of automated tools to detect and fix them.
We also built a benchmark of documentation smells containing 1K official Java API documentation.

To detect documentation smells automatically, we developed a suite of rule-based, shallow, and deep
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learning models. While our models initially performed well on our 1K benchmark of official Java API docu-
mentation, we observed a degradation in performance when applied to larger and more diverse documentation
sources. Therefore, we explored new advanced models and employed techniques like retraining and hyperpa-
rameter tuning and improved the detection performance. Our best-performing model, RoBERTa, achieved
0.71-0.93 F1-scores to detect different smells.

Additionally, we investigated the feasibility and impact of fixing documentation smells through another
survey involving 30 software practitioners. The lazy smell emerged as the most feasible and impactful to
be fixed, according to participants. We proposed a two-stage pipeline for fixing lazy documentation, involv-
ing additional textual documentation generation and documentation-specific code example generation. We
demonstrated the effectiveness of our approach in fixing lazy smell by successfully generating 165 enhanced
documentation and 140 error-free code examples for 200 randomly selected lazy documentation.

Our research contributions include the catalog and the benchmark of five documentation smells, the com-
parative analysis of their prevalence and impacts, the development of machine learning models for detection,
the exploration of automatic documentation and code examples generation using GPT-3, and the proposal
of a two-stage pipeline for fixing lazy documentation. These contributions provide valuable insights and
techniques to enhance the usability of API documentation, and ultimately improve developer productivity

and the overall success of software development.

11.2 Limitations and Future Works

Despite the contributions of this thesis, there are several limitations and avenues for future work. We can

consider them from three aspects.

Scope of Documentation Smells and Survey. Our study primarily focused on Java API documentation,
which may limit the generalizability of our findings to other programming languages or domains. Future
research should consider expanding the scope to include a wider range of programming languages and frame-
works. Moreover, expanding the catalog of documentation smells beyond the initial five identified in this
study would provide a more comprehensive framework for assessing and improving the usability of API
documentation. This would involve exploring additional issues and investigating their impacts on developer
productivity and software quality. The primary participants of our survey were recruited from our personal
connections which might lead to selection bias. We tried to mitigate this by following the snowball sampling
technique for the recruitment where existing participants refer others to participate. However, future studies

can conduct more surveys involving larger and more diverse groups of participants using crowd-sourcing.

Smell Detection. Our detection models exhibited a decrease in performance when applied to larger and
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more diverse documentation sources. This suggests that further refinement and optimization might be
necessary to improve the scalability and robustness of the models. The detection models are trained and
evaluated using a benchmark of Java API documentation, which may not fully capture the diversity of
documentation quality found in real-world scenarios. Further research is needed to enhance the scalability
and effectiveness of the detection models. This could involve exploring advanced machine learning techniques,
to improve the accuracy and generalizability of the models across different programming languages and

documentation styles.

Smell Mitigation. We have focused on fixing lazy documentation only. However, our approach is very
general in fashion and can easily be employed to alleviate other documentation issues as well. Future studies
can focus on fixing other smells following our approach as well our comparative feasibility and impact analysis
of fixing different smells. Moreover, we have used zero and one-shot learning with some recommended default
parameter values to generate documentation and code-examples. Future research can explore more options
of training like few-shot learning and fine-tuning and also investigate the effect of different parameters
(associated with GPT-3) on the quality of the generated contents. Lastly, conducting a user study to
evaluate the practical impact of our fixing approach would provide further validation and insights. We can
randomly choose a set of lazy documentation and fixed them using our pipeline. Then we can set up an
experiment where the participants (e.g., software developers) will be divided into three groups: 1. Control
Group. This group only has access to the lazy documentation. 2. Target Group-A. This group only has
access to the fixed version. 3. Target Group-B. This group has access to both lazy and fixed versions.
Now, we will assign some programming tasks related to the documentation and compare their performance
to assess the additional benefit of our fixing approach. We will also see whether and how our fixed version
can substitute or complement the original (lazy) documentation.

By addressing these limitations and exploring the suggested future directions, researchers can advance the
field of API documentation usability and contribute to the development of more effective tools and practices

for software developers.
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