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Abstract

Digital and physical data visualizations have complementary strengths and
weaknesses. For example, digital versions better-facilitate complex visual
effects or data retrieval but physical ones offer intuitive spatial navigation.
Applying augmented reality (AR) overlays onto physical models (AR+physi-
calization), one can realize such benefits simultaneously. In this thesis, we
apply AR to affordable 3D prints. These monochrome prints lack texture, so
we utilize region-based pose tracking methods, well-suited for such objects,
to accurately position the objects’ digital overlays. We adapt such algorithms
for mobile device deployment (which imposes strict resource constraints)
and demonstrate how to robustly handle close-up viewing of small visual
details via techniques such as subobject tracking or separate “side-platform”
prints. For demonstration, we construct an example mobile application
that renders satellite imagery, historical data, and 3D reconstructions onto
(or beside) 3D prints of historical locations. This thesis also covers on-
going efforts to improve pose tracking via predictive, image-free motion
extrapolation using neural networks. These predictions can supplement

the computer vision estimates via use of an extended Kalman filter.
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Preface

This thesis is original, independent, and unpublished work by the author,
Christopher Mossman. Some figures, tables, and descriptions also appear in
C. Mossman, E E Samavati, K. Etemad, and P. Dawson, “Mobile augmented
reality for adding detailed multimedia content to historical physicaliza-
tions”. IEEE Computer Graphics and Applications, vol. 43, no. 3, pp. 7183,
2023 (entry [54] in our bibliography). I am the first author of the aforemen-
tioned paper and performed most of the writing. Additional figures in this
thesis make use of use 3D prints and meshes created by Katayoon Etemad
that in turn derived from imagery and data by Peter C. Dawson, University

of Calgary, for Pauline Cove and Old Sun Community College.

iii



Acknowledgments

To begin, I want to thank my supervisor, Dr. Faramarz Samavati. You in-
troduced me to a tremendously cool project and gave me the freedom to
pursue ideas and directions that interested me while at the same time devis-
ing workarounds when I hit roadblocks, suggesting what prior research to
read, encouraging me when I had doubts, providing frequent feedback on
what worked well versus what required alteration, and offering support all
around. Thanks to you, I have learned academic paper writing guidelines,
effective presentation structure, and many important tools and techniques
required for computer graphics research. I would not have made it this far
without your supervision.

In addition, I would like to thank my other coauthors on my first pub-
lication [54], Dr. Katayoon Etemad and Dr. Peter Dawson, for a great first
experience with writing and publishing a research paper. I would also like
thank my examiners, Dr. Christian Frisson and Dr. Frank Maurer, for their
insightful questions, critique, and suggestions on how to improve this thesis.

I would like to thank all current and former members of the GIV lab,
and people outside the lab who I met because of it, with whom I spent time
and learned from. This includes, in alphabetical order, Dr. Majid Amir-

fakhrian, Niloufar Ashayeri, Arya Banaeizadeh, Erik Biederstadt, Cordell

iv



Acknowledgments

Bloor, Hesam Damghanian, Dr. Hessam Djavaherpour, Dr. Aram Fathian,
Alex Garcia, Farima Golchin, Amir Mirzai Golpayegani, Philmo Gu, John
Hall, Mohammad Hameed, Roghi Heidari, Mark Holum, Riley James, Armin
Kazemi, Meysam Kazemi, Josiah Lansang, Mia MacTavish, Amir Mehr, Levi
Meston, Amir Mirtabatabaeipour, Tung Nguyen, Mohammadreza Osouli,
Andrew Owens, Lee Ringham, Dr. Adam Runions, Rafael Flores Souza, Ben
Stewart, Tara Ann Strickland, Xi Wang, Fatemeh Yazdanbakhsh, and others
I may have missed or have mentioned later in this section. To mention the
specific moments and interactions I am grateful for would greatly exceed
how long I should make this Acknowledgements section, but please know
that I am deeply appreciative for them.

Special thanks goes to people who provided tool suggestions, literature
recommendations, figure feedback, or presentation feedback that influ-
enced the thesis or defense presentation contents. In alphabetical order,
these are Dr. Troy Alderson, Simone Cherry-Delisle, Dr. Kurtis Danyluk, Ariel
Davis, Mohammad Fakhreddin, Jeremy Hart, Cory Jensen, Jeffrey Layton,
Cody Morrison, Aidin Seyed, Jonathan Shabash, Camilo Talero, Benjamin
Ulmer, and Dr. Lakin Wecker. In addition to the influence on this work, I
greatly appreciated your support and tremendously enjoyed our discus-
sions, whether it was about research, tech, programming, film, music, grad
school, thought experiments, or more. Thanks also goes to Jamie Ching,
Salar Darvish, Tharushi Samarajeewa, and Scott Saunders for discussion
and encouragement in the last bit of time leading up to the completion of
my defense. I would also like to thank Dr. Mahmudul Hasan and Dr. Ehsan
Moradi for an extremely helpful thesis defense simulation.

For introducing me to the process of academic research during my un-

v



Acknowledgments

dergrad, I would like to thank Dr. Mea Wang and her lab. Also, for the
experience of working on a paper that did not make its way into this the-
sis, but still had a profound affect on my degree, I would like to thank Dr.
Richard Bartels.

For their love and support, I thank my sister, parents, and grandparents. I
am thankful to have a cool little sis and close parents whose encouragement
and whose own successes during their university years inspired my efforts.

I would like to acknowledge the financial support of the Natural Sciences
and Engineering Research Council of Canada (NSERC), Alberta Innovates,
and Alberta Advanced Education. Additionally, the Government of Canada’s
New Frontiers in Research Fund (NFRF) provided financial support to Dr.
Peter Dawson on the paper we coauthored together. Finally, as this thesis
includes the use of a 3D print and creation of an augmented reality overlay
of Old Sun Community College, we would like to thank members of the Old

Sun Cultural Advisory Committee.



To my parents, for their support of my education and their monumental

influence on how I write, diagram, and communicate.

vii



Contents

Abstract. . . . . . . . .. I
Preface . . . . . . . . . e iii
Acknowledgments. . . . . . . ... .. ... . . iv
Dedication . . . . .. . . . .. e vii
Contents . . . .. . . . . ... viil
Listof Tables . . . . . . . . . . ... . . . Xiii
Listof Figures . . . . . . . . . . . . e e XV
1 Introduction . . .. ... ... .. .. .. ... 1
1.1 Problem Statement . . ... ................. 4

1.2 Scope . . .. .. . e 6

1.3 Methodology . . . ... ... ... . ... ... 8

1.4 Contributions . . ... ... ... ... 0oL 10

1.5 ThesisOutline . . ... .. ... ... ... . ....... 12

2 BackgroundandRelatedWork . . ................ 13
2.1 Region-Based Pose Tracking . . . . . ... ... ....... 13
21.1 Benefits. . . . ... ... o oo, 14

2.1.2 Region-Based Pose Tracking Variations . . ... .. 17

2.1.3 How Region-Based Pose Tracking Works . . . . . .. 20

viii



Contents

2.2 AR and Physicalization Visualizations . . . ... ... ... 26
2.2.1 Physicalization. . . . ... ... .. oL, 26
2.2.2 AR+ Physicalization . . . . ... ... ... ..., 32
2.2.3 Historical Visualization with AR and Physicalization 35
2.3 Motion Interpolation and Extrapolation . . . ... ... .. 38
2.3.1 Physics-Based Motion Extrapolation . . . . . . ... 38
2.3.2 KalmanFiltering . . . . ... ... .......... 39
233 RelatedWorks . .. ... ... .. ... . ..., 43
2.4 Our Use Cases’ Historical Landmarks . . . . ... ... ... 45
2.4.1 Historical Information . ............... 46
2.4.2 PreservationEfforts . .. ... ... ... .. .... 48
243 3D-PrintedModels . ... .............. 48
Mobile Region-Based Pose Tracking . . . ... ......... 50
3.1 Addressing Speed and Resource Deficiencies . ... .. .. 50
3.1.1 Improving Per-Frame Runtime . . . . . . ... ... 51
3.1.2 Addressing RAM Limitations . . . .. ........ 56
3.2 SubobjectTracking. ... ... ... .. ... ... .... 58
3.2.1 Methodology . . . ... ... .. ... ........ 59
3.22 Discussion . . ... ... e 63
3.3 Implementation . ... ... ................. 64
3.4 EfficiencyEvaluation. . . . ... ... .. ... ..., 64
3.4.1 Hardware Information . ... ............ 64
3.4.2 EvaluationDesign . . ... ... ... ........ 65
3.4.3 RuntimeAnalysisResults . . . ... ... ...... 66
3.5 AccuracyEvaluation . ... ... ... . ... .. ... 70

ix



Contents

3.5.1 PerformanceMetric. . . ... ... ... ... ... 71
352 Results. . ... ... .. ..o 72
3.5.3 SubobjectTracking . . . .. ... .......... 72
3.6 Recap. ... ... . . . . . e 74
ARInteractions . . . . . .. . ... 75
4.1 Implementation . . ... ... ... ... ..., 76
42 Overlay . . . . . . . e 77
43 ArchiveData . . ... ... ... ... ... ... ..., 78
4.4 ViewingSmallDetails. . . . .. ... ... ......... 80
4.5 Pose Initializationand Recovery . . . . .. ... ... ... 85
4.6 Limitations . . . . . . . . . ... 87
4.7 Evaluation . ... ... ... .. ... 88
47.1 UserFeedback ... ................. 88
4.7.2 UserFeedbackResults. . ... ... ........ 90
473 Discussion. . . .. ... 91
48 Recap. . . . . . . e 93
Motion Extrapolation . . .. .. ... ... ... .. .. ..... 95
5.1 Introduction . ... ... .. ... ... ... 95
5.2 Datasets. . . . ... ... e 97

5.2.1 Dataset Usage During Experimentation Phase. . . 100

5.2.2 Evaluating Large Displacements. . . . . ... ... 101
5.3 Notation, Motion Representation, and Scope . . . . . . .. 102
5.3.1 PosesandTimestamps. . . .. .. ... ...... 102
5.3.2 VectorOperations. . . . ... ... ......... 103
5.4 Physics-Based TranslationModels. . . . . ... ... ... 103



Contents

5.4.1 Constant Translation Derivatives . . . . . ... .. 103
5.4.2 Related MotionModels. . . . ... ... ... ... 108
5.4.3 Preliminary Results on the BCOT Dataset . . . . . 109
544 DISCUSSION. . . . . . . o . 112
55 ClassicationModels . ... ... ... ........... 114
5.5.1 Input Features Derived from Previous Poses. . . . 116
55.2 DecisionTrees. . . . . . . .. e 121
5.5.3 OtherClassicationModels . ... ... ...... 123
5.5.4 Preliminary Results on the BCOT Dataset . . . . . 124
56 RegressionModels. . . .. .. ... ... .. .. .. ..., 125
5.6.1 RecurrentNeural Networks. . . . .. ... ... .. 126
5.6.2 Fully Connected Neural Network. . . . . .. .. .. 127
5.6.3 Preliminary Results and Discussion. . . . ... .. 132
5.7 Implementation . .. .. .. .... .. ... ...... 133
5.8 Note on Rotation Extrapolation. . . . . ... ... ..... 134
59 Recap. . . . . . . e 135
Combining Predictions via Kalman Filtering . . . . .. .. .. 136
6.1 Methodology . . . . . . .. .. . .. .. ... .. 137
6.2 Results . ... ... ... ... ... 139
6.2.1 PerformanceMetric. . . . ... ... ... ..... 139
6.2.2 Results of Di erent Approaches . . . . .. .. ... 139
6.3 DISCUSSION . . . . . . . . 141

6.3.1 Relative Importance of Prediction and Measurement

6.3.2 Diagnosing the Neural Network Underperformance 142

Xi



Contents

6.4 Implementation . ... ... .. .. .. .. . .. 000 143
6.5 Recap. . . . . . . . . e 143
7 Conclusion . . .. ... e 145
7.1 Limitationsand FutureWork . . . . . ... ... ... ... 147
7.1.1 Region-basedposetracking. . .. .. ... .... 147
7.1.2 AR+Physicalization Visualizations . . . . ... .. 148
7.1.3 Motion Extrapolation and Kalman Filtering . . . . . 149
Bibliography . . . . . . . .. 151

Xii



List of Tables

3.1

3.2

3.3

5.1

5.2

5.3

5.4

The memory requirements of our di erent tracked objects for

di erent numbers of histogram bins, rounded to the nearest
megabyte (MB). . . . . . . . ... 57
Runtimes of the unoptimized and modi ed algorithms on a sam-
plevideo fromthe RBOT dataset.. . . ... ... ........ 66
Breakdown of average times for each step in our modi ed region-

based pose tracking algorithm for a sample run of our program. 70

Breakdown of pose tracking datasets based on their suitability for
evaluating motion estimation. . . . . ... ... ... ..... 97
The average translation prediction error, in millimeters, of di er-

ent physics-based models on di erent categories of videos. The
models are evaluated on theskip 2 sampling of the BCOT dataset.110
The average translation prediction error, in millimeters, of di er-

ent physics-based models on di erent categories of videos from

the skip 0sampling of the BCOT dataset. . . . . . ... .. .. 111
The average translation prediction error, in millimeters, of our

classi cation models onthe BCOT testset. . . . .. ... ... 125

Xiii



List of Tables

5.5 Average translation prediction error (in mm) for various regres-

6.1

sionmodelsonthetestset. . . . . .. ... ... . ... .... 132

Average success ratio, translation prediction error (in mm), and
rotation prediction error (in degrees) for various extrapolation
models on the skip 2 sampling of the BCOT test set when paired

with computervision. . . . . . ... . ... ... 140

Xiv



List of Figures

11

1.2

2.1

2.2

2.3

From left to right, the point cloud data, 3D print, and AR overlay

for Old Sun Community College. . . . . .. .. ... ... ... 1
Overview owchart. Inputs are camera images, meshes, and prior
motion state data. These are processed by computer vision pose
tracking, motion extrapolation, and Kalman Itering to produce

Itered poses, which are then used for the AR overlay. . . . . . 8

Examples that illustrate 2D marker weaknesses. They can be
sensitive to occlusion, lighting conditions, and motion blur, and

they will need to cover many parts of a subject in order to support

many viewpoints. . . . . . ... 14
An example of how a 3D rendered silhouette of a 3D print seg-
ments a camera frame image into foreground and background
FEQIONS. & . v . i e e e e e e e e e e 20
Example of how, if our images' foreground (FG) and backgrounds

(BG) contain multiple colours, a single foreground colour his-
togram and single background colour histogram may not appro-

priately di erentiate betweenthem. . . . ... ... ... ... 22

XV



List of Figures

2.4

2.5

2.6

2.7

2.8

2.9

3.1

3.2

Examples of various types of images that region-based pose track-

ing algorithms may create and utilize. . . . . . ... ... ... 26
Puzzle piece connections used by a prior work to enable phys-
icalization of objects too large to exist as a single 3D print and
simultaneously provide an engaging interaction. . . . . . . .. 30

A prior work's multiscale 3D prints, linked together via use of

A owchartillustrating the alternating Predict and Update steps

in a Kalman Iter. Examples of what structure one's state and
measurement might have are depicted at the top of the gure.. 42
Point clouds captured of the exterior and interior of Old Sun Com-
munity College.. . . . . . . . . . ... .. 47
Our 3D-printed meshes of Pauline Cove (left) and Old Sun Com-
munity College (right). Our small, blue, 3D-printed side platform

canalsobeseenintheleftimage. . . . . .. ... ... .... 49

Diagram highlighting the bottlenecks faced by the algorithm.
Work is done by both the CPU and GPU and will complete faster
when they can complete work simultaneously. The CPU also
requires depth and silhouette images from the GPU to calculate
new poses, but this transfer of dataisveryslow. . . . . .. .. 52
A distant view of the tracked object, for which we track its exterior
silhouette (depicted in blue), vs. a close-up view, in which we

track subobjects (depictedinorange). . . . . . ... ... ... 58

XVi



List of Figures

3.3

3.4

3.5

4.1

4.2

4.3

4.4

4.5

Silhouettes of our tracked models. Outer object silhouettes for
Pauline Cove, Old Sun, and the platform are presented in white.
Subobiject silhouettes (occluded by the blue main objects, as in

our tracking implementation) appear inorange. . . .. .. .. 61
Scatter plots of recorded pose tracking durations, where each
point denotes the pose tracking time for a single video frame.. 67
A plot showing how the number of bins per histogram a ects

algorithm accuracy onthe RBOT dataset.. . . . . .. ... .. 73

A side panel displays historical text and archive photos for a user-
selected building on PaulineCove.. . . . . . .. ... .. ... 79
The overview+detail visualization in action for displaying a digital
reconstruction of an old classroom in Old Sun. Also displayed are

the buttons of the GUI for activating the archive data side panel,
capturing a screenshot, or switching the room of interest. . . . 83
An overview+detail visualization of the Paci ¢ Steam Whaling Co.
Bone House on Pauline Cove. The side-platformis used to control

the pose of the enlarged digital render of the building, with lines
connecting it to its position relative to the rest of Pauline Cove. 84
Following tracking loss, we display a noti cation and continue to
display the interactive digital renders. The digital content retains

the pose it had prior to trackingloss. . . . . . .. .. ... ... 86
Demoing the Old Sun Indian Residential School AR+physicaliza-

tion app to two residential school survivors. . . . . . ... ... 89

XVii



List of Figures

5.1

5.2

5.3

5.4

5.5

5.6
5.7

6.1

A 1D example of our various physics-based extrapolation models.
Newton polynomials # < 1B’ interpolate the latest data points to
generate a function with the required constant motion deriva-
tives. These interpolations can then be extrapolated to ndTg_ 1,

or their derivatives may be separately calculated and then inte-
grated to ndthe required displacement. . . . ... ... ... 105
A graph that demonstrates how di erent partial constant accel-
eration ratios result in di erent mean average error (MAE). . . 113
A graph of mean average error (MAE) scores on the BCOT dataset
when switching between constant acceleration and constant ve-
locity models based on bounce angle. The choice of bounce
threshold is the independentvariable. . . . ... ... ... .. 117
The creation of our linear input features subset. We calculate
translation derivatives and angular rate vectors(J 9), alongside
anorthonormalbasis(Eg). . . . . . . . . .. ... .. ... .. 120
Avisualization of our motion-aligned local coordinate frame. One

axis, e, is aligned with vg (velocity), while the second axise; is
aligned as much as possible withag (acceleration). . . . . . . . 121
The rstlevels of our decisiontreemodel.. . . . . . .. .. .. 124
A diagram of a simple pose-predicting neural network, a residual-
predicting neural network, and our proposed physics-informed

neural network architecture. . . . . . . .. . ... .. ... .. 131

The ow of our Kalman Filtering process that involves both com-

puter vision supplied poses and motion extrapolation. . . . . . 137

XViii



Chapter 1

Introduction

Figure 1.1: From left to right, the point cloud data, 3D print, and AR overlay
for Old Sun Community College.

With digital data visualizations, users can easily and near-instantly al-
ter what they see onscreen in order to learn important information. For
instance, they can lter and sort data points, animate time-varying data,
calculate complex transformations of the data, or run various simulations.
Speci cally, consider a detailed set of visual data such as the point cloud in
the leftmost part of Figure 1. 1. Digital functionality could reasonably consist
of slicing the point cloud to see inside, hiding all points except those in a
particular room, superimposing an architectural oor plan of the model,
and so on. Outside the digital realm, the ability to create such functional-
ity diminishes greatly. However, these digital renderings can only produce

audiovisual output and o er no tactile feedback. Meanwhile, a physical fab-
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1. Introduction

rication, such as a 3D-printed bar graph 35] or a scale model of a building
such as the centre image in Figurel.1, communicates information via both
haptic and visual interaction.

These physical information visualizations, denoted by the termdata
physicalization, represent data values using physical attributes such as
shape and texture B6]. Considering the vast opportunities that the dig-
ital realm provides, losing one avenue of sensory feedback might look like a
worthwhile trade-o , but physical representations still possess important
bene ts. For example, users must learn widely-varying mouse and keyboard
controls to rotate or move objects in di erent 3D applications; meanwhile,
manipulating a physical object is always intuitive. Virtual reality (VR) more
closely resembles everyday 3D interaction but introduces other limitations.
These include the user's inability to see or utilize other items in their en-
vironment, relatively low levels of VR adoption, and the chance of motion
sickness. Further, physical models have baked-in functionality like the
ability to attach other objects to a model (like pointers or sticky notes), draw
on it, etc. that digitally would require explicit creation by a programmer. Fi-
nally, some hypothetical cases have tactile feedback as a strict requirement,
such as 3D-printing patient data so that a surgeon may practice drilling
into simulated bone as practice B]. Although computer haptic devices can
o er a digital imitation of tactile feedback, these imitations have limited

delity (most commonly limited to simple vibration) and face similar cost
and adoption challenges as VR, currently lacking any killer app to motivate
wider adoption and research [L1].

Ideally, one would not always have to choose between the bene ts of

digital versus physical visualization and could instead have the option to

2



1. Introduction

obtain both sets of bene ts. For instance, one could produce a 3D print
and a digital visualization of some data that users could use simultaneously.
However, this raises the question of how to connect the two visualizations
into a coherent interactive experience. One promising approach is to view
the 3D print through a camera-enabled device (e.g., a smartphone or tablet)
that overlays an Augmented Reality (AR) 3D rendering onto the live video
feed, as illustrated in the rightmost panel of Figurel.l This arrangement,
an AR+physicalizationexperience, allows users to physically manipulate the
printed object at the same time that they view the digital imagery, and by
aligning the digital render with the real-life object's position and orientation,
the experience can simulate what it would be like to manipulate the digital
object directly by hand. For instance, rotating the physical model would
instantly update the digital overlay through real-time tracking.

Making this uni ed visualization feasible, of course, requires a reliable
method of actually calculating the 3D print's position and orientation (i.e.,
pose) relative to the camera. If the system cannot accurately superimpose
the digital imagery onto the physical model, the quality of the experience
degrades signi cantly. Consequently, suchpose tracking algorithmsshould
also be robustto certain challenging inputs and scenarios, and visualizations
should be designed in ways to reduce the chances of encountering these
challenging inputs. Speci cally, when visualizing highly detailed data like
the point cloud in Figure 1.1, viewable details exist at scales much smaller
than the subject as a whole. This means that users might bring the camera
very close to the physical model to view the digital content for these details.
Thus, tracking algorithms need to preserve pose accuracy even in the case of

these extreme close-ups or the visualization's design needs to provide alter-

3



1. Introduction

native means of viewing these details. Another challenge is large inter-frame
displacements (sudden jolts) where the object’s last pose, often used as an
initial guess in various pose tracking algorithms, can no longer reliably
serve that purpose. Adapting the algorithms to handle these cases would
bene t not only the AR+physicalization applications (in scenarios where
users jolt the physical object suddenly) but also pose tracking applications

in the areas of robotics, aerospace, and so forth.

1.1 Problem Statement

In this thesis, we tackle the problem of superimposing AR overlays onto
physical models. For the physicalizations, we aim to make our process
widely accessible by employing consumer-grade 3D printers. For the AR,
we must develop a robust and e cient pose tracking algorithm and devise
e ective digital interactions.

Many 3D printers still face limitations in accuracy and printable materi-
als, restricting them from producing certain visual details. Consequently,
these 3D printer limitations increase the utility of an AR overlay. The limi-
tations also a ect which pose tracking algorithms can successfully super-
impose the overlay, since they limit the amount of visible information that
can be placed into a model for use by a computer vision algorithm. Speci -
cally, many tracking algorithms rely on natural image features such as edges
and corners that exist between di erent-coloured regions on a su ciently
textured object [10], [60]. In contrast, the consumer-grade 3D prints usu-
ally consist of only a single or small number of colours and are generally

textureless.
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A primary focus of this thesis is therefore developing a method to suc-
cessfully track these 3D prints' poses. While commercial AR SDKs provide
3D model tracking, they operate as proprietary black box with restrictive
licensing and limited extensibility, preventing researchers from adapting
them for specialized functionality like tracking deformable objects (which,
to the best of our knowledge, no commercial SDK currently o ers).

Fortunately, published pose tracking algorithms for textureless objects
now also provide accurate results. Many of these rely on powerful GPUs
(e.g., for deep learning) to run in real-time, but a class ofegion-based pose
tracking algorithms have relatively small computational costs. These less
expensive algorithms begin with an initial pose estimate, usually from the
previous frame, and iteratively improve it until a corresponding render of
the object’s silhouette more closely matches the real image. Still, some of
the state-of-the-art region-based pose tracking algorithms use more com-
putational resources than mobile devices can support in real-time.

Our AR use case introduces other pose tracking challenges as well. Mov-
ing closer to the 3D print to observe small details in the AR overlay can
cause visual reference points that the tracking algorithm relies on might
move o screen. Speci cally, for region-based pose tracking, the silhouette
borders used to evaluate poses might expand so that they lie entirely outside
the image, which we must address.

Since region-based pose tracking algorithms usually take the object's
last (estimated) position as an initial guess to re ne, a large pose change
between one camera frame and the next can also introduce challenges.
Computer vision approaches to this problem, such asT9], achieve high

accuracy but can be computationally expensive. We thus consider whether

5



1. Introduction

an object's motion can be extrapolated solely from its prior pose estimates,
without the need for image data. However, even with a close initialization
pose, the region-based pose tracking's iterative pose optimization will occa-
sionally calculate a poor result for a frame of video. Thus, another question
is whether we could use such extrapolations not just to set initial guess poses
but also to calculate re nements/corrections of the image-informed poses
(via Kalman ltering, for example).

Finally, we consider how to best apply the pose tracking facilitated
AR+physicalization functionality to data visualization. Speci cally, we con-
sider a use case involving satellite imagery, highly detailed point clouds,
historical photos, and other data that have been gathered for two histori-
cal landmarks, and all need to be displayed on top of (or beside) their 3D
prints via AR. Also, since pose tracking might sometimes fail (i.e., the overlay
positions may diverge noticeably from the true ones), we require ways of

minimizing that impact and easily resetting the process.

1.2 Scope

As stated earlier, we limit our physicalizations to 3D prints from consumer-
grade 3D printers. Our pose tracking algorithm alterations also only focus
on tracking textureless objects produced by these prints; algorithms that
can make use of greater texturing detail T3], algorithms that track non-
rigid objects [46], etc. are not investigated in this thesis, though our motion
extrapolation work might complement other pose tracking algorithms for
handheld objects. Our work assumes that a 3D mesh corresponding to the

3D print is available as input; techniques for tracking an object without
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access to its mesh, such as3g], are not considered.

Other research sometimes uses a mobile device's Inertial Measurement
Unit (IMU) sensors, such as accelerometers and gyroscopes, during pose
tracking [63]. However, not all mobile devices have these sensors and they
cannot assist tracking when the 3D prints move around while the view-
ing device remains mostly static. Additionally, though this thesis primarily
focuses on AR use cases using mobile devices, many pose tracking applica-
tions in areas like robotics and aerospace may have very di erent sensors
(e.g., interms of quality), if any at all. As such, we only consider previous
pose calculations as our motion extrapolation input. For similar reasons,
while some pose tracking aggorithms incorporate depth sensors/[3], we
only use RGB images for our computer vision calculations.

In light of our statements about the strengths of physicalization over
digital displays, we should note that the use of mobile AR introduces digital
renders on a 2D screen back into the interaction, meaning that some physi-
calization bene ts such as photorealism and stereo vision are diminished
while looking at the screen. However, other bene ts provided by touch and
navigation are still maintained, and for visual bene ts, it is very straightfor-
ward and quick to switch between looking at the screen and the physical
model. Using certain AR headsets would allow for stereo visuals of the digital
content but are currently expensive and have limited elds of view, so we

do not target them.
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Figure 1.2: Overview diagram. Thick arrows represent poses collected for
multiple prior frames while thin arrows represent a pose for only the latest
frame. Dashed arrows represent non-pose data. We start from a motion-
extrapolated pose estimate and obtain a computer vision measurement
pose via pose tracking. Kalman ltering uses the extrapolation and mea-
surement to re ne the pose estimate and add it to the collection of prior
poses. The re ned estimate is used to update the AR display and calculate a
prediction for the next frame via extrapolation.

1.3 Methodology

To accurately track 3D prints on mobile devices, we adapted a region-based
pose tracking algorithm by Tjaden et al. BQ]. Their algorithm is relatively
e cient (having a high frames per second (FPS) value without relying on
GPU processing for anything other than silhouette renders) and it o ered
state-of-the-art accuracy at the time we began development. Nonetheless,
since this algorithm was designed to run on PCs rather than mobile devices,
we had to modify the algorithm to consume fewer resources and address

bottlenecks a ecting processing time. Since the pose tracking algorithm
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relies on tracking the boundaries of objects' silhouettes, which can move o -
screen during close-up views, we also modify the algorithm to track smaller
sections within the 3D print (i.e. subobjects) when this occurs.

We harness the modi ed pose tracking to develop AR visualizations for
3D prints of two historical landmarks: Old Sun Community College, aformer
Indian Residential School (IRS) that has been converted into a college oper-
ated by the Siksika nation, and Pauline Cove, aregion of Qikigtaruk/Herschel
Island Territorial Park that contains multiple historic buildings threatened
by coastal erosion. Each landmark is represented by 3D print that encodes
its real-life shape and an AR overlay superimposes detailed, textured dig-
ital renders on top. To show ne visual detail in regions of interest (such
as rooms inside the OId Sun building), we render enlarged versions of a
selected room/building above a single, generic, movable side-platform 3D
print. Digitally-rendered lines connect these details to their location in the
main model, creating an overview+details experience.

Further functionality includes zoom, pan, and freeze/ screenshot in-
teractions, as well as the display of historical data (text, old photographs,
audio) in an optional side-panel. The option to superimpose a timelapse
of satellite imagery onto the Pauline Cove print also exists. Lastly, if pose
tracking fails despite all countermeasures, then to not interrupt the experi-
ence, the app announces the loss of tracking and continues displaying the
last onscreen visual in a static pose. We then use ArUco markerg&3J], [65]
and other methods to allow easy restarts of pose tracking.

Though the AR visualizations generally function well, we observed that
the region-based pose tracking still su ers degradation in the presence of

large and sudden pose displacements. Thus, to handle large inter-frame
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pose displacements, we assess various motion extrapolation models that
can be used to produce a better initial pose estimate. We investigate physics-
based models such as constant velocity, constant acceleration, and constant
jerk and nd that models that alter the scale of these physics-calculated dis-
placements by some small amount perform better. Since the optimal scaling
factor varies across di erent motions and objects, we require a method that
can automatically predict these multipliers. To this end, we train a simple
neural network to predict these multipliers for the displacements and
achieve the best accuracy when transforming the input values into a co-
ordinate frame with axes determined by the object's currently-estimated
velocity, acceleration, and jerk. We also investigate the use of Kalman lters

(KFs) to Iter the pose tracking estimates with our motion extrapolations.

1.4 Contributions
This thesis encompasses three main contributions.

1. Our main contribution is a modi ed region-based pose tracking algo-
rithm that withstands extreme close-ups and runs at a usable speed
on mobile phones and tablets. This makes future widespread deploy-
ment of the AR+physicalization that it facilitates more feasible. An
analysis of the per-frame runtime shows that tracking multiple objects
(notably, the side-platform for overview+detail views) and subobject
tracking increase the runtime only slightly. We also show how much
time each step of the pose tracking algorithm requires, which could

help prioritize future areas of the algorithm to optimize.
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2. We also showcase two historical landmark use cases and the interac-
tive functionality designed for them. To evaluate these interactions
and the resulting AR+physicalization framework as a whole, we collect
user feedback for the Old Sun visualization. The feedback highlights
bene ts of the AR+physicalization approach while also suggesting

some potential future improvements.

3. Lastly, we introduce the strategy of using motion extrapolation to ob-
tain better initial pose estimates. We include an accuracy comparison
between multiple types of motion extrapolation models (i.e., physics-
based, classi cation, and regression models), including iteratively
improved versions of our nal motion model. We calculate these ac-
curacy scores on multiple datasets of real handheld object motion.Our

nal motion model, more accurate than the others we evaluate, in-
volves only a simple fully-connected neural network trained on ve-
locity, acceleration, etc. values transformed into a motion-aligned
coordinate frame. This neural network outputs more accurate predic-
tions than others we evaluate, including more sophisticated neural
network architectures. Following this, we evaluate how well our model
performs in an extended Kalman lIter versus only using the extrapo-

lations for pose initialization.

Chapters3 and 4 expand upon work presented in Mobile augmented
reality for adding detailed multimedia content to historical physicalizations
by Mossman, C. and Samavati, F. and Etemad, K. and Dawson, P. published in
IEEE Computer Graphics and Applications 2023. The motion extrapolation

and extended Kalman ltering investigations are currently unpublished.

11



1. Introduction

1.5 Thesis Outline

Chapter2 covers background information (such as the math behind various
pose representations and physics models) and related work in the areas of
pose tracking, motion extrapolation, and AR+physicalization. ChapteB
documents our modi cations to the region-based pose tracking algorithm to
address bottlenecks and perform subobject tracking. Chapte# details our
example AR interactions that use this modi ed pose tracking for visualizing
two historical landmarks. To address pose loss in these use cases during
large displacements, Chaptel investigates motion extrapolation, while
Chapter 6 shows how to use our nal motion model to adjust computer
vision estimates. Finally, Chapter7 concludes the thesis and discusses
possibilities for future work.

Chapters3-6 each contain sections devoted to implementation details
and evaluation. Implementation details include the tools and software
libraries used as well as software-speci ¢ work ows (e.g., exports of neural
networks). Since the interactions and use cases in Chaptefrely on the
pose tracking, its evaluation section also serves as an evaluation of the
overarching AR+physicalization via region-based pose tracking framework

presented in this thesis.
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Chapter 2

Background and Related Work

2.1 Region-Based Pose Tracking

In the context of AR,registration refers to the act of positioning and aligning
the digital content to match the physical environment. In our case, that
means that our digital models have the same poses as our 3D prints with
respect to the camera. This requires nding the 3D print poses via pose
tracking algorithms. Without accurate registration, the discrepancy between
the physical and digital positioning will degrade the experience, as the
visualization will not render virtual details in the correct location.

Poses for accurate registration can be calculated vipose detectiorand
via pose tracking Whereas pose detection will detect the object's pose from
scratch with each new frame, pose tracking uses the object's pose in the
previous frame, if it was accurately calculated, as an initial estimate, which it
then re nes by analyzing the currentimage. In our work, we primarily make
use of pose tracking, using pose detection only for cases where we lack an

accurate pose for the previous frame. Speci cally, we will use region-based
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pose tracking, which tries to match the silhouettes for hypothetical object

poses with the colour distributions within the image.

2.1.1 Benets

Figure 2.1: Examples that illustrate the weakness of 2D markers. From left
to right, we have occlusion (such as by hand), lighting conditions, motion
blur, and marker location. The rstthree interfere with marker detection
algorithm's need for unobstructed, sharp edges between the black and white
regions within the marker. The rightmost case shows that as we move relative
to the object and its markers, the markers might move o -screen or move
behind the object. While the use of multiple markers and strategic marker
placement can address this last constraint, large objects would require
very many markers, and too many markers begin to block or worsen the
appearance of the physical object.

First, we will justify our use of region-based pose tracking over alter-
native options, such as proprietary computer vision software like Apple's
ARK:it or the Vuforia SDK. In our tests, ARKit's object tracking estimates
static 3D poses well but returns delayed results when someone grabs and
moves the object. That is, ARKit tracks the world and the camera position in
real time, but not the object itself. Additionally, only Apple devices support
ARKit; since many people own Android devices instead and Apple hard-
ware can be expensive, using ARKit would complicate the deployment of

AR+physicalization applications. Vuforia, meanwhile, has recently stopped

14



2. Background and Related Work

accepting new customers, according to a recent conversation we had with a
salesperson, and no clear successor has appeared yetto o er objecttracking.
As seen in some AR+physicalization related works that we provide in
Sections2.2.2and 2.2.3 AR applications often uses 2D image markers at-
tached on or near the physical object for pose calculations. Unfortunately,
these image markers are often sensitive to factors such as occlusion, chang-
ing light conditions, and motion blur. Since our use case involves handheld
objects, and hands will occlude objects and markers they touch and move
in front of, we care especially about robustness to occlusion for our pur-
poses. While there are attempts to overcome these weaknessés], they
still require visibility of the markers at all times. For 3D objects with multi-
ple sides and for larger 3D objects where close-up views are desirable, this
would require attaching multiple at markers all over an object so that at
least one will always remain in view. However, using this many 2D markers
on an object could cover or distract from details visible in the 3D print.
Figure 2.1depicts some of these drawbacks. Lastly, 2D marker poses can
become ambiguous when viewed at great angles (i.e., when the marker's
plane is close to orthogonal with the camera view direction), although some
works address this ambiguity by adding raised details to the markers to
produce view-dependent colour di erences [76] or inferring the correct
pose by assuming it's close to previous frames' non-ambiguous pose$].
Similar to the methods used to track image markers, one can also track
natural point and edge features present on an object, e.g. as irl[Jj], [60].
However, this approach su ers from similar sensitivities as the 2D image ap-
proach, and as noted in B1], textureless 3D prints generally do not contain

enough features to work well with these tracking algorithms.
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Region-based approaches, which use objects silhouettes to perform
object tracking, overcome many of these drawbacks. Here, we de ne the
object's silhouette as the region of the image occupied by the object. Region-
based approaches start with an initial pose estimate, such as the pose cal-
culated for the previous camera image, and render a silhouette, which seg-
ments the current camera image into foreground and background regions.
Figure 2.2depicts an example of such segmentation. The algorithm deter-
mines the pose quality based on how well the foreground and background
pixel colour distributions match expectations. The algorithm then tries to

nd a pose alteration that will produce a better segmentation, such as by

calculating the derivative of the pose error and applying gradient descent.
The new pose is applied and the algorithm repeats the process until it cal-
culates a nal pose for the frame. We describe this process in more depth in
Section2.1.3

Because occlusions, lighting, and motion blur have relatively little im-
pact on foreground and background colour distributions, region-based pose
tracking does not su er the same weaknesses as 2D markers. Additionally,
by tracking the silhouette of the object itself, it requires no separate marker
attachment to the object. Furthermore, from the brief description of the
algorithm above, one can see that the lack of natural features in textureless
objects will not thwart the tracking algorithm. Lastly, as we will describe in
Section2.1.2 low-resource implementations exist, so deployment on mobile
devices becomes possible following our modi cations in Section3. 1

Lastly, deep learning approaches have comparable accuracy for texture-
less objects when compared to region-based pose tracking. This can be seen

in comparative evaluations in [73], [94]. However, as these works note, they
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feature some drawbacks in that many of them are not real-time, even when
inference is run on powerful GPUs (meaning real-time on a smartphone is
out of the question). Additionally, most of them require training on (usually
synthetic) images of whatever object one is tracking, which could introduce
issues if, for example, the tracked object is frequently updated. Meanwhile,
region-based approaches can track any object if given a CAD representation.
Still, it is worth highlighting a few deep learning approaches that almost
meet our criteria. FoundationPose can track novel CAD-speci ed objects
without retraining and is realtime (32Hz, so approximately meeting the
30fps that is usually considered the threshold for counting as realtime)§9].
However, this is when run on a PC and performing inference on an NVIDIA
RTX 3090 GPU, which is much more powerful than mobile hardware. Mean-
while, sg3)-Tracknet has accuracy comparable to state of the art and a speed
of 90.9Hz, though this is also using GPU inference, and retraining is required
for new CAD objects. Finally, a hybrid approach, DeepAC, also achieves
high accuracy and runs at a near-realtime framerate of 25fps on an iPhone
11 smartphone [87], but a recent review of object tracking techniques shows
that it is not monumentally more accurate than other, faster region-based

tracking algorithms, even scoring lower than them on some evaluations4].

2.1.2 Region-Based Pose Tracking Variations

Prisacariu and Reid rstintroduced regon-based pose tracking with PWP3D
in 2012 [62]. Since then, many works have used region-based pose tracking
and expanded uponit. In 2015, Prisacariu et al. adapted region-based pose

tracking to the process of tracking and reconstructing objects on mobile
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devices p3]. However, this modi ed approach heavily relies on the inertial
measurement unit (IMUs) inside their mobile device, so the approach does
not work if the camera is static while the object moves. Additionally, devices
without IMUs, such as webcams, could not use this approach. In 2016,
Tjaden et al. replaced PWP3D's use of gradient descent, which required
per-object con guration of step sizes for best results, with a second-order
Gauy-Newton-like algorithm [83]. Ina 2017 paper, Tjaden et al. use multiple
local histograms for each object, rather than the single foreground and
background histogram that PWP3D usedd4]. These histograms improve
tracking when di erentareas of the foreground or background have di erent
colour distributions. Finally, in 2019, Tjaden et al. re ne their original Gauy-
Newton approach and show how to use multiple local histograms when
tracking multiple objects [80].

These works achieved average runtimes under 25ms per frame on a PC
and state-of-the-art accuracy at the time that we began working on our
AR+physicalization approach. The approach was designed to runon a PC
rather than a mobile device, but because it runs on a PC at a high frame
rate and primarily uses the CPU rather than relying on powerful GPUs, we
considered it a good candidate to adapt for usage on mobile devices. Thus,
we chose to adapt Tjaden et al.'s 2019 workg0] for our mobile pose tracking,
sSo we give it the most focus and attention in this thesis. This algorithm is
often denoted RBOT (for Region Based Object Tracking), the name that
Tjaden et al. gave to the dataset in the same work.

Since RBOT, new works have ursurped state-of-the-art status. These
new region-based pose tracking works only calculate pose error for a sparse

subset of pixels, whereas prior works calculated the error for all pixels within
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a certain distance of the silhouette border. This reduces the number of
images that need to be rendered on the GPU; for instance, rather than cal-
culate the full depth map on the GPU, the program can just estimate the
values for the much-smaller subset of pixels on the CPU. This approach
was rstintroduced in RBGT [74] and re ned in the more well-known work
SRT3D by the same authorsq5]. The sparse calculation allows for very fast
framerates, and other modi cations, such as repplacing the Gauy Newton
approach with second-order Newton optimization and Tikhonov regulariza-
tion, produced state-of-the-art accuracy. Since SRT3D, new state of the art
approaches introducee multiple improvements, such as the tracking of in-
terior parts of objects by splitting objects into multiple separate regions [/ 3]
or tracking interior contour points [ 7].

If only tracking an object silhouette, close up views can result in the
entire image becoming the foreground, which will foil region-based pose
tracking. While the latest works that consider interior information par-
tially address these, these works did not yet exist at the time we began our
AR+physicalization work. As such, we devised our own solution, track-
ing subobjects within the main object, which we discuss in Chapter3.2
Additionally, although region-based pose tracking is quite e cient, an un-
modi ed RBOT implementation still runs at a slow framerate on the less
powerful hardware present in mobile devices. We address these concernsin

Section3.1
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2.1.3 How Region-Based Pose Tracking Works

To ease the description of some of our region-based pose tracking modi -
cations in Chapter 3, we will describe, at a high level, how some of the steps
in region-based pose tracking work. For more in-depth implementation
details, one should consult the related works cited in2.1.2or the description

of our modi cations in Chapter 3.

Silhouette-Induced Segmentation and Colour Histograms

Let us refer to the index of the current camera image as inde®9. We wish to
nd the object pose relative to the camera at this frame. Let us call this pose
Po. We can represent this as an element oR®, consisting of a translation in
R3 and an axis-angle rotation inR3 that rotates the object from its default
orientation to its current one. The magnitude of this vector corresponds to

the angle of rotation, while its direction corresponds to the rotation axis.

Figure 2.2: An example of how a 3D rendered silhouette of a 3D print seg-
ments a camera frame image into foreground and background regions.

Region-based pose tracking begins by rendering the object silhouette

at some initial pose estimate, such a¥?g 1. This requires a 3D mesh le
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representing the object to be supplied in advance as one of the algorithm's
inputs. If the true pose di ers from our estimate, the rendered silhouette
will induce an erroneous foreground and background segmentation. While
we, as humans, can recognize this segmentation error with our eyes, the al-
gorithm needs some way to determine which pixels are correct or incorrect.
The algorithm accomplishes this by comparing each pixel's colour to a set
of colour histograms that it maintains for the foreground and background.
At the end of each frame, the algorithm sorts foreground pixels into a set
number of bins, with bins chosen based on a pixel's RGB values. It also
sorts background pixels into a separate colour histogram. Based on these
histograms, the algorithm can calculate the approximate probability that a
given pixel should be a foreground or a background pixel given its colour.
If the colour histograms indicate a pixel is likely background but our
silhouette segmentation says it is foreground, then the given pixel can be
considered misclassi ed. Likewise, if the histograms suggest itis foreground
but the segmentation says itis in the background, the same can be done.
The tally of misclassi ed pixels across the image can serve as a metric to

assess pose quality.

RBOT and Local Colour Histograms

Most works, including current state-of-the-art approaches like SEI3DT],
use only a single pair of colour histograms for the foreground and back-
ground regions. However, some scenarios will require more detail. Consider
a situation like Figure 2.3. Some regions of the foreground are white, and
others are red; same for the background. In this case, the foreground and

background colour histograms will look very similar, making it di cult to
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Figure 2.3: If our images' foreground (FG) and backgrounds (BG) contain
multiple colours, a single foreground colour histogram and single back-
ground colour histogram may not appropriately di erentiate between them.
For instance, in one location, the model might be white and the background
red, whereas in another the reverse is true. RBOB[)] creates local fore-
ground and background colour histograms for separate circular regions
along the current silhouette border, which are used in place of a global his-
togram for segmentation error calculations.

classify pixels. Instead, Tjaden et al.§4] create multiple local histograms,
assigning them to circular regions that lie along the current silhouette bor-
der. This allows for better local pixel classi cation.

Now, if colour histograms were created from scratch, pose tracking would
be less resilient in the face of occlusion and certain motion. For example,
with occlusion, the histogram update at the end of the frame would incor-
rectly use the occluding object's colour as the foreground colour. Atthe same
time, if the histograms neverupdated, then histograms would cease to accu-
rately re ect current lighting conditions or movement-induced background
changes. Thus, a gradual update is required.

Letus de ne @2 f5 " Igas referring to foreground or background, re-
spectively, and let

<C;represent the7-th vertex of our model. Let us also represent histogram
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bins attimestamp 9 as%2j" g°, meaning the probability a colour falls into
bin 2 given which vertex and region the histogram is for. Lastly, le% 2] g°
represent the colour histogram bin value calculated solely from the last

camera frame, with no memory. Then RBOT updates the bins gradually as
%12 ¢ =11 Ug% 112" ¢°, U2 & (2.1)

whereUs = 0“05and U; = 002,

Because of this gradual update, some means of keeping track of his-
tograms over time is required. To do this, Tjaden et al. assign local colour
histograms to all vertices, which they calttemporally consistent, local colour
histograms or tclc-histogramsfor short. Each vertexay has four colour his-
tograms 15" 17" %" I° associated with it, where% and 1 are the normalized
forms of 5 and 17 such that the sum of the values for all bins is 1, so that the
histogram represents a probability distribution.

Updating all of these histograms each frame is time-consuming, so in
order for the process to remain real-time, the tracking process by Tjaden
et al. randomly selects a maximum of 100 to update per frame. While this
reduces e ciency concerns, Tjaden's PhD thesis still recommends that the
model used for this process should have a maximum of 5,000 or so vertices
so that all histograms are still updated regularly B1]. For this reason, they
suggest a simpler model can be used for the tracking in order to better
accommodate the limited resources available. At the same time, successful
tracking requires a good selection of vertices lying on the silhouette border

to use as centres for the tclc-histograms.
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Error Derivatives and Pose Updates

Tallying classi cations helps to measure pose quality but does not tell the
algorithm which direction it should move the pose in order to increase
accuracy. To do this, region-based pose tracking the derivative of the pose
error with respect to each movement of the six variables in our pose and
then move the pose a small step in the direction that decreases the error the
most.

Calculating this derivative raises two challenges. First, if we simply
tally the number of misclassi ed pixels, our error will not be a continuous
function with respect to our pose but would instead take on discrete values.
Therefore, rather than a binary segmentation of pixels, we will calculate the
signed distance from a pixel to the object's silhouette border. This distance is
positive outside of the silhouette and negative inside. In addition to making
the error function di erentiable, it makes sense to assign a higher weight
to misclassi cations that are further from the silhouette border, as they are
more egregious.

This solution, however, raises the second challenge, that of approxi-
mating the derivative of the signed distance from a pixel to the border with
respect to the pose parameters. For this, the math involved becomes slightly
more in-depth than a quick summary allows for; interested readers can
consult [62], [80] for more information, though this level of detail is not
required for understanding the thesis, since our modications to existing
approaches are more hardware-minded than mathematical. The important
part, which should perhaps be unsurprising, is that this calculation will

require the current distance to the border and the current 3D coordinate
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of points on the object surface that correspond to pixels near this border.
To obtain these coordinates, region-based pose tracking algorithms will
generally render adepth map that contains the distance from the camerato
the virtual 3D object at each point. The 3D coordinates can then be calcu-
lated based on these distancees and the 2D pixel coordinates. For a more
complete set of coordinates, Tjaden et al.§0] improve on works that came
before and also render the distance from the camera to the furthest-away
points on the mesh. This is termed theinverse depth map because it is
created by rendering the mesh and, rather than discarding further pixels as
in a normal 3D render, discarding the nearer pixels.

The resultis that we end up creating four di erentimages on each frame:
a silhouette render, a depth map, an inverse depth map, and a signed dis-
tance transform (SDT) image, the last of which contains the distance from
each pixel to the silhouette border. These images are summarized in Fig-
ure 2.4,

Once the derivative is calculated, an optimization approach such as
gradient descent will alter the pose slightly to create a re ned estimate.
Then a new silhouette, depth map, etc. are computed and the process
completes. After a number of iterations, the latest re nement is selected as
Py. The segmentation produced by this nal pose is used, together with the
camera image, to update the colour histograms in some way. Rather than
using static colour histograms, allowing the histograms to change over time
allows the algorithm to adapt to changing lighting, changing backgrounds,
etc. Infact, the expected colour of the physical object is usually not manually
supplied as input, but is instead inferred via these segmentations, meaning

that an app using region-based tracking will be able to track objects of any
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(a) Silhouette (b) Signed Distance Transform (SDT)

(c) Depth Map (d) Inverse Depth Map

Figure 2.4: The various images that region-based pose tracking algorithms,
such as BQ], will create and utilize. Brightness corresponds to (signed)
image from the silhouette border, in the case of the SDT, or distance from
the camera, in the case of depth.

colour so long as they have the expected geometry.

2.2 AR and Physicalization Visualizations

2.2.1 Physicalization

The term data physicalization de nes information visualization in which
an object's physical properties, such as its shape, encodes dataf.

Data physicalization has existed for a long time, as documented in a
chronological list maintained by https://dataphys.org/list/ [18]. Clay

tokens from Tepe Gawra (present-day Iraq), dating to approximately 4000BC
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represented small, medium, and large quantities of cereals with di erent
shapes (cone, sphere, and at disk) 8], and similar tokens from Susa, Iran,
around 3300 BC used di erent cone sizes to represent di erent quantities
of grain [68]. Similarly, for thousands of years in South America, knotted
ropes called quipus used knot position, colour, knot type, and rope length
to encode data for administrative purposes [L8]. While administrative and
commercial data is a common theme, many also encoded geographical
data: for example, native Micronesians from the Marshall Islands built stick
charts that visualized ocean swell patterns18]; terrain and city models [18]
saw military use in the 1500s, while similarly-purposed sand tables have
existed since at least the early 1800¢!p]; and in the early 20th century, maps
were occasionally adorned with 3D extrusions representing data such as
streetcar load andtrac ow [ 18]. Scienti c data, such as an 1871 model of
thermodynamic surfaces [L8], were also frequent subjects.

Recent technical advances, such as computers and 3D printing, have
improved the speed, ease, and cost of designing and fabricating physical-
ization, and in recent years, researchers have made extensive use of such
technologies to produce a wide array of information visualizations [L6].
These technical advances have also enabled new functionality within these
physicalizations. For instance, conductive materials can report the location
at which a user is touching a model and the digital content displayed on a
nearby monitor can update in response P], [97] .

Geospatial data and data tied to physical structures lend themselves
especially well to this approach, since the data already has natural spatial
encodings. For example, geospatial physicalizations already have diverse

applications in education [38], [51], [57], art [32], and the military [ 69,
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and data physicalization has taken inspiration from techniques, such as

elements of their scaled models, used by architects for yearSf.

Bene ts

In some cases, technological advancements have arguably reduced the
necessity of physicalization. For instance, written language and 2D drawings
could reproduce some of the older physicalization examples described
above, such as the use of tokens for record-keeping, and in some instances,
individual physicalizations have been explicitly replaced, such as a 200 acre
1949 hydraulic model of the Mississippi river basin that was replaced by
computer modelling in the 1970s [9].

Nevertheless, research has shown that interaction with a physical object
0 ers many bene ts in areas of object manipulation, tactile exploration,
circumnavigation, and more [16], [36]. For example, Jansen et al. show
that information retrieval e ciency can decrease when displaying data
via a 2D screen projection instead of a physical representation, even when
adding stereoscopic rendering to the digital version in an attempt to improve
depth perception [35]. Additionally, a survey by Jansen et al. showcases
bene ts in terms of haptics, cognitive psychology, audio engineering, and
more [36]. As noted by this survey di erent digital displays feature di erent
mouse, keyboard, and Ul controls for navigation B6]. In contrast, physical
models are familiar and have universal built-in navigation (such as via
handheld movement or walking around the display). User feedback in
works such as [L9] also indicate appreciation for the ability to touch physical
representations of geographical and architectural features, with some saying

that it creates a sense of place.
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Lastly, if visualizations include a physical component, users can still
interact with the visualization without the use of a digital device. Thisbene t
might be useful for elderly users who are unfamiliar with computers and
tablets, or remote orimpoverished regions that could lack access to powerful
enough computer hardware. Physicalizations have also been employed to

create data visualizations for visually impaired users39].

3D-Printed Physicalization

While many fabrication methods exist, 3D printers in particular allow for
quick and relatively inexpensive production of arbitrary shapes. This makes
physicalization work ows accessible to larger numbers of people, and it
makes 3D printers better-suited for one-time visualizations that require a
few physical copies rather than mass production.

Nonetheless, consumer-grade 3D printers also have limitations. For
example, most fused deposition modelling (FDM) printers have an average
build volume of 20°2; 2 [16], limiting the size of individual prints, and
the resolution of a printer may impede small, detailed physicalizations.
Additionally, material constraints impede 3D printing's ability to capture
the variety of colour, texture, shininess, roughness, transparency, etc. that
exists within models' real-life counterparts [16], and many 3D printers can
only print using a single lament colour at a time or a very small number of
di erent lament colours, reducing the number of colours within a single
object. Lastly, though still faster than some other fabrication methods (or
shipping times if ordering a custom fabrication from a manufacturer), 3D
prints still take hours, and sometimes days, to complete.

To a certain degree, one can produce 3D prints that overcome these ob-
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Figure 2.5: The puzzle piece connections from]9] These enable physical-
ization of objects too large to exist as a single 3D print and simultaneously
provide an engaging interaction.

stacles. Forinstance, to address size limitations, the Chopper framework {]
splits models up into multiple 3D prints with pins and holes so that the full
model can be assembled from the parts. In addition to Chopper, which
can segment arbitrary models, Landscaper]] provides a grid segmentation
algorithm for optimized segmentation of landscape models, while other
works use specialized tilings tailored to their speci ¢ models, such as a
model of Cambridge [20] or large globe segments]2], [15]. Though pins
and holes are a common connection method, LuminoCity uses epoxy40]
and Etemad et al. explored a jigsaw puzzle approach, visible in Figure.5,
that allows users to engage with the visualization by solving the puzzlel[9].
To overcome resolution limits that prevented the inclusion of small physical
details in the main 3D print, Etemad et al. also printed select segments of
the subject again at a larger scale that could support those details, using

interactive LEDs to highlight which parts of the main, whole-subject print
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Figure 2.6: In [L9], Etemad et al. use prints at multiple scales, linked by
LEDs, to physicalize multiscale data.

correspond to the enlarged copies (Figure2.6).

To address the lack of colour and detailed texture, Cover-It wrapped thin
layers of at materials, such as fabric, on top of the surface of printed 3D
models [49]. Similarly, Djavaherpour et al. [1L5] 3D-printed globe segments
with pin-hole attachment points to support dynamic attachment of paper
layers containing geospatial data. Schille et al. used thermoforming to
wrap 2D-printed plastic sheets over their physicalizations 7 0]; while their
models are not directly 3D printed, they used 3D printing to produce their
gypsum molds, and their work ow is replicable with o -the-shelf tools.
Lastly, instead of covering 3D prints with separate material, Landscaper
produces separate submeshes of di erent colour for di erent geographic
features (e.g., one colour for trees and another for buildings); these separate
3D prints are later assembled into a single model]].

While these workarounds greatly broaden the type of visualization sup-
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ported by 3D printing, they involve time, e ort, or material to create com-
pared to alternatives such as AR overlays. Additionally, updates to a visual-
ization over time with new functionality, xes, or data would often require
an entirely new physical object; the time each object takes to print reduces

the practicality of such updates, especially if they are frequent (e.g., daily).

2.2.2 AR + Physicalization

In addition to the 3D printing limitations discussed in the previous section,
physicalization faces some inherent limitations regardless of fabrication
method. Digital displays support certain interactive and dynamic features,
such as context-sensitive information retrieval, much more naturally. Time-
varying data and animation are also complicated to incorporate physically;
though works such as [L5] support dynamic layer reattachment, this takes
time and is impractical for hundreds or thousands of timesteps. Also, if
a desired visual e ect does not exist naturally in the real world, such as
X-ray views of interior components, it can be challenging to implement
physically in any form. Lastly, digital displays also feature enhanced support
for displaying detailed data at multiple scales. While one can print objects
at multiple scales, as done by Etemad et al.]9], this still does not enable
extreme sizes or continuous scaling, and physicalizing every part of large
subjects, such as maps of large regions, at larger scales is infeasible.

To overcome these limitations, one can combine digital and physical
visualizations into a single experience. While one can display a separate
view of the subject via a monitor or mobile device, such asin g], [97], one

could also combine the digital and physical components of the scene into a
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single, uni ed view, using AR. Users can then experience the physical and
digital components of the visualization at the exact same time.

Even though AR and physicalizations both o er distinct advantages,
and the required mobile devices are ubiquitous, relatively few works have
taken advantage of combining these two media. For example, in a recent
survey paper on physicalization [L6], out of their corpus of 141 works, only
14 supplemented physicalization with AR. All but three used projectors to
supply the AR, and geospatial data was a common subject. In many of these
cases, the works implemented a simple top-down projection onto a static
3D map of a relatively small region, such as the 3D-printed islands used by
Kirshenbaum et al. 43]. However, other setups exist as well. For example,
TanGeoMS represented terrain with a moldable clay surface and captured
changes using a laser scanner7[7]. Additionally, work by Dadkhahfard et al.
used projectors from multiple angles to project geospatial data onto large
curved tile segments of a globe 12]. That being said, more abstract subjects
are also possible, such as in Emoto, where emotional highs and lows, key
themes, and stories from the 2012 Olympic Games were encoded in the
sculpted relief heatmaps and overlay projections B0].

While using projection for AR avoids the requirement for object pose
tracking, all visual detail is mapped onto the surface of the physical object.
This obstructs the visualization of arti cial content lying above or within
the physical object, such as interior X-ray views, especially if the subject has
multiple onlookers from multiple di erent viewpoints at any given time.
Therefore, this thesis focuses on personal AR, which can produce a wider
range of interactions.

Personal AR, unlike projection, displays AR to a single individual, such

33



2. Background and Related Work

as via a head-mounted display, a mobile device, or a computer monitor,
where a digital overlay is rendered over parts of camera-captured frames.
Many of the works in which physicalization is paired with personal AR are
biological or medical in nature. For example, two of the three works in the
survey by [16] that used personal AR applied it to 3D prints of complicated
biological molecule structures [24], [25]. Also, more recently, AR has been
applied to custom 3D prints of individual patients' anatomy, such as how
Moreta-Martinez et al. introduced 3D-printed phantoms of patients' tumors
to improve multiple stages (surgical planning, patient communication, and
surgical intervention) of the orthopedic oncology surgical process $3]. Of
course, data outside the biological and medical elds canbe usedaswell. For
example, PlanWell was designed to assist collaboration between an overseer
in the control center and users in the eld by providing the overseer with
an AR-enhanced 3D-printed map of the region being explored$7], while
Bilgili proposed a data physicalization pipeline with AR for adding details
such as explicit numerical values to physicalizations of more abstract data,
including population, unemployment rates, and tax revenue H].

In these personal AR applications, however, tracking was usually pro-
vided with one or more 2D markers that rest on or next to the tracked 3D
object, with the assumption that at least one marker will always be in view to
provide the tracking experience. For close-up views of large objects, this is
not always an assumption that can be made. Therefore, our AR application

makes use of region-based pose tracking instead.

34



2. Background and Related Work

2.2.3 Historical Visualization with AR and Physicalization

In addition to the AR+physicalization works discussed in the previous sec-
tion, some works focus on combining AR and physical objects for the explicit
purpose of historical visualization. Because we select historical preservation
as our example use case in Chaptet, we will cover some of these works
briey.

In some cases, works combine AR and physical objects without super-
imposing the AR on top of the physical subject. For example, some work
discusses both 3D printing and AR to encode information of historical value,
but as separate parts of the experience, without overlaying the AR on top of
the print. For example, Jung and tom Dieck proposed and reviewed pos-
sible applications of 3D printing (such as for personalized souvenirs, as
was done in the Geevor Tin Mine Museum) and AR (such as visitor-created
treasure hunts), but never explicitly discussed a combination where the
AR is applied to a custom fabrication B7]. Similarly, for learning about a
machine designed by Agustin de Betancourt in 1795 for cutting aquatic
plants, Rojas-Sola and Aguilera-Garcia created both an AR and a 3D-printed
recreation of the invention, but the two recreations did not interact [ 64).
While these works still take advantage of both physicalization and AR, we
wish to combine the two into a single cohesive experience.

Often, other works in this area will overlay AR onto preexisting artefacts
and locations, rather than any custom-made physicalization such as with
the CHESS project, where a smart device, when held up to an old statue,
would superimpose its original colours on top [40]. Likewise, the Ultimate

Dinosaurs: Giants from Gondwana exhibit at the Royal Ontario Museum
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used AR to render animated dinosaurs in place of their static fossils via a
device that ran on iPhones and iPads34]. The Loupe, a device in which a
smartphone running an AR app was placed in a case resembling a magnify-
ing glass, guided users between objects in a museum and, when the next
artefact in the tour was lined up with its outline onscreen, would render
some additional information, such as text, on top of it [85]. Additionally, a
common application of historical AR is overlaying architectural sketches,
restorations, etc. onto buildings. For example, in an application developed
for the House of Olbrich [39], users viewed the exterior of the residence of
architect Josef Maria Olbrich via a smart device and captured static pho-
tographs onto which AR was applied, with the AR showcasing views such as
old blueprints, old photographs, and a superimposed 3D reconstruction of
how the building used to look. Similarly, Girbacia et al. used a real-time AR
overlay on top the Black Church in Brasov in order to add missing sculptures
back into view [26].

While these works still o er AR design insights, some of which we make
use of in Chapter4, we use custom 3D prints as our physical objects, not
our historical subjects themselves. Designing a custom physical object for a
speci ¢ purpose presents both challenges (such as 3D printing constraints)
and advantages (such ability to customize the object to better support pose
tracking). Additionally, while some of the subjects such as the fossils in
Ultimate Dinosaurs [34], the buildings in [ 2€], [39], or the vases in the case
of the Loupe [85] are relatively large objects, most of the important visual
details are visible without requiring signi cant close-up views, which is not
the case with scale models of much larger real subjects, such as the ones we

are working with. Some of these examples still brie y touched on zooming,
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such as the Loupe and the app for the House of Olbrich, but did not discuss

it at a depth that suggests that their use cases faced the same challenges as
ours. For the Loupe, this was likely because the AR content was primarily
textual and the level of expected zooming was lower than in our case, while
for the House of Olbrich, since AR was overlayed on top of static images,
tracking over the course of the zoomed-in view and jitter from the user's
hand were not problems that needed to be addressed.

Finally, there is a limited amount of work that more closely resembles
our goal of combining AR and custom physicalizations into a single experi-
ence for preserving and showcasing a historical location. One interesting
example is in applying Microsoft's HoloLens to augment a physical scaled
model of Mont Saint-Michel [ 59]. However, we will be running our appli-
cations on mobile phones and tablets, rather than a head-mounted device
like the HoloLens, which in uences both our object-tracking techniques
(since we no longer have access to depth images) as well as user interaction.
Meanwhile, there are other works, as in ours, where a smart device is used
to view an AR and 3D print combination created from photogrammetry,
drone photography, drawn oor plans, and other sources. For example,
in order to display heritage architecture and buildings without having to
worry about tting the large real subjects into museums, Nagakura and Sung
used handheld augmented reality in Ramalytique to overlay a photogram-
metric model, drawings, and oor and roof tectonics onto an otherwise
monochrome 3D-printed scale models of a Renaissance vill&bp]. Similar
was done later to represent photogrammetric data captured for Parion The-
atre in Birga, Turkey by Ozer et al. $8]. For a scale model depicting the ruins

of Prasat Khao Lon, Ngamchindavongse et al. applied a textured overlay
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as well as displaying text and photos in a variety of layouts (full screen, at
the side of the screen, and in 3D space)jf]. In all works, however, the 3D
print was relatively small, meaning that as with some of the examples in
Section2.2.2 the AR can easily be performed by simply placing 2D markers
in xed positions next to the prints. Our work provides similar functionality
for larger models, which require adapting both the strategies for the 3D print

as well as how tracking is handled in the AR application.

2.3 Motion Interpolation and Extrapolation

For the initial guess pose used by region-based pose tracking, using the pose
calculated for the previous frame is a common approach. However, if the
object moves a large amount in the intervening time, this will serve as a
poor initialization, and the minima- nding optimization algorithms (e.qg.,

the Gauss-Newton approach of RBOTH(] or the Newton Method approach
of SRT3D ['5]) can become stuck in a local minimum rather than nding
the global minimum. While one work attempts to solve the problem with
non-local optimization [ 79, this noticeably increases the runtime of each

frame because of the increased image processing required.

2.3.1 Physics-Based Motion Extrapolation

To improve initialization beyond the previous frame pose, one must model
the dynamics of the object's movement. In classical mechanics, velocity
representsthe rstderivative of position with respectto time, while accelera-
tion corresponds to the second derivative. By estimating these higher-order

derivatives over a discrete timestep B we can extrapolate the object's state
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into the future using polynomial approximations derived from Taylor series
expansions.

Speci cally, the position Tg 1 at the next frame time step can be approx-
imated as:

To.1 To. Tg B, %qu B2 (2.2)

where Ty is the current pose, T is the velocity, and T{is the acceleration.

This relationship implies that if we assume the acceleration is constant,
the position follows a quadratic trajectory over time. Conversely, if acceler-
ation is negligible, the motion is linear. These assumptions underpin many
interpolation schemes. Speci cally, assuming a constant acceleration leads
to a quadratic interpolating polynomial, while a constant velocity assump-
tion yields a linear model. More complex trajectories can be modeled by
increasing the order of the polynomial, incorporating jerk or higher-order

derivatives, though this increases computational complexity and sensitivity

to noise.

2.3.2 Kalman Filtering

While the physics-based models in the previous section provide a theo-
retical prediction of future motion, these estimates are inherently noisy.

To accurately maintain a pose, these predictions must be reconciled with
real-world sensor ‘'measurements' (such as those from computer vision)

using a recursive estimator like the Kalman Filter.
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Details

A Kalman Filter is an algorithm used to combine noisy predictions with
noisy measurements to estimate the state of a dynamic system better than
either the predictions or measurements can alone. The operation of the

lter is de ned by the following equations:

Prediction step:

R9jo 1= FoR9 1j9 1., Bglg (2.3)

Pojo 1= FoP9 1j0 1P, Qo (2.4)

Measurement Update Step:

Ko = Pojo 1H},HoPgjo 1H} , Re® * (2.5)
Rojo = Rojo 1, Kolzg HgRgjg 1° (2.6)
Pojo = I  KgHg°Pgjg 1 (2.7)

The symbols above are de ned as follows:

Rgjo: Filtered state estimate vector at time9.

R9jo 1: Prediction, prior to measurement, at time9.

Fg: State transition matrix that predicts the next state, such as via a
constant velocity model.

Bg: Control-input matrix; ug: Control input vector. Used in situations
such as vehicle tracking where one may know how the steering wheel

has turned, brakes have been applied, and other inputs.
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Zg9: Measurement vector at time9, such as from a sensor. In the case
of pose tracking, the pose estimate derived from the camera image is
often considered the measurement.

Ho: Measurement matrix that transforms the measurement into the
same dimension as the state.

Pojo, Qo, andRg: Covariance matrix of the process error, measurement
error, and overall state error when Kalman lItering, respectively.

Kg: Kalman gain.

A Kalman Filter can be viewed as a multidimensional linear interpolation
between a predicted state and a measurement, weighted by the relative
uncertainty of each. For instance, in the case of a one-dimensional state

and measurement whereHg = 1, it is clear that
Rgjo = Rojo 1, Ko'zg HoRojo 1°

becomes a simple weighted average of the prediction and measurement.
The process behind the Kalman lIter, involving alternating prediction
and measurement steps, is depicted in Figure.7. For our AR+physicaliza-
tion use case, the state and measurement will model the object's kinematics,
though other types of state and measurement are possible. Note that the
state contains as much information as is needed by the state transition
model, meaning it may contain more information and have a higher dimen-

sion than measurements.

Assumptions and Extensions

The classical Kalman Filter assumes that the system dynamics and mea-

surement models are linear and that the process and measurement noise
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Figure 2.7: A owchart illustrating the alternating Predict and Update steps
in a Kalman Iter. Examples of what structure one’s state and measurement
might have are depicted at the top of the gure.

are additive, white, and follow a zero-mean Gaussian distribution. When
applied to pose tracking, this allows the Iter to maintain a covariance ma-
trix representing the uncertainty of the state estimate. The prediction step
uses the motion model to propagate the state and covariance forward, while
the update step incorporates the new sensor measurement to correct the
prediction based on the computed Kalman gain.

However, many physical systems, including rigid-body motion in 3D
space, are inherently nonlinear. To address this, Extended Kalman Filters
(EKF) or Unscented Kalman Filters (UKF) are often required. The EKF lin-
earizes the nonlinear functions using Jacobian matrices, whereas the UKF
propagates a set of deterministically chosen sample points (sigma points)
through the true nonlinear functions to better approximate the mean and

covariance. A key assumption in these variants remains the Gaussian nature
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of the uncertainty, although robust Iters may be employed if the noise

distribution is heavy-tailed or non-Gaussian.

2.3.3 Related Works

The problem of estimating pose and motion between frames has been ad-
dressed through a variety of approaches, ranging from heuristic geometric
interpolation to deep learning-based prediction.

While many works study human motion prediction and extrapolation,
the context is often large movements or full-body motion rather than hand-
held object interation. For instance, [31] uses Fourier transforms to predict
motion under the assumption of cyclical patterns, such as in dance, that
handheld objects may not follow. Similarly, minimum jerk motion models
are designed to interpolate longer arm movements from a starting point
to atarget, modelling the entire movement rather than accurately predict-
ing the immediate next frame [27]. Deep learning approaches have also
been applied, such as LSTM networks for full-skeleton human pose pre-
diction [ 50] and Sequence-to-Sequence encoder-decoder architectures for
human motion [ 96]. These methods typically predict a future sequence of
poses rather than optimizing for the accuracy of the single next pose.

Since the human-centric motion predictions are custom-tailored for
speci ¢ goals distinct from ours, considering more general motion extrapo-
lation, that can model many di erent situations, might be bene cial. Here,
physics-based motion extrapolation, like constant-velocity models, is com-
mon. For instance, Wang et al. use interpolating polynomials for vehicle

path reconstruction [86], and constant velocity assumptions are commonin
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multiplayer games, such as racing games, to protect against packet los$4].
Sometimes, a work will switch between motion models depending on some
criterion, such as using constant velocity instead of constant acceleration
if the angle created by the last three positions is small enough{l]. These
general physics-based models, or slight variations of them, are often applied
successfully to track human motion. For example, Kharitonov §1] switches
to constant velocity prediction under similar conditions on the angle be-
tween the last three points; this work also includes variable-acceleration
and curvilinear motion as options that can be switched to. Another work
appliesweights to velocity, acceleration, and higher derivatives (up until
crackle) calculated via linear regression 22]. We use a similar idea in Sec-
tion 5.6, but since the above work focuses largely on big arm movements
in VR, and estimating the longer-term course of this motion, rather than
focusing on the next frame of handheld object motion.

In addition to being used for prediction, sometimes these motion ex-
trapolations can be used to Iter or re ne some measurement, such as
the values of computer vision pose tracking algorithms. Some rely on a
random walk process model [94], which e ectively assumes the direction
of motion since the last frame is completely unknowable. Thus, it outputs
the last previous prediction (a constant position model, which is clearly
not an ideal system). While useful for Itering, this would not improve
initial pose guesses for computer vision optimization. Some other works
explicitly pair computer vision pose tracking with motion extrapolation via
Kalman ltering (or extended Kalman ltering, if the prediction model is
nonlinear), treating the extrapolation as the prediction and the image-based

tracking as the measurement §3]. Other approaches, such as the Minilag
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Iter, emphasize jitter reduction for object pose tracking [ 72], though they
also tested Kalman lters on their use case reported increased discrepancy
from ground truth when lItering. However, they do not report what their
prediction model was, so perhaps a better process model can result in posi-
tive e ects from Kalman Itering. In our work, we apply (extended) Kalman

Iters in a similar manner, though we pair them with our new motion mod-

els.

2.4 Our Use Cases' Historical Landmarks

For this thesis, we selected historical preservation as the sample use case to
AR+physicalization possibilities and motivate elements of our pose tracking
and interaction design. We applied AR overlays to 3D prints of two historical
landmarks: Old Sun Community College and Pauline Cove.

Old Sun Community College, today owned and operated by the Sik-
sika Nation, originally functioned as a residential school from 1886 until
1971 7). Meanwhile, Pauline Cove, located in Qikigtaruk/Herschel Is-
land Territorial Park, Yukon Territory, contains numerous Inuvialuit cultural
resources and historically signi cant buildings [14]. Researchers at the Uni-
versity of Calgary had recently captured visual and historical data for these
locations [13], [14]. Visualization methods for this data have included web
portals and multiscale 3D prints [14], [19]. As mentioned in Section2.2.],
physicalization allows for a natural navigation of the geometric data. Addi-
tionally, because target audiences include remote communities and elderly
residential school survivors, the deployment, maintenance, and usability of

the visualization might bene t from having a digital-free component.
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While this thesis focuses on these two historical landmarks in particular,
many historical landmarks could be represented with similar AR+Physical-
ization visualizations. Today, many of the world's heritage sites are a ected
by climate change, human-caused destruction, and environmental weath-
ering and, therefore, could bene t from preservation. Using new and novel
approaches, such as AR, to document these sites could engage the public
with these heritage sites in ways that might raise recognition and support
for their continued protection. Additionally, capturing and displaying their
visual data preserves them, in some way, for future interaction. It also allows
people to remotely familiarize themselves with distant locations to which

travel can be di cult.

2.4.1 Historical Information
Pauline Cove

The Inuvialuit have long occupied Qikigtaruk/Herschel Island, and many
Inuvialuit house features remain visible. The location also features Euro-
North American buildings from the eras of American Steam Whaling and the
Canadian Fur Trade. Most of the island's heritage resources are located at
Pauline Cove, on the northern corner. These buildings include warehouses,
stores, sheds, and cabins used by whaling companies, as well as an Inuvialuit
sod house, buildings utilized by the Royal Canadian Mounted Police, and a
missionary house [L4]. These buildings are threatened by coastal erosion,
inland ooding, rising sea levels, and storms, which climate change and sea

ice melting have worsened.
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Figure 2.8: Point clouds captured of the exterior and interior of Old Sun
Community College.

Old Sun Community College

Canada once had 130 residential schoolslf3]. From the late 1800s until
the nal school stopped operations in 1996 [13], Aboriginal children were
forcefully removed from their families and culture and made to attend these
schools, to assimilate them into Euro-Canadian culture. Abuse and poor
conditions were widespread at these schools, creating intergenerational
e ects that still exist in their communities to this day [ 5].

Of the 25 residential schools that were in Alberta, only a few buildings
remain, and communities have diverging opinions on whether these last
buildings, which represent intergenerational trauma, should be torn down.
Some of these buildings, such as Old Sun Community College, remain stand-
ing but have been signi cantly transformed; Old Sun has been repurposed
by First Nations as a post-secondary institutions under their control [L3)].
Preserving these schools digitally (and via 3D printing) can assist the re-
membrance and education of the residential school system's harms even as

the original buildings disappear or change.
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2.4.2 Preservation E orts

Due to threats of destruction at Pauline Cove and the goal of educating
people about residential school history, researchers at the University of Cal-
gary had recently captured visual and historical data for Pauline Cove and
Old Sun Community College [L3], [14]. Point cloud representations of their
current appearance have been captured via drone photography and laser
scanning, and digital archives containing text, audio, and pictorial informa-
tion have been assembled to hold information and images communicating
their history. Point clouds for Old Sun Community College can be seenin
Figure2.8.

Pauline Cove, is approximately 18 hectares large and contains 17 build-
ings that occupy a small portion of this area [L4]. Old Sun Community
College, meanwhile, is al800 n? building with many rooms [ 13]. As such,
both are large locations for which large quantities of digital data have been
captured at multiple scales. While a web portal is one way to make such
information accessible, and can be very e ective at this task, representing
this information via a more physical medium has the opportunity to make
the data more tangible, more immersive, easier to handle, and easier to

present.

2.4.3 3D-Printed Models

Previously, Etemad et al. created multiscale physicalizations of Pauline Cove
and brought these models to the Aklavik Hunters and Trappers Commit-
tee and community leaders in the Inuvialuit community of Aklavik, who

considered the models promising teaching tools [L9].
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