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Abstract

Recent advancements in deep learning have equipped healthcare professionals with valuable tools to support

clinical decision-making and reduce workloads. However, many medical centers lack sufficient datasets to

train deep learning models, especially for rare diseases or centers in remote or underserved areas. Although

collecting and curating datasets from multiple centers into a centralized repository is commonly employed to

solve this problem, this approach is often infeasible due to its costs and privacy regulations that prohibit data

sharing. Consequently, many centers and populations will not benefit from cutting-edge artificial intelligence.

The distributed deep learning framework proposed in this work addresses these challenges by training

accurate models while patient data remains securely stored within its center. Thus, privacy concerns are

addressed while collaborative multi-center training is facilitated. A key innovation of this work is the devel-

opment and evaluation of the travelling model, a method well-suited for scenarios where individual centers

have very limited data availability. The travelling model is evaluated across various scenarios, including ex-

treme cases where centers contribute only a single medical image, and is applied to critical medical imaging

tasks such as brain age prediction, disease classification, and tumour segmentation. In general, the trav-

elling model effectively increases the overall dataset quantity and diversity without compromising patient

data privacy. However, solutions for the inherent acquisition shift biases caused by variations in equipment

and protocols across centers and decentralized data quality control are needed to leverage its full potential.

Therefore, this work also developed and integrated two novel methods into the travelling model approach, a

data harmonization for reducing acquisition shift biases and automated decentralized data quality control.

The results of this work demonstrate that the travelling model framework achieved performances compa-

rable to models trained on a centralized repository across all evaluated tasks. Moreover, it performed better

than the commonly used federated learning in cases where centers contributed fewer than five datasets.

Additionally, the proposed data harmonization method reduced scanner variability by 23%, improving dis-

ease classification accuracy by 4%. Finally, the automated decentralized quality control method effectively

identified incorrect and low-quality datasets, enabling more robust and reliable model performance.
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Chapter 1

Introduction

1.1 Motivation

Recent advancements in arti�cial intelligence (AI), especially in the realm of deep learning, have equipped

us with the essential knowledge to develop computer-aided tools to support clinical decision-making, reduce

clinical workload, and enable healthcare professionals to focus more on doctor-patient interactions [1, 2].

Within this context, deep learning methods designed for image analysis [3, 4], have great potential to

support many clinically relevant tasks, such as disease diagnosis and lesion segmentation [5, 6]. However, the

e�ectiveness of deep learning models depends heavily on the training data quantity, diversity, and quality [7].

When a model is trained on a high-quality, large, and diverse dataset that captures a broad spectrum of

real-world scenarios, it is less likely to memorize speci�c patterns that may not be directly related to the

task at hand and more likely to perform well across various contexts. Additionally, data diversity plays a

crucial role in minimizing the risk of biased or unfair model outcomes. More precisely, when datasets exhibit

biases, models can unintentionally learn and reinforce these biases [8]. This can, for example, lead to unfair

treatment of underrepresented groups, potentially exacerbating existing disparities [9]. Thus, including

diverse data is necessary for models to generalize more equitably across di�erent populations and scenarios.

However, many medical centers have insu�cient data for deep learning model training. The traditional

approach to enhancing quantity, diversity, and quality of datasets used for deep learning model training

involves collecting and curating data from multiple centers into a centralized repository [1]. However, creating

these large repositories can be expensive, time-consuming, and often impractical due to patient privacy, data

sharing regulations, and administrative constraints [10, 11]. While these regulations are necessary to protect

patient-sensitive data, collecting su�cient multi-center data for deep learning model training has become
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increasingly di�cult. Unfortunately, medical centers with limited data cannot directly contribute or bene�t

from recent advances in AI in many cases. Practical scenarios where medical centers may hold limited data

are (1) rare diseases due to their low prevalence [12], (2) small and remote hospitals with unique patient

populations, (3) underserved and low- and middle-income country hospitals [13], (4) minority groups from

high-income countries such as Indigenous populations [14], and (5) pediatric patients with considerable

developmental di�erences across aging [15].

One promising solution to overcome the problems of limited data described above is distributed learning.

The main idea of distributed learning is to train deep learning models locally at each medical center without

transferring patient data beyond its original acquisition center [16]. Currently, the primary approach to

distributed learning is federated learning (FL), where multiple models are trained in parallel at each center

and are periodically aggregated at a central server. However, the performance of FL can be signi�cantly

impacted by the number of datasets at each center and often su�ers when the datasets are limited [17]. In

such cases, sequentially training a single model across medical centers, a generally underexplored method

known as the travelling model (TM) [18], may be more e�ective, as this single model iteratively processes

all available datasets.

Distributed learning o�ers several compelling advantages compared to centralized learning (i.e., using

centralized repositories to train deep learning models). First, it has the potential to address legal, admin-

istrative, and ethical issues by avoiding sharing patient-sensitive data across medical centers and with deep

learning developers [10, 11]. Second, it can facilitate access to a more extensive and diverse dataset from

various patient cohorts across di�erent geographical locations. Finally, distributed learning systems are

inherently location-agnostic, allowing medical centers worldwide to remotely participate in model training

and knowledge sharing [16]. While these theoretical and practical advantages suggest that this methodology

could accelerate research, drive innovation, and enhance equity in AI-driven healthcare systems, notable

research gaps remain.

Speci�cally, experimental validation is needed to con�rm the suitability of the TM for small datasets

and its broader applicability in medical image analysis tasks. Additionally, there is a need to develop

methods to minimize inherent acquisition shift biases [19] in multi-center collaborations and to establish

e�ective decentralized quality control methods that do not rely on a single person visually inspecting all

data [20], as this con
icts with the core principle of distributed learning, which prohibits external access

to the data. In this context, data harmonization can help to address biases originating from di�erences in

imaging equipment and protocols across centers, allowing for accurate comparison, integration, and analysis

of distributed datasets. Additionally, self-supervised techniques can provide a solution for automatic quality

control by detecting low-quality datasets, incorrect dataset types, or datasets of the wrong anatomy without
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human intervention, ensuring that these datasets are removed from training sets.

1.2 Research Objectives

The primary goal of this research is to develop a distributed deep learning system that is speci�cally designed

for medical imaging analysis, which enables centers to participate in the model development independent

of their geographical location and their dataset quantity. The system is designed to integrate techniques

to reduce acquisition shift biases in multi-center data and implement an automatic quality control of the

distributed data.

To achieve this goal, this research focuses on three speci�c objectives:

1. Design and evaluate distributed deep learning models capable of leveraging knowledge from magnetic

resonance imaging without sharing patient data. These models are intended to be e�ective in scenarios

where medical centers can contribute only a limited number of datasets for training.

2. Implement and adapt methods to identify and mitigate acquisition shift biases caused by variations

in scanners across centers, using advanced data harmonization techniques integrated with the method

proposed in the �rst objective.

3. Develop and test an automatic quality control method for decentralized data to prevent the inclusion

of low-quality or incorrect data samples that could harm the model's performance.

1.3 Signi�cance

To date, breakthroughs in deep learning have primarily emerged in and bene�ted high-income countries,

which have more resources to collect, store, and curate the imaging databases and purchase and maintain the

hardware required for deep learning model development. However, models primarily trained using data from

high-income countries may perform poorly in a broader global context due to di�erences in dataset quantity,

diversity, and quality [19, 21]. These variabilities may exacerbate healthcare inequities, particularly a�ecting

hospitals in remote, under-resourced, low- and middle-income countries, but also underserved populations in

high-income countries [22]. This work introduces a framework that enables deep learning model development

based on medical imaging data for any disease or insu�cient data scenario at single centers, potentially

extending the bene�ts of advanced AI models to underserved, small, and remote hospitals and fostering

equity in the progression of AI-based health systems.
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1.4 Chapter Outline

The remainder of the thesis is structured as follows:

Chapter 2 provides a comprehensive review of relevant prior research, highlighting key concepts of both

centralized and distributed deep learning. It further examines the challenges speci�c to distributed learn-

ing, particularly those concerning data quantity, diversity, and quality, and explores the current methods

developed to address these challenges and their limitations.

Chapters 3 to 8 correspond to six papers published or submitted to academic journals, describing the

methodologies developed and tested to address the three objectives of this thesis in detail. These chapters

begin by introducing baseline travelling model approaches and demonstrating their relevance to distributed

learning environments. These baseline models are then used to investigate and address two key challenges

in distributed learning: acquisition shift and data quality. More precisely, Chapters 3 and 4 correspond to

the �rst objective of this thesis. Chapter 3 investigates the suitability of the travelling model for cases where

medical centers contribute only very few datasets by comparing it to state-of-the-art federated learning for

the task of brain age prediction. Chapter 4 explores the applicability of the travelling model for disease

classi�cation in more complex scenarios where each center contributes non-identical distributions, including

variations in class prevalence, dataset quantity, and the use of di�erent scanners during data acquisition.

Next, Chapters 5 to 7 address the second objective of this thesis. First, Chapter 5 presents the results

of a study aiming to identify the presence of biases in the imaging data and the e�ectiveness of simple

intensity harmonization methods and complete removal of intensity information in a disease classi�cation

task employing centralized learning. Chapter 6 then examines biases in the feature representations of a deep

learning model trained for disease classi�cation in centralized learning. Chapter 7 extends the travelling

model presented in Chapter 4 and the bias encoding work described in Chapters 5 and 6 to minimize the

ability of the disease classi�er trained in a distributed fashion to encode bias information, resulting in the

�rst data harmonization method tailored speci�cally to the travelling model.

Chapter 8 addresses the third objective of this thesis by presenting and testing a novel method to

identify low-quality and incorrect data samples during distributed deep learning model training. This is

critically important in distributed learning environments where traditional data quality control techniques

are impractical. The proposed approach focuses on the relevance of each data sample to the task at hand

instead of using generalized quality metrics such as signal-noise-to-ratio. In this context, the proposed

method focuses on reducing misdiagnosis and improving overall model performance for the speci�c task.

Finally, Chapter 9 presents the overall discussion of this thesis as a whole, highlighting the clinical and

methodological relevance. Furthermore, it presents the limitations of this thesis from a broader perspective
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and opportunities for future research.

Furthermore, Appendix A presents the results of the travelling model within the Federated Tumor Seg-

mentation Challenge. In this challenge, the impact of di�erent travelling sequences across a network of

centers, each providing di�erent dataset quantities, was examined. Together with Chapters 3 and 4, this

work con�rms the travelling model's e�ectiveness for key medical image analysis tasks, including regression,

classi�cation, and segmentation.
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Chapter 2

Literature Review

This chapter o�ers a broad overview of the state of the art, while more detailed descriptions of relevant

previous research are provided in the research chapters. This chapter starts with a general introduction to

medical image analysis and machine learning. Following that, a high-level summary of distributed learning

approaches in medical imaging is presented. Finally, the chapter outlines the challenges in distributed

learning and the speci�c research gaps that this thesis aims to address.

2.1 Medical image analysis

Medical image analysis utilizes computational techniques and medical images such as magnetic resonance

imaging (MRI), computed tomography (CT), positron emission tomography (PET), histology, dermatoscopy,

and X-rays images [23, 24] with or without additional clinical data to detect abnormalities, quantify disease

progression, segment anatomical structures, and predict clinical outcomes.

These techniques, often referred to as computer-aided diagnosis tools [25, 26], are not designed to replace

healthcare professionals but to complement their expertise and help them to make well-informed decisions.

Given the specialized knowledge required to interpret medical images, such tools also hold great promise

in enabling widespread, accurate, and cost-e�ective diagnostics, particularly in regions with limited medical

access [27, 28, 29].

2.2 Machine learning

Machine learning is a sub�eld of AI that uses computational resources to estimate complex data-driven

functions, which can be used for various applications [30]. In the use case of medical image analysis, machine
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learning models are typically designed to take medical images as input for tasks that support clinicians'

decisions and patients' diagnoses [25, 26].

The three main subcategories of machine learning include reinforcement, supervised, and unsupervised

learning. Reinforcement learning approaches use a system of reward and punishment to teach an agent to

make decisions that maximizes its rewards while interacting with the environment [31]. Supervised learning

involves pairing each input (e.g., a medical image) with a label (e.g., a disease diagnosis), which guides the

model's learning process. In this way, the model evaluates and re�nes its performance based on how well its

predictions match the true label [1]. In contrast, unsupervised learning does not require labelled data for

training. These models typically focus on uncovering the underlying structure and distribution of the data

without direct comparisons to true label(s). Their primary goal is to cluster or derive a simpler but still

meaningful representation of the data [32].

2.3 Deep learning

Deep learning is a sub�eld of machine learning that leverages arti�cial neural networks inspired by the

human brain. These networks consist of multiple layers of arti�cial neurons that enable e�ective learning of

complex data patterns [30]. Practically, deep learning enables computers to learn from datasets by repeated

iterations, called epochs. Within each epoch, deep learning models re�ne their internal parameters (e.g.,

weights) to improve their performance [30].

Recent deep learning models have achieved performance comparable to human experts across various

domains and tasks, including healthcare [1, 4]. This exciting prospect paves the way for data-driven ad-

vancements in precision medicine, which could signi�cantly reduce healthcare costs by enabling earlier and

more accurate disease diagnoses, preventing diseases from progressing to clinical stages, and facilitating

personalized patient treatments and rehabilitation [3, 2]. Various deep learning models have shown great

promise in several healthcare specialties, such as radiology [33], neurology [34, 35, 36, 37, 38, 39] cardiol-

ogy [40, 41, 42], blood supply [43], and drug discovery [44, 45].

However, the performance of deep learning models heavily depends on three critical factors: (1) the

quantity of training data, (2) the diversity of the data, speci�cally how well it represents the target disease

population, and (3) the quality of the training data [7]. In this context, it is crucial to highlight that training

on a small or low-diversity dataset can cause a deep learning model to perform well on the training data

but either underperform on unseen data (i.e., it over�ts the training data) or lead to biased outcomes [8].

Furthermore, when dealing with low-quality data, implementing quality control measures to identify and

�lter them out is essential [46]. Hence, it is vital to train deep learning models on high-quality, large, and
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diverse datasets that accurately represent the target population.

2.4 Centralized learning

Centralized data collection and curation is the traditional approach to increasing training dataset quantity,

diversity, and quality for deep learning model training [1]. Without question, the establishment of large

repositories of imaging and clinical data, such as the UK Biobank [47], the Alzheimer's Disease Neuroimaging

Initiative (ADNI) [48], and the Parkinson's Progression Markers Initiative (PPMI) 1, has proven highly

impactful to healthcare research and has led to the development of many deep learning models [49, 50].

However, using such repositories to train deep learning models has several limitations that still need to be

overcome to enable the development of these models for any disease. First, this approach requires signi�cant

resources and time to centrally collect and curate the datasets, which is why it is mostly used for highly

prevalent diseases, large population-based studies, and in high-income countries with lots of public funding

available [51]. Moreover, training models using curated datasets from a few selected research centers that

can or want to contribute their data may introduce biases related to patient demographics and/or data

acquisition protocols and scanners [52]. Lastly, ethical, administrative, and legal restrictions often hinder

the implementation of data-sharing agreements between national and/or international centers. For instance,

the Health Insurance Portability and Accountability Act (HIPAA) [10] and the European Union General

Data Protection Regulation (GDPR) [11] regulate how patient data can be stored, manipulated, and shared

to ensure the privacy of patient-sensitive information. While these regulations are necessary, they make

central data collection di�cult, especially across borders. Therefore, implementing strategies that support

developing deep learning models in healthcare while adhering to patient data privacy and sharing regulations

is paramount.

2.5 Distributed learning

A highly e�ective way to protect patient-sensitive information during the development of deep learning

models is to avoid sharing the data across institutions altogether. This can be achieved by adopting a

distributed learning approach, where deep learning models are trained locally at each medical center [53, 16].

This approach overcomes several regulatory and practical limitations, theoretically allowing access to large

and diverse datasets for deep learning model training [54].

1https://www.ppmi-info.org/
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2.5.1 Federated learning

To date, distributed learning in healthcare has primarily employed the so-called federated learning (FL)

approach [55, 56]. In this approach, a global deep learning model is initialized at a server and distributed

to each center. Local training occurs independently at each center for a set number of epochs. After local

training, the learned parameters (e.g., weights or gradients) are transmitted back to the server. The server

then performs the aggregation step that combines these parameters using a prede�ned aggregation function

to update the global model, which is subsequently redistributed to the centers for further training. This

iterative process can be repeated over multiple rounds, with each round typically aimed at enhancing the

performance of the global model [55, 56].

First introduced by McMahan et al. [57], FedAvg is the most widely used FL implementation in medical

imaging analysis. Brie
y described, FedAvg combines the parameters learned by the model with equal weight

during the aggregation step. Thus, it is assumed that all centers contribute equally despite the possibility that

some centers may o�er more informative or valuable contributions than others. A center's data contribution

may di�er due to variations in data quantity, diversity, and quality, a�ecting their importance to the training

of the �nal aggregated model [58]. The following hypothetical scenarios illustrate how these variations impact

the performance of the global model in FL:

1. When centers have few datasets, deep learning models tend to over�t during local training. Aggregating

many over�tted models may lead to a global aggregated model whose performance is not much better

than random guessing [17](i.e., chance level).

2. In cases where a distributed learning network has more centers with large quantities of datasets than

few ones, combining locally trained models by treating all contributions equally can overpower the

valuable contributions from centers with fewer but potentially unique datasets [59].

3. When a distributed learning network includes centers with datasets of poor quality, these datasets

can adversely a�ect the performance of a trained model by causing it to learn irrelevant or misleading

patterns in the data [60].

These scenarios highlight the main challenge in the FL setup: the weighting problem. Within this context,

the weighting problem refers to the di�culty in appropriately balancing and integrating contributions from

di�erent centers in a FL setup, especially when their data vary in quantity, diversity, or quality [61]. To

address this issue, it is crucial to develop an aggregation function that e�ectively combines contributions

from diverse centers, ensuring that the global model optimally bene�ts from all inputs. Most of the ongoing

research in FL focuses on strategies to improve FedAvg. For instance, studies have focused on weighting each
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center di�erently [62], incorporating an L2 regularization term during training to constrain the divergence

between local and global models [63], employing knowledge distillation [64], using calibration [65], and

utilizing reinforcement learning [66].

2.5.2 Travelling model

A relatively underexplored distributed learning approach for medical imaging tasks is the so-called travelling

model (TM) [18], also known as cyclical weight transfer [67], where a single model is sequentially trained

across multiple centers. Initially, a travelling sequence is established to determine the order in which centers

within the distributed learning network are visited. The process begins with a server or the �rst center

initializing a model. Following training at the �rst center, the updated model is transferred to the next

center in the sequence, either directly or via a server. This sequential transfer and training continues until

the model reaches the last center, completing one training cycle [18].

Practically, this approach eliminates the need for an aggregation function by iteratively updating the

same model, which o�ers a direct bene�t compared to the FL approach. However, it also comes with some

challenges. One signi�cant challenge is selecting the appropriate travelling sequence, which can lead to a

phenomenon known as catastrophic forgetting [68, 69]. This issue can a�ect the �nal model, similarly to the

weighting problem in FL. For example, suppose that the sequence begins with centers that all have small

amounts of datasets and ends with those that have large quantities of datasets. In that case, the model

may overwrite (i.e., forget) patterns learned from the initial centers with those from later ones. To address

this risk, multiple training cycles are often used in the TM approach, which also improves overall model

performance [55, 70].

Nevertheless, due to the limited research on TM, particularly in medical image analysis, there are several

unanswered questions, such as:

1. Is TM suitable for medical imaging analysis tasks?

2. How should the travelling sequence be de�ned?

3. Does TM experience over�tting similar to FL when every center has few or skewed datasets?

2.5.3 Distributed learning challenges in healthcare

Previous studies on distributed learning for medical imaging analysis have faced substantial challenges in

accessing data from centers across the globe. Often, researchers depend on data from a few contributing

centers or utilize large public databases to simulate a broader network by dividing the data among arti�cial
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centers. In this context, large datasets are typically split using the Dirichlet distribution to create these

arti�cial centers, which results in an exponential decay pattern where many centers contribute a large

number of images while only a few contribute a small number. This approach can be problematic; for

instance, unrealistic or hidden biases could be introduced by distributing data from one center into multiple

arti�cial ones.

Most research in this domain has concentrated on disease classi�cation tasks. For example, distributed

learning studies focusing on COVID-19 diagnosis [71, 72, 73] employed extensive chest X-ray databases, with

image counts ranging from 5,908 to 28,833 to simulate di�erent numbers of centers, varying from 5 to 20.

In skin lesion classi�cation, Wicaksana et al. [74] performed their experiments using 23,247 dermatoscopy

images from six real centers, whereas Liu et al. [72] created 3 to 7 arti�cial centers with 10,015 images to

explore the same task. For the task of breast cancer classi�cation, Jian et al. [75] performed their distributed

learning experiments with 450,000 histology images from �ve real centers, whereas Adnan et al. [76] simulated

4 to 32 arti�cial centers with 30,070 images. For diabetic retinopathy classi�cation, Zhou et al. [77] used

3,662 images distributed across 20 arti�cial centers, while Balachandar et al. [78] and Chang et al. [67]

employed 8,702 and 35,126 images across four arti�cial centers, respectively.

Previous distributed learning research with a focus on regression tasks using medical images has often

investigated age estimation tasks, including bone, brain, and retinal age prediction. For instance, Qu et

al. [79] simulated four arti�cial centers with 14,236 hand radiographs for bone age prediction. For brain

age prediction, Basodi et al. [80] used 1,591 MRI scans from six real centers for individuals aged 8 to 21

years, Cheshmi et al. [81] employed 3,984 MRI scans to simulate �ve arti�cial centers for ages 5 to 88 years,

and Stripelis et al. [82] utilized 10,446 MRI scans to simulate eight arti�cial centers for ages 45 to 81 years.

Recently, Nielsen et al. [50] analyzed 177,354 UK Biobank fundus images from individuals aged 40 to 69

years, simulating various numbers of centers for retinal age prediction.

Distributed learning research for medical image segmentation tasks described to date spans a variety of

problems and imaging modalities. For instance, Shiri et al. [83] used 328 PET and CT images from six

real centers for head and neck tumour segmentation. Remedios et al. [84] investigated distributed learning

for brain hematoma segmentation using 45 CT scans from two real centers. Liu et al. [85] analyzed over

1,000 fundus images from four centers for optic disc segmentation and worked with over 1,000 MRI scans

from six centers for prostate segmentation. Additionally, Dinsdale et al. [86] utilized 1,112 MRI scans from

16 centers available in the Autism Brain Imaging Data Exchange (ABIDE) database for brain subcortical

region segmentation.

The previous examples highlight that most of the work in this �eld was not evaluated using real data with

many centers contributing small local datasets, which is more realistic when it comes to true clinical data.
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While the last example used the ABIDE database, which provides a more realistic scenario with numerous

centers, it lacks representation of global population demographics, as all its centers are located exclusively

in the United States [87]. Moreover, the ABIDE database did not employ a harmonized imaging protocol

across centers, which may introduce acquisition shift biases and was not considered in the previous work [87].

One of the largest studies in the medical distributed learning domain to date includes 6,314 datasets

acquired across 71 centers globally [53] for brain tumour (glioma) segmentation using multi-modal MRI

datasets [88, 55]. While most of these centers are located in North America and Europe, the study also

encompasses centers in South America, Africa, Asia, and Australia, each contributing varying amounts

of data. Since 2021, this group of researchers has organized a challenge at the International Conference on

Medical Image Computing and Computer Assisted Interventions (MICCAI). Their challenge aims to advance

research in addressing the weighting problem in FL setups and managing communication costs [89, 53].

While distributed learning o�ers clear advantages over traditional centralized methods to train deep

learning models, particularly with respect to data privacy and governance, some unique challenges related

to data quantity, diversity, and quality persist. Expanding the number of contributing centers can improve

model robustness, but it may also exacerbate issues such as non-identical (i.e., skewed) data distributions,

which can increase the risk of biased model outcomes [58, 90]. Furthermore, training deep learning models

on a few local datasets and performing quality control of decentralized data continue to be complex and

underexplored issues. Thus, although broader data access is essential to increase overall dataset quantity

and diversity, it also introduces new challenges that must be addressed to maximize the e�ectiveness of

distributed learning methods.

2.6 Non-identical data distributions

In theory, deep learning model development assumes that there is su�cient training data, so that the distri-

bution of the testing data matches the distribution of the training data, and that the available datasets are

suitable for the task at hand [19]. In practice, however, the data used for deep learning model development

often presents non-identical distributions (i.e., samples available at di�erent centers present distinct statisti-

cal distributions [58]) due to variations in multi-center dataset quantity, diversity, and quality. The problems

described below are applicable to deep learning in general, including distributed deep learning approaches

although less explored for the latter.
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2.6.1 Dataset quantity

Medical centers often treat many patients with various diseases, which can limit the availability of clinical and

imaging data for developing deep learning models for speci�c diseases. As a result, the deep learning model is

likely to perform poorly due to lack of training data [59]. Data scarcity is more critical for classi�cation and

regression tasks, but it is less problematic in segmentation tasks, as a single image contains many pixels or

voxels representing both the tissue of interest and other tissues (e.g., positive and negative cases) [91]. While

dataset quantity is an issue for deep learning development in general, it may be exacerbated in distributed

learning networks, where dataset quantities vary across centers.

2.6.2 Dataset diversity

In this work, dataset diversity refers to di�erences between data distributions across centers, which can

be related to biological factors such as ethnicity or non-biological factors like imaging acquisition protocols

or scanners [19]. This phenomenon, commonly called dataset shift, can be further complicated by sample

selection biases stemming from patient inclusion and exclusion criteria de�ned for answering speci�c research

questions. Below, these concepts are presented following the taxonomy and categories proposed by Castro

et al. [19].

Dataset shift

Data from di�erent centers can exhibit distinct characteristics that can be grouped into �ve key categories.

1. Population shift refers to di�erences in patient demographics across centers, for example related to

age, sex, race, and genetic population structure.

2. Prevalence shift refers to variations in class representation across centers, such as varying numbers of

healthy participants versus patients in a classi�cation problem, discrepancies in participant age groups

for age prediction, or imbalances in dataset coverage for di�erent tumour sizes in a segmentation task.

3. Annotation shift involves changes in class de�nitions, meaning that the same dataset might be

labelled di�erently across centers. This can result from di�erences in annotation guidelines, grading

scales, or the expertise of annotators, such as senior radiologists versus trainees.

4. Manifestation shift refers to variations in how a disease physically presents in the anatomy or

function across di�erent centers and populations. For example, a neurological disease might manifest

more prominently in a speci�c brain region in one population group while presenting in a di�erent

brain region in a di�erent population group.
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5. Acquisition shift refers to variations in the medical imaging data due to di�erences in scanners or

imaging protocols used across centers. For instance, the MRI contrast can vary due to di�erences in

magnetic �eld strength, repetition time, echo time, and other image acquisition parameters. Similarly,

in CT imaging, contrast can be in
uenced by di�erences in tube current, tube voltage, the use of

contrast agents, and additional settings. Without harmonized acquisition protocols and equipment,

datasets from di�erent centers will inevitably exhibit discrepancies.

Sample selection bias

In contrast to the dataset shift that re
ects variations in the data-generating process, sample selection biases

re
ect di�erences in the data-gathering process. They can be categorized into four distinct types as described

in [19]:

1. Random selection assumes that training data uniformly represents the target population. However,

this is rarely the case in practice, as data collection often depends on data availability.

2. Image-dependent selection occurs when images are �ltered based on speci�c inclusion and exclusion

criteria with respect to their quality or when the AI system is designed for a speci�c image modality.

3. Target-dependent selection refers to cases where AI systems are designed based on the prevalence

of a speci�c disease. This often stems from factors such as hospital admissions, recruitment criteria in

clinical trials, annotation quality control, or available funding.

4. Joint selection combines image-dependent and target-dependent factors, resulting in a highly spe-

cialized and tailored AI system, which is unlikely to generalize well.

2.6.3 Dataset quality

Imaging-related problems such as artifacts, motion, corruption, or low resolution can signi�cantly a�ect the

performance of deep learning models trained using such data [46]. For instance, the quality of MRI scans

can be a�ected by artifacts such as motion, ringing, aliasing, and chemical shifts, as well as variations in

hydration status, organ position and motion during scanning, and adherence to imaging protocols [92, 93, 94].

It is important to note that medical data are typically collected to aid radiologists and clinicians, and not

with the speci�c intention to be used for deep learning model development. Thus, even if such scans are

suitable for clinical tasks, they may lead to biases in deep learning models.
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2.7 Model biases

Previous studies have shown that non-identical data distributions arising from these variations can lead to

center-speci�c discrepancies [95, 96], causing deep learning models to struggle with e�ective generalization

and resulting in biased outcomes across various tasks.

Due to population and prevalence shifts, biases have been recognized across various medical imaging

tasks and modalities. For instance, Stanley et al. [97, 98] showed how sociodemographic factors such as race,

socioeconomic status, and pubertal development stage a�ect the accuracy of deep learning models using

brain MRI data for sex classi�cation. Similarly, Seyyed-Kalantari et al. [99] found that deep learning models

for disease classi�cation trained using chest X-ray data frequently underdiagnose underserved populations,

particularly within intersectional groups like Hispanic female patients. Glocker et al. [100] also con�rmed

that subgroup disparities based on race and biological sex a�ect the performance of deep learning models

trained using chest X-ray images for disease classi�cation. Coyner et al. [101] further demonstrated that

a patient's self-reported race could be identi�ed from retinal fundus images, suggesting the existence of

subtle race-dependent characteristics in this data. Beheshtian et al. [102] found that deep learning models

trained for bone age prediction lead to disparities based on sex, age, and sexual maturity. Additionally,

Puyol-Ant�on et al. [103] demonstrated that race impacts the performance of cardiac segmentation models

using MRI images. Researchers [104, 105] have also identi�ed skin color biases in skin lesion classi�cation

and segmentation task models, with models demonstrating lower performance when applied to patients with

darker skin tones. Recently, Stanley et al. [106] proposed a framework to investigate how the proximity

of bias regions to disease-a�ected brain areas and their prevalence within each class in
uence a disease

classi�cation model performance.

Numerous studies have investigated the e�ect of acquisition shifts on medical imaging on downstream

tasks. For instance, variations in MRI acquisition protocols, magnetic �eld strength, and pulse sequences

have been linked to di�erences in cortical thickness measurements and discrepancies in image quality metrics

such as signal-to-noise and contrast-to-noise ratios, as well as grey matter density in voxel-based morphom-

etry analyses [107, 108, 109, 110]. Additionally, previous research has shown that deep learning model

performance can be compromised when data are acquired using di�erent MRI scanners, even though scanner

variations should not a�ect the task at hand [111, 112, 113, 95, 114]. Similarly, Xuan et al. [115] showed that

di�erences in equipment and acquisition protocols across centers introduce biases in molecular data. Zech et

al. [116] found that deep learning models trained using chest X-rays can infer imaging systems based on the

radiographs alone, �nding that patients imaged using portable radiographs in inpatient clinical units had a

higher prevalence of pneumonia compared to those imaged in the emergency department. In a study using
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datasets from patients with COVID-19, DeGrave et al. [117] found that the scanning position of patients

impacted the performance of a deep learning model. Lastly, Winkler et al. [60, 118] demonstrated that

surgical skin markers and scale bars in dermoscopic images can reduce deep learning model classi�cation

performance, even though these artifacts are unrelated to the diagnostic task.

Recognizing the impact of model biases used in healthcare for computer-aided decision-making is crucial,

as misdiagnosis can lead to delayed treatments and strain the healthcare system until further tests con�rm

the patient's condition. This issue is even more critical in remote, underserved regions, and low- and

middle-income countries, where healthcare access is already limited. While most research in this �eld has

focused on centralized learning, similar challenges are anticipated in distributed learning networks but are

less investigated in this context. To date, two studies have demonstrated that dataset shift biases can also

propagate in FL models, leading to reduced performance when applied in centers a�ected by prevalence

shift issues [90, 58]. Notably, only one of these studies speci�cally investigates medical image analysis tasks.

Therefore, it is essential to investigate this aspect in more detail and incorporate techniques to mitigate

these biases when developing distributed learning methods for healthcare.

2.8 Bias mitigation and data harmonization

Recent research has mostly concentrated on developing methods to prevent shortcut learning, which may

result in biased, unfair, or discriminatory outcomes in deep learning models. According to Geirhos et al. [119],

there are four main reasons for shortcuts in deep learning models:

1. Majority class shortcuts happen when models prioritize making accurate predictions for the class

with more cases, leading to misclassi�cation of the underrepresented cases.

2. Minimal e�ort shortcuts happen when models identify a single or a few features and rely solely on

them, even if they are not related to the task at hand, such as a data artifact.

3. Irrelevant features shortcuts happen when models learn features unrelated to the intended task,

such as distinguishing scanner types instead of classifying disease classes.

4. Combined features shortcuts happen when models incorrectly combine unrelated features to make

decisions. For example, in a disease classi�cation task, a model could wrongly associate the type of

scanner and sex with disease status, even though the scanner itself should not impact diagnosis.

To address these undesired shortcuts, researchers have focused on bias mitigation [8] and data harmoniza-

tion [120] strategies. Bias mitigation aims to reduce or eliminate biases from deep learning models that arise
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from sources such as training data (e.g., intensity di�erences due to distinct scanner types), model architec-

ture (e.g., features learned by the model), and training processes (e.g., composition of batches, travelling

sequence, and aggregation function) [8]. In contrast, data harmonization aims to standardize data from var-

ious sources or formats to correct the data for di�erent acquisition methods, equipment, or protocols [120].

This process is especially crucial in multi-center studies, an inevitable aspect of distributed learning, to en-

able accurate comparison, integration, and analysis. Although bias mitigation and data harmonization may

appear distinct, data harmonization can be considered as a bias mitigation strategy, speci�cally designed to

address acquisition shifts.

These two methods can be applied at di�erent stages of deep learning model development: pre-processing,

in-processing, and post-processing [121]. Pre-processing techniques modify the data before it is input into

the model. In-processing methods aim to force the model to learn unbiased features during training. Post-

processing approaches adjust the model's outputs to meet speci�c criteria or align with the characteristics

of the population of interest [121].

ComBat is a widely used pre-processing method designed to harmonize scanner variability in tabulated

radiomics data, including MRI [122], CT [123, 124], PET [125] scans, and genomic data [126]. In MRI scans,

for example, it may help to reduce variability in features like cortical thickness, voxel intensities, or di�usion

metrics to re
ect true biological di�erences rather than scanner-speci�c variations [127]. However, challenges

remain as ComBat cannot be e�ectively applied for data from di�erent tissue types due to varying impacts

of image acquisition protocols on di�erent texture patterns [128]. In addition to it being limited to tabulated

data (derived from medical images), the e�ectiveness of ComBat depends on several key assumptions that

hinder its broad application in distributed learning. More precisely, it assumes similar data distributions

across centers, independence of the features being harmonized, and requires a minimum of 20 datasets per

center [129].

Other common pre-processing steps for data harmonization in medical image analysis are intensity nor-

malization and standardization. Intensity normalization adjusts data to a consistent scale or distribution,

while standardization aligns data to a uniform reference frame or format [130, 131]. Techniques like Z-score

normalization, which adjusts image intensities by subtracting the mean and dividing by the standard devia-

tion, and histogram matching with a reference image are frequently employed as a pre-processing step prior

to training deep learning models using medical images [130, 131]. Although these pre-processing methods

are a de-facto standard, they have limitations in fully correcting for acquisition variability [131, 132, 95].

For example, Glocker et al. [111] noted that intensity normalization fails to fully eliminate scanner-speci�c

e�ects in MRI scans from di�erent centers.

Recent advancements in data harmonization aim to address the limitations of simple intensity correction
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methods by leveraging generative adversarial networks (GANs) [133, 134, 135, 136, 137, 138, 139]. These

methods employ GANs to generate harmonized data with consistent distributions as a pre-processing step,

which can be accomplished through various approaches. For example, GANs can learn to translate images

from one modality to another, keeping their appearance consistent with the target modality to appear as if

they had been acquired using the same scanner [140]. Alternatively, GANs can learn to distinguish between

biological and stylistic features, enabling the style of images from scanners A and B to be altered so that

they appear as if they were acquired using a single piece of equipment [135]. However, feasibility issues arise

when applying these techniques in distributed learning environments. For example, GANs typically require

paired data (e.g., data from the same individual across di�erent scanners or image modalities) and/or large

quantities of datasets from each center. Meeting these requirements can be di�cult in distributed settings,

especially when centers contribute only a small amount of data [17, 18]. Even if these requirements are met,

the training process would be more complex as it requires training a GAN model at each center to produce

harmonized data, necessitating substantial storage capacity and additional quality control before using the

harmonized data for the training of a distributed deep learning model for a speci�c task using such data.

These challenges may explain why GANs have not yet been explored for data harmonization in medical

imaging analysis within distributed learning approaches.

An alternative to GAN-based data harmonization is the so-called in-processing harmonization, often

referred to as domain adaptation or adversarial learning [141, 142]. This approach aims to prevent the

deep learning models from learning acquisition-related features, such as scanner type or imaging protocol, so

that it can focus on task-speci�c features. In essence, it uses adversarial training to "unlearn" acquisition-

speci�c information while allowing the model to concentrate on the truly relevant features necessary for the

primary task, such as disease classi�cation [143]. The main advantage of the in-processing approach is that

it essentially aims to harmonize internal features during training, eliminating the need for extra data storage

and quality control. Since it operates on the features learned by the model, it does not rely on large quantities

of datasets as needed by GAN-based methods. Thus, it removes any minimum dataset quantity requirements

for participating in distributed learning. Dinsdale et al. [143] introduced this method and evaluated it in

centralized learning to address the challenge of using datasets from three di�erent centers, each with distinct

scanners, for deep learning model training. They showed that their approach successfully removes scanner-

speci�c information from features used in a brain age prediction model. While subsequent research extended

their method to autism spectrum disorder classi�cation [144], it has only been implemented and tested

within the centralized learning framework. Hence, it has never been tested in a distributed learning setup,

which requires some adaptations. First, it is necessary to consider that in distributed learning, batches only

contain data from a single center, making it impractical to include samples from all scanners in a single
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batch. Additionally, centers in distributed learning setups do not have information about the data provided

by other centers, making it impractical to use oversampling to balance underrepresented scanners.

Transfer learning is a widely used post-processing technique where a model that was pre-trained on a large

public dataset is �ne-tuned with data from a new scanner, center, or task [145]. In distributed learning,

this can be achieved by either performing additional training iterations on data from speci�c centers or

employing a pre-trained or warmed-up model [146]. This approach has the potential to address some of the

data challenges in distributed networks. For instance, when high-income countries provide large datasets,

�ne-tuning with data from low- and middle-income countries or smaller centers may help to adjust the model

for di�erences related to acquisition and other dataset shifts [22]. In this context, Lee et al. [146] introduced

a "warm-up" phase called federated warm-up to improve convergence in FL, involving 50 initial rounds of

FedAvg on two centers with larger datasets, followed by 150 additional rounds across all 16 centers. However,

since the larger centers are included in the entire training process, biases learned by the warmed-up model

may persist even after �ne-tuning, potentially diminishing the contributions of smaller centers.

Other data harmonization methods have been proposed speci�cally for FL [147, 148, 75, 149]. How-

ever, most of those methods assume that centers provide large datasets and may require sharing statistical

information with the central server. Although such sharing can support e�ective in-processing data harmo-

nization, it con
icts with the core principle of distributed learning, which aims to avoid any kind of data

sharing. While extensive research on acquisition shift biases exists in voxel-based morphometry and central-

ized learning, similar studies in distributed learning are just emerging and lack implementations for the TM

approach. Consequently, developing e�ective data harmonization methods for distributed learning remains

a signi�cant and unresolved challenge.

2.9 Quality control methods

The quality of medical images can signi�cantly impact the performance of deep learning models, similarly

to how it can in
uence diagnostic accuracy by human experts. Although some automated image quality

assessment tools have been developed [46, 150], these tools typically require access to the entire dataset,

limiting their usability in distributed learning environments. Moreover, they are generally used as a pre-

processing step to �lter out low-quality data before it is used for deep learning model training. However,

meeting initial quality control criteria does not guarantee that data will not be manipulated later or that

new, unchecked data will not be introduced.

Distributed learning methods described in the scienti�c literature often naively assume that all local

centers provide high-quality data, but they lack e�ective mechanisms to verify this assumption [16]. More-
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over, the de�nition of "high-quality" is subjective and can vary between centers and passing quality checks

does not mitigate the risk of including incorrect samples in local datasets | whether due to unintentional

errors or intentional actions. To date, systematic methods for assessing and ensuring data quality remain

largely unexplored within the distributed learning community. Recent research in this domain has primarily

focused on detecting malicious centers that intentionally manipulate model behavior during training as part

of a privacy attack in FL [151, 152, 153, 154, 155]. Within this context, malicious centers are those that

deliberately use incorrect datasets or alter parameters post-training to in
uence the model's outcomes.

Current methods for identifying malicious centers or data contributors primarily rely on distance- and

behavior-based metrics [20]. These approaches allow the server to detect malicious centers after receiving the

learned parameters. If a center is identi�ed as malicious, its parameters can be excluded from the aggregation

step that updates the global model in FL.

Distance-based metrics assess how closely updated model parameters align with a reference point. For

example, multi-krum [156] utilizes the krum score, dynamically adjusting the reference after each epoch

by calculating the cumulative L2 distance between the server's model parameters and the locally updated

parameters from each center. Similarly, the robustness of secure federated learning approach [157], uses

a distance-based method by evaluating the norm of the updated parameters. Both methods exclude the

parameters from a speci�c center from the aggregation step if any parameter fails to meet the distance

criteria. In contrast, self-centered clipping [158] selectively excludes only the speci�c parameters that do not

meet the criteria, allowing the aggregation of valid parameters during the update process.

Behavior-based metrics, on the other hand, assess the performance of a model after the aggregation

step to ensure it ful�ls prede�ned criteria. For example, error rate-based rejection [159] generates multiple

versions of the aggregated model, each excluding one center at a time. These models are then evaluated on

a hold-out test set to identify centers whose updates cause the error rates of the aggregated model to exceed

acceptable thresholds, resulting in their exclusion from the �nal model.

While these methods can e�ectively detect centers contributing entirely incorrect data, they cannot be

easily adapted to identify instances where only a few incorrect samples are included, whether due to oversight

or intentional manipulation [154]. Additionally, these methods are designed for FL setups where the server

receives parameter updates from all centers simultaneously, allowing it to assess parameters collectively to

identify potentially malicious behavior [20]. This approach, however, is impractical for the TM, where a

single model is trained and updated sequentially at one center at a time [17]. In such scenarios, the server

cannot easily compute distance- or behavior-based metrics across all centers in parallel and can only evaluate

these metrics after the model has been trained at an individual center. By this time, the model has already

integrated information from all previous centers, making it di�cult to trace the source of any erroneous or
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malicious updates.

To date, several gaps remain to address data quality issues within distributed learning. First, the tra-

ditional quality control process, where a single person visually inspects all the data, contradicts the core

principle of distributed learning to keep data protected at individual centers. Second, FL-speci�c methods

that rely on aggregation steps cannot be applied to TMs. Finally, the lack of research to identify and re-

move unintentional inclusion of incorrect or potentially harmful data from local training sets can diminish

the model's performance. Addressing these gaps is necessary to improve the reliability and e�ectiveness of

distributed learning methods and enable their implementation in clinical practice.

2.10 Summary of research gaps

In the deep learning community, it is widely assumed that simply increasing the amount of training data

is su�cient for enhancing model performance [91]. Consequently, signi�cant investments have been made

to create large databases for a few selected diseases and cohorts [51]. In most distributed learning studies

until now, these extensive databases are divided into multiple centers to simulate data distribution across

various locations, in most cases with each center providing enough datasets to train its own decent model

individually [71, 72, 73, 78].

However, in practice, medical centers may have insu�cient data to train individual deep learning models,

especially for rare diseases and smaller, remote, and underserved hospitals [12, 13, 14]. Moreover, when

trained on small amounts of datasets, deep learning models often over�t, leading to poor generalization to

new data [59]. This problem may be exacerbated in FL, as aggregating multiple over�tted models can degrade

global model performance or diminish contributions from smaller centers [17]. As a result, the requirement

for larger datasets not only limits the involvement of many centers in distributed learning networks but also

restricts the application of these methods to less prevalent diseases.

In addition to data quantity challenges, data diversity and quality are also important factors that may

impact deep learning model performance trained in a distributed fashion [58]. It is inevitable that at least

an acquisition shift will be present in distributed learning networks due to variability in the acquisition

equipment and protocols across centers [19]. It is also inevitable that dataset quality may di�er between

centers, especially because the de�nition of \high-quality" itself is highly subjective [20]. Therefore, it is

necessary to develop methods to prevent deep learning models from making biased decisions or, even worse,

learning features that are irrelevant to medical tasks due to image artifacts [8, 118].

In this context, the primary gaps that this thesis addresses are:

1. The implementation and testing of a distributed learning method capable of being trained with very
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small amounts of datasets for any medical image analysis task.

2. The identi�cation of potential acquisition bias(es) in the trained models and the implementation of

data harmonization methods to correct for them.

3. The implementation of an automated quality control method to prevent incorrect and low-quality

images from being used during training.

It is important to note that all methods implemented and tested in this thesis are speci�cally designed

for distributed learning applications. However, issues related to the physical network implementation, data

transfer protocols, communication costs, and privacy attacks are outside the scope of this thesis. In this way,

for most chapters, a database acquired across 83 centers is utilized. However, the data was still centralized,

and the physical location of the data was simulated in this work by using di�erent folders, and all experiments

were performed on a single computer.
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Chapter 3

An analysis of the e�ects of limited

training data in distributed learning

scenarios for brain age prediction

Raissa Souza, Pauline Mouches, Matthias Wilms, Anup Tuladhar, S•onke Langner, and Nils D. Forkert.,

Journal of the American Medical Informatics Association, 30(1), 112{119, 2023.

3.1 Abstract

Objective

Distributed learning avoids problems associated with central data collection by training models locally

at each site. This can be achieved by federated learning (FL) aggregating multiple models that were trained

in parallel or training a single model visiting sites sequentially, the traveling model (TM). While both

approaches have been applied to medical imaging tasks, their performance in limited local data scenarios

remains unknown. In this study, we speci�cally analyze FL and TM performances when very small sample

sizes are available per site.

Material and Methods

2025 T1-weighted magnetic resonance imaging scans were used to investigate the e�ect of sample sizes

on FL and TM for brain age prediction. We evaluated models across 18 scenarios varying the number of

samples per site (1, 2, 5, 10, and 20) and the number of training rounds (20, 40, and 200).

Results
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Our results demonstrate that the TM outperforms FL, for every sample size examined. In the extreme

case when each site provided only one sample, FL achieved a mean absolute error (MAE) of 18.9± 0.13

years, while the TM achieved a MAE of 6.21± 0.50 years, comparable to central learning (MAE = 5.99

years).

Discussion

Although FL is more commonly used, our study demonstrates that TM is the best implementation for

small sample sizes.

Conclusion

The TM o�ers new opportunities to apply machine learning models in rare diseases and pediatric research

but also allows even small hospitals to contribute small datasets.

3.2 Introduction

It has been shown that machine learning, especially deep learning models, can achieve accuracies like human

experts for many computer-aided diagnosis applications [2, 1]. However, many diverse datasets are typically

needed to e�ectively train models that generalize well to unseen data. Training data size and diversity are

commonly increased by collecting multisite data into a centralized repository before model training, which

is called central learning.

Over the years, signi�cant e�orts have been made to create large data repositories such as the UK

Biobank [47] and the Alzheimer's Disease Neuroimaging Initiative (ADNI) [48], among others. Although

using such repositories to implement and train central learning models has proven successful, this approach

requires signi�cant resources and time to collect and curate the datasets centrally. Moreover, ethical and legal

restrictions and time-consuming procedures to implement data-sharing agreements between (international)

sites often present considerable barriers to a central data collection approach.

An emerging approach to machine learning model training, known as distributed learning, aims to avoid

the need to collect data in a central location by remotely training models at each site. Consequently, it

overcomes several regulatory limitations and can increase dataset size and diversity for machine learning

training [160].

To date, distributed learning for neural networks has been primarily implemented using federated learning

(FL), which consists of training independent neural network models at each collaborating site [59, 54, 80].

After local training, their weights are transferred to a central server and combined into a global model using

an aggregation function such as simple average, median, or weighted average. Most studies exploring and

evaluating FL models [80, 76, 63, 56] simulate collaborative networks with only a few sites, whereas each

24



one provides a relatively large local dataset for machine learning model training. For instance, healthcare-

focused studies [80, 76, 63, 56] simulated between 4 and 6 sites where each site provided between 100 and

300 datasets. One of the limitations of this evaluation setup is that it remains unknown how well these FL

methods perform when only very few patients are available at a single site (ie, rare diseases, small hospitals,

and pediatric cases). However, it is intuitive to assume that FL approaches will probably not perform well

in these cases, as training a neural network on very small samples is known to be challenging.

In contrast to FL, a relatively underexplored distributed learning method is the so-called TM [67, 70].

It consists of a single model sequentially trained at the collaborating sites. After training at one site, the

updated model is passed to the next (with or without a server in between). Thus, no aggregation function

is necessary as only a single model is iteratively updated. In theory, this approach should be more suitable

when only small samples are available per site as the single model sequentially sees all datasets. However, a

typical problem related to sequentially training a model is that visiting a site at a time can cause catastrophic

forgetting, which might also downgrade the accuracy in these cases.

Sheller et al [55] have shown how catastrophic forgetting and small contributions could negatively impact

FL and TMs for brain tumor segmentation. However, in their study, only 2 out of 10 sites contributed small

datasets (5 and 4). Instead, this work aims to implement traveling and federated machine learning models

and compare both approaches for the extreme case when sites can only provide very small samples.

Therefore, we utilize brain age prediction using T1-weighted magnetic resonance imaging (MRI) data as

our exemplary application scenario. While data to train such brain age prediction models is widely and freely

available, we choose this speci�c application scenario as this data availability allows us to systematically

simulate and analyze the e�ect of small sample sizes in contributing sites. From a clinical perspective,

biological brain age prediction is crucial because it allows calculating the so-called brain age gap. The

brain age gap has been investigated by many researchers [161, 162] and has been suggested as a promising

biomarker for several neurodegenerative diseases [163]. It is determined by calculating the di�erence between

a subject's chronological and biological brain ages, capturing accelerated or delayed brain aging. A higher

risk for neurodegenerative diseases is expected when a subject's biological brain age exceeds the chronological

age considerably. Such models typically use MRI data as input to machine learning regression models. While

not a rare disease or pediatric case, we believe this work's �ndings will be transferable to other problems

with limited data.

The contributions of this work are as follows: (1) the exploration of distributed learning models for very

small datasets and (2) the �rst evaluation of distributed learning architectures for regression tasks.
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Figure 3.1: Example of structure segmentation using Fastsurfer.

3.3 Material and Methods

3.3.1 Dataset

The data used in this study is a subsample of the data acquired within the Study of Health in Pomerania

(SHIP), a general population study of randomly selected participants within Pomerania, Germany [164]. It

consists of 2025 cross-sectional T1-weighted MRI brain scans of predominantly healthy adults aged between

21 and 82 years (mean: 50± 13 years) acquired on a single scanner.

The SHIP study was approved by the local ethics committee of the University of Greifswald (BB 39/08,

June 19, 2008) and included written consent forms from all participants. Additionally, MRI scans were

anonymized for this study, eliminating additional ethics approval.

Morphological brain features, including structure volumes, surface areas, and thickness, were automati-

cally derived from the T1-weighted MRI data using Fastsurfer [165]. First, Fastsurfer segmented anatomical

structures using a deep learning-based model and then extracted the di�erent morphological measurements

through surface reconstruction. This process resulted in 223 extracted features (volume: 99; surface area:

62; and thickness: 62) for each subject. Figure 3.1 shows an example of anatomical structure segmentations

for 3 datasets.

3.3.2 Simulated distributed data

It is well known that machine learning models perform better when larger datasets are used during training,

which has also been demonstrated for the task of brain age prediction [166]. Additionally, class balance is

another critical factor for such models to achieve stable training and performance [58]. As seen in Table 3.1,

the dataset used in this work has a smaller representation of subjects aged between 20 and 40 years and for

those over 60 years. In order to focus speci�cally on the e�ect of varying sample sizes across sites, a balanced

dataset was composed by randomly selecting 140 subjects for training and 20 subjects for testing from 10
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years bins. This reduced the initial dataset from 2025 to 960 subjects, whereas 840 subjects were used for

training and 120 subjects for testing.

Table 3.1: Data distribution.

Age bins

(years)

Number of

subjects

Representation of

the dataset (%)

Mean age

(STD)
Median age

20-30 173 8 25.79 (2.41) 26

30-40 317 15 35.83 (2.90) 36

40-50 498 24 45.45 (2.80) 45

50-60 495 24 55.41 (2.83) 55

60-70 381 18 65.44 (2.84) 65

70+ 161 7 74.36 (2.95) 74

We performed 10 Monte-Carlo cross-validation iterations to prevent selection-biased conclusions from

being drawn from a single data split into simulated training and testing sets. Subsets of the global training

sets were further divided to represent independent sites in the distributed learning network. This simulation

scheme allowed us to modify the size of simulated local datasets from large to very small (ie, 20, 10, 5, 2,

and 1).

The sample size directly impacts the number of collaborating sites composing our distributed learning

network. For instance, when simulating a sample size of 20 subjects per site, our network consisted of 42

sites. In contrast, when simulating a sample size of 1 subject per site, the network was composed of 840

sites.

3.3.3 Base machine learning model

Brain age prediction was conducted using a multilayer perceptron (MLP) based on the morphological fea-

tures extracted from the neuroimaging data. Four MLP architectures with the following number of neurons

in the hidden layers were tested: (256); (256, 128); (256, 128, 64); (256, 128, 64, 32). The best-performing

architecture was selected based on the lowest average mean absolute error (MAE), comparing chronological

and predicted ages across 10 Monte-Carlo cross-validation iterations based on the central learning imple-

mentation. The architecture in this case refers to the number of layers and neurons in each layer. The

hyperparameters were �ne-tuned for each experiment since the Adam optimizer internally uses Momentum

and the number of samples available during training to compute the gradients and update the weights.

Therefore, the hyperparameters may change based on the setup (ie, central learning, FL, TM). Thus, the
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best-performing architecture consisted of 2 hidden layers with 256 and 128 neurons, respectively, and an out-

put layer with 1 neuron. Hidden layers used ReLU activations, while the output layer's activation function

was linear.

3.3.4 The federated learning models

Every collaborating site receives a copy of a global model initialized at a central server in the FL setup. Local

training at each site is performed for a prede�ned number of epochs. Upon completion of local training,

the learned weights are sent back to the server. The server then applies the aggregation function, updates

the global model, and sends its latest version to the sites for retraining (Supplementary Figure 3.6). This

process can be repeated for several rounds, whereas multiple rounds are expected to improve the global

model performance.

The aggregation function is a critical element of a FL implementation. The weighted average is often

assumed to improve performance [58] by considering the data distribution. Since this work simulated sites

contributing the same number of datasets, a simple average of the learnt weights was used.

3.3.5 The traveling models

In the TM setup, the traveling sequence, which de�nes the order by which each site in the network is visited,

is crucial as it could cause a phenomenon called catastrophic forgetting [55]. Catastrophic forgetting occurs

when the model forgets patterns learnt from data at sites from the beginning of the traveling sequence,

favoring the data seen from sites towards the end of the sequence. Brie
y described, after determining the

traveling sequence, the server sends the initialized model to the �rst site of the sequence. After training is

completed at that site, the model with the learnt weights travels to the next site, either directly or via the

central server (Supplementary Figure 3.7). This process is repeated until the model reaches the last site

of the sequence, �nishing 1 training cycle. A training cycle in the TM corresponds to a round in FL. The

traveling process can be repeated for multiple cycles to improve the model's performance and reduce the risk

of catastrophic forgetting [167].

3.3.6 Baseline models and evaluation

All models (central model, FL model, and TM) were initialized with the same random weights with a mean

of 0 and standard deviation of 0.1, and their biases were initialized to zero. The Adam optimizer with an

initial learning rate of 0.01 was chosen, and all models were trained for a total of 200 epochs. After training

them for 10 epochs, an exponential learning rate decay of -0.1 was applied for every subsequent epoch.
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To enable a fair comparison, the FL model was evaluated using 20, 40, and 200 rounds, whereas for each

round, each local model was trained for 10, 5, and 1 epoch(s), respectively. Thus, the total number of epochs

in all cases remained at 200.

For the TM, sites were visited in the same order for all cycles. Fixing the traveling sequence excludes

any bias from varying travel orders. Furthermore, the same number of rounds (ie, cycles) and epochs per

round were evaluated for the TM. For instance, when performing 20 cycles, the model was trained for 10

epochs per site. In contrast, for 40 cycles, it was trained for 5 epochs, always allowing the models to see the

training data 200 times, the number of epochs the best-performing central learning model was trained with.

In addition to comparing the distributed learning models described above with the central learning model,

we compared the distributed learning models with a naive model. The naive model is a model that always

predicts the average age of the training set for every subject from the testing set. This comparison aimed

to evaluate if the training leads to measurable improvements in the models' performances. Supplementary

Table 3.3 shows more details.

In accordance with the brain age prediction literature [168], all models were quantitatively evaluated using

the MAE. The MAE is determined by computing the absolute di�erence between the predicted brain and

known chronological age. Consequently, MAE values closer to zero indicate a better prediction performance.

3.4 Results

3.4.1 Baseline models

Table 3.2 summarizes the performance of the baseline models. The central learning model achieved the lowest

MAE of 5.99 years, which is in the range of previously published models using similar tabulated data [168].

Figure 3.2 shows both baseline models predicted and chronological ages and their corresponding regression

lines. Here, the naive model predicted age of around 50 years for every subject. In contrast, the central

learning model predicted most of the ages well, as can be seen by the regression line nearly matching the

optimal diagonal line for most ages. However, it can be observed that the central model slightly overpredicted

subjects under 30 years and underpredicted subjects above 70 years. This phenomenon, known as the

regression to the mean problem, was previously observed when evaluating brain age estimation models [169].
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Figure 3.2: Pink represents the predicted versus chronological ages and the regression line for the central
learning model, while blue represents the naive model. The black dashed line represents the optimal

diagonal.

Table 3.2: Summary of baseline models' performance.

Models MAE

Central learning 5.99 ± 0.39

Na•�ve 14.73 ± 0.29

3.4.2 Distributed learning models

Figure 3.3 shows the MAE of the FL models and TMs for di�erent sample sizes at each collaborating site and

round (ie, cycles for TMs). While the performance metrics presented are the average of the 10 Monte-Carlo

cross-validation iterations, the scatter plots present the model's age prediction versus the true age for all 10

Monte-Carlo cross-validation iterations. Supplementary Table 3.4 shows more details.
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Figure 3.3: Comparison of federated learning model (FL) and travelling model (TM) for di�erent sample
sizes per contributing site and rounds. The number of epochs per site was controlled depending on the

number of rounds, so each model was allowed to see the whole training dataset 200 times.

3.4.3 E�ect of sample size per collaborating sites

It can be observed in Figure 3.3 that the FL models' performance decreased as the sample size per site was

reduced, independent of the number of times the FL models were aggregated. For instance, for both 20 and

40 rounds, the worst performance (MAE of � 18:9 years) was found for the experiment simulating only a

single subject for each contributing site. Their performance was worse than the naive model (MAE of 14.7

years), which indicated that the models could not learn many meaningful patterns. On the other hand, the

performance of the TM was not a�ected considerably when trained with small sample sizes (ie, MAE of 6.78

years for 20 rounds and MAE of 6.06 years for 40 rounds for a single subject for each contributing site).

The TM consistently achieved results comparable to central learning (MAE of 5.99 years) throughout the

experiments.

3.4.4 E�ect of number of epochs per round

Based on the quantitative results, it also became apparent that the ability of the distributed learning models

to learn meaningful relationships from the data was also a�ected by the number of epochs that the model

was trained for per round/cycle. Figure 3.3A{C shows how the performance of the FL models degraded

with respect to the number of epochs that the models were trained before the aggregation steps. Thus, the

performance of FL models showed an inverse relationship between the number of epochs per round/cycle

and the prediction error. More precisely, a higher error was observed when training for fewer epochs per

round/cycle. In contrast, the performance of the TM even improved when the models were trained at each

site for fewer epochs per round/cycle. Although this e�ect is less pronounced, it showed to be statistically
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signi�cant (2-tailed paired t-test P < : 009).

Figure 3.4 shows the chronological and predicted ages for the experiments where each site provided

2 or only one subject(s) during training (Supplementary Figure 3.8 shows graphs for every experiment).

Regarding the results for 2 subjects per site, Figures 3.4A and 3.5B demonstrate that training FL models

for 10 and 5 epochs per round only achieved a good prediction for subjects aged between 40 and 50 years,

while TMs achieved better predictions, performing slightly worse for subjects below 30 and over 70 years.

For the results for 1 subject per site, traveling and FL models' performance varied substantially. The FL

models' regression lines in the opposite direction indicated that the models learnt wrong relationships from

the data, independent of the number of epochs trained. In contrast, the TM achieved results similar to when

2 subjects per site were simulated independently of the number of epochs trained. In that case, the models

reached a high-performance level, predicting the subjects' age closer to the optimal diagonal regression line,

as shown in Figure 3.4C.

3.4.5 E�ect of number of rounds

Generally, it can be observed in Figure 3.3 that FL models achieved better performance when trained for

multiple epochs per round, while the TMs achieved better results for a single epoch. When training our

models for a single epoch, 200 rounds/cycles were performed. Thus, this �nding could indicate that more

cycles are necessary to achieve better performance with TMs. However, Figure 3.5A demonstrates that TMs

could perform similarly to central learning even when the number of times the model viewed the whole

training set was reduced by 25% for each value of the site-level sample size examined (2-tailed paired t-test

P < : 0028). Figure 3.5B shows the predicted ages and regression lines for the TMs trained for 25 and 200

rounds/cycles. Therefore, overlapping regression lines demonstrated that TMs could learn with fewer rounds

(ie, cycles) when trained for a single epoch per site.

3.5 Discussion

The main �nding of this work is that the TM is a promising implementation when very small sample sizes

are available for machine learning training. Moreover, in extreme cases where each site only contributes a

single dataset, the general FL approach is not well suited, while the TMs lead to considerably better results.

This is essential to allow sites that can only provide limited datasets to still contribute to training powerful

machine learning models. Practical scenarios where sites may hold limited data are (1) rare diseases as

they have low prevalence [12], (2) small hospitals, and (3) pediatric cases with considerable developmental

di�erences [15].
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Figure 3.4: Chronological versus predicted age and their regression line for experiments where each site
provided two or one subject(s) during training. FL represents the federated learning model, and TM the

travelling model.

Although FL is the most popular implementation, our results show that this approach is ine�ective

when dealing with very small sample sizes and/or training for fewer epochs prior to aggregation. It is
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