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Abstract

Certain methods for genomic analyses do not take advantage of the full extent of available bio-
logical context to address limited sample sizes. Another noted issue is the gulf in bioinformatics
software performance between tool authors and end-users. This project explores two cases where
genomic applications can be augmented: power estimations for low-prevalence condition studies

and haplotype reconstruction.

Power is a key statistic for predicting the success of genomic sequencing projects. Low-prevalence
conditions are not amenable for usage with existing power estimation frameworks designed for
common conditions and consequently will appear underpowered. SImPEL is a tool for simulation-
based power estimation for sequencing studies of low-prevalence conditions. It meets an unmet
need in the eld and augments power estimation through the inclusion of unused genomic aspects
of low-prevalence conditions. Elements of low-prevalence condition studies are input into SImPEL
and a simulated cohort is applied to calculate the likelihood of identifying the true causal gene(s).
SImMPEL demonstrates competitive performance on single causal gene conditions and viable per-

formance in instances of heterogeneity.

PoolHapX is a haplotype reconstruction tool capable of reconstructing haplotypes and their corre-
sponding frequencies from mixed populations. Its extensive parameter set is laborious to optimize
by hand when applied toward unknown use-cases. Pattern recognition algorithms allow for the
delegation of this parameter tuning process to machine learning. SLiM, an evolutionary simula-
tion framework, provides the biological basis for the haplotype reconstruction task. Stochastic
simulation of PoolHapX parameter values within a de ned space generates the large scale datasets
required for supervised learning. Mapping genomic sequencing features to an optimal PoolHapX
parameter set is a multi-task learning problem. A novel two-model scaffold has been designed
to address this. A gradient boosted decision tree model, mapping PoolHapX parameter sets to a

quantitative performance metric, is nested as the cost function of a multi-head feedforward neural



network, which in turn takes an input set of summary statistics from aligned genomic data and
outputs PoolHapX parameters. Hyperparameter tuning is enabled by Bayesian optimization tech-
niques. This work ow and framework is parallely extendable toward any PoolHapX extension in

the future.
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Chapter 1

Introduction

A computer program is said to learn form
experience E with respect to some class of
tasks T and performance measure P, if its
performance at tasks in T, as measured by

P, improves with experience E.

Tom Mitchell, 1997

In 1822, English polymath Charles Babbage completed his Difference Engine 0, the world’s rst
mechanical computer. Almost instantly, a distinct paradigm shift had materialized. A highly po-
tent and promising alternative to any computation task previously only able to be accomplished
manually, by hand, has presented itself. Indeed, we only need to look at the etymology of the word
computation to see the lasting effect the invention of the computer has had on how we perform
mathematical calculation. With the arrival of machine computation, the platform through which
data is shared, how we analyze data, and the volume of data that can be processed, have all been

radically changed.

Genomics, and by extension, biological elds as a collective, has greatly bene ted from machine
computation like many other data-intensive elds. With the advent of next-generation sequencing
(NGS) and ever decreasing manual burden, genomics has joined the fray as a big data eld through
the manifestation of four technical challenges: data acquisition, data storage, data distribution, and
data analysis (Z. D. Stephens et al., [2015). As such, computational methods have become key for
genomic analyses across a variety of applications such as genome assembly (Zerbino & Birney,
2008} R. Luo et al.,[2012), functional annotation (Kumar, Nei, Dudley, & Tamura, 2008), sequence

alignment (H. Li & Durbin|,2009; H. Li,[2018), and variant calling (H. Li et al., 2009} [McKenna et



al., [2010). However, availability does not necessarily always translate to accessibility. Budgetary
concerns, justi cation for pursuing proposed studies, and compliance with local personal informa-
tion regulations are all examples of real life circumstances which may limit access to real data. To

mitigate these situations, synthetic data generated through simulations are widely used.

As of 2020, machine learning (ML) is applied on a massive, comprehensive scale across quite pos-
sibly every industry on the planet, including, but not limited to, machine translation (e.g. Google
Translate), speech processing (e.g. Amazon Alexa), text generation (Radford et al., [2019), im-
age recognition (e.g. facial recognition technology), image generation (Goodfellow et al., [2014),
recommendation systems (e.g. Spotify Discover Weekly), and diverse prediction tasks across the
board. Given the broad applicability of ML and the notable performance gains that have led to
its adoption within the private sector en masse, it is imperative to explore how ML can be applied
towards improving existing analytical methods in genomics as well in order to take the next step

towards our understanding of life’s mysteries.

ML models, and deep learning (DL) models by extension, require enormous datasets to provide
viable performance. From here, an ever so slight gap in knowledge and window of opportunity
presents itself: how can we apply ML towards addressing biological questions when accessibility
to data is a noted issue? A straightforward and perhaps deceptively simple answer is to gen-
erate data through simulation. Through data simulation alone or synergistically coalescing data
simulation methods with ML, | hypothesize that we are able to augment computational genomic

applications.
The aim of this research project is therefore twofold:
1. Demonstrate that simulations can confer insight in genomic applications.

2. Demonstrate that simulations in combination with ML methods can improve ge-

nomic applications.

The remainder of this chapter provides a brief literature review on the technical background and



methods.

1.1 Machine Learning

Over the course of the past couple of decades, ML has skyrocketed in terms of eminence into the
public consciousness. At its simplest, ML can be de ned as the ability for a computer program
to extract patterns and representations from a body of raw data. Tom Mitchell succinctly explains

this in his 1997 book (Mitchell, [1997).

The usage of ML models and estimators can be largely separated into two steps: learning and
inference. Learning, or training, refers to the process of tting models to the provided pool of
data. Inference refers to the application of trained models toward prediction tasks. Note that the
predominant industry usage of the term inference , also applied above, differs from statistical

inference (Copeland, [2016).

For the learning process, ML models are trained using a training dataset and subsequently gener-
alized using a test dataset. The training set is typically further divided into training and validation
sets for rolling evaluation of model performance. k-fold cross validation (CV) partitions the train-
ing set into k chunks and evaluates model performance by averaging the validation performance
of the model trained on k 1 chunks, with each chunk taking turns as the validation set. ML, as a

eld, is predominantly separated into two paradigms: supervised and unsupervised learning. Su-
pervised learning is performed when the input samples and the corresponding target data are both
available for the training process. When working with continuous variables, models are denoted as
regression models. Linear regression is the most basic form of predictive modelling, in which the
predicted target variable y is estimated from input features x modulated by parameters g and latent

noise e.

y=0do+qixg+ +QpXp+e (1.1)

The learning aspect of supervised learning involves the minimization of an objective (cost) function



J(q) parametrized by the model’s parameters q. That is, minimizing the discrepancy between
the predicted target value and the true target value for the given input feature value(s) towards
the direction of optimality. Depending on the cost function used, the error, or the measure of
difference, can take on different forms. Common examples include mean absolute error (MAE) and
mean squared error (MSE). Gradient descent is an iterative process through which the parameters
of the input features are updated against the direction of the cost function’s gradient ¢J(q) to

reduce the error, modulated by a step size (learning rate) h (Ruder, [2016).
Qupdated =4 h  ¢J(q) (1.2)

The goal is to eventually arrive at the global minimum of the cost function along the gradient.
Vanilla linear regression, also known as ordinary least squares (OLS), trains a model to minimize

the MSE.

Ly:Yvse =~ (¢ ) (1.3)

1
N
A classic challenge that ML models face is over tting, where a model is insuf ciently generalized
and the testing error remains high despite low training error. This is a result of low bias and high
variance, bias in this case being the expected error of the model against the training set and variance
being the change in predicted targets. The opposite observance of high bias and low variance is,

be ttingly, referred to as under tting, where the model poorly describes the structure of the data.

Bias(y;y)= E[y] vy (1.4)

Variance(y) = E[y’] E[y]? (1.5)

To put it more simply, over tting occurs when the model begins to memorize aspects of the train-
ing set and incorporates stochastic noise in addition to the underlying pattern, resulting in poor
performance on the testing set and any dataset that is not the training set. To address this issue,

regularization can be employed, in which a penalty term is applied to penalize model complexity.



Figure 1.1: The bias-variance tradeoff.

Too heavy of a penalty term can lead to under tting however, forming basis for the bias-variance

trade-off (Figure 1.1).

Two regularization techniques commonly applied toward linear models are ridge regression (Hoerl
& Kennard, [1970) and least absolute shrinkage and selection operator (LASSO) (Tibshirani, [1996).
Ridge regression adds the squared L2 norm of the parameters to the cost function and is known to
be shrinking , in which less important features have their weights reduced signi cantly. LASSO
adds the L1 norm to the cost function and is truncating , where less impactful features have their
weights directly reduced to zero. Elastic net is a third linear regularization technique that combines
LASSO and ridge regression to encourage a grouping effect and assign equal weights to correlated

input features (Zou & Hastie, [2005).

J(q; Diasso = Lmse (y; y) + 1jjajja (1.6)
J(@; Drigge = Lmse (v; ¥) + 1jqjj3 (1.7)
J(@; 1; @)erastic net = Lmse (y; Y) + H(@jjajjis + (1 a)jjajiz);a 2 [0;1] (1.8)

Regularization techniques as a whole aim to reduce variance in the model without increasing the

5



bias substantially. The aforementioned techniques address models applied toward linear relation-
ships. Non-linear relationships on the other hand, require more advanced ML methods to decon-

volute. We’ll explore these in the next couple of sections.

1.1.1 Decision Trees

Classi cation and regression trees (CART) were rst described in 1984 (Breiman, Friedman,
Stone, & Olshen, [1984). CARTS, as per their name, are binary trees capable of tackling both clas-
si cation and regression problems (Figure 1.2). Feature normalization is not required as CARTSs
are invariant to the scaling of inputs. The sample dataset is iteratively split across the feature space

and each nal leaf node represents the nal prediction.

Versicolor Virginica

Figure 1.2: An example of a CART built on the iris dataset.

The learning process of CARTS is an input space partitioning problem, through which different
splitting methods exist for the minimization of a cost function. The most commonly utilized
method is a greedy binary splitting approach where each time a split occurs, the cost is evalu-
ated across all possible options for splitting and the best split is chosen. For regression problems,

MSE is utilized as the cost function while the Gini impurity is used for classi cation. The Gini



impurity metric G is the likelihood of an incorrect classi cation of a new input. In the formula

below, probability p; is the proportion of the ith class.

G=1 p? (1.9)

Tree methods are prone to over tting with unchecked splitting and unlimited depth. The two meth-
ods applied to avoid this phenomenon are early stopping and tree pruning. Since it’s possible to
greedily partition the dataset until there remains one sample per leaf node, common stopping cri-
teria include minimum number of samples in the nal nodes and maximum tree depth. Pruning
reduces overall model complexity to minimize CV error. All in all, CARTSs are simple and perfor-
mant ML models that require minimal data preparation as long as the problem is well represented

through features.

1.1.2 Ensemble Learning

Ensemble learning, as with its name, employs multiple models to improve predictive performance
over individual models. Commonly utilized ensemble methods also serve as a way to combine
multiple weak learners into a single strong learner. Intuitively, ensembling can lead to improved
generalization capabilities through model averaging effects. Currently, two prominent and widely

used ensemble learning techniques are bootstrap aggregation and boosting.

Bootstrap aggregation, or bagging, improves model performance in parallel through reducing vari-
ance while retaining bias (Breiman, [1996). Models are provided random subsamples of the dataset
with replacement (bootstrapping) and aggregated by averaging the predictions, hence the term

bootstrap aggregation. In comparison to the individual models, which can be unstable, aver-
aging the predictions of multiple models has a smoothing effect while still centering the results
around the true values, reducing the variance while retaining the bias. Random forest (RF) is an
extensively used bagging model, combining multiple weak CARTS into a strong tree ensemble

(Breiman| 2001). For RFs, not only is the dataset subsampled by the various weak learners, but



also the feature space as well, further improving generalized performance by decorrelating the

trees from each other.

In contrast to bagging, boosting algorithms improve model performance sequentially and itera-
tively with the goal of reducing variance as well as bias. The original formulation of boosting is
the weighted average of multiple models (without bootstrapping), iteratively modifying the weights
to improve performance (Schapire, [1990). A natural extension of this came in the form of adaptive
boosting (AdaBoost) (Freung & Shapirel, [1997). The AdaBoost algorithm ts weak learners to the
dataset and iteratively calculates the weights of each of the learners from strongest to weakest and

also updates the weights of each data sample in each iteration.

In the next section, we’ll explore another extension to boosting through functional gradient descent.

1.1.3 Gradient Boosted Decision Trees

Gradient boosting machines (GBM) came along as a result of the desire for a greedy method for
boosting (Friedman, 2001). GBMs form an ensemble model where performance is iteratively im-
proved in a greedy fashion by tting new weak learners to compensate for the residuals. Gradient
boosting can be thought of as gradient descent through the function space, hence functional gradi-

ent descent (Mason, Baxter, Bartlett, & Frean, [2000).

Consider the following ensemble (Chen & Guestrin, 2016):

y= k() (1.10)
k

The new learner f;(q;) added at iteration t is de ned by the minimization of the cost function in

the following form where W is the regularization term:

I@O =1Ly y* Y+ fi(asx) +W(ar) (1.12)

These weak learners can be CARTS, in particular tree stumps, in which the ensuing ensemble

is termed gradient boosted decision trees (GBDT). Extreme gradient boosting (XGBoost) is a

8



formulation and implementation derived by Chen & Geustrin in 2016 with a regularization term

penalizing the number of leaf nodes T and model complexity in general (Chen & Guestrin,, [2016).

1. .
W(q; T;0; |):gT+§|JJOIJJ% (1.12)

The extreme part of XGBoost more so refers to the implementation of the GBDT algorithm with
ef cient data structures and effective processor utilization. XGBoost is by far the most popular and
effective ML package in recent memory, seemingly a part of the winning solutions for the majority

of Kaggle competitions (Nielsen, [2016).

1.2 Deep Learning

DL is a special case of ML where simple representations are built upon each other hierarchically
into more complex representations (Goodfellow, Bengio, & Courville|, [2016). At the heart of DL
models lie arti cial neural networks (ANN). Originally derived as a conceptualized vision of how
biological learning occurs, simple ANN structures form directed acyclic graphs and the resulting
topology is a network of edges and nodes. The vanilla multilayer perceptron (MLP), also known
as a feedforward neural network (FFNN), consists of an input layer, multiple hidden layers, and
an output layer, with each node representing a neuron . At each node, the input value from the
previous layer is mapped by an activation function to an output value. The combined weighted
output of all nodes from each layer is then subsequently passed to the next layer. The node weights
within each layer are updated through optimization methods, such as stochastic gradient descent
(SGD), and backpropagation. Activation functions such as recti ed linear units (ReLU) serve as
non-linear transformations (Glorot, Bordes, & Bengio, [2011). Functionally speaking, ANNSs can
be thought of as chains of function of functions, layered together like onions to approximate the
non-linearity of the underlying data model. The backpropagation process is based on gradient

computation through repeated application of the chain rule and calculating the partial derivatives



of each parameter with respect to connections in the network.

y = f(9(h(x))) (1.13)

A number of open-source ML frameworks with a focus on DL is currently available. A few exam-
ples include TensorFlow (Abadi et al., 2016), PyTorch (Paszke et al., 2019), and Apache MXNet
(Chen et al, 2015). The Open Neural Network Exchange (ONNX) protocol allows for easy in-
teroperability between models built through different frameworks and the ability to transition im-
plementations in one framework to another. For example, PyTorch is currently more popular for
active research while many current models in production are served through TensorFlow. One
could easily convert cutting edge models built in PyTorch to a TensorFlow implementation for

seamless integration into live products for inference.

1.2.1 Automatic Differentiation

Regardless of how complicated a mathematical function may be, when implemented through code
as part of a computer program, it will always be a series of basic arithmetic operations or basic
functions. As such, it will always be possible to evaluate derivatives of arbitrary orders to working
precision through automatic differentiation (AD) methods (Baydin, PearImutter, Radul, & Siskind,

2017).

The usage of AD allows for the construction of and support for a wide range of functions without
the need to manually work out the function derivation and painstakingly implementing the result, as
is the case with symbolic differentiation. As such, through AD, any DL model can be implemented
as long as model approximation is framed in a way that is differentiable through a single scalar
loss value. All modern DL frameworks have built-in support for reverse mode AD, traversing from

the output value to the input weights with no further tinkering required on the side of the users.
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1.2.2 Optimization

Gradient descent is an optimization process where model parameters are updated with the entire
training set for each forward pass. Heuristically, this is not feasible and certainly not scalable
when taking big data into consideration. Stochastic gradient descent (SGD) carries things to the
opposite extreme where model parameters are updated with single training samples. Currently,
optimization methods mostly work with mini-batches where small batches of training samples are
passed through the network for parameter updates and form a single epoch when every training

sample has been utilized.

While pre-trained state-of-the-art (SOTA) DL networks have all been trained through SGD with
some momentum measure, SGD is not feasible for quick model architecture prototyping. Adaptive
gradient methods aim to modify the learning rate hyperparameter directly on the basis of gradient
history (Ruder, [2016). These adaptive measures eventually evolved into Adaptive Moment Esti-
mation (Adam), which cohesively integrates learning rate updates with momentum-based gradient

updates (Kingma & Ba, [2014).

Adaptive measures have quick training processes and while Adam remains the most performant of
the bunch, generalization overall remains poor in comparison with SGD methods. One recently
proposed method combines Adam with SGD, hoping to leverage both the heuristics of adaptive

methods and the performance of SGD methods (L. Luo, Xiong, Liu, & Sun, [2019).

1.2.3 Dropout

Dropout is a regularization technique for neural networks (Srivastava, Hinton, Krizhevsky, Sutskever,
& Salakhutdinov, 2014). Conceptually, dropout is fairly straightforward. During the learning pro-
cess, each forward pass through the network results in slightly different architectures. On a layer
by layer basis, any neuron within the layer (and consequently any connections leading to or stem-
ming from the said neuron) has a probability of being dropped out of the network architecture.

Dropout is not applied during the inference process and the full network architecture is employed.
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Figure 1.3: An example of how dropout reduces model complexity. A. A FFNN architecture. B.
A potential resulting architecture following the application of dropout.

Intuitively, applying dropout will reduce reliance on any single neuron or connection for the pre-
diction task. Overall, this will lead to a model averaging affect, reduce over tting, and produce a

more generalized performance.

1.2.4 Batch Normalization

Batch normalization (BatchNorm) is a method for decreasing training time and improving perfor-
mance for neural networks through normalizing the distributions of layer inputs on a mini-batch
by mini-batch basis (loffe & Szegedy, [2015). This is performed through normalizing each neuron

output with the mean and the standard deviation of the mini-batch.

_ x EK

Originally, BatchNorm was conceived as a way to combat internal covariate shift (ICS) as the
backpropagation and parameter updating process resulted in continual change in the distribution of
layer inputs from epoch to epoch. However, it was demonstrated recently that BatchNorm actually
neither stabilizes layer input distributions nor reduces internal covariate shift to a signi cant extent
(Santurkar, Tsipras, llyas, & Madry,[2018). In fact, Santurkar et. al actually observed an increase in
ICS through the usage of BatchNorm layers. That being said, it has been shown time and time again

that BatchNorm does indeed improve model performance. Empirically, Santurkar et. al show that
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this performance gain is not through the reduction of ICS, but rather through a smoothing effect
on the optimization landscape (Santurkar et al., [2018). This has the effect of greatly reducing
instances of acute landscape changes in the underlying cost function, such at regions or sharp
bumps which can lead to vanishing and exploding gradients, respectively. The overall gradient
descent process is then less sensitive to hyperparameters and training time is signi cantly faster

with the application of BatchNorm.

1.3 Hyperparameter Search

Hyperparameters are parameters that are not learned by ML and DL models. On a meta level, they
refer to the parameters parametrizing the ML and DL models themselves. In simple ANNSs, some
examples of hyperparameters include the number of layers and the number of nodes in each layer.
The choice of hyperparameters can have tremendous impact on the performance of estimators
and whole elds of research have been devoted to optimizing the hyperparameter search process.
Intuitively, given a small set of hyperparameters, grid search can be applied to exhaustively evaluate
model performance on every possible combination of hyperparameter values. Heuristically, this is
inef cient and random search has been shown to be able to nd better performing hyperparameters

over a much shorter period of time (J. Bergstra & Bengiol, 2012).

Given the potential challenges associated with the reproducibility of random search, structured
approaches toward hyperparameter search are greatly appealing. Over the years, various hyper-
parameter tuning frameworks have cropped up including Hyperopt (J. Bergstra, Yamins, & Cox,
2013), Spearmint (Snoek, Larochelle, & Adams, 2012)), and Tune (Moritz et al., [2018). However,
all of these aforementioned frameworks are bound by de ne-and-run application programming in-
terfaces (API), in which the symbolic and static nature can result in dif cult to interpret codebases.
Optuna (Akiba, Sano, Yanase, Ohta, & Koyama, 2019) is the rst hyperparameter tuning frame-
work to provide a de ne-by-run approach, the imperative and dynamic style of which results in

much more expressive and intuitive code.
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Optuna applies Bayesian optimization towards hyperparameter tuning. Other hyperparameter tun-
ing paradigms exist, such as evolutionary algorithms, which are more popular among automated

ML (AutoML) frameworks.

1.3.1 Bayesian Optimization

Bayesian optimization (Mockus, Tiesis, & Zilinskas, [1978) is applied towards hyperparameter tun-
ing under the umbrella of sequential model-based global optimization (SMBO). The main appeal
of SMBO over random search, aside from being more structured, lies in the incorporation of in-
formation from past evaluations in the hyperparameter tuning process. SMBO applies a surrogate
function to approximately map hyperparameters to a score in a probabilistic manner p(yjx) and
produces the next set of hyperparameters through the maximum expected improvement. The sur-
rogate is updated with the actual score produced by the hyperparameter set after each trial for a
certain number of user-speci ed trials. Common surrogate functions include Gaussian processes
and Tree-structured Parzen Estimators (TPE) (J. S. Bergstra, Bardenet, Bengio, & Kegl,, [2011).

Optuna speci cally applies TPE.

The mathematical details of SMBO are beyond the scope of this work. For further interest, we

encourage readers to consult the cited publications for more information.

1.4 Outline of Thesis

describes the augmentation of genomic studies through simulations with SImPEL, a
power estimation tool for low-prevalence condition studies. We will explore the current state of the

eld for power estimations and what current gaps and opportunities exist to be lled by SImPEL.
Subsequently, the methodology, the implementation, and the insights produced by the tool will
be presented. A user’s manual describing the usage of SImPEL is detailed in The

chapter will wrap up with a discussion on the current limitations and future extensions of SImPEL.

describes the augmentation of genomic studies through simulations and ML/DL, an
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extension to PoolHapX to help bring about the universal applicability of the tool. We will explore
the previous applications of ML and DL towards genomic data, brie y describe the haplotype
reconstruction problem, and survey the gaps and opportunities that have arisen with the advent of
PoolHapX. The methodology, the implementation, and the novelty of the two-model parameter
tuning scaffold will be described and followed up with the results. [Appendix B] further details the
explicit usage of the work ow. [Appendix C|provides some gures from the unpublished PoolHapX
manuscript at the convenience of the readers. Lastly, a discussion on the current state of the results

and some limitations of the current state of the work ow are presented.

Chapter 4 concludes the thesis and postulates some future extensions to the overall work.
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Chapter 2

Simulation-Based Power Estimation for Low-Prevalence

Conditions

In this chapter, we explore the utilization of simulations towards augmenting the task of power
estimation for low-prevalence conditions. This chapter has previously been published in Genetic
Epidemiology and can be found here. A statement of contribution and the full citation can be found
in the Also stated in the [Preface]is the fact that portions of the paper have been reordered

and reworded and the supplementary methods section has been integrated into the body of the text.

The user’s manual has also been included as[Appendix Al

Power estimations are important for assessing the potential success and optimization of genotype-
phenotype association study designs. However, existing frameworks are designed for common
disorders, and thus ill-suited for addressing the inherent challenges of low-prevalence condition
studies (e.g. rare diseases, infrequent adverse drug reactions). These challenges include small
sample sizes and the need to leverage genetic annotation resources to rank potential causal genes
in association analyses. SImPEL is a simulation-based program providing power estimations
for the design of low-prevalence condition studies and integrates the usage of gene annotation
resources for association analyses. Customizable parameters, including the penetrance of the
putative causal allele and the pathogenic scoring system to be utilized, allow SimPEL to real-
istically model a large range of study designs. To demonstrate the effects of various parame-
ters on power, we evaluate several simulated designs and estimate their power using SIimPEL.
The captured power trends were in agreement with observations from current literature on low-
prevalence condition studies. SImMPEL, as a tool, provides researchers studying low-frequency con-

ditions with an intuitive and highly exible avenue for statistical power estimation. The platform-
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independent batteries included Java Archive (JAR) executable and default input les are hosted

at https://gi1thub.com/precisionomics/SimPEL.

2.1 Background

2.1.1 Diagnosing Genetic Disorders

In the recent years, NGS has progressively become an exceptionally cost-effective method. As
such, genome-wide sequencing has risen as the de facto standard for identifying pathogenic causal
variants in genetic disorders (Adams, Evans, Henderson, & Berg, [2016) and has been instrumental
in discovering the molecular basis of variants underlying numerous common diseases (Visscher,
Brown, McCarthy, & Yang,[2012). Currently, many researchers from around the globe are engaged
in the much more dif cult aim of elucidating the genetic basis of low-prevalence conditions such

as rare diseases (RD) and infrequent adverse drug reactions (ADR).

2.1.2 Rare Diseases

As a collective, RDs affect millions of individuals worldwide (Boycott, Vanstone, Bulman, &
MacKenzie, [2013). Phenotypic effects resulting from RDs range between moderate reductions in
quality of life to debilitating or life threatening, imposing great nancial and social costs to public
healthcare systems (Boycott et al., 2013; Rodel [2005). It is estimated that there are roughly 7000
distinct RDs, with approximately 80% having at least a partial genetic basis (Rodel [2005; Wangler
et al., 2017). In demonstration of the gravity and importance of the issue, numerous research
foundations from around the world in the United States, the United Kingdom, and Canada are all

focused speci cally on tackling RDs.

2.1.3 Adverse Drug Reactions

ADRSs represent another class of events that are also placing a signi cant burden on public health

systems. Data from around the world show that 3-7% of all hospitalization events stem from
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ADRs (Lundkvist & Jonsson, [2004). Despite the generally limited numbers and sizes of cohorts
for any single ADR, many pharmacogenomic researchers have begun to delve into combating

ADRs (Giacomini et al., 2017} [Pirmohamed, [2014; [Urban, [2013).

2.1.4 Statistical Power

An important factor in predicting the success of any given genomic sequencing project is its power,
the probability of discovering genuine signals. Performing power estimation prior to carrying out
a study is the norm for common disease studies, given the wide availability of models and tools
to apply towards sizable datasets (Lee, Abecasis, Boehnke, & Lin, [2014; |[Sham & Purcell, 2014).
From a purely statistical genetics perspective, low-prevalence condition studies are inherently un-
derpowered due to their limited scale; available cohorts frequently only encompass 10 or fewer
individuals. In practice, the likelihood of success is not as pessimistic as standard power estima-
tions may indicate. Some instances of low-prevalence conditions feature a genetic architecture
with high penetrance. The inclusion of this information as an assumption can considerably im-
prove the statistical power of a study design, henceforth a term used to refer to speci c sets of

SImMPEL parameters.

2.1.5 Genome Annotations

Functional annotations provided by projects such as the Encyclopedia of DNA Elements (EN-
CODE) (Dunham et al.,[2012) can offer further insight to narrow down candidate causal gene lists.
Recently, the Exome Aggregation Consortium (ExAC) (Lek et al., [2016) and the Genome Aggre-
gation Database Project (gnomAD) (Karczewski et al., [2019) have released a large database of
exomes and genomes sequenced from individuals not affected by any severe early onset diseases.
This can serve as a comprehensive reference panel of allele frequencies in the general healthy
population. Many ExXAC participants are control samples from population-wide studies of disease
subgroups mainly focused on common diseases. A noted limitation is that clinical phenotypic

data is unavailable for EXAC, therefore it is not a perfect representation of a healthy population.
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Nonetheless, EXAC functions as a practical population frequency Iter thanks to the widespread
inclusion of many different cohorts. More importantly, EXAC allele frequencies are used as points
of reference for an unselected portion of low-prevalence conditions and have greatly strengthened
variant annotation. Furthermore, EXAC is approved for use by the American College of Medical
Genetics as a population database and a source of variant frequencies for variants in large popula-

tions.

2.1.6 Pathogenicity

Part of the lack of low-prevalence condition data comes from our limited understanding of the ef-
fects of rare variants in the general healthy population. The utilization of a population-wide bench-
mark has improved clinical variant interpretation for low-prevalence condition studies as a given
variant’s scarcity in healthy populations can be deemed as an indication of elevated pathogenicity
(Bahcalll, [2016). Several computational tools for calculating the pathogenicity score of candidate
variants are currently available (Gulko, Hubisz, Gronau, & Siepel, [2015} |Jagadeesh et al., [2016;
Kircher et al., 2014} Ritchie, Dunham, Zeggini, & Flicek| [2014; Wilfert et al., 2016). The metric
integrates information from both functional annotations and reference panels representing healthy
populations. Together with population-level data on variant frequencies, these tools are helping
emerging medical sequencing projects achieve the goal of producing an atlas of low-prevalence

condition pathology, and may bring about therapeutic opportunities (Boycott et al., 2013).

2.1.7 Motivation and Opportunity

Ever since the advent of whole-exome sequencing studies, researchers have carried out rigorous
power analyses on large sample-based investigations (Kryukov, Shpunt, Stamatoyannopoulos, &
Sunyaev, 2009). The statistical genetics community has devoted signi cant effort towards theoreti-
cal and empirical studies (Lee et al., 2014} 'Sham & Purcell,[2014) as well as software development.
SEQPower, for example, is a tool developed to quantify the power of common disease study de-

signs (Wang, Li, Lyn Santos-Cortez, Peng, & Leal,2014). In contrast, investigators aiming to carry
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out low-prevalence condition studies do not have readily available tools to perform the same task.

Several hurdles are associated with low-prevalence condition studies:
1. The small sample sizes are ill-suited for traditional statistical frameworks.

2. Modern analytic frameworks integrating annotations and reference panels are sta-
tistically dif cult to interpret, especially when black-box ML models are leveraged

in generating pathogenicity scores.

A closed-form derivation to estimate the power of low-prevalence condition studies is not available
and may prove challenging to develop. To meet the present needs of the eld, we provide SImPEL,

a simulation-based power estimator integrating SOTA variant analysis techniques.

2.2 Methods

SImPEL assumes a general study design framework where a number of affected cases (subjects)
and matched controls (parents, siblings, or unrelated) are assessed through whole-genome or
whole-exome sequencing. More complex study designs involving multiple unaffected and affected
offspring are also supported. Familial controls are more frequently used in RD studies, whereas
unrelated controls are collected more often in ADR studies for the purpose of matching clinically
important features between the cases and controls (e.g. usage of the same medication). These
designed studies aim to identify the causal gene(s) of the RD or ADR through the comparison of
genetic variants in cases versus controls. SImPEL is intended to evaluate these study designs and

provide the statistical power.

2.2.1 Accurate Modelling of the Study Design

SIMPEL evaluates statistical power empirically by setting the alpha level, or the false-positive
threshold, to the proportion of total number of genes found in the rank success list. The rank

success list of candidate causal genes represents the set of genes associated with the condition to
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the extent of warranting experimental follow-up. As such, the size of the list therefore re ects the
false discovery rate in the standard sense (Figure 2.1). The search space may be as broad as the
set of all genes or a subset composed of gene candidates, re ecting the a priori knowledge of the

focal condition.

Figure 2.1: Visualization of SImMPEL’s power estimation step.

Note: Each gradient-bar represents the genes prioritized by their overall score in increasing order
after each round of simulation. The number of top candidate genes is xed by the user, and repre-
sented by the solid black line. Each of the gray lines represents the simulated causal gene. If the
simulated causal gene is prioritized to the list of top candidate genes, then the round is considered
a success. Of the eight rounds depicted, all except for the last were successes. Thus, the power
of the study design estimated by these eight simulations is 7/8 = 0.875. From (Mak et al., [2018).
Copyright 2018 by John Wiley & Sons, Inc. Reprinted with permission.

To accurately model low-prevalence condition studies, SImPEL takes a variety of customizable
parameters as inputs. The software is highly exible in terms of study design inputs: key speci -
cations related to the study designed to investigate a condition as well as aspects of the condition
in question (e.g. the sample size of the study, the number of causal genes for the condition, the

prevalence of the condition in the population, and the penetrance of the causal alleles) are all able
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to be assigned to a speci c value by the user or fall back to a default value as determined by the
program. Penetrance and prevalence can be set as xed values for each round of simulation, or
randomly selected from a normal distribution in every round of the simulation for instances of
single or multiple causal variants. The expected minor allele frequency (MAF) of a variant in a
general healthy population may be an indicator of penetrance, and its effects can also be modelled
with the inclusion of an optional weighting component. SImPEL is a command line software in
which the parameters are speci ed in the initial command to run the program. In the output re-
port, SIMPEL will determine the likelihood of nding the true causal gene of the condition (power)
through simulating the study many times based on the particular study design as described by user-

entered values. For the complete list of customizable parameters and detailed instructions for using

SimPEL please refer to the user’s manual in

2.2.2 Sample Simulation Procedure

To estimate the statistical power of a study design described by user-designated parameters, Sim-
PEL performs multiple rounds of simulations with the same parameters, using different samples
and causal genes generated from input genotype and causal gene pools, respectively. The proce-

dure is as follows.

Randomly select genome templates for simulated cases and controls

A large pool of individuals is required as candidates for genome templates. By default recommen-
dation, SImPEL uses whole genomes from the 1000 Genomes Project (Auton et al., [2015). Given
the user-speci ed sample size, SImPEL randomly selects pairs of individuals as cases and controls,
or in cases of trios, two parents. Multiple affected or unaffected siblings may also be speci ed and
considered in simulations. Based on the user-speci ed constraints (i.e. number of controls being
parents, trios, or siblings), the pairing will be randomly generated. For example, if the parameters
designating the number of matched single-parent, both-parent, and sibling controls are set to 4, 3,

and 2, respectively, then four random cases of the total patient sample will have a single parent
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as a matched control, three cases will have both parents (a trio ) as matched controls, and two
random cases will have siblings as matched controls. If no constraints are speci ed, SImPEL will

automatically match gender and ethnic groups, as is the norm in practice.

Gene pools

SimPEL will randomly select one or multiple causal genes from a user-speci ed gene pool. In
the extreme case, users can specify all known genes, indicating a lack of existing information on
the condition’s genetic etiology or on the suspected gene model. It is important to note that, in
practice, a pre-identi ed causal gene pool is not mandatory to estimate the power or to carry out
the study. That being said, the estimated power is naturally low if all human genes are considered
as potentially causal. The presence of a list of biologically relevant candidates narrows down the
search space of possible causal genes and greatly increases the likelihood of identifying the con-
dition’s true genetic origin. Candidate gene pools based on the model of inheritance are available
from the National Center for Biotechnology Information (NCBI). If users are aware of the model
of inheritance for the condition in question, the corresponding le representing discovered genes

under the same model can be speci ed.

Heterogeneity

SimPEL allows for power estimations in the presence of multiple causal genes (see the optional
parameter -num_causal _genes in as well as multiple variants within the same gene.
SImPEL will simulate random genes from the causal gene pool and one or multiple variants, taking
into consideration the causal variant’s low frequency in healthy populations and its pathogenicity
score. Given the nature of small sample sizes in low-prevalence condition studies, it is assumed
that the condition is caused by genetic variation in a small number of genes. The program does,
however, allow for the possibility of any number of distinct causal genes. For example, SImPEL
is able to estimate the power of a study designed to identify one, several, or all genes in a path-

way/protein complex that, should any be rendered non-functional, all cause the same condition.
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To simplify the process of parameter selection, users only need to specify the mean and, optionally,
the variance, for prevalence and penetrance. If only the mean is speci ed, then the mean value
will be set as the prevalence and penetrance values and applied to the causal variant(s) in each
round of simulation. If the variance is also speci ed, SimPEL will randomly draw values out
of a normal distribution built with the mean and variance for prevalence and penetrance for each
round of simulation. Although this is an approximation of reality, this simple model ts standard
procedures as the user may not have information on gene-speci ¢ prevalence and penetrance for
different causal genes, as is the case when information on the genetic origins of the condition is

also unavailable.

Assign random, novel variants to the paired templates

In case-control pairings, the cases will each be assigned a causal variant (or two, if the

-compound_heterozygotes ag is speci ed, see below for details). These variants are novel in
the sense that they are not present in the original genomes sampled, but are generated at known
random sites that may or may not be well annotated. Only variants with a lower MAF in EXAC

populations (i.e. healthy populations) than the user-speci ed cutoff will be selected.

Sampling from real human genomes in the 1000 Genomes reference panel implicitly incorporates
population genetics and linkage structures not present in simulated genomes. For example, if a
common variant causes a RD, then the power calculated would rightfully be extremely low due
to the variant’s high prevalence in the healthy population. Conversely, if a rare variant caused the

RD, then the power calculated would be high as the variant not be found in the healthy population.

The unaffected controls will carry the causal variants with the probability:

Prevalence (1 Penetrance)

P(Causal VariantjUnaffected)=Penetramce (LI Prevalence)

2.1)

Note that if the penetrance is 1, control individuals will not carry any causal variants, since the
presence of the variant itself is suf cient to cause the condition. Additionally, if the penentrance is

less than 1, the probability of controls having causal variants is approximately proportional to the
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prevalence (assuming the prevalence is very low, an implicit property of low-prevalence conditions

as per the name of the term). The derivation of the above formula is provided below:
Assuming the total population is N, then the number of affected individuals is:

Affected =N Prevalence (2.2)

And the number of unaffected individuals is:

Unaffected =N (1 Prevalence) (2.3)

The penetrance is:

Penetrance = Af fected (2.4)
" Unaf fected with Causal + Af fected '

Therefore, among the unaffected, the number of individuals possessing causal variants can be
derived as follows:

N Prevalence

Penetrance = -
Unaf fected with Causal + (N  Prevalence)

Unaf fected with Causal Penetrance+N Prevalence Penetrance=N Prevalence

Unaf fected with Causal Penetrance =N Prevalence N Prevalence Penetrance

Unaf fected with Causal = N Prevalence (1 Penetrance)

Penetrance
) Prevalence
Unaf fected with Causal =N ——— (1 Penetrance) (2.5)
Penetrance

The proportion of unaffected individuals carrying causal variants therefore will be:

Unaf fected with Causal _ N Prevalence (1 Penetrance) _ Prevalence (1 Penetrance)

Unaf fected N (1 Prevalence) "~ Penetrance (1 Prevalence)
(2.6)

Compound heterozygosity

Compound heterozygosity is a term in medical genetics describing the condition where two dif-

ferent recessive alleles at the same locus (or gene) jointly causes a condition in an individual that
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carries both variants, but not by either by itself. A classic example is hyperphenylalaninemia
(HPA), a range of conditions resulting from defective hydroxylation of phenylalanine in the liver
caused by compound heterozygosity. The most severe case is phenulketonuria, the rst genetic
disorder to be routinely tested for in newborns (Avigad et al., [1991). Upon specifying this ag
in SIMPEL, the simulation will generate two random heterozygous variants in the same gene to
replicate this genetic model. The analytical procedure will be altered accordingly to account for

the likelihood of prioritizing one, multiple, or all of the simulated causal genes in the rank success

list (see description in the section|[Analytical Procedure|below).

Con dence score

SImPEL allows users to weigh their con dence in the reliability of the selected pathogenicity score
annotation tool, re ecting how likely the success of the study is dependent on the quality of the
pathogenicity scores. SImPEL will draw a random number r from a uniform distribution across an
inclusive interval of [-1, 1]. The adjusted pathogenicity score of a variant will then be calculated
as below:

Ad justed = Original (1+(r (1 Confidence))) (2.7)

Score cutoff

A gene will be prioritized to the rank success list only if the associated variant’s original pathogenic-
ity score is higher than the user-speci ed cutoff. Selecting a high cutoff provides an indication that
the prioritized genes will possess some relevant biological function (as per the scoring system
of the pathogenicity scoring tool), leading to a higher power estimated by SimPEL. These over-
all scores can also be reported in the output le in order to compare with other statistical power

estimation tools.

2.2.3 Analytical Procedure

Emphasis is placed on variants present in cases, but not present in controls (henceforth referred to

as case-speci c variants). The analysis module will scan all genes for each case-control pairing.
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Note that all genes refer to the 53934 genes from our default gene model provided by the Gen-
code version 12 le. Case-speci c variants with pathogenicity scores, provided by an annotation
tool such as M-CAP or CADD (Jagadeesh et al., [2016; [Kircher et al., [2014), above the user-set

pathogenicity score cutoff will contribute the overall score of this gene.

For each observed case-control mismatch, a constant (1) is added to the overall score for the gene
where the variant is located, indicating the presence of a meaningful genetic difference between
this case-control pair. For parent-child trios, if the causal variant is assumed to be dominantly
expressed, it must be absent in both parents to be considered a case-speci c¢ variant. If the causal
variant is assumed to be recessive, it must be present at the maximum once in each parent. If the
causal variant is assumed to be compound heterozygous, it must be present at maximum once in
one parent. The adjusted pathogenicity score multiplied by the user-speci ed weight (default is 1,
see the optional parameter -weight_score in is added to the overall score in order to
prioritize variants previously noted as functionally impactful. In the event where multiple variants

tting these criteria are found, the largest pathogenicity score will be used to add the contribution
of this pair to the focal gene. When the compound heterozygotes mode is selected, the second-best
score will be also added to the gene’s score. The scores contributed by all case-control pairs will

be added to the overall score of the gene in question.

To accommodate genetic heterogeneity within-genes, i.e. the effect that different genetic variants
in the same gene independently contribute to the phenotypic change, SimPEL collapses the variants
inagene intoa super variant (B. Li & Leall, 2008; Madsen & Browning, 2009). The cross-gene
level heterogeneity will not be speci cally analyzed, as it is complicated to guess which genes
should be collapsed together. As such, different case-control pairings with different causal genes
will only contribute to the statistical power of nding their corresponding genes separately. In
essence, the causal focus is on genes, rather than speci c variants. Because of this, the power will

decrease if the number of causal genes is high.
Subsequently, all scored genes will be sorted by their overall scores. SimPEL will check the
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relative ranking of each of the simulated causal gene(s) in the sorted list. If a causal gene pool is
provided, SImPEL accounts for the power contribution of this a priori knowledge through checking
the standing of the potential causal gene only against the provided list, as opposed to all 53934
possible genes from the Genecode le. Intuitively, it is far easier to (i.e. the study can more reliably
or powerfully) rank in the top 10 of, for example, 400 candidates as opposed to 50000 candidates.
If the causal gene is present in the speci ed rank success list (e.g. top 10), the simulation will be
considered as a success. Lastly, the number of successes divided by the total number of simulation
rounds speci ed by the user is considered as the power of the proposed study design. It should be
noted that the false positive rate is re ected by the cutoff number of prioritized top genes (i.e. the
size of the rank success list), as it represents the user’s estimate of the number of genes statistically

associated with the condition to the extent of warranting further investigation.

Overall, this procedure is consistent with standard practice in low-prevalence condition studies

(Boycott et al., 2013} [Cooper & Shendure, 2011} [MacArthur et al., 2014).

Note: the gene pool can be pre-selected in both sample simulations and the analytical procedures.
Pre-selecting the gene pool in the sample simulations but not in the analytical procedure indicates
that the user has a priori knowledge as to what the potential candidate genes are, but also want to

estimate the power of the study when this knowledge is not leveraged in the analysis.

2.2.4 Data Output Format

Results of the power estimation procedure for the proposed study design are reported in a text

le. The le’s header contains a summary of all user-speci ed parameter values, including all
mandatory parameters and any optional parameters speci ed in the input command. Summary
information from each of the simulations is reported in sequential order. For each round of simu-
lation, the information being reported includes the simulated causal gene(s), the generated variants
and their locations, the rank of the simulated causal gene in the nal shortlist of top genes, and the

overall score used to determine its rank in the shortlist. The variants are presented in single lines
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and display the template genotype ID, the ethnic group, the gender, the location of the variant, the
substituted base, and the pathogenicity score of the substitution, all delimited by forward slashes
(/). The power of the simulated study for each heterogeneity status is displayed at the tail end of the

leasa oatbetween 0.0 and 1.0 along with the program runtime in seconds. For example, should
the simulated condition have three causal genes as speci ed by the input parameter, the powers
of nominating at least 1, at least 2, and all 3 genes to the rank success list will be generated. A
power of 1.0 indicates inclusion of the simulated causal gene in the rank success list in every round
of simulation and analysis. The le is constantly updated as SImPEL runs. As such, generated

information is retained within the output le in the event of early termination of the process.

2.3 Results

2.3.1 Customizable Parameters

By providing highly customizable parameters, SImPEL can be exibly applied to a variety of
study designs. Several of them are listed in Toggling the parameters to simulate a
range of expected study conditions can provide a thorough summary of the relative contributions
of each parameter. For example, in situations where the sample size is suf ciently large, reduced
penetrance at a gene in question may decrease the power less than a similar increase in locus
heterogeneity, but not as much as the elimination of matched parental controls. The parameters
fall into three categories. First, simple parameters related to the study design are incorporated,
such as how many cases are paired with matched familial (parent or sibling) controls. Second,
parameters relating to the genetic architecture permit the incorporation of user expectations with

regards to the impact of variants on the phenotype. Factors include:

1. Simple parameters related to the study design are incorporated, such as how many

cases are paired with matched familial (parent or sibling) controls.

2. Parameters relating to the genetic architecture permit the incorporation of user ex-
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pectations with regards to the impact of variants on the phenotype. These include:
The penetrance of the causal alleles.
Whether the condition is caused by a single gene or multiple genes.
Whether a list of known candidate causal genes is available.

The expected frequency of the causal allele(s) within the general

population (i.e., Itering for the MAF cutoff in EXAC).

3. Analytical parameters, such as pathogenicity score cutoffs, are fully customizable.

Parameter Function

Sample size Number of case-control pairings simulated
Causal gene pool A priori list of genes or model of inheritance
Number of causal genes Heterogeneity of the simulated disease

Rank success list size Affects FDR through included number of genes
Prevalence/penetrance Prevalence/penetrance of the focal condition
Con dence score Pathogenicity score con dence

Score cutoff Cutoff of the pathological score in simulation
Parents/siblings Number of cases with matched familial controls

Compound heterozygosity Consider compound heterozygous sites only

Table 2.1: Key customizable SimPEL parameters and descriptions of their function. From (Mak
et al.| 2018). Copyright 2018 by John Wiley & Sons, Inc. Adapted with permission.

Lastly, SimPEL also allows the user to specify a con dence interval for the scores calculated by
standard tools, lending itself to cases where the estimation of pathogenicity may not genuinely

re ect the magnitude of the variants’ effect. The full list of the parameters and their descriptions

is available in[Appendix Al

2.3.2 Insights Revealed by Simulations

SImPEL utilizes a speci c set of input les for the purpose of simulations. Three major inputs are

the population variant frequency, MAFs, and pathogenicity scores. For these inputs, the default
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les included with the program are from the 1000 Genomes Project (Auton et al.| [2015), the Ex-
ome Aggregation Consortium (Lek et al., 2016), and M-CAP (Jagadeesh et al., 2016), respectively.
Population variant frequencies genotypes serve as a template for the generated individuals in sim-
ulations. MAFs allow for the identi cation of minor allele counts in healthy populations. Lastly,

pathogenicity scores indicate the disease causal likelihood of generated variants in the simulations.

To demonstrate the utility of SImPEL, simulations were carried out using autosomal recessive
genes as the input causal gene pools. Compound heterozygosity was also agged for the purpose
of these sample simulations. The results show that power increases proportionally with the sam-
ple size (Figure 2.2A)), the minimum pathogenicity score (Figure 2.2B), the penetrance
[2.2C)), and the number of matched parental controls (Figure 2.3), although a plateau is reached af-
ter a certain point (speci c to the parameter) and diminishing returns are observed in a logarithmic
fashion. Increasing the penetrance appears to have a lower incremental effect on power in com-
parison with sample size and minimum pathogenicity score. The statistical power expected when
identifying causal genes is also reduced with respect to increasing the heterogeneity of the simu-
lated disease, illustrating the dif culty in elucidating multifactorial inheritance disorders. Overall,
increases in sample size have the greatest effect on power increase of the three parameters across
different heterogeneity statuses. With regards to the number of matched controls, the estimated
power spikes rapidly beyond the presence of ve controls (Figure 2.3). Parents represent the best
genetic architecture for controls in case-control pairings, and a single parental control within a
collection of pairings elevates the power to prioritize the single causal gene (with the assumption

of no heterogeneity) of a disease to 1.

2.3.3 Ef cient Implementation

SImPEL is implemented as an extension to our established JAWAMIx5 tool (Long et al., [2013),
an HDF5-based Java implementation for association mapping. As Java is platform independent

and the software comes batteries included, there is no speci c installation process required and
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Figure 2.2: Changes in estimated power across sample sizes, minimum pathogenicity scores, and
penetrance.

Notes: The estimated power to prioritize the simulated causal gene(s) to the top candidates list
in a proposed low-prevalence condition study design over different (A) numbers of case-control
pairings, (B) minimum pathogenicity scores, and (C) levels of penetrance. The input causal gene
pool consists of a subset of known autosomal recessive genes and compound heterozygosity has
been agged. All other parameters remain at default. From (Mak et al., [2018)). Copyright 2018 by
John Wiley & Sons, Inc. Reprinted with permission.

the program is ready for immediate use. Taking advantage of its ability to store large genomic
data les on disk, but access them as though they are in memory, SImPEL is scalable to very large
genome pools while consuming little memory. Computational resources are largely consumed
through reading annotation les and comparing the genotypes of cases and controls. A run-time of
60 minutes can be expected given the inclusion of a gene pool consisting of several hundred genes,
extending to upwards of 12-24 hours upon inclusion of all human genes. For more information
on how to utilize SIMPEL and speci c¢ information on all parameters and inputs, please refer to

Appendix Al
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Figure 2.3: Changes in estimated power across different numbers of parental controls.

Notes: The estimated power to prioritize the simulated causal gene(s) to the top candidates list
in a proposed low-prevalence condition study design over different numbers of case-control pair-
ings and different numbers of parental controls. The input causal gene pool consists of a subset
of known autosomal recessive genes and compound heterozygosity has been agged. All other
parameters remain at default. (A) The power to prioritize the causal gene where there is one causal
gene for the low-prevalence condition. (B) The power to prioritize one causal gene where there
are two causal genes for the low-prevalence condition. (C) The power to prioritize both causal
genes where there are two causal genes for the low-prevalence condition. From (Mak et al., [2018).
Copyright 2018 by John Wiley & Sons, Inc. Reprinted with permission.

2.4 Discussion

We provide, for the rst time, a tool to address the issue of underpowered study designs for low-
prevalence condition studies. Our results are in line with known power trends (Gulko et al., 2015)
and exhibit the practical usage of SImPEL. In the eld of genomic sequencing studies, research
foundations funding low-prevalence condition etiology studies are becoming more prevalent. The
onus is on interested researchers to provide rational study designs in the face of implicitly small

numbers of affected cases. This currently poses a signi cant challenge for interested researchers, as
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the customary measure of power cannot be calculated analytically using existing tools for common

diseases. SIMPEL is a timely tool that addresses this need.

A limitation of SImPEL is that in practice, some of the key parameters (e.g. penetrance) are
unknown to researchers. If our default values are not applicable to the study design at hand, re-
searchers may run SImPEL multiple times using different likely values and use the average of
the outcomes as the expected power. Another limitation that exists within SimPEL’s analytical
approach involves the candidate gene pool and speci ¢ annotation tools used. As mentioned pre-
viously, for each simulation round, a causal gene is randomly assigned from the candidate gene
pool. However, to appear on the nal rank success list, the pathogenicity score of associated vari-
ants must be above the user-speci ed pathogenicity score cutoff. This means that in instances
where no candidate gene pool is provided and all 50000 human genes are considered as candidate
causal genes, the power is naturally low as it is highly likely that SimPEL will assign a gene with
completely non-pathogenic variants as causal for a particular simulation round. Intuitively, this is
not an issue as hoping to derive some outcome from considering all human genes as potentially
causal is rather frivolous. It is within expectations for a complete lack of prior insight to lead to a
complete lack of power. What’s more troubling is the potential for the pathogenicity scoring tool to
deem certain variants within a restricted candidate gene pool to have low pathogenicity. For these
instances, if users are con dent that it’s the pathogenicity scoring tool that has failed to suitably
annotate variants their suspected gene(s), then users would need to lower the pathogenicity score
cutoff so that their suggested gene can be included within the nal rank success list. For example,
some have suggested that CADD scores may not be particularly effective in predicting deleterious-
ness with regards to noncoding variants (Mather et al., 2016). Mather et al. (2016) state that they
could not determine causal rare intronic variants despite signi cant differences in assigned anno-
tation scores between common and rare SNVs, identifying in silico annotation tools as an area
of improvement for future clinical application of genome-wide association studies (GWAS) data.

Fortunately, given SImPEL’s exibility with regards to inputs, scores generated from a different
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annotation tool can easily be applied within the program. This demonstrates SImPEL’s potential
longevity and applicability to revised annotation tools in the future. Users may also choose to in-
dicate their con dence in the scoring system of their selected annotation tool through specifying a

value for the con dence parameter.

To determine causality, experimental validation on variants discovered through genomic sequenc-
ing is essential, especially for low-prevalence conditions. For studies involving only a handful of
cases, it may not be possible to independently replicate the results, and by extension make a strong
statistical case for association. As such, integrating the results of statistical and experimental ap-
proaches as well as context in the form of patient medical history and familial history are required

to establish causality.

SImPEL is the rst tool to provide quantitative estimates of power in accordance to the study de-
sign and key underlying assumptions regarding the genetic architecture of a focal low-prevalence
condition. Given the complexity of the annotations, analyses, and the heterogeneity of different
diseases, we expect that simulations will remain essential even as theoretical understanding of
statistical methods for low-prevalence conditions improves. Therefore, SImPEL’s method of esti-
mating power in the evolving eld of low-prevalence condition studies has longevity. In addition,
SImPEL can be easily updated to accommodate for new innovations, such as improved ad hoc
annotation tools or theoretical derivations along the lines of Lee et al. (2014). To facilitate re-
producibility in other statistical power estimation tools, users also can use output simulation level
variants and overall scores to compare different power estimations. All example input and out-
put les can be found on GitHub at https://github.com/precisionomics/SimPEL. Before
preparing their own data, users may interact with sample data to test SImMPEL’s power estimation

capabilities.
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Chapter 3

Deep Learning Enabled Haplotype Reconstruction

In this chapter, we explore the utilization of both data simulation and ML-based parameter opti-
mization towards augmenting the task of haplotype reconstruction in an application-agnostic man-
ner. As a proof of concept, we demonstrate the usage of a novel dual ML/DL apparatus towards
the parameter optimization of PoolHapX for the task of viral quasispecies reconstruction. As men-
tioned in the [Preface] while this project ties heavily into PoolHapX, it is a distinctly separate body

of work.

3.1 Background

3.1.1 Previous Applications of Deep Learning Towards Biological Studies

As NN architectures are well suited for identifying both spatial and sequential patterns, direct ap-
plication of DL methods towards genomics is a particularly good t. Many of the more successful
previous applications of DL toward raw genomic data have involved addressing a host of predic-
tion tasks. These include transcription factor binding (Zhou & Troyanskaya, [2015}; |Alipanahi,
Delong, Weirauch, & Frey, [2015]; [Kelley, Snoek, & Rinn, [2016)), functional annotation (Quang &

Xiel, 2016)), and single-cell DNA methylation states (Angermueller, Lee, Reik, & Steglel 2017).

DL models have also been applied towards population genetic inference where prediction tasks
drew from metrics and statistics summarizing the observation rather than direct application on
raw data (Sheehan & Song, 2016). This data compression and pre-processing measure allows for
the usage of simpler architectures, such as FFNNSs, to map information to prediction rather than
needing to rely on the more heavy-duty convolutional or recurrent architectures to extract patterns

from raw data as with the raw genomic applications of DL.
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3.1.2 Haplotype Reconstruction

Haplotypes refer to a collection of alleles inherited together from a single parent organism. This
concept is extendable to both diploid and haploid organisms. NGS methods result in short sequenc-
ing reads generally without phasing information, leaving researchers without haplotype informa-
tion through sequencing methods alone. Due to dif culties with sample separation, practical usage
of genomic data involves pools of heterogenous mixtures, which includes multiple haplotypes.
Haplotypes are important to the understanding of complex diseases and haplotype reconstruction

is a problem currently under active research.

Recent advances in sequencing technology, including single-molecule technologies such as linked-
read sequencing (Zheng et al., 2016)), have allowed for both increased breadth and depth of genetic
variant assessments. However, broad application of haplotype reconstruction is still dif cult, espe-
cially in cases where numerous haplotypes can be present (e.g. viruses, bacteria, metagenomics) or
for long-range haplotypes (Cao et al.| [in preparation)). Previous computational approaches towards
haplotype reconstruction generally revolved around either statistical linkage disequilibrium (LD)
or physical LD (M. Stephens, Smith, & Donnelly, [2001; [M. Stephens & Donnelly, 2003}, Voight,

Kudaravalli, Wen, & Pritchard, [2006]; |Selvaraj, Dixon, Bansal, & Ren| [2013).

To integrate the two approaches and additionally account for cross-host effects, PoolHapX was
developed. PoolHapX is a Java tool for de novo haplotype reconstruction through pooled ge-
nomic data (Cao et al | [in preparation), jointly inferring haplotype identity and haplotype frequency.
The tool involves the sequential application of graph colouring, divide and conquer, approximate

expectation-maximization (AEM), breadth- rst search (BFS), and linear regression with LOL1 reg-
ularization (Figure C.J).

PoolHapX is universally applicable (Cao et al. in preparation) and the integration of cross-host
sharing and within-host details allows it to outperform SOTA haplotype reconstruction tools in the

domain of viral quasispecies, bacterial haplotypes, metgenomics, and human haplotypes
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c2).

3.1.3 Motivation and Opportunity

While PoolHapX has demonstrated capable performance in haplotype reconstruction across a va-
riety of applications, usage of PoolHapX includes an extensive parameter set that is both laborious
and time consuming to manually tune. Moreover, as the haplotype reconstruction task is speci ¢
to the underlying biological aspects of each application (Cao et al., [in preparation), the best per-
forming PoolHapX parameter sets will vary from application to application and it is suboptimal
to attempt to employ a single xed PoolHapX parameter set across all applications in hopes of
viable generalized performance. These underlying aspects could include different con gurations
of data, such as variant density and linkage patterns. Other factors could include different rates of
within-tissue evolution. Indeed, for applications with high levels of internal heterogeneity, such
as cancer, a xed application-speci ¢ PoolHapX parameter set may not even be able to produce

generalizable performance within the application itself.

As such, while PoolHapX is theoretically universally applicable, a gap currently exists in how to
seamlessly adapt PoolHapX towards a variety of, at this time, unexplored applications. How is the
universal applicability of PoolHapX realized? A parameter tuning framework is therefore needed

to accomplish two tasks:

Reduce the intensive labour and time required to manually tune PoolHapX param-

eters for unexplored applications.

Flexibly nd optimal PoolHapX parameter sets on an individualized and personal-

ized basis.

To address this gap, we have developed a novel ML and DL framework to perform PoolHapX
parameter tuning in a systematic and reproducible fashion. The framework serves well as an initial

concept and demonstrates potential for paired usage with PoolHapX in the future.
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3.2 Methods

The following section will describe the end-to-end work ow of the PoolHapX parameter tuning
framework in conjunction with the speci ¢ order of operations described in [Appendix B] As a
proof of concept, the overall framework has been applied towards HIV data and many of the steps

in relation to data simulation will re ect such.

3.2.1 PoolHapX

PoolHapX requires several inputs. For each pool, the following are needed:
Binary Alignment Map (BAM) le; information on sequencing read alignment.
Variant Calling Format (VCF) le; information on gene sequence variants.

In addition to BAM and VCF les for each pool, PoolHapX also takes a parameter set adjusting
for the various implementations of the aforementioned algorithms through a Java Properties le.
It is this parameter set that lies at the heart of the parameter tuning framework. For a full list of

PoolHapX parameters (November 2019 build), please refer to[Table 3.2

PoolHapX produces a tab-delimited le for each pool, highlighting the haplotypes present and their
frequencies within the pool in columns. Haplotype identity is represented by the allele (reference

or alternate) present at each variant site (row) compiled across all pools.

Optionally, with information on the original haplotype identities and corresponding frequencies in
gold standard les, PoolHapX is capable of evaluating the haplotype reconstruction performance

through two metrics:
Matthews Correlation Coef cient (MCC), for haplotype identity (Matthews, |[1975).
Jensen-Shannon Divergence (JSD), for haplotype frequency (Lin, [1991).

MCC is calculated through the following equation, with positives and negatives referring to alter-
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nate allele status at variant sites.

TP TN FP FN

MCC = p
(TP+FP)(TP+FEN)(TN+FP)(TN+FEN)

(3.1)

JSD is calculated through the following equation, with D referring to the Kullback-Leibler diver-
gence:

JSD = %D(P M)+ %D(Q M), M= %(P+Q) (3.2)

3.2.2 Haplotype Data Simulation

To evaluate the haplotype reconstruction performance of PoolHapX with regards to haplotype iden-
tity and haplotype frequency through MCC and JSD, respectively, a set of gold standard les is
needed. That is, the existing haplotypes within the pools of genomic data upon which the haplotype

reconstruction process is applied towards. We generate this data through a simulation process.

SLiM 3 is a forward genetic simulation framework capable of modelling aspects of population
genetics such as overlapping generations, tness-based survival, etc. through a non-Wright-Fisher
model (Haller & Messer| [2019). This shift away from the limitations constrained by the assump-
tions of the Wright-Fisher model allows for greater exibility in the simulation process. SLiM
is powerful in that it allows users a high degree of control through Eidos scripts (Haller, [2016).
For our purposes, we speci ed a haploid panmictic evolutionary model to generate HIV viral qua-
sispecies, which can then be taken by PoolHapX’s included PoolSimulator module to generate
sequencing reads. For more information on the usage of PoolSimulator, please refer to the Pool-

HapX user’s manual.

For each set of simulations, population genetics parameters to be designated within the script

are stochastically generated from a uniform distribution bounded by speci ed ranges. The SLIiM

parameters and their ranges are outlined in

For the scope of this project, the majority of the parameters ranges are similar to what was em-

ployed for the simulations within the PoolHapX publication for viral quasispecies results (Cao
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SLiM parameter

Lower bound

Upper bound Value type

Carrying capacity 3000 6000 int

Deleterious tness -0.03 -0.01  oat
Bene cial tness 0.03 0.05 oat
Recombination probability 1.0e-5 3.4e-3  oat
Deleterious mutation probability 0.1 0.5 oat
Bene cial mutation probability 0 0.1 oat
Neutral mutation probability 0.75 1 oat
Mutation rate 2.4e-5 1.0e-4  oat
Number of generations 1000 5000 int

Number of pools 50 150 int

Table 3.1: Bounds for the stochastic simulation of SLiM parameters for a haploid panmictic
evolutionary model.

et al| [in preparation). HIV mutation rate upper and lower bounds were selected across a variety
of previously published numbers (Sanjuan, Nebot, Chirico, Mansky, & Belshaw, [2010; [Zanini,
Puller, Brodin, Albert, & Neher, 2017; |Cof n| [1995; Nowak| [1990). Similarly, HIV recombina-
tion rate stochastic simulation bounds were also chosen across a range of numbers from prior work
(Batorsky et al., 2011} [Neher & Leitner, 2010; [Rawson, Nikolaitchik, Keele, Pathak, & Hu, [2018;
Zhuang et al., [2002}; |Smyth et al., [2014).

3.2.3 A Two Model Scaffold for Training

Initial conceptualization of the parameter tuning framework involved a single model design with
a FFNN to map summary statistic features to a PoolHapX parameter set. Inspired
by the usage of processed summary statistics from genomic data as input for a FFNN by Sheehan
& Song (Sheehan & Song, [2016), the input to the FFNN would be summary statistic features ex-
tracted from BAM and VCF les, while the output would be a PoolHapX parameter set. Jiang et.
al have also showcased an application of utilizing a FFNN to tune parameters for external models

(Jiang, Wu, Zheng, & Wong, [2017). To expand upon this concept, we’re looking to apply a FFNN
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Figure 3.1: Initial conceptualization of the PoolHapX parameter tuning framework using a sin-
gle feedforward neural network and PoolHapX itself as the cost function. Depicted are the data
simulation and training processes.

to tune multiple parameters for an ensuing model. The output parameter set would be piped into
PoolHapX along with the aforementioned BAM and VCF les to produce haplotype reconstruc-
tion performance metrics, which in turn can serve as the loss and, through AD, be fed back into
the FFNN for backpropagation. Essentially, for the single model parameter tuning framework,

PoolHapX itself would serve as the cost function for training the FFNN.

This, however, has several problems that stemming from the usage of an external process as a
custom cost function. During the training process of a ML model, the cost function is called fre-
quently. As PoolHapX takes several hours to run, the latency introduced for such a frequently
called function makes the integration of PoolHapX unfeasible. Moreover, as DL training and in-
ference typically involve GPU processing, the integration of an external process results in constant
memory shuttling between the CPU and the GPU, which is computational expensive and is prefer-

entially avoided.
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Figure 3.2: The big picture of the two-model PoolHapX parameter tuning framework. Depicted
are the data simulation/generation and training processes of both the inner and outer models.

The novel solution we have devised is to apply a second inner model to map PoolHapX parameter
sets to the haplotype reconstruction performance metrics (Figure 3.2). This inner model (referred
to as such henceforth, with the FFNN referred to as the outer model) will be trained independently
from the outer model. The inference process of the trained inner model will then embedded as the

custom cost function of the outer model later on for the training of the outer model.

Broadly put into a big picture, this novel two-model scaffold can be broken down into a three step

process:

1. Train the inner model.

2. Train the outer model with the trained inner model performing inference as the

cost function.

3. Perform inference with the trained outer model.
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3.2.4  Inner Model

The inner model serves to map PoolHapX parameter sets to haplotype reconstruction performance
metrics. In essence, PoolHapX parameter sets serve as samples X and the reconstruction metrics
serve as the corresponding targets y. To train the inner model, we need to rst generate the samples
and targets. A GitHub repository containing the source code for the inner model can be found at

https://github.com/theLonglLab/phx-parameter-map.

Data Generation

As PoolHapX is what generates the reconstruction metrics, PoolHapX itself needs to be run with
inputs. Therefore, three sets of inputs need to be generated for each target: SLiM and PoolSimula-
tor simulated haplotypes (the previously noted gold standard les ), the associated genomic data,

and stochastically simulated PoolHapX parameter sets.

Similar to SLiM simulation parameters, PoolHapX parameter sets were stochastically generated

from uniform distributions between a speci ed upper and lower bound. The full list of PoolHapX

parameters is described in

To cohesively coalesce the separate MCC and JSD metrics together, we have opted to utilize the
ratio between the two values. This is because optimality for the two metrics are in opposite direc-

tions, with the goal being to maximize MCC and minimize JSD.

MCC
Target = 35D (3.3)

A major caveat of this particular inner model design is species speci city. We address this topic in

more detail in[section 3.4.

Model Selection

To select a model from the amalgamation of ML models available for this task, we evaluated model

performance through basic goodness-of- t. With the 8000 samples set aside for the inner model,
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Figure 3.3: The training process for the inner model.

we used 80% to train the models and 20% to test them. The mean of the training set targets served

as the regression baseline for comparison. The three candidate inner models we explored were:
LASSO.
RF regressor.
GBDT regressor (XGBRegressor).

The baseline, LASSO, and RF models were built with Scikit-learn version 0.22.1 (Pedregosa et al |
2011). The GBDT model was built with XGBoost version 0.90 (Chen & Guestrin, [2016).

Goodness-of- t is assessed through the R? coef cient of determination value and MSE for a more
relative comparison. Eight fold k-fold CV was performed on the training set alongside hyperpa-
rameter tuning across all of the models using Optuna version 0.19.0 (Akiba et al., 2019). For
each model, hyperparameter tuning was performed across 1000 Optuna trials. lists the

hyperparameters and their associated search spaces for each model.
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Figure 3.4: The inference process of the trained inner model.

The trained GBDT model to be used for inference is subsequently embedded in the outer model as

the cost function (Figure 3.4).

3.2.5 Outer Model

The outer model serves to map summary statistics to PoolHapX parameters, a multi-task learning
problem with each PoolHapX parameter serving as individual tasks. Unlike traditional supervised
learning models, we use a custom cost function. Generally, cost functions calculate the discrepancy
between the predicted target and the actual target to serve as the loss value. However, as we’re using
the trained inner model performing inference to serve as the custom cost function, the only input
required by the trained inner model is a set of PoolHapX parameters, which is the output of the
outer model. Therefore, to train the outer model, we only need to generate samples for the outer
model input and there are no associated targets. A GitHub repository containing the source code

for the outer model can be found at https://github.com/theLongLab/phx-nn.

Data Generation and Feature Extraction

Similar to the inner model, haplotypes and the associated genomic data are simulated via SLiM and
the PoolSimulator module of PoolHapX, though the haplotypes are unused for the outer model. We
have opted to simulate perfect data, hence Variant Encoding Files (VEF) are directly generated
by PoolSimulator from the SLiM outputs. VEF is a custom le format created speci cally for

PoolHapX (Cao et al .} [in preparation).
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Figure 3.5: The training process for the outer model.

A variety of summary statistics are extracted from VEF les. These summary statistics fall into two
main categories: genomic aspects and alignment aspects. Alignment aspects refer to metrics such
as coverage, proportion of reads mapped/perfectly mapped/unambiguously mapped, etc. These
are in relation to the quality of the genomic data and the quality of the alignment, encompassing
the potential noise introduced to the data by the sequence alignment and variant calling process.
As we’re working with perfect data, statistics in relation to alignment quality were xed to
high quality values. Genomic aspects include statistics in relation to nucleotide diversity, variant
density, MAFs, and LD. These metrics aim to capture the underlying information as provided by
the genomic data, speci c to the organism or application in question. For usage on non-perfect

data, these features can be extracted from BAM and VCF les. contains the full list of

summary statistics extracted and applied as the input for the outer model.
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Neural Architecture Search

With the 10000 samples set aside for the outer model, we once again used the same 80/20 train/test
split. Eight fold k-fold CV was also applied to the training set, to keep consistency with the inner
model. FFNNs were trained across 100 epochs with a 90/10 mini-batch/validation split, running
for a minimum of 50 epochs and early stopping set at 10 epochs without improvement. Neural
architecture search (NAS) was performed with Optuna version 0.19.0 across 200 trials. NNs were
built with PyTorch version 1.3.1 (Paszke et al., [2019). To reduce boilerplate code and simplify
usage, we wrapped the NN code with PyTorch-Lightning version 0.5.3.2 (Falcon et al., [2019).
outlines the hyperparameter search spaces for the outer model.

A small issue of framework interoperability arose here that previously did not affect the inner
model as everything was implemented through Scikit-learn APIs. To alleviate this issue, we manu-
ally split the training set into CV folds and ran the NAS processes concurrently using Ray version

0.8.0 (Moritz et al., 2018).

In each candidate FFNN architecture, batch normalization (loffe & Szegedy, [2015) and dropout
(Srivastava et al., [2014) were applied to every layer save for the output. Leaky ReLU was applied
as the activation function to each hidden layer with a factor of -0.01. AdaBound (L. Luo et al.|
2019) was applied as the optimizer, updating the learning rate at the 50th epoch. Weights were
initialized through Xavier initialization (Glorot & Bengio, 2010), where values are sampled from
the following: s
N (0;s?); s =

2
fan_in+ fan_out

(3.4)

The outer model is a multi-headed FFNN, referring to the individual nature of each output node.
Rather than a compiled output layer of neurons, each PoolHapX parameter serving as an output
node is independently separated. This is due to the need to clamp each output to different value

ranges.
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Figure 3.6: The inference process for the trained outer model.

3.3 Results

3.3.1 Inner Model Goodness-of-Fit

outlines the goodness-of- t performance across the three models and a regression base-
line (the mean of the target values). In a vacuum, performance is not ideal across all of the models.
The R? value is quite low, indicating none of the models t the data particularly well. One positive
note is that the test MSE and R? values lie within the CV 95% con dence intervals (Cl), suggesting
that the models are not over tting. Further discussion addressing as to why we may be observing

this poor tand what could potentially alleviate this can be found in[section 3.4.2]

3.3.2 PoolHapX Parameter Set Feature Importance

The best performing model, by slim margins, is the GBDT regressor. [Table 3.7]lists the nal tuned

hyperparameter values and other properties (i.e. tree_method) for the trained GBDT inner model.
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Figure 3.7: The top 10 most important PoolHapX parameters as determined by the inner model.
The F score is the number of times each feature appear as a splitting point in the tree ensemble.

lists the relative feature importances as determined by the trained XGBRegressor for
the top ten PoolHapX parameters in the November 2019 build of the program. The F score is the
weight, a metric that sums up how many times each feature is split on within the tree ensemble.
Regression_Gamma_Min, AEM_Maximum_Level, and AEM_Regional _Cross_Pool_Freq_Cutoffr-
ound out the top three and is in line with expectations and previously noted in uential parameters
for PoolHapX (Cao et al., [in preparation). We further discuss the implications of this gure in

section 3.4

3.3.3 Outer Model Architecture

[Table 3.8joutlines the nal neural architecture properties for the outer model. provides
a mockup visualization generated through NN-SVG (LeNail, [2019). NN-SVG is a simple web

application for producing publication-ready NN architecture schematics.

3.3.4 Parameter Tuning Performance

To evaluate the performance of model tuned parameters on PoolHapX, we compared its perfor-

mance on synthetic HIV quasispecies data against:
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Figure 3.8: A mockup of the nalized outer model FFNN architecture.
A xed, manually tuned parameter set.
Random parameters.

The model tuned parameters were generated through the same feature extraction steps from VEF
data and inference through the trained outer model. Random parameters were generated through
the same stochastically generated bounds in The xed, manually tuned parameters are
listed in[Table 3.9

For MCC, higher is better. Model tuned parameters are shown to exhibit better performance than

random on average and below the xed parameters (Figure 3.9).

For JSD, lower is better. Model tuned parameters are shown to exhibit performance below both

the random set and xed parameters, although in a more consistent fashion with lower variance in

performance (Figure 3.10).
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Figure 3.9: Haplotype identity reconstruction performance (via MCC) by parameter tuning source.

3.4 Discussion

We provide a systematic and reuseable parameter tuning framework for PoolHapX. The input
summary statistics to the outer model listed in[Table 3.4 were put in place to offset a lack of prior
insight in terms of which speci ¢ summary statistics are the most informative features for the Pool-
HapX parameters. Furthermore, ANNSs are capable of handling redundancy well and essentially
perform automatic feature selection as input weights are part of the overall parameter set that is
updated throughout the learning process. The inclusion of overlapping metrics (e.g. maximum and
minimum with variance) allows for the conveyance of the maximum amount of information in a
structured fashion. In this instance, the additional metrics also do not signi cantly increase the
dimensionality burden of the data. Additionally, as dropout is applied to the input layer, albeit at a
reduced probability in contrast to what is applied to the hidden layers, a model averaging effect is
applied on the input. This serves to further remove the potential over tting effects that increased

dimensionality would introduce to ML models. All in all, the current framework is well suited
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Figure 3.10: Haplotype identity reconstruction performance (via JSD) by parameter tuning source.

for the inclusion of the maximum amount of input information while accounting for the potential

negative effects from additional dimensionality.

In its current iteration, some limitations of the overall results include poor inner model t and the
concerning outperformance by random parameter sets on reconstructed haplotype frequency. A

variety of factors may explain the current results.

The rstis that the randomness of the random parameter sets is overstated to an extent. The upper
and lower bounds in [Table 3.2| were settled on through extensive trial and error in which extreme
values will result in PoolHapX itself throwing an error. In those instances, the data points have
been set as 0 MCC and 1 JSD for comparison purposes. The bounds were meant to constrain
the training space for the parameter tuning model and were reused to generate random parameter
sets for the sake of consistency in the comparisons. Even with the bounded parameters, random

parameter sets still will occasionally cause PoolHapX to throw errors, as indicated by the outliers
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in[Figures 3.9/and [3.10]and the higher variance of random parameters. Without the bounds, model

tuned parameters are likely to outperform randomly generated parameter sets by the simple virtue

of PoolHapX actually running to completion and generating some form of valid results.

Another factor in the performance of the outer model is the poor t of the inner model. Despite the
current state of the inner model, the outer model still exhibited relatively competitive performance
with the manually tuned parameters, hinting at the potential of the overall parameter tuning frame-
work with more polish. Additionally, the relative feature importances in is consistent
with the insight from PoolHapX authors. With regards to the top three, Regression_Gamma_Min
refers to the lower bound of the hyperparameter search space for the g regularization coef cient
of the L1 norm, as implemented in the LOLearn R package (Hazimeh & Mazumder, 2019). Pool-
HapX speci cally applies LOL1 regularized regression for the nal step and as such, this is a
key in uential parameter in the quality of the results. The other two rounding out the top three,
AEM_Maximum_Level and AEM_Regional _Cross_Pool Freq_Cutoff both affect the AEM portion
of PoolHapX. AEM maximum level sets to the number of times regions unable to be linked by
physical linkage through graph colouring are statistically linked together through AEM. The re-
gional cross pool frequency cutoff sets the cross-host frequency cutoff to remove physically linked
regions from further AEM statistical linkage. All three are key parameters noted by the PoolHapX
authors to be highly in uential towards the quality of the nal reconstruction and are dif cult to
tune. Overall, this suggests that the current performance of the parameter tuning framework is not

an anomaly, but rather due to the framework learning the underlying pattern.

Lastly, recall the perfect data previously mentioned in the [Methods| section. It is possible that
this constraint in the training space limited exposure to possible adaptations to instances of poor
alignment. It is also possible and intuitively likely that since there is no noise from sequence
alignment, PoolHapX will inherently perform well regardless of the optimality of its parameters.

As such, the random parameter set results may very well be arti cially boosted.
The application of HIV quasispecies reconstruction has been thoroughly explored for PoolHapX

54



and the manually tuned parameters in[Table 3.9]are perhaps the most optimized out of all the use-
cases explored by the PoolHapX authors (Cao et al.} in preparation). The competitive performance
by the current iteration of the parameter tuning framework bodes well for future applications with

a suf ciently large dataset for training.

The overall goal of this project was not to simply achieve the absolute most optimal performance
on a single PoolHapX application, but rather to build a systematic and reusable parameter tuning
framework so that PoolHapX can achieve viable performance on any given application. To that
end, we have built a good initial concept to ful 1l the goal we set out. Below, we will discuss some

limitations of the current framework.

3.4.1 Caveats of the Current Design

A caveat to the inner model design is that it binds the two-model scaffold to application-speci ¢
usage. When the inner model is trained, it only takes PoolHapX parameter sets as the input sam-
ples. However, the associated target, as generated by PoolHapX, is a result of the combination of
effects from the genomic data as well as the PoolHapX parameter set. Therefore, identical Pool-
HapX parameter sets do not necessarily equate to equal performance, especially in instances of

vastly different input genomic data.

A model trained on HIV data therefore cannot be applied towards human data due to the vast bio-
logical differences between HIV and humans. The outer model also cannot be trained on data from
mixed sources as the inner model is xed on a speci ¢ application. While the overall parameter
tuning framework is application-agnostic, trained models for inference are application-speci c.
For future work, few-shot learning approaches (Finn, Abbeel, & Levine| 2017} |Z. Li, Zhou, Chen,
& Lil, 2017) could be explored to see if frameworks previously trained on similar applications
(e.g. trained on HIV, applied towards another retrovirus) could decrease training time and confer

performance gains.
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3.4.2 Other Limitations

Given the poor goodness-of- t and lack of over tting of the inner model, we can reasonably con-
clude that it is under tting. The most likely explanation is due to the lack of data as sample sizes in
the magnitude of thousands is low in the context of various SOTA models in the ML space. Given

more data, the inner model will likely perform better.

Overall, in conclusion, we have established a working initial concept for a novel dual ML/DL
framework to perform parameter tuning for PoolHapX in a systematic and reproducible fashion.
With more ne-tuning and polish, we are con dent that this framework will enable the universal

applicability of PoolHapX.
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PoolHapX parameter Lower bound Upper bound Value type
Num_Gap_Window 1 int
In-pool_Gap_Support_Min 0 oat
All-pool_Gap_Support_Min 0 1 oat
Level 1 Region_Size_Min 9 13 int
Level 1 Region_Size_Max 12 16 int
Level 2_Region_Size_Min 9 13 int
Level_2_Region_Size_Max 12 16 int
Level _3_4_Region_Mismatch_Tolerance 0 2 int
Level 5_6_Region_Mismatch_Tolerance 1 3 int
Level 7_8_Region_Mismatch_Tolerance 3 6 int
Est_Ind_PerPool 1000 1000000 int
AEM_Maximum_Level 1 7 int
BFS_Mismatch_Tolerance 4 8 int
AEM _Convergence_Cutoff 0 le-4  oat
AEM _Zero_Cutoff 0 le-6  oat
AEM _Regional_Cross_Pool _Freq_Cutoff 1 0.05 oat
AEM Regional HapSetSize_Min 1 10 int
AEM _Regional _HapSetSize_Max 11 100 int
Regression_One_Vector_Weight 1 10 oat
Regression_Hap_VVC_Weight 1 10 oat
Regression_Hap_11_Weight 1 10 oat
Regression_Regional HapSetSize_Max 11 100 int
Regression_Gamma_Min 0 0.25 oat
Regression_n_Gamma 2 10 int
Regression_Mismatch_Tolerance 20 int
Regression_Coverage _Weight 0.5 25 oat
Regression_Distance_Max_Weight 5 oat
Regression_Maximum_Regions 3 int

Table 3.2: Bounds for the stochastic simulation of PoolHapX parameters.
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Model Categories
Hyperparameter Lower bound Upper bound

LASSO
a 1e-10 10

Random forest

n_estimators 200 2000
max_depth 1 100
max_features auto, sqrt

min_samples_leaf le-10 0.5
min_samples_split le-10

bootstrap True, False

XGBRegressor

n_estimators 200 2000
reg_alpha le-10 10
reg_lambda 1e-10 10
learning_rate 1le-10 1
max_depth 1 20
min_child_weight 1 20
gamma 1le-10 10
subsample 0.3 1
colsample_bytree 0.5 1
colsample_bylevel 0.5 1
colsample_bynode 0.5 1
grow_policy depthwise, lossguide

Table 3.3: Hyperparameter search spaces for each of the candidate inner models.
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Genomic aspects

Alignment aspects

Max_Theta_Pi

Min_Theta_Pi

Mean_Theta_Pi

Variance_Theta_Pi
Max_Within_Pool_Variant_Density
Min_Within_Pool_Variant_Density
Mean_Within_Pool _Variant_Density
Variance_Within_Pool_Variant_Density
Cross_Pool_Variant_Density
Max_Within_Pool_MAF_Mean
Min_Within_Pool_MAF_Mean
Mean_Within_Pool _MAF_Mean
Variance_Within_Pool_MAF_Mean
Mean_Cross_Pool MAF
Variance_Cross_Pool _MAF
Max_Within_Pool_LD_Mean
Min_Within_Pool_LD_Mean
Mean_Within_Pool_LD_Mean
Variance_Within_Pool_LD_Mean
Max_Within_Pool_LD_Variance
Min_Within_Pool_LD_Variance
Mean_Within_Pool_LD_Variance
Variance_Within_Pool_LD_Variance

Coverage

Read_Length

Mean_Insert_Size

Variance_Insert_Size

Mean_Pct_Reads_Mapped
Variance_Pct_Reads_Mapped
Mean_Pct_Reads_Perfectly_Mapped
Variance_Pct_Reads_Perfectly_Mapped
Mean_Pct_Reads_Unambiguously_Mapped
Variance_Pct_Reads_Unambiguously _Mapped
Mean_Pct_Informative_PE_Reads_Covering_Two_Sites
Variance_Pct_Informative_PE_Reads_Covering_Two_Sites
Number_of_Pools

Table 3.4: Summary statistics serving as the input for the outer model. These include aspects
outlining the underlying genomic information and aspects relating to the alignment quality.
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Hyperparameter Categories
Lower bound Upper bound

n_layers 2 10

dropout_rate 0.1 0.5

n_units_I 4 128

batch_size 64, 128, 256

Ir 5e-3 le-2
nal_Ir 5e-2 5e-1

Table 3.5: Hyperparameter search spaces for the outer model. This includes aspects of the neural
architecture as well as the hyperparameters relating to the optimizer.

Model MSE CV MSE R2 CVR?
Regression baseline (mean) 10.40 - -8.68e-4 -
LASSO 954 1093 2.64 8.18e-2 7.03e-2 3.8%-2
Random forest 957 10.89 2.79 7.88e-2 7.44e-2 3.87e-2
XGBRegressor 945 10.89 277 9.05e-2 7.48e-2 3.16e-2

Table 3.6: MSE and R? values for each candidate inner model on the testing set. Eight-fold k-fold
CV was applied on the training set to generate 95% CI.
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Table 3.7: The nal hyperparameters (and other properties) of the XGBRegressor serving as the

inner model.

Table 3.8:
model.

Hyperparameter Value
alpha 9.976527452645243
col_sample_bylevel 0.8338875317972408
colsample_bynode 0.9547717021559995
colsample_bytree 0.9244803026794144
gamma 9.005754234249062e-10
grow_policy depthwise
lambda 9.399716905627708
learning_rate 0.004059413528367155
max_depth 4
min_child_weight 20
n_estimators 1089
subsample 0.8348600697148302
tree_method gpu_hist

Hyperparameter Value
n_layers 2
n_units_l0 45
n_units_I1 46

input_dropout_rate
dropout_rate
batch_size
Ir

nal_Ir

0.11610478133068888
0.12252335768160796
256
0.008613105100859442
0.3037947333295751

The nal hyperparameters (and other properties) of the FFNN serving as the outer
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PoolHapX parameter Manually tuned default value

Num_Gap_Window 2
In-pool_Gap_Support_Min
All-pool_Gap_Support_Min

Level 1 Region_Size_Min 11
Level 1 Region_Size_Max 13
Level 2 _Region_Size_Min 11
Level_2_Region_Size_Max 13
Level _3_4_Region_Mismatch_Tolerance 1
Level 5_6_Region_Mismatch_Tolerance 2
Level_7_8_Region_Mismatch_Tolerance 5
Est_Ind_PerPool 100000
AEM_Maximum_Level 7
BFS_Mismatch_Tolerance 8
AEM _Convergence_Cutoff 200

AEM _Zero_Cutoff

AEM _Regional_Cross_Pool_Freq_Cutoff

AEM _Regional HapSetSize_Min

AEM _Regional _HapSetSize_Max 50
Regression_One_Vector_Weight

Regression_Hap_VC_Weight

Regression_Hap_11 Weight

Regression_Regional_HapSetSize_Max 15
Regression_Gamma_Min 0.0001
Regression_n_Gamma 10
Regression_Mismatch_Tolerance 7

Regression_Coverage _Weight
Regression_Distance_Max_Weight 2.5
Regression_Maximum _Regions

Table 3.9: The manually tuned set of default PoolHapX parameters for HIV quasispecies recon-
struction.
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Chapter 4

Conclusions and Recommendations

In this project, we have explored two examples of augmenting genomic applications through sim-
ulations and ML. SImPEL (Mak et al., 2018) has been published in Genetic Epidemiology and will
enable researchers studying RDs and ADRs to estimate the power of their studies in a more feasi-
ble and tting manner for years to come. The ML/DL parameter tuning framework for PoolHapX
is a working initial concept. With more polish, it will help enable the application of PoolHapX to

any haplotype reconstruction task.

For future work, the parameter tuning framework should keep consistent with PoolHapX param-
eters as new parameters are introduced and old parameters are deprecated over time. The current
iteration of the parameter tuning framework is based on the November 2019 build of PoolHapX.
The feature extraction process could also be expanded towards BAM and VCF les in addition to

the current VEF les upon integration of non-perfect data into the training process.

A key lesson learned with regards to project management include the importance of establishing
an easily replicable development environment. While projects may be under the sole responsibility
of speci c individuals for extended periods of time, collaboration and handing off projects to suc-
cessors are inevitable events over the lifespan of a project in academia. The early establishment of
a speci ¢ development environment with explicit dependencies allows for easier transitions from

developer to developer.

As it currently stands, the parameter tuning framework involves a simple model, and it may be
prudent to explore the usage of more powerful architectures in the future. Multiple functional an-
notations could potentially be exploited through an additional convolutional NN performing one

dimensional convolutions across the genomic sequence through multiple data channels, not unlike
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colour channels in image classi cation tasks. As mentioned in[section 3.4.1], few-shot learning and
other meta-learning approaches (Finn et al., 2017; Z. Li et al., 2017) could be explored to see if
parameter tuning frameworks previously trained on similar organisms can speed up the parame-
ter tuning framework training for new applications of PoolHapX. Self-attention and Transformer
models (Vaswani et al., [2017; [Devlin, Chang, Lee, & Toutanova, 2018) have been quickly picking
up steam across a variety of sequential pattern recognition tasks, effectively replacing recurrent
architectures. It could be prudent to explore their applications towards genomics. Any new mod-
els could either replace the current formulation of our simple FFNN or combine with it through

stacking or any suitable ensembling measure.

It is my hope that researchers will use SImPEL and PoolHapX and the parameter tuning framework
for their purposes and hopefully nd it useful in deriving insights. Many avenues for the future

exists and hopefully this work provides a solid foundation for others to build upon.
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Appendix A

SImMPEL User’s Manual

SImPEL is short for Simulation-based Power Estimation for sequencing studies of Low-prevalence
conditions. SImMPEL addresses the need for power estimation in low-prevalence condition studies,
taking into account their inherently small sample sizes and analytical procedures. SimPEL inte-
grates customizable parameters to realistically model study design outcomes and provide applica-
ble information towards further re nement of experimental procedure. SImPEL is implemented as
a function of the established JAWAMIx5 tool (Long et al., 2013), an HDF5-based Java implemen-

tation for association mapping.

A.1 Installation

A tarball is available for download, hosted through WestGrid ownCloud. The archive will include
all mandatory input les. MD5 hash values for each of the les are also included in the download.
As Java is platform independent and the software comes batteries-included , there is no speci ¢
installation required. The JAWAMIx5 JAR le is ready for immediate use, provided that Java has
been installed on the system. Through this, users can easily verify that they indeed have the correct

les and that no errors have occurred during the download and extraction process.

Please note that the les in the tarball are for user convenience. This allows users to start testing
the program without the burden of locating and downloading multiple les from different sources.
Once users have con rmed that they are able to run the program without any issues, it is strongly
encouraged to download up to date les from the original websites and cite the updated publica-
tions for each le. Should users choose to use the included les in the tarball, please cite SImPEL

in the publication as well as the following papers for the tarball les:
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https://owncloud.westgrid.ca/index.php/s/s4d86JjmRXycLKZ

1000 Genomes Project Consortium, Auton, A., Brooks, L. D., Durbin, R. M., Garrison, E. P.,
Kang, H. M., ... Abecasis, G. R. (2015). A global reference for human genetic variation. Nature,
526(7571), 68 74. https://doi.org/10.1038/naturel5393.

Jagadeesh, K. A., Wenger, A. M., Berger, M. J., Guturu, H., Stenson, P. D., Cooper, D. N., ... Be-
jerano, G. (2016). M-CAP eliminates a majority of variants of uncertain signi cance in clinical ex-
omes at high sensitivity. Nature Genetics, 48(12), 1581 1586. https://doi.org/10.1038/ng.3703.
Lek, M., Karczewski, K. J., Minikel, E. V., Samocha, K. E., Banks, E., Fennell, T., ... MacArthur,

D. G. (2016). Analysis of protein-coding genetic variation in 60,706 humans. Nature, 536(7616),

285 291. https://doi.org/10.1038/naturel9057.

A.2 Usage

All parameters are implemented as:

java -Xmx4g -jar /filepath/jawamix5.jar simpel <parameters>.
A full example command is as follows:

java -Xmx4g -jar jawamix5.jar simpel \
-population_genotypes glk all.hdf5 \
-out example_output.txt \
-causal_gene_pool HLA ErbB.txt \
-population_pedigree integrated call _samples v2.20130502.ALL.ped \
-all_genes gencode.v12.genenames.gtf \
-mafs ExAC.r0.3.1.sites.AC.txt \
-pathogenicity mcap vl O.txt \
-tmp_folder tmp_chrs/ \
-num_cases 10 \

-parents 8 \
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-compound_het

In this example, all the les are present in current working directory. The number of case-control
pairings is designated as 10, of which 8 of the controls are parents of the cases. Instances of
compound heterozygosity will also be considered by the program, as indicated by the inclusion of

the -compound_het ag.

For all le names, the le path must be speci ed if the le in question is not present in the current

working directory.

A.2.1 Important Note to Users

While SimPEL allows users to supply their own les in place of the default input les, it is im-
portant that the formats of the les remain consistent to those of the default input les. Another
very important thing to note is that the les used must all align to the same version of the human
genome. All default SIMPEL les are based on Build 37; therefore, if any of the default les are
used, all custom les must also align to Build 37. Alternatively, the users may want to upgrade to
Build 38. Should this be the case, users must ensure that all les comply to the same coordinate

system.

A.3 Mandatory Parameters

-population_genotypes <hdf5 file>

Description: Population genotypes HDF5 le path.

For default usage, the whole genomes provided by the 1000 Genomes Project (Auton et al.,
2015) are recommended. The compressed CSV le has been included within the SImPEL pack-
age. Through a single import command, one can easily convert the CSV le to an HDF5 le
(please refer to the JAWAMIx5 User’s Manual). The HDF5-based data format allows the users
to store large genotype les in the disk while accessing them as though they are in the memory.

The runtime of disk-based solution is similar to approaches using memory (Long et al., 2013).
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This ensures that the software is not memory-intensive and that the programs run at a rapid pace

when working with large les.

File format: The header row speci es the IDs of the individuals. Each row represents a the
presence or absence of a genetic variant. The columns are delimited by commas. The rst
column represents the chromosome number (integer); the second column represents the location
coordinate. All following columns represents the genotype calls for each individual at each
variant. 0, 1, and 2 are each assumed to represent homozygous reference allele, heterozygous

allele, and homozygous variant allele(s), respectively.

-out <txt file>

Description: Output le path.

The program will generate the output le at the speci ed location. The output will show the
simulated causal gene and variants within the samples as well as the rank of the simulated causal
gene in the rank success list for each round of simulation. The overall power of the simulated

study is displayed at the end of the le.

-causal _gene_pool <txt file>

Description: Causal gene pool le path.

By default, a list of genes is expected and a text le containing gene pathogenicity scores is used
in conjunction. Should the speci c casual gene pool be unknown, a list of all human genes can
be used. SImPEL also offers the ability to specify different inheritance models. This can be
done by supplying a list of genes reported by existing studies. To this end, six les containing
genes associated with six different disease models have been included with the SImPEL package.
For example, if the condition in question is assumed to be autosomal-recessive, the Autosomal

Recessive Genes le included within the package can be used as the input for this ag.

File format: Each row represents a separate gene. Sequentially, the columns represent the gene

name, the chromosome it is located on, the start position, and the end position. The columns are
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delimited by tab characters.

-population_pedigree <ped file>

Description: Pedigree le path.

This le is included as part of the SImPEL package and serves as the pedigree information for
the genomes from the 1000 Genomes Project. The two les are used in conjunction to form a

pool of samples to draw from when generating cases/controls for simulation rounds.

File format: The format follows the 1000 Genome Project sample information PED le. Sim-
PEL only reads the following information: sample 1D, gender, ethnic groups, parental IDs, and
sibling I1Ds. Should a user wish to swap in and use a custom PED le in the place of the default

le, please ensure that the information used by the program are in the correct columns.

-all _genes <gtf file>

Description: Human genomic feature le path.

This le is included as part of the SImPEL package and serves as a compiled list of all genes
within the human genome. It is recommended that users use the le included with the package

and not substitute it with a separate le.

-mafs <txt file>
Description: Healthy population minor allele counts le path. By default, we have included
data from EXAC as part of the SImPEL package (Lek et al.,[2016). For more information, please

refer to the EXAC agship publication or visit the EXAC website.

File format: The header row speci es column labels. The columns, in sequential order, rep-
resent the chromosome, the position, the reference base, the altered base, and the allele count.

Each row represents a minor allele in healthy populations.

-pathogenicity <txt file>
Description: Gene pathogenicity scores le path. By default, a gene pathogenicity le scored

as per the M-CAP guidelines (Jagadeesh et al., 2016) is included as part of the SImPEL package
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and provides applicable pathogenicity scores for rare missense variants in the human genome.

Pathogenicity score cutoffs can also be speci ed as an optional parameter, details below.

File format: The header row speci es column labels. The columns, in sequential order, repre-
sent the chromosome the variant is located, the position, the reference base, the altered base, and
its M-CAP pathogenicity score. Each row represents a different variant. Please note that if the
user wishes to use another tool to produce pathogenicity scores, the input le must follow this

format and the score cutoff below must be adjusted accordingly.

-tmp_folder <folder directory path>
Description: Temporary folder directory path.
The folder name does need to be speci ed but does not need to be created beforehand as SimPEL

will generate the folder if it is not currently present.

A.4  Optional Parameters

Some of the assignable parameters below are used in calculations. Please refer to for
complete descriptions of their roles within the simulation and analytical framework. Should the

following parameters be not speci ed or not included, default values will be used.

-num_cases <integer>

Description: Sample size per simulation. Default value is 4, indicating 4 controls and 4 cases.

-sim_rounds <integer>

Description: Number of simulation rounds. Default value is 100.

-rank_success <integer>

Description: Rank success list size. Default value is 10.

Sets the size of the list of top ranking candidates based on the simulation score. Indicates a
successful study if the causal gene appears on this list. This option re ects the false positive

rates of the study. If the user believes the sample size is insuf cient to guarantee a satisfactory
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power, this number may be increased to obtain a higher power at the cost of increasing the false
positive rate. The expectation is that the investigator will discover a large number of genes for
experimental follow-up upon completion of the proposed study, and will be able to prioritize

based on existing biological insight.

-num_causal _genes <integer>

Description: Number of causal genes for the condition. Default value is 1.

Sets the number of causal genes for the condition in the simulations. This value re ects the
heterogeneity of the condition. Generally, for small sample sizes, it is assumed that there are
a small number of causal genes for the condition to ensure acceptable power. Should there be
suf cient number of samples (i.e. 10 with prior knowledge of the potential causal gene pool),

multiple causal genes can be considered.

-penetrance_mean <double>

-penetrance_var <double>

Description: Penetrance mean and penetrance variance. Default values are 0.9 and 0.

Sets the distribution of the penetrance. If the variance parameter is zero, then SImPEL will use
the mean parameter as the penetrance for all rounds of simulation. If the variance parameter is
non-zero, SIMPEL will generate a normal distribution N (mpene”ance;Sgenetrance) and draw a
random sample from it to serve as the penetrance of the causal variant in each round of simu-
lation. If multiple variants are thought to be causal, each variant will be assigned a randomly
selected penetrance from the distribution in each round of simulation. Power is thus averaged

across a range of possible penetrances.

-prevalence_mean <double>

-prevalence_var <double>

Description: Prevalence mean and prevalence variance. Default values are 0.01 and 0.

Sets the distribution of the prevalence. As with penetrance, if the variance parameter is zero, then

SImPEL will use the mean parameter as the prevalence for all rounds of simulation. If the vari-
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ance parameter is non-zero, SImPEL will generate a normal distribution N (Mprevalence; sgrevalence)
and draw a random sample from it to serve as the prevalence of the causal variant in each round
of simulation. If multiple variants are thought to be causal, each variant will be assigned a
randomly selected prevalence from the distribution in each round of simulation. Power is thus

averaged across a range of possible prevalences.

-min_score <double>

Description: Pathogenicity score cutoff. Default value is 0.025.

Sets the pathogenicity score cutoff for the provided list of causal genes. Any scores falling
below the cutoff will not contribute to the causal ranking. Default value is per recommended by

the M-CAP guidelines.

-conf_score <double>
Description: Pathogenicity score resource con dence score. Default value is 0.95.

Sets the con dence of pathogenicity scores in the simulations. This value re ects the con dence

in the correctness of the pathogenicity scores. Please refer to [the con dence score snippet in|

ection 2.3.2| for a description of the con dence score’s effect on power estimations.

-weight_score <double>
Description: Pathogenicity score weight. Default value is 1.0.
Sets the weight multiplier for pathogenicity for each individual case in the simulations. 0 means

that the pathogenicity score is ignored.

-pop_freq <double>
Description: MAF cutoff. Default value is 0.001.
Sets the population frequency cutoff. The simulated causal variants will have a lower MAF than

speci ed in this parameter.

-single_parents <integer>

Description: Number of case-control pairings with single parents. Default value is 0.
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Sets the number of simulated cases with single parents as matched controls. For example, if
there were 3 cases, and single_parents was set at 2, then 2 of the cases would be matched a
single parental control each. The remaining case would be matched to an unrelated control. The
sum of single_parents, both_parents, siblings, and multi_siblings must not be greater
than the num_cases. Any controls not speci ed as parents are siblings are deemed unrelated to

the cases.

-both_parents <integer>

Description: Number of case-control trios with both parents. Default value is 0.

Sets the number of simulated cases with both parents as matched controls. For example, if
there were 3 cases, and both_parents was set at 1, then 1 of the cases would be matched to two
parental controls. Essentially, this situation models a scenario where all genotypes from a parent-
child trio are available. The remaining 2 cases would be matched to unrelated controls. The sum
of single_parents, both_parents, siblings, and multi_siblings must not be greater than
the num_cases. Any controls not speci ed as parents are siblings are deemed unrelated to the

cases.

-siblings <integer>

Description: Number of case-control pairings with single siblings. Default value is 0.

Sets the number of case families with single siblings included in the study as the case’s control.
The sum of single_parents, both_parents, siblings, and multi_siblings must not be
greater than the num_cases. Any controls not speci ed as parents are siblings are deemed

unrelated to the cases.

-multi_siblings <integer>

Description: Number of case-control trios with multiple siblings. Default value is 0.

Sets the number of case families with multiple siblings included in the study as the case’s con-
trols. The sum of single_parents, both_parents, siblings, and multi_siblings must not

be greater than the num_cases. Any controls not speci ed as parents are siblings are deemed
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unrelated to the cases.

-multi_affected_sibling

Inclusion of this ag indicates that the affected individuals can be siblings in the fame family.

-include_all _genes
Inclusion of this ag indicates that any human gene is considered in association mapping, not

just those within the input causal gene pool le.

-compound_het
Upon the inclusion of this ag, two random heterozygous variants will be simulated in the same
gene. The analysis will be adjusted accordingly to account for the likelihood of prioritizing one

or two of the case-speci ¢ functional variants in each of the genes.

-expected _causal maf <double>
Description: Expected MAF of the causal variant in healthy population. Default is 0.
Sets the expected MAF of the causal variant in the general population. 0 means the causal

mutation is a de novo mutation.

-impact_expected_causal _maf <double>
Description: Contribution of the expected MAF of the causal variant. Default value is 0.
Sets the contribution of the MAF speci ed above to penetrance. The range of the parameter is

(0, 0.1).
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Appendix B

Project Work ow for Deep Learning Enabled Haplotype

Reconstruction

In this appendix chapter, we will discuss the work ow for the parameter tuning framework. This

will include a brief primer on how to run PoolHapX and material that comprise of the README

les of the inner and outer model GitHub repositories. As mentioned in[Conclusions and Recom-|

the overall project work ow is based on the November 2019 build of PoolHapX. New
and deprecated parameters will need to be accounted for within the source code if the aim is to

apply this work ow towards a newer PoolHapX version.

B.1 PoolHapX Project Structure

PoolHapX les are spread across a few segregated directories contained within a single project

directory.
Java properties les are placed in input/.
Gold-standard les are placed in gold_standard/.
PoolHapX interim les are placed in intermediate/.
Output les are placed in output/.

While this is all user customizable as users can specify the various directory paths within the Java
properties le for PoolHapX, the recommended default structure by the PoolHapX authors is to
have a base directory with a standard set up and have multiple project directories under each of the

standard directories.
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For our purposes, we’ll deem each simulated sample as a singular project. A few additional di-
rectories to hold les related to the data simulation themselves are included, allowing us to have a
self-contained base directory for the data generation process. A separate copy may be created later

on for validation of model tuned parameter set performance.

/

| input/
sim_num/
L ...

. gold_standard/
sim_num/
L ...

| _intermediate/

L sim_num/

| output/
sim_num/
L ...

| programs/

hPoolSimulator.jar
PoolHapX. jar
| reference/
h reference_genome.fa

<other genome index files>
| json/

|__param_sim/

slim_template.cmd
slim_param_ranges. txt
PoolHapX_param_ranges.txt

. log/

PoolHapX Requirements

DWGSIM

R 3.5+

Java 8+
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B.2 Data Simulation and Generation

B.2.1 SLiM Scripts and PoolSimulator Properties

The rst step is to stochastically generate SLiM parameters and some PoolSimulator properties
based on an upper bound and an lower bound (see[Table 3.1]for an example). Of course, the actual
parameters to stochastically generate and highly dependant on the SLiM script template that is
used to model an evolutionary process. For this work ow, the parameter ranges are stored as a

tab-delimited text les under param_sim/ as slim_param_ranges. txt.

For the results presented within the main body of the thesis, we have used perfect data. This

refers to several PoolSimulator properties:
Is_Perfect is toggled as true
Error_Rate Per Base issetas 0
Coverage is arbitrarily high at 500X

This means for future applications of this overall work ow, these properties need to be adjusted
for non-perfect data and depending on the sequencing technology, read length and outer distance

(insert size) would also need to be changed.

For clarity and ease of usage, SLiM speci ¢ parameters are stored in the tab-delimited

slim_params.txt while both SLiM parameters and PoolSimulator properties are stored as JSON
les. A custom script can be used to generate the JSON les and the master SLiM parameter

store. A second script may be used to generate the SLiM script and PoolSimulator Java properties
le for each simulation. The directory tree should now look like this for the input/, json/, and

param_sim/ folders.
/
L input/
sim_num
tSLiMsimnum.cmd
PoolSimulator_sim_num.properties
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. json/
hsimnumproperties .json

| _param_sim/
slim_template.cmd
slim_params.txt
slim_param_ranges.txt
PoolHapX_param_ranges.txt

B.2.2 Running SLiM and PoolSimulator

A few things should be noted when running PoolSimulator due to some limitations of the Novem-

ber 2019 PoolHapX build.

PoolHapX cannot handle a low number of variant sites. When working with organisms with short
genomes this needs to be especially noted. Another thing to note is that PoolHapX cannot handle
mutational burdens above a certain point. For the results presented in this thesis, the minimum
number of mutations was set at 20 and the maximum mutational burden was set at 0.45. These
may relate to SLiM parameters so if the numbers doesn’t seem to be getting to needed levels during

reruns, it may be prudent to adjust some parameters within the SLiM script.

Depending on the compilation of PoolSimulator, the module itself may or may not automatically
generate the VEF sample names le within the designated intermediate directory. If not, the user
needs to manually perform the task through a third custom script. The relevant folders in the

directory tree should now look like this:
/

. _gold_standard/

| sim_num/
sim_num_slim_model .out
sim_num_mutations.txt
sim_num_haps. intra_freqgs.txt
sim_num_haps. inter_freq_vars.txt
PD.simulation_summary.txt

|_intermediate/

89



| sim_num/

sim_num_vars. intra_freq.txt
sim_num_sample_names.txt
vef/

t sim_num_pool_name.vef

B.2.3 PoolHapX Properties and Running PoolHapX

With non-perfect data, PoolSimulator will generate FASTQ les to carry through a sequence align-
ment and variant calling pipeline. This will not be described here as the results presented in the
thesis were generated through perfect data only. For more information, please refer to the Pool-

HapX user’s manual.

The process for stochastically generating PoolHapX parameters within an upper and lower bound
is near identical to the above process for SLiM parameters (see[Table 3.2 for an example). For this
part, no JSON les are needed. A master PoolHapX parameter store le can be generated through

a fourth script and the PoolHapX Java properties le can be generated directly.

The same properties le will be used for each step of the PoolHapX runtime. The ordering is gc,
aem, then evaluate. With non-perfect data, the BAMFormatter module needs to be run on the

BAM and VCF les prior to this three step process. The updated directory tree should look as

follows:
/
. input/
sim_num

SLiM_sim_num.cmd
PoolSimulator_sim_num.properties
PoolHapX_sim_num.properties

.__intermediate/

| sim_num/

sim_num_vars. intra_freq.txt
sim_num_sample_names.txt
vef/
lg,sim,num,pool,name.vef
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L.

| sim_num_dc_plan.txt
. _aem/

L ...
| _gcf/

L ...

|__regression/

| _param_sim/
slim_template.cmd
slim_params.txt
slim_param_ranges.txt
PoolHapX_params.txt
PoolHapX_param_ranges. txt

| output/

| sim_num/

JSD.result

MCC.result

sim_num_pool _name/

L ...

Upon the completion of this, the complete samples (param_sim/phx_params.txt) and targets

(the MCC and JSD results les in output folders) will have been generated for the inner model.

B.3 Inner Model: PoolHapX Parameter Map

The codebase for this section can be found at https://github.com/theLongLab/phx-parameter-map.

The README included will describe the prerequisite dependencies.

B.3.1 Feature Extraction and Cleaning

While the samples X have been suitably stored in a single le, the MCC and JSD results not only
still need to be compiled, but also need to be converted to MCC/JSD ratios (targets y). Two scripts
are available to compile each of the output directories into a single list and build the processed

target le, respectively.
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Data compilation:

python src/data/make_dataset.py <phx_dir_path> <output_file_paths>

Data pre-processing:

python src/features/build_features.py <output_file_paths>

The data compilation process compiles a list of output directory le paths into a single text le
under data/raw/, named by the second argument. The phx_params.txt le is also copied over
to the same folder. The data pre-processing step takes the name of the le containing the aforemen-
tioned list of output directory le paths and dumps comma-separated value (CSV) les for both
PoolHapX parameter sets and their associated target MCC/JSD ratios under data/processed,
with the associations preserved through row index. Entries where PoolHapX threw errors were set

to 0.

B.3.2 Hyperparameter Search, Model Scoring, and Model Serialization

Hyperparameter search is performed through Optuna 0.19.0 (Akiba et al., [2019), which requires
the speci cation of an upper bound, a lower bound, and a distribution for each hyperparameter to
be tuned. Of course, not all hyperparameters able to be speci ed for a model need to be tuned.
For ease of adjustment, a JSON le containing the hyperparameters and their search spaces for a

variety of models is customizable through models/hyperparameter_search. json.

Currently, the PoolHapX parameter map supports tuning for LASSO, ridge regression, elastic net,
random forest, and XGBRegressor. As noted in the thesis, the XGBRegressor performs the best
and future users may opt to continue only tuning this model. The tuner classes are implemented

within src/models/model _tuners.py.

Optuna runs on a trial based system, where users can set a certain number of trials to perform
hyperparameter search. Upon completion, the hyperparameter set for the best trial is presented.

This is implemented under src/models/score_models.py where the performance metric is the
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mean cross-validated MSE. Train/test splitting and model serialization are also implemented within

the same le.
The leis run as follows:

python src/models/score_models.py \
<num_trials> \
<train_test_split_proportion> \
<num_folds> \
<model_num> \

<optional_seed>
Model numbers are:

1. LASSO

N

. Ridge regression
3. Elastic net

4. Random forest
5. XGBRegressor

Upon completion, the model is re-trained across the entire training set using the optimal hyper-
parameters. The MSE and the R? values of the re-trained model on the test set is printed to the

standard output and the serialized model is placed under models/.

B.4 Outer Model: PoolHapX Neural Network

The codebase for this section can be found at https://github.com/theLonglLab/phx-nn. The

README included will describe the prerequisite dependencies.

[Table 3.4]contains the list of summary statistics serving as input to the FFNN. For the results pre-

93


https://github.com/theLongLab/phx-nn

sented in this thesis, feature extraction is performed by a custom script on VEF les as we were
working with perfect data. A natural extension to the current work is performing feature ex-
traction from BAM and VCF les when working with non-perfect data. The extracted summary

statistics should be stored in a CSV le and copied over to data/raw/.

data_split.py is responsible for splitting the data into training and testing sets and depositing
the resulting les into data/processed/:

python data_split.py <test size> <optional_seed>
Where test_size is the proportion of the test set.

Once again, NAS is performed through Optuna 0.19.0 (Akiba et al.} 2019). Speci c hyperparame-
ters to be tuned and their bounds should be speci ed within config. json. The trial performances
are again evaluated through the mean cross-validated loss metric, this time the loss metric pro-
duced by the inner model in place of MSE. Additionally, NN runtime settings such as the number
of Optuna trials, the le paths for serialized inner model and data, the number of CV folds, the
number of epochs, the mini-batch train/validation split, etc. are also speci ed within the con gu-
ration JSON e,

python train.py config.json <optional_seed>

The training process will generate a directory labelled by datetime under saved/ where the best
architecture settings are stored within best_arch. json. The testing process will reconstruct the
network architecture using this le, re-train the network across the entire training set, and print the
performance on the test set to the standard output. The state_dict (serialized NN) is saved under
the same training directory.

python test.py config.json saved/<training_run>/training/best arch.json

To perform inference, point inference.py to the summary statistics inputs and an output le

name.

python inference.py \
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config.json \
saved/<training\_run>/training/best\_arch.json \
saved/<training\_run>/training/phxnn.pth \
<inference\_sum\_stats> \

<output>

This concludes the project work ow for Deep Learning Enabled Haplotype Reconstruction. Please

refer to the GitHub repositories for exact implementations of the models.
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Appendix C

Select Figures From the PoolHapX Manuscript

This appendix chapter contains gures 1 and 2 of the currently unpublished PoolHapX manuscript

(Cao et al.l [in preparation) for quick reference prior to its availability on bioRxiv.

Figure C.1: Illustration of the PoolHapX algorithms. A. An example of read-graph construction
based on physical LD. B. An example of hierarchical AEM. The algorithm starts with a 4 x 4
variance-covariance matrix, representing a local region with 4 genetic variants. It will gradually
be extended to an 8-variant and then a 16-variant region in this example. The darker shades in-
dicate higher statistical LD between the two genetic variants. C. An example tree representing
all potential global haplotypes. Local haplotypes will be stitched into global haplotypes by BFS.
D. An example of regression. A regularized (LO + L1) optimization will solve for the haplotype
frequencies. From (Cao et al.| [in preparation). Copyright pending. Reprinted with permission.
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Figure C.2: PoolHapX performance on simulated data and comparison with existing tools. For
each gure, in the upper panel, the Y-axis shows the MCC between the real and reconstructed
haplotype composition, in the lower panel, the Y-axis shows the JSD between actual and recon-
structed haplotype composition. Boxes extend to the rst and third quartile, whiskers extend to
the upper and lower value. A. Performance comparison between PoolHapX and other viral re-
construction tools, including TenSQR, PredictHaplo and CliqueSNV. The X-axis displays the dif-
ferent combinations of loci (respectively 50, 100, 200) under coverage 1000 and 50 pools. B.
Performance comparison between PoolHapX and other bacterial haplotype reconstruction tools,
Bhap and EVORhA. The X-axis displays the different combinations of loci (respectively 50, 100,
200) under coverage 250 and 50 pools. C. Performance comparison between PoolHapX, Gretel
and StrainEst using metagenomic data. The X-axis displays the different combinations of loci (re-
spectively 50, 100, 200) under coverage 100 and 50 pools. D. Performance comparison between
PoolHapX, Hippo and AEM using 1000 Genomes Data (CHS: Southern Han Chinese). The X-axis
displays the different combinations of loci (respectively 10, 15, 25, 200) under coverage 250. From
(Cao et al .} in preparation). Copyright pending. Reprinted with permission.
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Appendix D

Copyright Permissions

(See next page)
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