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Abstract

Disposing of garbage using the correct trash bin is important because it maximizes recycling and is good for

the environment. However, this is a challenging task for individuals without proper knowledge or training to

dispose of garbage properly. Artificial Intelligence methods, deep learning in special, can be leveraged in this

task. Most current deep learning systems assume that all the necessary information for garbage classification

is contained in images. We hypothesize that combining images with natural language descriptions of the

objects provided by the individual trying to dispose of the piece of garbage can add contextual information

that may not be present in the image and vice-versa, and by combining these two sources of information,

images and text, it is possible to achieve better garbage classification results when performing classification

using either image- or text-only information. This thesis propose (1) a novel public benchmark dataset, which

includes 20,000 images of garbage with corresponding text descriptions and class labels; (2) a multimodal

garbage classification model based on what we call “Reverse Cross Attention” (RCA), which explores the

complementarity of information between image and text. Our proposed model achieved improved results

compared to unimodal models based solely on images or text and state-of-the-art multimodal models. Our

work demonstrates that the proposed model outperforms the best unimodal results by an average of 2%

across all metrics when combining text and image information using the RCA mechanism.
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Preface

This thesis comprises (1) the development from scratch of a novel multimodal dataset which consists of image

and text descriptions of common household garbage items, and (2) the development of a novel multimodal

deep learning model which was trained on the aforementioned dataset to classify garbage into four recycling

categories which were mainly inspired by the City of Calgary recycling guidelines. To achieve better accuracy,

the model uses a novel technique called Reverse Cross Attention (RCA) which is analyzed extensively. This

model is then compared to state-of-the-art models which are available today against the same garbage

classification task. Finally, limitations of the work are discussed, the impact of this model is analyzed and

guidelines are provided for future works that might derive from the one presented.

Chapter 1 introduces the problem, identifies gaps in the current research, lists the hypothesis and

objectives and discusses the significance and impact of this work.

Chapter 2 reviews current literature relevant to this work, identifying gaps in it.

Chapter 3 covers how the novel multimodal dataset was built, which techniques were used, and how

existing datasets were leveraged.

Chapter 4 explains in detail how the novel multimodal model was designed, including a detailed math-

ematical analysis of how the proposed RCA method works.

Chapter 5 presents in details all experiments that were done, including ablation studies aiming to show

the effectiveness of the proposed model, how human-made text descriptions improve the model, and analyzes

the proposed model under the lens of explainability methods.

Chapter 6 lists the key findings of this work, discuss limitations and impact, and gives guidelines to

future research.
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Chapter 1

Introduction

1.1 Motivation and Background

Disposing of garbage using the correct trash bin is important because it maximizes recycling and is good for

the environment. However, this is a challenging task for individuals without proper knowledge or training

to dispose of garbage properly. In addition, incorrect garbage disposal can have safety implications, with

multiple fires originating in recycling facilities due to incorrect disposal of batteries in garbage bins (City

TV News, 2021; Canary Media, 2024). On top of that, improperly sorted items can damage the sorting

equipment, leading to more costs, or they can release chemicals into the recycling facility, putting workers at

risk (City of Calgary, 2025a). A 2025 local media coverage about recycling stated that the average person

might struggle to identify the correct recycling category of common household garbage (Green, Kevin, 2025).

Contamination in the bin dedicated to hold the recyclable garbage costs nearly 1 million dollars per year to

the City of Calgary (Edwardson, 2019). This data shows that an Artificial Intelligence (AI) model that is

able to sort garbage more effectively than the average human can have a financial impact for the city and a

health impact for recycling workers. Such model also has the advantage of automating this task.

Previous research with Deep Learning (DL) AI models used only images as inputs (Fathurrahman et al.,

2022; Alsubaei et al., 2022; Meng et al., 2020; Yang and Thung, 2016; Mao et al., 2021), and such models were

trained with a dataset in which its classes represent the material that the object is made of. Some common

classes are cardboard, metal, glass, etc. The recyclability of an object is often defined by the material it is

made of, but this is not an universal rule. For example, plastic hangers are not considered recyclable because

of their odd shapes (City of Calgary, 2022). There is limited research on multimodal garbage classification

(Chu et al., 2018; Xu et al., 2024; Lu et al., 2022), i.e. a garbage classification model that process information
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from multiple types of data. Those works showed that the accuracy of such models is higher than unimodal

models, which are models that work only with one type of data.

The City of Calgary defines a three-way stream City of Calgary (2022), where garbage is classified into

recyclable, compostable, and non-recyclable. It has bins available to households to collect garbage from each

of those categories. Other big cities in North America also use a three-way stream, like Toronto, Seattle and

San Francisco (City of Toronto, 2022; City of San Francisco, 2025; City of Seattle, 2025). Those three classes

do not represent the material the garbage is made of, like it was done in the past (Yang and Thung, 2016),

but rather their actual recycling category. Classifying garbage into “foam” or “plastic” or “meat” implies

in a follow up step, which is to discover what is the recycling category of each those materials. Whereas

classifying the garbage directly into their recycling category is more straightforward, as it eliminates the

need of more research before disposing of the garbage.

But not everything can be thrown in the aforementioned three bins (City of Calgary, 2025d), thus

anything that cannot be deposited in a regular garbage bin and must be taken to a specialized recycling

centre can be classified as “take-to-recycle” (TTR), which composes the fourth class of a four-way recycling

stream that will be proposed. Throughout this work, the three classes of objects that can be thrown in a

bin will also be referenced using the colour of their respective garbage bins in Calgary: blue (recyclable),

black (non-recyclable), and green (compostable). The fourth class (TTR) will be assigned the orange colour,

where applicable. To the best of our knowledge, there is no previous research done with this novel four-way

stream that is be proposed in this work.

Other cities in other countries have different recycling streams which are different from the one being

proposed. For example, in Brazil’s biggest cities Guitarrara, Paloma (2025), it is common to have a waste

separation guideline that is less general than the guidelines from Calgary, in a sense that it has more

classes. The full guidelines define 10 different streams, each one represented by a bin of a different colour.

The streams are: paper and cardboard (blue), plastic (red), glass (green), metal (yellow), hazardous waste

(orange), radioactive waste (purple), organic waste (brown), bio-chemical waste (white), wood (black), non-

recyclable (grey). Throughout the streets you can find sets of four bins with the most common types (metal,

glass, paper and plastic), one of those sets is represented in Figure 1.1.

Germany for example is a middle ground in terms of the number of classes (El-Saghir, Janine, 2025).

It has five main classes: paper and cardboard (blue), plastic and metal (yellow), organic waste (brown),

non-recyclable (grey), and three bins for glass (white, green and brown). The glass bins are further divided

in brown glass (brown), green, red and blue glass (green) and transparent and white glass (white).

The work of Zhang et al. (2010) compares the garbage separation between Berlin and Singapore, those

two cities were chosen because of their similar social-economic condition. It shows that even for similar cities

2



Figure 1.1: A set of 4 bins with the most common types of garbage in a public street in Brazil. From left
to right: metal (yellow), glass (green), paper (blue) and plastic (red).

in different countries, the recycling streams are different. Singapore has limited waste separation in private

households largely due to the population’s belief that recycling is “an activity that is the responsibility of

waste collection companies”. Everything that is recyclable is deposited in blue bins, an accompanying green

bin is used to collect everything else which is not recyclable. This much simpler recycling stream is probably

due to the low willingness of Singaporeans to recycle. Whereas Berlin largely follows the aforementioned

recycling stream of Germany.

In the United Kingdom, small water bottle caps can be recycled Bins (2025). This is contrast with

the rules of Calgary (City of Calgary, 2022) where those caps cannot be recycled because they cannot be

sorted properly by the sorting machines since they are small and light, and can end up contaminating other

recyclables.

The examples of Canada, United Kingdom, Germany, Brazil and Singapore shows that the waste classi-

fication systems varies to a reasonable degree between countries, making it harder to model a problem that

would fit many different countries.

There are many situations, referred to as edge cases, where the proper garbage disposal label cannot be

solved with just visual information. Consider a pizza box, for example, if it is clean, i.e. not greasy or with

any food leftovers, it is just a piece of cardboard so it is deemed recyclable, according to (City of Calgary,

2022). Meanwhile, if the same pizza box is greasy, it should be composted. Those two situations cannot

be differentiated from each other using a picture of a closed pizza box. A closed pizza box might hide the
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grease and food leftovers inside of it. A text description of the item like “clean pizza box” or “greasy pizza

box” solves this problem, as depicted in Figure 1.2. This is one situation where multimodal information, a

text description in this case, brings additional context to the image an can help in the classification process.

Another example of how text can help is when one wants to throw away a flat metal lid, such as those

commonly used to seal glass flasks used to store food. The disposal guidelines City of Calgary (2022) are

somewhat loose in this situation, they state that “if the lid is smaller than the palm of your hand, it belongs

in the garbage”. Garbage here means non-recyclable, otherwise, the lid is recyclable. The justification is

that small lids or plastic bottle caps cannot be sorted properly at the recycling facility and can end up

contaminating other recyclables. An image of a metal lid might not hold information that could be used to

infer its size, but a text description like “small metal lid” or “large metal lid” provides data that is useful

when doing the classification.

For objects made of soft plastic, if the plastic is non-stretchy, they are not recyclable and should be put

in the black bin, but if they are stretchy they are recyclable. A text description of the object that takes the

stretchiness into account might help classification. There is no justification in the waste disposal guidelines

(City of Calgary, 2022) about why non-stretchy plastic bags are not recyclable.

1.2 Hypothesis and Objectives

1.2.1 Hypothesis

Using the edge cases examples described in the previous section as a rationale, I hypothesize that combining

images with natural language descriptions of the objects provided by the individual trying to dispose of the

piece of garbage can add contextual information that may not be present in the image and vice-versa, and

by combining these two sources of information, images and text, it is possible to achieve better garbage

classification results when performing classification using either image- or text-only information.

Therefore, in this work I propose a multimodal garbage classification model which uses two types of data:

images from the garbage and the aforementioned human-generated brief text descriptions of such garbage.

To be able to do that, a multimodal dataset composed of images and text descriptions was developed, and

made publicly available to the scientific community. To the best of my knowledge, this is the first multimodal

dataset composed of images and text used for garbage classification that is publicly available.

This multimodal model combines an image classification model with a sentence classification Large Lan-

guage Model (LLM) by using late (or feature level) fusion (D’mello and Kory, 2015) through a newly proposed

Reverse Cross-Attention (RCA) network to predict the proper way to dispose of garbage. By combining those
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Figure 1.2: A closed pizza box might be clean or greasy. A clean pizza box is just a piece of cardboard
and it is recyclable, but a greasy one is not recyclable but it is compostable. This is an example on how
a brief text description of the object can help its classification by adding additional contextual information
that might not be present in the image.

two sources of information, the expectation is that the combined multimodal model will yield better results

due to the complimentary information present in both modalities, when compared to a model that relies

only on images or text information.

The proposed classification model is also novel in the sense that it classifies the garbage directly into one

of the four categories (i.e., four-stream system) of recycling that this work will propose.(City of Calgary,

2022).

1.2.2 Objectives

• Create a multimodal dataset composed of images, text descriptions, and corresponding labels to train

and validate the proposed garbage classification model. This novel dataset was built with web scrapping

(Zhao, 2022) and also crowd sourcing techniques (Estellés-Arolas et al., 2015). Publicly available

datasets are also incorporated in our dataset (Bossard et al., 2014; Wu et al., 2022). The main reason

why we decided to build a new dataset was because most of the datasets available (Yang and Thung,

2016) were labelled in way that made them unusable for our use case, given that we are using the City
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of Calgary guidelines. Thus, they would need to be re-labelled to be used. Since labelling work would

be done regardless, we decided to collect data from inhabitants of Calgary, potentially increasing the

model performance on waste commonly discarded by the local population.

• Develop of a novel multimodal model to classify garbage according to the guidelines of the City of

Calgary. Multimodal means it uses information from more than one type of source. In this case, the

sources are images of the garbage and their respective text descriptions. This model uses a late fusion

(D’mello and Kory, 2015), or feature-level fusion, technique to join the features extracted from the two

modalities. The proposed fusion technique uses the RCA block that will be proposed.

• Validation of the proposed model using the novel dataset. I will show that using image plus text data

results in superior performance compared with unimodal models that rely only on image or text data.

Furthermore, I will evaluate the impact of the RCA block in the late fusion when compared against

simpler fusion techniques, such as direct concatenation.

1.3 Significance and Impact

The proposed model is suitable for a domestic scenario when a person wants to dispose of an object and wants

to know how in which bin it should be deposited. According to Knickmeyer (2020), one of the most important

factors that increase household waste separation is the convenience, in short: the easier to understand and

use the system, the more likely it is to be used. Given the ubiquitous nature of smartphones nowadays, if

the proposed model can run on a smartphone, either locally or running inference through the internet, it has

the potential to increase proper household garbage sorting.

The person would take a picture of the object with their phone and then type the text description or

use a speech-to-text tool. An application would then return the label, thus instructing the user on how to

properly dispose of the item.

Having an smartphone with an application that classifies garbage automatically from a picture and a

text description of it is more convenient than having to go to a website with guidelines and then type the

name of the item and then search for the sorting instructions in the results. So in this household scenario,

this AI-powered application is also more likely to be used by the inhabitants of the house than a regular

internet search.

This domestic scenario also has the advantage of educating the user. Whenever they want to dispose of

an unknown item, they can learn from the predictions of the model and remember the results in the future.

This scenario is the first stage of a long recycling process; correctly sorting garbage at the domestic level has
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a positive impact on all downstream stages.

Educating the user leads to more garbage being sorted properly, thus contributing to avoid fires in

recycling centres, a safer recycling environment for the workers and less cost to the public authorities in

repairing damaged recycling equipment.

Since inputting the text description takes a few seconds, the model is not suitable for the fast-paced

environment of a recycling centre, where it would need to classify objects in real-time while they are being

transported by a conveyor belt, for example. For real-time classification of garbage in a recycling centre, there

are smaller models running on embedded hardware performing classification in the range of milliseconds.

Those models use image-only inputs (Chen et al., 2022).

1.4 Scope of this Work

Although this work involves creating a multimodal model capable of processing images and textual informa-

tion, it is beyond the scope of this study to adapt the model Zhou et al. (2018) to run locally in a smartphone

or some other embedded device. This involves optimizing the model to the constrained hardware available in

modern smartphones, when compared to the computing power available in cloud computing systems. This

is proposed as future work after validation of our hypothesis that combining images and text increases the

accuracy of garbage classification models.

1.5 Thesis Outline

This thesis consists of six chapters. In Chapter 1, the main subject is introduced, presenting a summary

of the developed work and some context on recycling guidelines across different cities. In Chapter 2, the

related work in the field is analyzed and areas for improvement are identified. In Chapter 3, a detailed

description of the dataset is presented. This dataset was curated by the author and the collection of data

was crowd-sourced. All experiments in this work will be based on this novel dataset. In Chapter 4, the

theoretical details are discussed and the novel RCA network is explained in detail. In Chapter 5, the results

obtained are presented, analyzed and discussed in-depth. Chapter 6 presents the conclusion and future work

that can be derived from this study.
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Chapter 2

Background and Related Work

The basic building blocks of the model that will be introduced in this work are Convolutional Neural Networks

(CNNs), which are used as feature extractors of the images, and large language models (LLMs) used as feature

extractors of the text descriptions, and fusion techniques used to join the features from the two modalities.

The transfer learning technique to train the model will also be largely used. We will also discuss briefly the

field of Sentiment Analysis which uses similar methods to solve similar problems. The following sections will

give a brief introduction about each of these topics with more details, as well as describing the existing related

works in the field of garbage classification. Some of those works include smart bins, which can separate the

garbage automatically, multimodal models which use more than one type of data as inputs to the model,

and other garbage datasets used to train such models.

2.1 Background

2.1.1 Convolutional Neural Networks

The first concept of CNNs was introduced by Fukushima (1980). It was a network with only four con-

volutional layers. Adding more layers to such architectures was very computationally expensive at the

time, therefore the further development of deeper CNNs was severely limited. Only in 2012 when AlexNet

(Krizhevsky et al., 2012) was introduced, the true power of CNNs was demonstrated. Graphical Processing

Units (GPUs) were used to train the model (Owens et al., 2008). The parallelism provided by GPUs enabled

a much shorter training time, which in turn allowed AlexNet to be deeper, with more trainable parameters.

It contained eight layers in total and it outperformed all state-of-the-art techniques in the ImageNet challenge

(Deng et al., 2009) at the time, reaching a top-five error rate of 15.3%, i.e. if the ground truth label matches
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any of the classes within the top-five highest probabilities predicted by the model, regardless of its rank.

At that time the ImageNet challenge was the most important benchmark used to access the performance of

CNNs and other deep learning architectures as image classifiers.

From there, it was a rapid succession of breakthroughs. In 2013, the Clarifai team reached a top five error

rate of 11.74% (Russakovsky et al., 2015). In 2014, GoogLeNet (Szegedy et al., 2015b) reached 6.67% of

top-five error rate. In 2015, ResNet (He et al., 2016b) had an error rate of 3.57%, being the first architecture

to have an error rate smaller than humans, which have an error rate of around 5% (Langlotz et al., 2019).

Figure 2.1 shows the evolution of the error rate from 2010 to 2017, which was the last year of the competition,

as the image classification problem was considered solved (Matt Reynolds, 2025).

Figure 2.1: Error rate of the state-of-the-art models in the ImageNet Challenge from 2010 to 2017, from
(Langlotz et al., 2019).

In CNNs, the convolutional layers, which are closer to the input image, capture the spatial features of

the image. After the convolutional layers, there is one or more Fully Connected (FC) layers which make use

of the spatial features to classify the image, those are commonly named the classifier layers. Those classifier

layers can be removed and replaced with something else that will leverage the spatial features obtained by

the convolutional layers. This is the approach used in this work: use the CNNs as features extractors only.
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2.1.2 Large Language Models

To talk about LLMs, we need to go back to when their precursors were first introduced. Jordan (1986)

introduced an architecture of what we call today as Recurrent Neural Networks (RNNs). They were studied

in the context of cognitive psychology studies, as networks that can model sequences of actions, trying to

model human behaviour a response to a series of temporal inputs. In RNNs, the concept of time arises: the

output of a neuron in one time step is fed back as an input in the next time step. This allows RNNs to

capture patterns and temporal dependencies within sequences. A text can be seen as a sequence of words,

so they were widely used to process text.

In 1997, the Long Short-Term Memory (LSTM) network was introduced (Hochreiter, 1997). It addresses

a fundamental problem of RNNs: the vanishing gradient problem (Hochreiter, 1998), which usually appears

when RNNs are dealing with large temporal dependencies that spans across many time steps. This hinders

the ability to train RNNs with larger sequences of text. In summary, the problem was solved by making the

error magnitude constant in the output of each “cell”.

In 2017, the seminal paper “Attention is All You Need” (Vaswani, 2017b) was released. It introduced

the Transformer architecture, which obtained state-of-the-art results in translation tasks using the WMT

2014 English-German and English-French dataset (Bojar et al., 2014). This architecture was based on the

attention mechanism introduced in (Bahdanau, 2014).

As discussed in the previous section, at the first half of the 2010 decade, GPUs were on the rise. The

Transformer architecture allied with the power of GPUs, enabled the training of much larger models, thus

coining the term “large language models”, which was probably introduced in (Brown et al., 2020). This

paper also introduced the famous GPT-3 model that powered the ChatGPT chat-bot application, which

achieved great popularity.

Although those models are famous for their excellence in Natural Language Processing (NLP) tasks

like translation, prediction and question-answering, they can also be used to classify sequences of text into

predefined classes, which is how they are going to be used in this work. Those models can be manipulated

to output an array of features for each input sequence, much like the CNNs extract the spatial features of

an image and outputs an array of such features.

2.1.3 Vision Language Models

On top of text-only and image-only models, another family of models is the Visual Language Models (VLMs)

(Li et al., 2023; Alayrac et al., 2022; Radford et al., 2021). Those models work seamlessly with multimodal

inputs composed of both text and images while also supporting single-modal inputs. Some inputs to those
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models are show in Figure 2.2

Figure 2.2: Examples of inputs to the Flamingo model. Gray boxes are the multimodal user inputs and the
pink boxes are the corresponding outputs. Reproduced from (Alayrac et al., 2022).

However, those models are very large and expensive to train. The biggest version of the Flamingo model

(Alayrac et al., 2022) has 80B parameters, which makes it impossible to train it in a timely manner without

access to High-Performance Computing (HPC) clusters with hundreds of GPUs, which can be prohibitive

for an individual. For a comparison, the GPT-3 Brown et al. (2020) text model has 175B parameters and

would require 355 years to be trained on a single NVidia Tesla V100 GPU.

Due to this, research was done aiming to achieve the same performance with less trainable parameters, Li

et al. (2023) introduced the BLIP-2 model which outperforms the Flamingo model on some tasks with 54×

fewer trainable parameters. When fine-tuning such models to a specific downstream application, all of the

parameters are trainable, which is expensive, thus a technique named LoRA (Low Rank Adaptation) was

introduced in Hu et al. (2022) to mitigate this problem. In this technique, the researchers took advantage of

the low “intrinsic dimensions” that pre-trained language models have, and adapted it to the weight updates

when fine-tuning a model to a downstream task (Aghajanyan et al., 2020). This reduced the number of
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trainable parameters down to only 4.7M parameters while maintaining or increasing performance.

2.1.4 Fusion Techniques

Fusion is the process in which data from different types of sources (modalities) are combined together. The

goal is to extract complementary information and also intermodal relationships and use that to improve the

results in downstream tasks like classification or prediction. Based on how early in the process the data is

fused, the fusion techniques can be divided in early or data-level fusion, middle or feature-level fusion, late

or decision-level fusion (Lu et al., 2022; Atrey et al., 2010). A summary of those techniques is shown in

Figure 2.3.

Figure 2.3: Different fusion techniques. (a) Early fusion: the input data is fused together before passing
into any model; (b) Middle fusion: features extracted from the data are combined and then passed through
a model; (c) Late fusion: the data is passed through different models that produce individual predictions or
features that are combined to form a single prediction at the end. Reproduced with modifications from (Lu
et al., 2022)

Some examples of each type of fusion are:

• Early fusion: In Gallo et al. (2018), encoded text, which represents the description of an image, is

transformed into a visual representation and then appended to the image as extra pixels, which the
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authors call “superpixels”. The image is then processed by a CNN for classification.

• Middle fusion: In Boulahia et al. (2021), the modalities are RGB images, depth maps and skeletal

sequences. They are used for action recognition. The features for each modality are extracted by deep

models then feature engineering is used to select only the most significant features. Those important

features are then passed through a classification module consisting of six FC layers.

• Late fusion: In Zhu et al. (2022a), the image features are extracted using the ResNet (He et al.,

2016a), a commonly used CNN for image classification. The text features are extracted using BERT

(Devlin, 2018), a LLM. The image/text pairs are pictures plus their captions extracted from social

media. Those features are then mixed using attention blocks, the output is then concatenated with

the original image and text features and then passed through some FC layers. The output is used to

classify the sentiment present in the image/text pairs, i.e. positive, negative or neutral.

2.1.5 Transfer Learning

The main idea behind Transfer Learning (TL) is that the knowledge obtained by a model when trained to

solve one task (the Source Task) can also be used to solve a different, but related task (the Target Task). This

happens because deep learning models tend to learn general concepts which might be used to solve related,

but different, tasks. This is true for image models, which learn concepts like edges, curves, geometrical

shapes, and for large language models which learn concepts like grammar, syntax, and relations of meaning

between words. The generic concept is shown in Figure 2.4. Usually, TL is used when the Target Task has

a small dataset which would be insufficient to train a deep learning model from scratch, and also when a

pre-trained model, trained on a large and related dataset, is available for a similar task.

In the context of image models, it was shown in Lee et al. (2009) that the first layers, i.e. closer to the

input image, of a CNN learn to detect simpler concepts like edges. The deeper the layer, i.e. the closer to

the output, the more complex is the concept it learns to identify. From edges, to contours, angles all the way

to geometrical shapes or objects. Those are general concepts that can be useful in any image classification

or segmentation task, thus demonstrating the effectiveness of TL. In Figure 2.5, it is shown how features

from one image can be used to identify another image with a simple example.

Transfer Learning Process

It is also worth mentioning that usually when one is working with pre-trained models in a classification

task, the first step is to train only the classifier head which sits atop of the convolutional layers, in the

case of a CNN-based image model, and the attention/transform layers, in the case of a text model (Tensor
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Figure 2.4: The general concept of Transfer Learning showing how the knowledge learned to solve one task
(the Source Task) can be applied to solve other related task (the Target Task). Reproduced from (Sachin,
Santhosh, 2025).

Flow Tutorials, 2025). Some image models can be transformer-based (Dosovitskiy et al., 2020a), in this case

the classifier head would sit atop the last transformer encoder block. Consequently, the weights of those

underlying layers are static and will not be updated during the back-propagation step in the first epochs of

training.

The classifier head is usually composed of one or more FC layers which act as classifiers of the features

extracted from the image/text. After a certain number of epochs, the feature extractor layers are “unfrozen”

and allowed to “learn”, usually with a smaller learning rate in comparison with the previous step. This step

of training is called “fine-tuning” of the model.

TL in Image Models

TL is widely used to train deep learning models when the data available to solve a given problem is scarce.

The main idea behind TL is that the features learned by a deep learning model to solve one task can be

leveraged to solve a different, but related, task. The knowledge used to solve one task is “transferred” to

another task.

For image models, the standard practice is to train a given model in the ImageNet dataset (Deng et al.,

2009). The full version of this dataset is named ImageNet-21k, which contains 14,197,122 images divided

into 21,841 classes. For a given model architecture, the weights learned after training are available in the
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Figure 2.5: Images of a disease called endocarditis, an inflammation of heart valves, along with images of
lasagne. They are somewhat confusing to distinguish due to their similar features. This illustrates how
features learned for one task, for example identifying lasagne pictures, can be used for another task, for
example identifying endocarditis pictures.

PyTorch (Paszke et al., 2019) library. A “recipe” is also available for each model, this recipe contains all

the hyperparameters used during the training process, enabling reproducibility of the results. The recipe

reproduces the settings detailed by the original authors when each architecture was introduced.

TL in Language Models

For language models, there is no standard dataset in which those models are usually pre-trained. Models

like BERT (Devlin et al., 2019), DistilBERT (Sanh et al., 2019), GPT-2 (Radford et al., 2019a), RoBERTa

(Liu et al., 2019) use many different datasets like:

• BookCorpus (Zhu et al., 2015): collected from a corpus of 11,038 books totalling around 800M words.

• English Wikipedia (Devlin et al., 2019): created from a snapshot of the English Wikipedia, totalling

around 2.5 billion words. This dataset ignores lists, tables and headers, including only text passages.
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• CC-News (Liu et al., 2019): contains 63M English news articles crawled between September 2016 and

February 2019.

• WebText (Radford et al., 2019a): Made from texts of 45M web pages which were originally linked

on Reddit, a social media platform. Only links which received at least 3 “karma” (an up-vote) were

selected, this was a way to only select links that were somewhat curated by humans.

On top of those datasets used for training, there are also different datasets used for benchmarking such

text models like (Wang et al., 2018; Zellers et al., 2018; Zhang et al., 2015).

2.2 Related Work

Past works which use machine learning (Fathurrahman et al., 2022; Alsubaei et al., 2022; Meng et al., 2020;

Yang and Thung, 2016; Mao et al., 2021), utilized a straightforward approach of using CNNs to classify the

garbage using only images as their input. Many different established CNN architectures were tested, some

of them were DenseNet (Huang et al., 2018), Inception (Szegedy et al., 2015a), MobileNet (Howard, 2017),

VGG16 (Simonyan, 2014) and AlexNet (Krizhevsky et al., 2012).

All of those works used the same dataset that was originally introduced in (Yang and Thung, 2016). The

dataset has six classes mostly based on common types of material the garbage is made of: metal, cardboard,

glass, paper, plastic, trash (non-recyclable). This dataset has 2,527 images and it is almost balanced, only

the “trash” class is an outlier in terms of samples with only 137 samples. The dataset lacks a class for

organic garbage, such as food leftovers and compostable items, which are a common type of waste.

The four-way stream waste disposal proposed in this work combines some of those groups in the same

class. Most objects made of metal, cardboard and paper belong to the recyclable class, whilst food leftovers

and dirty napkins belong to the compostable class. Clothes, electronics and batteries are classified as take

to recycle (TTR) because they should not be thrown into a garbage bin. This group is specially important

because Lithium-ion batteries disposed in the Blue (recyclable) can cause fires in the recycling centres, since

they are crushed in the during the recycling process (CTV News, 2024).

The research in Yang et al. (2021) has 43 classes. Some of those classes are “vegetable leaves”, “broken

glass”, “power bank”, “paper bag”. After classifying the images into those classes, a rule-based approach is

used to further classify those samples into four types of waste: “recyclable waste”, “kitchen waste”, “harmful

waste” and “other waste”. In this scenario, the model classifies a given image into “paper bag”, for example,

and then it is mapped to the final “recyclable waste” class. In our work, the classes names used in Yang

et al. (2021), which are simple descriptions of the garbage, are instead used as an input to a feature extractor
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text model.

The researchers claim that their work, released in 2021, is the first which made public a garbage

classification dataset, which is inaccurate considering the aforementioned dataset was released in 2016

(Yang and Thung, 2016). Nevertheless, it is a much more comprehensive dataset with around 30,500 images

and it also contains samples for organic waste like: “fruit peel”, “egg shell” and “fish bone” which lacked in

(Yang and Thung, 2016). However, we could not find the dataset presented in Yang et al. (2021), whereas

the one presented in Yang and Thung (2016) was found in the Hugging Face Python library (Gary Thung,

2025).

Some works tried to combine image models as feature extractors along with attention mechanisms to focus

on the important features, similar to what will be done in this work. On top of that, they also modified the

architecture of the feature-extractor models to fine-tune them to the garbage classification task (Chen et al.,

2022; Tian et al., 2024).

2.2.1 Smart bins

Other works involved an added hardware component design, like a “smart bin” (Gupta et al., 2022; Ziouzios

and Dasygenis, 2019; Gunaseelan et al., 2023; Abeygunawardhana et al., 2020), which accepts garbage

through a single opening and then automatically puts it into the correct underlying containers, based on the

predicted class. All of those “smart bins” use cameras to take a picture of the garbage and then use a CNN

to classify it.

The work in Abeygunawardhana et al. (2020) runs the CNN model in the cloud and the scheme of the

bin is shown in Figure 2.6. Once the garbage enters the bin, ultrasonic sensors triggers LEDs inside the

bin which provide uniform illumination to the garbage. Then an image of the item is captured and sent

to the server running in the cloud which responds with the predicted class of the item. The response is

converted to a certain number of degrees in which the rotary disk must turn to properly align the lid with

the compartment opening. The lid is then open so the garbage falls into the right container.

The research of Gupta et al. (2022) is very similar to Abeygunawardhana et al. (2020), it uses an infrared

sensor to detect an object entering the bin and then trigger the camera to take a picture of the garbage.

The CNN runs locally on a Raspberry PI (Upton and Halfacree, 2016) which controls the whole system. It

then uses a servo motor to tilt a platform holding the garbage clockwise or counter-clockwise, making the

garbage slide into one of the two compartments: one for biodegradable and one for non-biodegradable.

Ziouzios and Dasygenis (2019) does not automatically sort the garbage into containers, it just classifies

the deposited garbage with a CNN running locally and uploads the predicted class, the timestamp and the
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bin ID to a central server, thus enabling users to analyze patterns of garbage disposition at a later time.

With this information, authorities can detect patterns in garbage disposal and make data-driven decisions

to increase the effectiveness of the waste management.

The work of Gunaseelan et al. (2023) is a combination of all previous works. It uses sensors to detect

the garbage entering the bin, it takes a picture of it for classification using a CNN running locally. Moreover

it has sensors to detect the garbage level inside the bin and generate alerts when it is close to full. Data is

also uploaded every time a new object is disposed in the bin, containing the class of the garbage, when it

was disposed and in which bin. It also has a fire sensor that can trigger an alarm in case a fire starts inside

the bin.

It is worth noting that all the models that power those “smart bins” used, at least in part, the dataset

introduced in Yang and Thung (2016) in their training process. The frequent use of the same dataset, which

contains just 2,527 images, highlights the need for more development in this area, aiming to introduce new

datasets with more images and thus enabling the development of better models.

Figure 2.6: The structure of a smart bin. Once the garbage enters the collection chamber, a picture is taken
from it. After the class is identified, the rotary disk rotates until the hole in it aligns with the opening of
the correct chamber, thus dropping the object in the correct place. Reproduced from (Abeygunawardhana
et al., 2020)

.

2.2.2 Multimodal Garbage Classification

Chu et al. (2018) uses sensors to detect the object’s weight and material, on top of images taken by a camera.
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It uses those three modalities for classification. A CNN was used to extract features from the image. It

outputs 22 features which are then fused with the numerical data coming from the sensors using a Multilayer

Perceptron (MLP). Using two experiments they showed that the model’s accuracy increased from 87.7%

and 80% to 98.2% and 91.6% when using data from the sensors. The authors do not explain what are the

potential differences between the two experiments.

They demonstrate that some samples which were incorrectly classified when using only images, were

properly classified when using the multimodal model, highlighting how additional data sources can help in

classification.

The two samples in Figure 2.7 were described as “beer cap” and “transparent box”. Both were incorrectly

classified when using only images, one can note they have similar round shapes, which can be challenging

for a image-only model. With the aid of the sensors, the multimodal model classified them correctly.

Figure 2.7: Those two samples were incorrectly classified when using only an image as input, as they have
similar shapes. Due to the weight and material sensors, the model is able to distinguish the different materials
they are made of, thus allowing for a correct classification of both. Reproduced from (Chu et al., 2018).

Xu et al. (2024) and Lu et al. (2022) used a microphone to capture the noise generated by the impact of

the garbage with the inside of the bin and used that as an input to a multimodal model, along with images.

One potential problem with using sound occurs when an object that is too light is put into the bin.

It might not even make a detectable sound, thus the model will need to use image-only input to make a

decision, and the model accuracy is smaller in this scenario. The best accuracy reported by Lu et al. (2022)

when using image-only input was 85.94%, and by Xu et al. (2024) was 91.44%. When sound was included,

the best accuracy reported by Lu et al. (2022) was 95.78% and by Xu et al. (2024) was 96.24%
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It is interesting to note that adding more modalities is not necessarily favourable to the model perfor-

mance. Two types of features were extracted from the image and two types of features were extracted from

the sound in (Lu et al., 2022). The model which fused all those four features was not the best one. It is

also worth noting that fusing two image features or two sound features performed worse than fusing one

sound feature and one image feature. This highlights that complimentary features from different modalities

perform better than “redundant” features (Xu et al., 2024).

2.2.3 Other Garbage Datasets

The TACO (Trash Annotations in Context) dataset was introduced by (Proença and Simões, 2020). A

website is available Proença, Pedro and Simões, Pedro (2025) where data can be explored and there is also a

tool to crowd source annotations, but as of the writing of this, the tool is unavailable. However, the focus of

this dataset is for training object detection models, which is not the case in this work, where a classification

model will be trained. The website states that there is 1,500 images in the dataset, with 4,784 annotations

(more than one garbage can be annotated per image) across 60 categories, and 3,918 images that needs to

be annotated. The 1,500 images can be downloaded in (Proença, Pedro, 2025). Since this dataset is used for

object detection, in most of the pictures the object of interest is very small compared to the whole image.

Furthermore, some images have more than one valid object in the same picture, making them not usable for

training a classification model.

Also in 2020, Kang et al. (2020) introduced another garbage dataset, but we could not find it for download.

It has 4,168 images divided between recyclable and non-recyclable according to the researchers.

Wu et al. (2022) introduced a new dataset called HGI-30 with 18,178 samples divided in 30 classes. The

classes represent common household items, some of the classes are “apple core”, “battery”, “can”, “glass

bottle”, “t-shirt” and “vegetable leaf”. It is definitely an improvement on top of (Yang and Thung, 2016),

mainly because it has many samples representing compostable garbage, i.e. the “Green” class as defined in

this work. But it has some limitations as shown in Figure 2.9. Many pictures are almost the same, just with

a slight variation in the framing or angle, which does not add variability to the dataset. Also, some samples

are just augmented versions of other samples. It is disputed that an augmented sample can be counted as a

“different” sample, since augmented samples can be created on-the-fly with an augmentation pipeline during

the training process of a model.
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Figure 2.8: Some examples of samples from the TACO dataset that shows garbage in the environment. In
many samples the object we want to classify is very small compared to the whole image, making it not
suitable for a classification model, since the details of the object would be lost when the image is being
resized to a smaller size. In addition to that, some samples have objects of different classes in the same
image. On the bottom right image, the sample contains a food bag (to the left of the picture) which is
recyclable, and a blister packaging (to the right of the picture, on the bottom) that is not recyclable.

2.2.4 Multimodal Models in Sentiment Analysis

When searching for how to improve results through combining unimodal models using the late fusion tech-

nique (Gadzicki et al., 2020), we noticed that similar work was done in the Sentiment Analysis field, especially

for social media sentiment analysis. In this context, the inputs are usually an image-text pair (Niu et al.,

2016), and the model is trying to predict which sentiment the input pair is evoking, it can be either good,

bad, neutral, or some other label (Zhu et al., 2022b; Huang et al., 2019; Wankhade et al., 2022; Majumder

et al., 2018). In some instances, the unimodal information is not enough to predict the correct label. For

example, an image of a bouquet of roses might evoke a positive sentiment if the accompanying text discusses

marriage. However, it might also invoke a negative sentiment if the text talks about the passing of a loved

one. In garbage classification, there are parallels to these situations that occur in sentiment analysis. For

example, an object with the description “water bottle” is probably recyclable if the image depicts a dispos-

able plastic water bottle, such as the ones that can be bought from a vending machine. However, it can be

non-recyclable if the image shows a non-disposable water bottle, such as the ones people might carry around.

This example is shown in Figure 2.10.
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Figure 2.9: Those are all different samples obtained from the HGI-30 Wu et al. (2022) dataset. The top
leftmost banana peel sample is the original sample. The three rightmost banana peels samples on the same
row are augmented versions of it. Other samples in the other rows are very similar to each other, and could
be easily replaced by a properly configured data augmentation pipeline during training.

In sentiment analysis, the models are generally composed of feature extractors for each modality, followed

by a late fusion layer that uses the features extracted from each modality to create the multimodal features

(Zhu et al., 2022b; Huang et al., 2019; Wankhade et al., 2022; Majumder et al., 2018). The final feature layer

of the model (before output) is usually composed of those multimodal features plus the unimodal features

obtained directly from the feature extractors.

2.3 Chapter Summary

In this chapter we covered the background and the related work that was done in our area of research, and

some gaps were identified in the garbage classification research field.

Many works in garbage classification use the dataset introduced in Yang and Thung (2016), which lacks

a class for organic waste, and has very few samples of the “non-recyclable” (Black) class.

The biggest and most comprehensive dataset we found a publication for Yang et al. (2021) could not be

found online for download. Another dataset Wu et al. (2022) has a lot of very similar images, which could

be easily generated using an augmentation pipeline, thus the “true” dataset size is much smaller than its

researchers claim it is. We could not find a dataset that uses image and text information like the one we
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Figure 2.10: Two samples with the same text description “water bottle”. The sample on the left is a non-
disposable water bottle, which should be taken to a proper disposal centre, while the sample on the right
is a recyclable object. This is a classification case that cannot be solved only with this brief (i.e., “water
bottle”) text information.

will introduce in this work.

We also found out that there is very limited research on multimodal garbage classification, with no

multimodal datasets publicly available and no research done in the past using images plus text.

The sentiment analysis research field uses similar techniques with multimodal models to classify pairs of

image and text posted on social media.
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Chapter 3

Multimodal Dataset

In this work, we introduce a novel public multimodal dataset consisting of images of garbage, their cor-

responding text descriptions and correspondent labels. This dataset serves as a benchmark for all the

experiments in this work.

3.1 Classes of the Dataset

This dataset was built following the waste guidelines of the City of Calgary (City of Calgary, 2022). The city

works with a three-way stream of recycling when it comes to the available bins for the population. Those

three bins are generally available to the households within city limits, Figure 3.1 show a set of those three

bins. The bins are:

• Blue bin: recyclable items. Garbage deposited in this bin will go to the recycling centre. Some

examples of recyclable items are: clean plastic water bottles, cardboard, paper straws, clean plastic

food packaging, pop and beer cans.

• Black bin: non-recyclable items. Garbage in this bin will go straight to the landfills of the city.

Examples of non-recyclable items: toothbrushes, floss, multi-layered bags of food, small sauce plastic

containers, vacuum dust.

• Green bin: compostable items. The contents of the green bin will be taken to an indoor composting

facility and turned into nutrient-rich compost. Any kind of food or food leftovers are compostable.

Other compostable items are: food-soiled napkins, plants and flowers, dirty paper food packaging and

utensils made of wood.
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Figure 3.1: The three colour-coded bins available to households in the City of Calgary. Blue for recyclable
items, Black for non-recyclable and Green for compostable.

Each of those bins and/or colours represents one class in our dataset. Thus we have three classes so far

in our dataset: Blue (recyclable), Black (non-recyclable) and Green (compostable). But only those three

classes/bins are not enough to cover all the garbage generated in a common household. Many items cannot be

disposed of in any of those bins. One important example of this case are the electronic batteries, especially

the ones that are lithium-based, because they might catch fire when crushed by equipment at recycling

centres. Many times those batteries are incorrectly disposed of in the Black or Blue bins (City of Calgary,

2025c), later in the recycling centre they might come in contact with metal or other batteries, causing sparks

which might lead to fires. Such batteries must be taken to a City Eco Centre (City of Calgary, 2025b) or a

free drop-off location (Recycle Your Batteries Canada, 2025).

Thus, when modelling the problem, this led to the creation of a fourth class in our dataset: the Take to

Recycle (TTR) class. Any object that cannot be put in any of the three bins and shall be taken somewhere

else to be properly recycled or reused will be labelled as TTR class. Some other examples are:

• Any kind of electronic equipment, containing batteries or not.

• Any kind of garment. They should be taken to thrift stores. This includes backpacks and shoes.
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• Usable glassware like cups, tasses, mugs, glasses of wine, etc. Broken glassware should be put in the

black bin.

• Hazardous chemicals and household cleaning products marked with a hazard symbol in their containers.

• Automotive chemicals and oils, including motor oil, brake fluid, transmission fluid or any container

with a hazard symbol on it.

• Sports equipment, kids toys. Any kind of aerosols like deodorants, shave soap, air freshener or bug

repellent.

Thus, our dataset will have four classes in total. Being them Blue, Black, Green and TTR.

3.2 Dataset Statistics

The dataset has a grand total of 20,000 images, all of them with a corresponding text description, either

written by the person who collected the image or by the researchers.

Here are the per class statistics:

• Blue class: 7,614 samples representing 38.07% of the dataset.

• Black class: 3,930 samples representing 19.65% of the dataset.

• Green class: 4,170 samples representing 20.85% of the dataset.

• TTR class: 4,286 samples representing 21.43% of the dataset.

There is a clear imbalance towards the Blue class, with almost two times more samples than each of

the other classes. This is a curious finding that indicates that most of the samples provided by the data

contributors are indeed recyclable. This finding is supported by an indirect data of the City of Calgary:

green and black bins are collected every other week, whereas the blue bin is collected every week (City of

Calgary, 2025e). This changes in the summer months, where the green bin is also collected every week, due

to the fact that many people are doing yard work and have a lot of organic garbage to be collected, like

leaves, branches and grass. Although, in terms of tons of garbage collected, blue is actually in last place

with 41,000 tons collected in 2023, in comparison with 124,000 tonnes from the black bins and 96,000 tons

from the green bins (City of Calgary, 2025f). It is important to notice that those numbers do not take into

account garbage that was incorrectly placed in a given bin. For example: an object made of foam, which is

not recyclable, that was put in the blue bin, will have its weight counted towards the blue bin and not the

black bin, in which the latter is the correct bin it should have been disposed.
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From those 20,000 images, 2,000 images were selected to create a balanced test set, i.e. 500 samples for

each of the four classes. It is important to note that none of the text descriptions in the test set were made

by the researchers, this avoids having a bias for text descriptions generated by the same persons both in

the trains and test sets. Aside from that, the images for the test set were randomly selected. Out of the

remaining 18,000 images, 2,000 images were randomly selected in a stratified manner to create the validation

set, thus 16,000 images were used for the train set.

3.3 Building the dataset

This dataset was built in three different ways. A summary of each method follows:

• A tool (available here: (Cazarin, Jose, 2022)) was developed based on the work of Amine Bendahmane

(2025) to crawl the internet looking for garbage images using the Programmable Search Engine (PSE)

from Google (Google, 2025).

• Crowd-sourcing data from multiple and diverse contributors.

• Leveraging images from existing datasets, being them garbage datasets or not. The datasets used were:

Food-101 (Bossard et al., 2014) and HGI-30 (Wu et al., 2022).

We will dive in the details of each method in the following sections. The dataset is publicly available at

(Cazarin, Jose, 2025).

3.3.1 Crawling the Web for Samples

Using the Python programming language as a wrapper to the PSE tool (Cazarin, Jose, 2022), we were able to

crawl around 3,000 images to the dataset. The tool was configured to only return images which are in public

domain or with non-commercial licensing according to Creative Commons categories (Creative Commons,

2025).

The website with the guidelines from the city of Calgary (City of Calgary, 2022) has a page with an

A-to-Z listing of many garbage items. The entry for each of those items has a small description of the item,

how one should dispose of it, and sometimes an explanation on why the item should go on a certain bin or be

taken to recycle. We used the entries in that list as the input search term to the PSE tool, and it returned

images crawled from the web using that search term. Unfortunately, the use of this tool had shortcomings.

One of the problems is the number of images returned per query to the PSE. The tool only returned

around 30 images per search term. Another problem on top of this one is that many images had a very small
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resolution, making them not suitable for training the model. The tool had no filters for image resolution.

Also, some images contained other items in it as well, and the goal is to crawl images which contained only

the garbage item we are interested in. This reduced the amount of usable images returned for search term to

around 10 images, and also required laborious manual steps to filter all the bad results, for example removing

unrelated images returned because of ambiguities in the search term. The text description diversity is also

a problem. With this tool the only possible text description for the crawled images is the input search term.

For example, if the input search term is “food packaging”, this term was defined as the text description of all

the images returned from the query, thus all the image samples would have exactly the same text description.

For all those reasons, we decided that using only this tool to build the full dataset was not scalable and

would not generate good results. Therefore, we decided to try a crowd-sourcing approach.

3.3.2 Crowd-Sourcing the Dataset

For crowd-sourcing the dataset, we requested data to be contributed by students at the University of Calgary,

their friends and relatives . They were asked to take pictures of any garbage they were discarding and provide

a short text description for each submitted picture.

It is important to note that no strict guidelines were given on how to take the pictures. The guidelines

were soft: have a single object in the image, roughly centred in the image. Therefore the source of such data

is diverse, coming from different phones or cameras with different resolutions and settings used to capture

the image. The background and geographic location of the individuals who collected the data is also diverse,

encompassing hundreds of people, many of which are not from Canada, with different consumer habits.

Initially, using text descriptions as inputs to the model were not being considered, so data contributors

were not asked to caption the images. After it was decided that text descriptions were going to be used,

I manually generated text descriptions for each picture of this first set of images with the support of two

summer students. This batch contained around 5,000 images. Subsequently, the contributors were also

asked to generate the text descriptions of the pictures. People contributing data were also asked to label the

pictures, i.e. classify them into one of the four classes. A lesson learned from that experience is that most

people do not know the proper bin in which they should dispose of the different types of garbage. There was

a lot of errors in the labels generated by the students.

To be able to verify and fix when appropriate the labels of the samples obtained from the data contributors

in a fast and efficient way, we wrote a Jupyter Notebook (Kluyver et al., 2016) application that made use of

the Pigeon library (Anastasis Germanidis, 2025). This library creates a widget in a Jupyter Notebook which

displays the image and has a set of buttons underneath, one for each class, along with a button to skip the
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current image. After scanning a given folder for images, the library displays the images in the widget one

at a time, then a human labeller can just click the button for the corresponding class, then another image

is displayed, and so on. After all the images are labelled, the library creates a list of tuples, in which the

first element of the tuple is the image and the second element is the label. At this point, it is easy to write

code to split the samples in any given way. This library allows each image to be labelled with a single click,

making it quick and efficient to label huge amounts of data. Figure 3.2 shows a screenshot of the labelling

screen in the Jupyter Notebook running the Pigeon library.

Regarding the text descriptions provided, we decided to not change them because we wanted the model

to be robust to a diverse text inputs, thus even typos and spelling mistakes were kept as-is.

Figure 3.2: Pigeon library running in a Jupyter Notebook. The five buttons represent each class of the
dataset plus a button to skip the labelling of the current image. After pressing any of the buttons, the next
picture is displayed, thus enabling many images to be labelled quickly, with a single mouse click.

When labelling certain images for the dataset, some assumptions were made regarding edge cases. For

instance, a can of tomato sauce shown in Figure 3.3 is deemed recyclable only if it is clean, which is not the

case in the picture, due to leftover sauce. However, since the goal of this project is to increase recycling, the

image was labelled as recyclable. Thus, a system built around an Artificial Intelligence model trained with
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this dataset, if it classifies a sample as recyclable, it would need to advise the user to rinse dirty objects

before disposing them in the recyclable bin. Alternatively, labelling the tomato can as non-recyclable would

result in a bias in the model to classify a recyclable object as non-recyclable, thus incentivizing users to

dispose the object in the Black bin, ultimately sending the object to a landfill simply because it was not

clean. This same scenario occurred with other objects in the dataset, such as ketchup bottles, aluminum

trays, and peanut butter containers. For example, a potential application would return Blue for the tomato

sauce can shown in Figure 3.3 and display a message stating: “If this item is dirty, please rinse it before

putting it into the blue bin”. It is important to notice that this message would also be displayed for a clean

item classified as Blue, since the information about the cleanliness of each sample is not saved in the dataset.

Figure 3.3: This tomato sauce can is recyclable (Blue) only when it is clean. When it is dirty, it is not
recyclable (Black). It was labelled as recyclable in our dataset because it can be cleaned up before being
put into the blue bin.

We have collected around 16,300 images from the data contributors, bringing the total number of samples

in the dataset to around 19,300 images.

3.3.3 Leveraging Other Datasets

We also gathered samples from public datasets and added to our own. The HGI-30 dataset Wu et al. (2022)

has 18,000 samples across 30 classes, some classes are “lunch box”, “banana peel”, “pencil”, “plastic bottle”,
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etc. This dataset has a good variety of samples that belong to the TTR class in our dataset, like “trousers”,

“remote control”, “smart phone”, “coin battery”, etc. Since we needed more samples of the TTR class to

help balance the dataset, we took around 200 images of this dataset and added to the TTR class of our

dataset.

The data Food-101 (Bossard et al., 2014) is a big dataset that contains 101,000 images divided in 101

categories, with exactly 1000 images for each class. Since all foods are compostable, all the samples taken

from this dataset were added to Green class, to help balance the dataset since we were short in samples of

the Green class. We took around 500 samples from this dataset, getting roughly the same number of samples

from each class.

Adding samples like this has a downside of not adding much diversity in terms of text descriptions,

because we set them to the name of the class those samples belong to in the original dataset. For example,

in the Wu et al. (2022) dataset, if a sample belongs to the “plastic bottle” class, its text description will be

set to “plastic bottle”. Same for a sample from the class “lasagne” coming from the Bossard et al. (2014)

dataset.

3.4 Image Data Pre-Processing

Most of the images crowd-sourced had their original dimensions when captured, so each image was around

3 Mega Pixels (MP) to 5 MP. This makes the dataset very large in terms of storage, which is not needed,

given that the images will be resized to a much smaller size when being fed to the image models. The image

model with the biggest input size that will be used, the EfficientNetV2 (Tan and Le, 2021), has a size of 480

× 480 pixels which represents 0.2 MP. Thus, we decided to resize all the images in the dataset to a size of

1024 × 1024 pixels, to have some margin if we end up deciding to use an image model with a bigger input

size, and also because most image models use a square input resolution, i.e. an aspect ratio of one. Since

some images originally had a different aspect ratio, we padded the smaller dimension with black pixels, on

both sides of the image. This makes the image square before resizing it, which avoid changes in the aspect

ratio that could create distortions in the image. The interpolation algorithm used to resize the images was

bilinear interpolation.

3.5 Data Exploration

Samples belonging to the recyclable class from our dataset are shown in Figure 3.4, which includes 16

examples. Note that garbage made from many different materials all belong to the same class, the recyclable
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class, in our dataset.

aluminium foil baking soda beer glass bottle big plastic lid

cardboard bag cardboard box cardboard toilet paper roll clean plastic food container

egg carton cardboard food glass jar plastic bag plastic acai container

plastic milk jug shipping box soda can vitamin water plastic bottle

Figure 3.4: Sixteen samples from the blue class of our dataset. The text description of each image can be
seen under each image.

Samples belonging to the compostable class from our dataset are shown in Figure 3.5, which includes

16 examples. Note that some non-organic samples belong to the compostable class, like a dirty pizza box,

which is only known to be dirty because this information is on the text description provided. Otherwise,

meaning if this pizza box was clean, it would be recyclable.

Samples belonging to the non-recyclable class from our dataset are shown in Figure 3.6, which includes

16 examples. Note that coffee cup lids, although being made of a recyclable material, are usually too
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bread slice apple bacon fat banana

bitten piece of watermelon blueberry muffin coffee filter and grounds dirty carboard pizza box

dirty paper tray dragon fruit peel eggshells scrap empty compostable bag

food stained papertowel four squeezed slices of orange greasy food container used chopsticks

Figure 3.5: Sixteen samples from the green class of our dataset. The text description of each image can be
seen under each image.

small to be recycled, therefore they should be put in the black bin. The guidelines of the City of Calgary

(City of Calgary, 2022) state that if a lid made of a recyclable material is smaller than the palm of a hand,

it belongs in the black bin. Multi-layered food packaging and yogurt seals, which are also multi-layered, are

also not recyclable. According to the guidelines, the compounding materials are not easily separated, thus

not suitable for recycling.
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black disposable plastic spoon candy chocolate wrapper car freshener cheetos bag

clean styrofoam food tray coffee cup lid construction sealant material dish washing gloves

disposable mask glue container pen plastic bag oranges empty

sunscreen bottle used water filter cartridge white blue toothpaste yogurt container seal

Figure 3.6: Sixteen samples from the black class of our dataset. The text description of each image can be
seen under each image.

Samples belonging to the TTR class from our dataset are shown in Figure 3.7, which includes 16 examples.

This class is very diverse: clothes, electronics, batteries, books, sports equipment all belong to the TTR class.

A general, but non-exhaustive, way to check if something belongs to the TTR class is asking the question

“can this be used by someone else?”. If the answer is yes, then the item belongs to the TTR class. Cleaning

products also belong to this class because they need special handling when being disposed of, to avoid causing

damage to the environment.
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air freshener spray bottle aaa battery acoustic guitar backpack

baseball glove battery button boots cleaning product bottle

computer mouse electronic beard trimmer empty transmission fluid bottle hardcover textbook

headphone metal spoon pants clothes shirt

Figure 3.7: Sixteen samples from the TTR class of our dataset. The text description of each image can be
seen under each image.

3.6 Chapter Summary

In this chapter we covered how our multimodal dataset was built. Three methods were used to build the

dataset: crawling the web, crowd-sourcing and leveraging existing garbage datasets. A tool was developed to

crawl the web for copyright-free images using keywords that describe garbage items as inputs to the search.

Another tool was developed for fast manual labelling of the samples collected. Using the Pigeon library
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(Anastasis Germanidis, 2025) we were able to create a Jupyter Notebook script that can label one image

with a single click. Labelling the images was challenging as some assumptions had to be made regarding

edge cases, like it was shown in Figure 3.3. Some statistics regarding the data were shown, and it was clear

that the final dataset is imbalanced with respect to the Blues class, which corresponds to 38.07% of all the

samples. Finally some data exploration of the dataset was made to show its diversity of samples.
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Chapter 4

Methodology

In this chapter we will present the unimodal models used as feature extractors for both text and image data.

Then, we will explain in details the late fusion strategies adopted to join the two unimodal features together

for the creation of a multimodal model. We will also introduce the novel concept of Reverse Cross Attention

(RCA), and our hypothesis as to why we think it will yield better results.

4.1 Unimodal Models

As the first step in this research, we have selected a list of unimodal models that will be used as feature

extractors for both modalities, image and text. Those model architectures were selected based on their state-

of-the-art results in their respective fields. Hardware restrictions were also considered, i.e. the feasibility

of training such models on the hardware we have available, thus only models with a few hundred million

parameters were selected.

Such models will be responsible for extracting embeddings from the input image or text description. In

Machine Learning (ML) or Artificial Intelligence (AI) parlance, embeddings are lower-dimensional arrays of

numbers used to represent complex data like images, sentences, audio, etc. Those numbers encode many

characteristics of the data and are often used to express similarity between two data points, for example how

similar, visually or semantically, two images are (Babenko and Lempitsky, 2015).

The image models selected as feature extractors were:

• ConvNeXt Base (87,570,564 parameters) (Liu et al., 2022).

• EfficientNetV2 small (20,182,612 parameters), medium (52,863,480 parameters) and large (117,239,396

parameters) versions (Tan and Le, 2021).
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• Vision Transformer Base with 16 layers (ViT-B/16, 85,801,732 parameters) and Large with 16 layers

(ViT-L/16, 303,305,732 parameters) Dosovitskiy et al. (2020b).

• MobileNetV3-Large (4,207,156 parameters) (Howard et al., 2019) and ShuffleNetV2 (two output chan-

nels; 5,353,192 parameters) Ma et al. (2018). Those two architectures were selected so we can make

comparisons against models designed for efficient computation on embedded devices.

The text models selected as feature extractors were:

• BERT (109,485,316 parameters) (Devlin et al., 2019).

• DistilBERT (66,365,956 parameters) (Sanh et al., 2019).

• GPT2 (124,442,884 parameters) (Radford et al., 2019b).

• RoBERTa (124,648,708 parameters) (Liu et al., 2019).

• MobileBERT (24,583,940 parameters) (Sun et al., 2020). Similarly with the image models, this archi-

tecture was selected because it was developed aiming to run on embedded devices.

4.2 Multimodal Models

For the multimodal models, they will be created using late fusion strategies Gadzicki et al. (2020). In a simple

concatenation strategy, the classification head of each unimodal model is removed. Then we take the last

feature layer, i.e., the embeddings for each model, and normalize it by dividing each embedding value by the

embedding norm (Lp normalization). This step is important since the embeddings of each different modality

might have very different scales and dynamic range. Thus normalizing this data so both embeddings have

the same scale and range yields better results. After this, those two feature layers are then concatenated,

passed through a dropout layer, and then fed to a Fully Connected (FC) output layer with four neurons

representing the four output classes. This late fusion strategy is represented in Figure 4.1. For the sake of

comparisons with other multimodal architectures, we also employed the multimodal model BLIP-2 (Li et al.,

2023). We choose the BLIP-2 model because it has state-of-the-art results in vision-language tasks, and

we can use LoRA to fine-tune it in a timely manner. It also has the advantage of using two frozen feature

extractors, one for image and one for text, reducing the number of trainable parameters.

A more complex late fusion strategy is also implemented using attention blocks and our proposed RCA

mechanism, this approach will be explained in details in the following sections. This strategy is represented

in Figure 4.2. Those two late fusion strategies will be compared to show the benefits of the approach which
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Figure 4.1: Diagram showing the simple late fusion concatenation strategy to form the four-class output.
The numbers above each vertical bar represent the number of neurons in that layer. The models used as
feature extractors were the two uni-modal models with the best results in the validation set.

employs the RCA. The model which uses this late fusion strategy is called MM-RCA (Multimodal Reverse

Cross Attention).

4.3 Proposed Methodology

After selecting the models, they were trained on our dataset. The goal is to compare which unimodal models

have the best results when trained separately. As the next step, the best image model and the best text

model based on the accuracy obtained in the validation set results are joined using the strategies described
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Figure 4.2: Diagram showing how the RCA and SA blocks, along with the original features, are used to form
the four-class output in the MM-RCA model. The numbers above each vertical bar indicate the neurons in
that layer. The square brackets represent the shape of the input of the attention blocks. The first dimension
is the number of heads, and the second dimension is the size of each slice of the embeddings. Since attention
is not commutative, two RCA blocks were used: one for image-text RCA and the other for text-image RCA,
this is also called “co-attention” (Lu et al., 2019). The outputs of those blocks were flattened and then
concatenated with the original image and textual features.

in section 4.2.

4.3.1 Attention and Cross Attention

Inspired by the works of Zhouhan et al. (2017) and Vaswani (2017b), the attention blocks are the base of

the novel late fusion method we are introducing with our MM-RCA multimodal model.

Attention is the mechanism by which weights are attributed to elements in a sequence. In our case,

the sequences are the embeddings (or features) obtained from the image and the text description of a given

sample. Self-attention (SA) is when those weights represent the importance of elements in a sequence relative

to the sequence itself. Cross-attention (CA) is when those weights represent the importance of elements of

one sequence relative to another. Generically, the attention operation, or dot-product, can be defined as:
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Att = ABT (4.1)

If A and B are the same sequence, eq. (4.1) represents SA, if they are different sequences, it represents

CA. The second element is transposed so we obtain a square matrix of weights representing how each element

in the first sequence (A) attends to each element in the second sequence (B).

The inputs to the attention blocks are three linear projections of the input sequence S (the features

extracted from the image and text), which are named queries, keys and values, following the nomenclature

used in (Vaswani, 2017b). The sizes of those linear projections are defined as dq, dk and dv, respectively.

As it was done in Vaswani (2017b), we will set dq = dv. Those linear projections are generated by three

matrices of learnable parameters (weights) named QW , KW and V W and defined as:

Q = SQW (4.2)

K = SKW (4.3)

V = SV W (4.4)

Our MM-RCA model uses Multi-Head Attention as defined in Vaswani (2017b). We split the input

sequence into h patches of the same length, so each attention block has h “heads”, and each head learns its

own projections of the input sequence. Each head will pay detailed attention to the subspace represented

by each patch. Thus for each head, the attention weights Aw learned are obtained by the computation

represented in eq. (4.5):

Aw = softmax(
QKT
√

dk
) (4.5)

To prevent the Softmax from generating very small gradients, Vaswani (2017b) introduced a scaling factor
√

dk, which we also use here. Finally, the weights are multiplied by the linear projection V , yielding the

output Oa of one head of the attention block defined in eq. (4.6).

Oa = AwV (4.6)

The output of all h heads is then concatenated together, yielding the output of the attention block as

defined in eq. (4.7).
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MHA = concat(Oa1, Oa2, ..., Oan) (4.7)

From eq. (4.7), the output size of all attention heads is h × dv, since the output size is defined by the

projection size of the values dv.

This output is then passed through a Layer Normalization (LN) (Lei Ba et al., 2016) aiming to stabilize

the training process, similar to what is done in (Vaswani, 2017b). The output of the LN is passed through

a ReLU activation function to add a non-linearity to the model.

Since QKT is a matrix of weights representing how each element in the linear projection Q attends to

each element in the linear projection K, if Q is obtained from a patch of one sequence, like the image features,

and K is obtained from a patch of another sequence, like the the text features, we have a CA matrix that

represents the cross-correlation between the features of the two modalities. Or, in other words, it calculates

the similarity between the image and text features in each subspace represented by each head.

4.3.2 Reverse Cross Attention

We just described the classic multi-headed attention mechanism introduced by Vaswani (2017b). This

attention mechanism has weights that represent which features from one sequence attend the most to the

features of the other sequence.

Our RCA mechanism is similar, except that its weights Aw obtained are reversed. Let D be the dimension

(number of elements) of each weight array in Aw, and Rw the reversed weights. Consider that Aw sums up

to 1, since it results from a Softmax operation. Thus (1.0 − Oa) makes each weight array sum up to (D − 1).

Therefore, to properly reverse the weights, they need to be divided by (D − 1), which makes all the weights

sum up to 1 again. This is represented in eq. (4.8).

Rw =
1 − Aw

(D − 1)
(4.8)

Thus, the output of each head of the RCA block is defined in eq. (4.9):

ORCA = RwV (4.9)

The full output is obtained by concatenating all heads together, as was done in eq. (4.7).

The intuition behind this operation is that those reversed weights represent the complementarity of

information between the two sequences, instead of the correlation between them. In other words, RW

represents the features of one sequence that do not attend to the features of the other sequence. Using those
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reversed weights “forces” the model to increase the weights of the complementary features. Thus, the output

of the RCA mechanism will highlight the information present in only one of the two input sequences. At the

same time, it will attribute smaller weights to the “redundant” features, i.e the features which are present

on both modalities. The weight of such features is naturally higher in the decision-making process of the

model, since they would be “counted” twice, once for each modality. Therefore, the penalty applied to it by

the RCA should not completely eliminate the contribution of such features.

4.3.3 Late Fusion using RCA

The embeddings extracted by the image and text models, which are one-dimensional arrays, are normalized

in the same way and for the same reason as in the simple late fusion strategy described in Figure 4.1. Those

embeddings are then fed to a classic SA block like defined in equation 4.6. The output of those two classic

SA blocks highlights only the important features in each of the two embeddings. Those important features

are now fed into the RCA blocks. Since CA is not a commutative operation two RCA blocks were used,

one to extract the important features of the image that do not attend to the important features of the text

and another one that does the inverse operation, i.e. the important features of the text that do not attend

to the important features of the image. In one block the Queries comes from the image, and the Keys and

Values comes from the text. In the other block this is reversed, the Queries comes the text, and the Keys

and Values comes from the image. This is called co-attention, as introduced in (Lu et al., 2019). As the

final step of each self- and cross-attention blocks, there is also a Layer Normalization Lei Ba et al. (2016)

operation followed by a ReLU activation function, similar to what is done in (Vaswani, 2017a).

This architecture is similar as the one applied with three modalities in Golovanevsky et al. (2022), in the

sense that our architecture also calculates self-attention and then feeds this data to cross-attention blocks

across all modalities. In our case, since there are only two modalities, we can only do two sets of cross-

attention: image-to-text and text-to-image. In Golovanevsky et al. (2022), there are six cross attention

blocks. Keep in mind that attention is not commutative, so “AB” attention is not the same as “BA”

attention. Thus six attention blocks are needed to cover all possibilities of cross-attention between two

modalities at a time, given that there are three modalities in that work.

The output of those two RCA blocks is then concatenated with the original embeddings extracted from

the image and text, passed through a dropout layer, and then fed to a FC output layer with four neurons

representing the four classes of this work (Black, Blue, Green and TTR). This is represented in Figure 4.2.

43



4.4 Chapter Summary

In this chapter we presented the uni-modal models that were used as feature-extractors to compose the

multimodal model proposed. We explained in details the late fusion architecture we used to join the features

extracted from both modalities. Finally, we explained the new concept of Reverse Cross Attention that is

being introduced in this work, and how we hypothesize it might yield better results when compared against

classical cross attention.
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Chapter 5

Experiments and Results

5.1 Experimental Setup

All the models were trained using Transfer Learning. For the image models, the pre-trained weights available

in PyTorch (Paszke et al., 2019) were used. Those weights were obtained after training such models in the

ImageNet dataset (Deng et al., 2009). For the text models, each model was trained on a different corpus

of textual data, those datasets are described in details in their respective papers Sanh et al. (2019); Devlin

et al. (2019); Liu et al. (2019); Radford et al. (2019b) and the pre-trained weights are available as part of

Hugging Face library (Hugging Face, 2025).

The unimodal models were trained separately, with only the images of garbage being fed to the image

models and only the text descriptions being fed to the text models. The training starting point of the

multimodal model uses the same pre-trained weights as those used when training the composing models

separately.

An experiment was made with augmentation of text descriptions. The model Llama 3.2-Vision-Instruct

(AI, 2024) was used to take a given text description and replace some words with its synonyms. This

was done on-the-fly during the training process with a probability of 60% for applying the augmentation

described. The prompt to the model was:

You are a careful paraphraser. Your task is to replace a few words with close synonyms while preserving

exact meaning, tone, and grammar. Do not alter numbers, units, dates, or named entities. Change at most

3 words. Output only the final sentence.

The Llama model was forced to generate at max six new tokens, and the “temperature” parameter was

set to 0.4. This was a trade-off between keeping the model from hallucinating and also making it create
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Model Change in Mean Val. Acc. (%)
BERT -0.23

DistilBERT -0.2
GPT2 -0.15

MobileBERT -3.13
RoBERTa -0.56

Table 5.1: Variation in the validation accuracy when adding text augmentation to the training pipeline.
Average of five training runs. This shows that adding the synonym replacement as a text augmentation
makes the validation accuracy worse.

different synonyms for a given input description every time. The goal of the experiment was to check if

the validation accuracy for the text models would increase when using this kind of augmentation of the

text descriptions. For a fair comparison, all the training hyperparameters were kept the same, and only the

augmentation was added to the training pipeline. Across five training runs, the variations in the validation

accuracy for some of the text models are shown in Table 5.1. Since the validation accuracy of the text models

was smaller when adding augmentation to the text descriptions, it was not used in any of the experiments

described in this chapter.

The optimizer used during the training of the unimodal models was the AdamW (Loshchilov and Hutter,

2019). The only pre-processing step applied to the text inputs was the tokenization of the input data, which

was done using the respective tokenizer of the trained text model. Tokenization is the process of breaking

down text into smaller units which are called tokens. This is important for reducing the complexity of the

texts fed to text models as well as helping in generalization. For example, many English words end with the

suffix “ing”, which itself is a token. Natural language processing models can learn that words ending with

this token are typically used as present participles or gerunds. This allows those models to better understand

texts semantically and syntactically.

For the image data, the augmentation is applied on-the-fly during the training process. The parameters

for each transformation are chosen randomly before the transform is applied to a given sample, allowing for

more diversification of data during the training process.

The image augmentation pipeline includes the following transformations:

• Rotation by a random angle (keeping the original aspect ratio).

• Gaussian blur.

• Vertical and horizontal flip.

• Changes to brightness and contrast.

• Sharpening (edge-enhancing).
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• Four-point perspective (simulate distortion effects like fisheye).

• Zooming in and out.

• Normalization.

Since the dataset is imbalanced towards the Blue class, we used the Scikit Learning (Pedregosa and

Varoquaux, 2011) function compute class weight to apply a penalty to each class according to its number

of samples in the dataset. In this way, the more samples the class has, the smaller its weight will be. The

formula used to calculate the weight of each class is described in eq. (5.1)

Wi =
Ts

(NcSci)
(5.1)

Where Nc is the number of classes which is four, Sci is the number of samples for class i, and Ts is the total

number of samples in the training set.

The training process has two steps: training and fine-tuning. During training, the feature extractor

models are frozen, which means their weights will not be updated. For the unimodal models, this means

training only the classifier head. For the multimodal models, this means training the classification layers

depicted in Figures 4.1 and 4.2. After this step, the model is fine-tuned by allowing all layers to learn, but

now using a smaller learning rate than the one that was used in the first step, and also training for fewer

epochs.

As the next step, the best image and text models selected using the validation accuracy were joined into

a single multimodal model, the MM-RCA, following the strategies described in section section 4.3.3 and

trained again using a setup similar to the one used to train the image-only and text-only models.

Many training hyperparameters sets were tested in all scenarios, aiming to obtain the best final accuracy

of the model being trained in the test set. Unless otherwise noted, all results presented are the best results

obtained after an extensive manual search of the best set of hyperparameters for the given training run.

The best results with the MM-RCA model were obtained using the SGD optimizer. This model uses the

following parameters in the model architecture: h = 16, and dk = 128 and dv = 96 for the self-attention

blocks. Thus, dk = 96 for the RCA blocks needs to be equal to the dv of the self-attention block, as their

output is fed directly to the RCA blocks. We also set dv = 48 for the RCA blocks. Thus, the output FC

layer will have 1280 neurons from the image model, 768 neurons from the text model and dv × h × 2 = 1536

neurons from the RCA blocks. This is multiplied by two because there are two RCA blocks. Thus, the total

number of neurons in the last fully connected layer is 3584. This is illustrated in Figure 4.2.
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Ablation studies were made to demonstrate that the multimodal model with the RCA block yields better

results than a simple concatenation of the output features and traditional cross-attention mechanisms.

Code and instructions to train all models and reproduce the results are available at https://github.c

om/espiriki/Garbage Classification RCA.

5.2 Other Multimodal Architectures

We also implemented two fine-tuning approaches using the BLIP-2 (Li et al., 2023) multimodal model. In

the first approach, BLIP-2 was used as a text generator. Specifically, the version that uses the OPT-2.7B

Large Language Model (LLM) was fined-tuned using a prompt similar to the ChatGPT prompt described

in section 5.4. The prompt was in the format of Visual Question Answering (VQA) and it is the following:

Question: Knowing that the Blue label is recyclable, Green label is for composting, Black label is non-

recyclable, and TTR label needs to be recycled at a specific location, which label does this “text description”

belong to? Answer:

Where “text description” is replaced by the text description of the sample. The model was then forced

to respond with a single token, so the answer was a single word representing the name of the class.

In the second approach, we utilized only the Querying Transformer (Q-Former) component of BLIP-

2, with an additional fully connected layer on top of it for classifying the image-text pairs into the four

categories of our dataset.

Both models were fine-tuned using LoRA (Hu et al., 2021), which reduced the total number of trainable

parameters to 0.28% of the original models, which had around 3.7 billion parameters, thus the model had

around 10.5 million trainable parameters during the fine-tuning process.

5.3 Results

The main metric chosen to evaluate the unimodal and multimodal models was the accuracy in the test set,

considering an average of five equal training runs. Accuracy was chosen as the main metric because it is the

most important one for this work, since we want to be able to classify correctly the highest amount possible

of garbage. Recall, F1-score, and Precision were also reported. The results are presented in Table 5.2.

We choose not to use multiple test sets (cross-validation) on purpose. In previous experiments, we realized

that having samples whose text descriptions were given by the same people in both the development and test

sets leads to a bias, which increases the final accuracy of the model, thus leading to overly optimistic results

for the text models. This happened because around 3,000 samples in the dataset had their text descriptions
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Model Accuracy Precision Recall F1-Score
Image Models (Avg. %, Std. Dev. %)

EfficientNetV2 Small 80.71, 0.38 80.86, 5.60 80.71, 10.01 80.50, 6.73
EfficientNetV2 Medium 81.77, 0.77 81.83, 5.88 81.77, 8.19 81.67, 6.42

EfficientNetV2 Large 80.07, 0.69 80.05, 5.28 80.07, 8.56 79.92, 6.39
ConvNeXt Base 80.79, 0.53 81.09, 5.88 80.78, 9.43 80.63, 6.22

ShuffleNetV2 70.24, 1.81 70.81, 8.74 70.23, 12.6 69.96, 9.32
ViT-B/16 73.76, 0.42 74.23, 7.72 73.76, 12.44 73.45, 8.48
ViT-L/16 71.39, 1.95 72.70, 9.53 71.38, 14.5 71.01, 9.59

Text Models (Avg. %, Std. Dev. %)
DistilBERT 86.14, 0.26 86.31, 4.67 86.14, 6.51 86.10, 4.61
RoBERTa 85.85, 0.62 85.94, 4.39 85.85, 5.77 85.81, 4.38

BERT 86.07, 0.44 86.24, 4.45 86.07, 7.30 85.97, 4.78
MobileBERT 85.09, 0.48 85.25, 4.46 85.09, 7.90 84.96, 5.09

GPT2 84.93, 0.53 85.13, 4.59 84.93, 7.59 84.82 4.85
Multimodal Model (Avg. %, Std. Dev. %)

Q-Former w/ LoRA 81.26, 0.47 81.26, 9.49 81.61, 7.26 81.14, 7.1
BLIP-2 w/ LoRA 85.52, 0.34 85.52, 9.4 86.2, 9.96 85.4, 5.8

Multimodal model with
88.15, 0.5 88.27, 3.92 88.15, 7.62 88.02, 4.75

RCA (MM-RCA)

Table 5.2: Summary of the test set metrics obtained by each image model, each text model and the multi-
modal models. Our proposed multimodal model MM-RCA is composed of the EfficientNetV2 Medium image
model and the DistilBERT text model as feature extractors. The best test set metrics for each model type
are highlighted in bold. In comparison with the best unimodal model, which is the DistilBERT, MM-RCA
improved accuracy, precision, recall and F1-Score by 2.01%, 1.96%, 2.01%, and 1.92%, respectively. The
results presented are the average and standard deviation of five equal training runs of each model.

made by the authors. Thus having those samples both in the development set and in the test set led to an

“author bias” when training the text models. As an example, in the first round of experiments where this

contamination happened, the worst test set accuracy obtained by a text model was 88.6%. In the results

presented, the best test set accuracy by a text model is 86.14%, which is 2.46% lower than the worst results

by the contaminated model.

Therefore, using cross-validation could end up contaminating the test set with regard to those samples

which had their text descriptions made by the authors of this work. We made sure that all those samples

were present only in the development set (train and validation).

The EfficientNet V2 architecture obtained the best results of the image models, having the top three

models with the best test set accuracies, which were the Medium, Large and Small, respectively. This

indicates that this architecture has some particularity that makes it achieve better results in our dataset,

and also that future research can focus on image models from this architecture, as it outperforms the other

two architectures analyzed.

All text models performed better than the best image model. This shows that simple descriptions of

the garbage have more useful information than images of those items. In section 5.5, we will discuss how
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human-made captions are more useful than computer-generated ones.

The MM-RCA model, which combines DistilBERT and EfficientNetV2 Medium along with the RCA

block, outperforms the best unimodal model, the DistilBERT text model, across all metrics by an average

of 2%.

The driving idea for this research was that a text input could help in edge cases where the image input

might not be enough to classify an object. Those results tell us that the reverse might be true: image models

might help in edge cases where the text is ambiguous or does not contain enough information. One possible

case of such a scenario, as already mentioned in section 2.2.4, is presented in Figure 2.10.

Given that the training dataset was imbalanced towards the Blue class, the per-class accuracies of the

best MM-RCA model are also reported, and they are:

• Black: 80.4%

• Blue: 91.4%

• Green: 94.2%

• TTR: 87%

The majority class, Blue, did not have the best accuracy overall, but it was comparable to the accuracies

of the other classes. This makes the model not behave significantly worse for any of the classes.

To demonstrate visually how the complementarity of information occurs in the MM-RCA model, we

choose a sample image from the test set and changed its text description. In Figure 5.1, the model correctly

changed the predicted label from Black to Blue when the text description was changed from “small water

bottle cap” to “big water bottle cap”. In the first case the image was probably not important, since the

model focused on the left black bar of the image, a region with no useful information, probably because the

text description contains all the needed information to decide the object is not recyclable due to its size. Its

worth noticing that the word “water” had no importance, which makes sense since the liquid that the bottle

hold is not important to make a decision. On the second case, although the model did not use the word

“big” to make its decision, it had to focus on a region of the image that contains the bottle cap to make its

decision, probably because as long as the cap is not small it might or might not be recyclable. The material

of which the cap is made of is not mentioned in the text description, and this has an impact on the decision,

so the model had to rely on information which is present only on the image.

As another data point, we took two pictures of a tomato sauce can, one in which it is dirty and in the

other one it is clean. We added a text description to each picture accordingly. In Figure 5.2, the model

correctly predicted Blue for both samples, showing it works in situations in which it is presented with the
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same object but with different levels of cleaning, as expected. It is interesting to notice that the model payed

attention to a random spot on the corner of the image on both situations, this probably happened because

it had all the information it needed encoded in the text. It is also worth noting that it did not use the

word “can” at all to make its decision. Probably because when words like “dirty” or “clean” are followed

by ”tomato sauce“ it is implied that the next word will describe a recipient, like “can“ or “container”,

which is not important to make a decision. To test this hypothesis, the clean can image was tested with the

description “clean tomato sauce”, and the dirty can image was tested with the description “dirty tomato

sauce”, and in both cases the assigned label was still Blue in both cases, which is correct.

MM-RCA outperforms BLIP-2 and Q-Former by an average of 2.82% and 6.37% across all metrics,

respectively, showing the improvement of our proposed model on top of state-of-the-art multimodal models,

with the additional advantage of being a much smaller model. MM-RCA has approximately 119 million

parameters, whereas BLIP-2 has 3.7 billion parameters.

Another experiment with the MM-RCA model was made using an imbalanced sampler, available in (Ming,

2025). This sampler calculates the weights of each class, which are inversely proportional to the number of

samples of that class. Then at the beginning of every epoch, it randomly under-samples the majority class

and over-samples the minority classes based on those weights, aiming to have balanced batches across the

epoch. In this experiment the class weights calculated previously were removed from the loss calculation.

The training hyperparameters were kept the same for a fair comparison. The mean test set accuracy obtained

in this experiment was 87.61% across five training runs, which is lower than the average accuracy of 88.15%

when the MM-RCA model was trained using class weights.

5.4 Baseline Comparisons

A baseline comparisons was made: a zero-shot comparison with the ChatGPT (OpenAI, 2024) class of

models made available by OpenAI. For this comparison, a simple set of instructions was curated: to classify

a list of objects, given their text descriptions only, into the four possible classes described in this work. The

four classes were briefly described in the prompt as recyclable, compostable, non-recyclable and everything

else that would need special treatment or, in other words, something that cannot be thrown in a regular

garbage bin. The prompt used was:

You are a specialist in recycling now. I want you to classify an object into four categories of recycling.

blue: recyclable

green: compostable

black: non-recyclable, will go to a landfill
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Figure 5.1: This image of a water bottle cap was taken from the test set. The image was unchanged on
both inputs, but in the bottom input, the original text description “small water bottle cap” was changed to
“big water bottle cap”. The MM-RCA model was right in both occasions. It predicted Black for the top
sample, since small caps are too small to be recycled. It also predicted Blue for the bottom sample, since a
plastic object is recyclable only if it is not small. One can see that when the word “small” was present in
the description, the model did not pay attention to any useful features on the image, it randomly focused
on the black bar to the left of the image, but the word “small” was important. Conversely, the word “big”
was not important, but this time the model focused on a region of the cap to make its decision.

TTR: everything else that needs special treatment and cannot be disposed of in a regular bin.

When I send you a comma-separated list of object descriptions, you will classify each description into one of

those four categories. Your response will be a comma-separated list of category names, which are blue, green,

black or TTR. Your response cannot be empty.

We evaluated four versions of ChatGPT against the same test set previously described. Those versions
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Figure 5.2: Two images of the same tomato sauce can. On the top it is clean, and on the bottom it is dirty.
The MM-RCA model predicted correctly the class Blue for both inputs. The image model focused on a
random part of the black bar in both cases probably because it did not need to use the image to make a
decision. Given that the text models generally had a better accuracy than the image models, this might be
a case in which the text description is sufficient, and the model learned to ignore the image input.

were: gpt-4-0613, gpt-4o-2024-08-06, gpt-4.5-preview-2025-02-27 and gpt-4.1-2025-04-14. Versions are listed

from oldest to newest. Metrics in the test set are shown in Table 5.3.

It is important to note that the code we used to query the ChatGPT API sets the “temperature” AI (2025)

parameter to zero, which makes the model as deterministic as possible, although complete determinism is

not guaranteed. Thus we had three runs for each model to account for this variability.

It is interesting to note that even though ChatGPT is not trained for this specific task, it is getting better

at recycling without having specific knowledge about the disposal guidelines City of Calgary (2022) used
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Model Version Accuracy Precision Recall F1-Score
(Avg. %, Std. Dev. %)

gpt-4-0613 59.73, 0.93 61.45, 0.16 59.85, 0.19 59.32, 0.15
gpt-4o-2024-08-06 68.88, 0.46 73.43, 0.15 69.68, 0.1 70.2, 0.1
gpt-4.1-2025-04-14 70.14, 0.4 73.25, 0.15 70.42, 0.06 71.17, 0.1

gpt-4.5-preview-2025-02-27 75.93, 0.24 79.01, 0.13 76.17, 0.11 76.44, 0.1

Table 5.3: Accuracy, precision, recall and F1-Score of each version of the ChatGPT class of models evaluated
in the test set. The results presented are the average and standard deviation of three runs.

as the guide to create the labels of the dataset. The worst model (gpt-4-0613 ) dates from June 2023, and

the best model (gpt-4.5-preview-2025-02-27 ), as the name suggests, is from February 2025. In less than two

years the precision of the ChatGPT class of models went from 59.73% to 75.93% and it does not seem to

be plateauing. Following up with the new releases from OpenAI will be interesting to check how the model

performs on our test set.

The best model (gpt-4.5-preview-2025-02-27 ) had 91.95% of precision for the green class, 57.13% for the

black class, 81.79% for blue and 85.44% for TTR. This shows that the model struggled to classify the black

class. But the recall of the black class was 82.40%, so the model is assuming that too many samples are not

recyclable, which means the model might be using common-sense rules for classification. Thus, the model

does not capture the intricacies of real-life guidelines, as explained in (City of Calgary, 2022).

5.5 Ablation Studies

5.5.1 Importance of human-made text descriptions

In the whole dataset, 86% of the samples had text descriptions which contained three words or fewer.

We wanted to know if more detailed text descriptions would yield better results with text-only models,

and consequently with the MM-RCA. We used the model Llama 3.2-Vision-Instruct (AI, 2024) to generate

detailed text descriptions of each image in the train and validation set. The prompt used was: “can you

please describe this image in just one sentence?” Those new samples have an average of 18.24 words per

description with a standard deviation of 5.9. The text model used to compose the MM-RCA, which is the

DistilBERT model, was trained with those new descriptions using the same hyperparameters and training

setup, thus the only difference in the training was the dataset with detailed descriptions. The average test

set accuracy of obtained was 80% in five runs, which is lower than the average of 86.14% obtained by the

same model using the original dataset and also in five runs. This indicates that an automated, detailed text

description based only on the image is worse than a description made by the human who took the picture

of the object. The human-made caption might have additional information not present in the image, which
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is captured in the text description. Thus, even if the description is short (three words or less), it does add

additional context to the image, showing the importance of the complementarity of the information.

5.5.2 Comparison of Late Fusion Strategies

To demonstrate the effectiveness of the proposed Reverse Cross Attention (RCA) mechanism when it is used

along with the original features extracted by feature-extractor models, four different implementations of late

fusion were compared. They differ only in the composition of the last feature layer before the output:

• Only the original features extracted by the image and text model. As described in Figure 4.1 (Simple

Concat).

• Regular co-attention blocks (non-reverted weights) output plus the original features (Co-attention +

Simple Concat).

• RCA blocks output plus the original features. As described in Figure 4.2. This is the MM-RCA model.

• Only the output of the RCA blocks, thus the original features are not used in the final feature layer.

A comparison was also made with a model that uses a hierarchical fusion strategy similar to the one

described in (Majumder et al., 2018). In that work, there are three modalities: video, audio and textual

features. The features of each modality are extracted and them combined in a hierarchical order: first they

are combined two-on-two and them the results of those combinations are all combined together, using all

three modalities. In our case, since we have only two modalities, the first level of fusion is unimodal, with

text-on-text and image-on-image using Gated Recurring Units (GRUs) (Cho et al., 2014) like it was done in

the two-on-two fusion step in the original work. Then, in the second level of fusion, the two modalities are

fused together. The feature-extractor models that compose this model are the same as in MM-RCA. This

model is called “Hierarchical Fusion” in Table 5.4.

The results in Table 5.4 are an average of five runs, and all the training hyperparameters are kept the

same, so the only difference in each scenario is the different late fusion methods used. Adding the cross-

attention block to the Simple Concat scenario already yielded better results. The hypothesis is that the

cross-attention block highlights the important information present in both textual and image information,

but in this scenario, this information can be interpreted as redundant. By replacing the cross attention

block with the RCA block, the hypothesis is that only the features present in only one of the two modalities

are highlighted, therefore the redundancy is removed and the model is able to focus in the complementarity

of the information. In spite of the average accuracy of the MM-RCA model being the same as the Cross

attention + Simple Concat model, in the best run of the MM-RCA model the accuracy was 88.95%. When
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Ablation Study Results (Avg. Accuracy %, Std. Dev. %)
Hierarchical Fusion 83.2, 0.84

Simple Concat 86.52, 0.19
Only RCA output 87.72, 0.39

Cross attention + Simple Concat 88.15, 0.04
MM-RCA 88.15, 0.5

Table 5.4: Average accuracy and standard deviation in the test set for each of the described late fusion
scenarios. Results are obtained from five equal training runs.

compared with the best run of the Cross attention + Simple Concat which was 88.20%, this shows that the

MM-RCA model is capable of obtaining better accuracies. Though MM-RCA has more variability in its

results, as the standard deviation of 0.5 shows, it also yields the best maximum accuracy. One can also see

that removing the original features from the last feature layer Only RCA output) also yields slightly worse

results, showing that keeping those features as part of the decision is important.

The projection of the features to two dimensions using t-distributed Stochastic Neighbour Embedding

(t-SNE) is shown in Figure 5.3. The multimodal models, bottom plots, have better feature aggregation than

the unimodal models, top plots. The clustering of Black and TTR (orange) classes are notably better in

the bottom plots, i.e. with fewer samples from other classes scattered around those clusters. Thus, the

multimodal models have better feature separation than the unimodal ones, yielding higher accuracy.

5.6 Dataset and Model Limitations

Some text descriptions of garbage in the dataset do not add contextual information that is not present in the

image since around 3,000 of the captions were produced by human annotators who only had access to the

images and, for example, would not be able to tell whether the inside of a pizza box is greasy or not. On the

other hand, the images where the text description was provided by the user taking the picture might provide

additional information that may not be present in the image, as it was shown in section 5.5. Some examples

of contextual information are the size of metal lids, the stretchiness of the plastic material, and whether the

inside of a pizza box is clean or dirty. Also, classifying garbage is a very complex task, and even following

modern guidelines, there may be some annotation errors in the proposed dataset. Having a few guidelines

for future research that will expand the proposed benchmark can be helpful, but it might also generate a

bias. People who use a system that is eventually built around the proposed MM-RCA model will be free to

label the data as they want. One option for this system is to give guidelines on creating a description of the

item for the user.

The model was not trained to be robust against noisy or “contradictory” inputs due to user errors. For

example a sample in which the text description states that a piece of plastic is stretchy when in reality it is
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EffNetV2 Medium DistilBERT

Cross Attention + Simple Concat MM-RCA

Figure 5.3: Plots showing the t-SNE projections to two dimensions showing the feature grouping of the best
image model (top left), best text model (top right), Cross Attention + Simple Concat mode (bottom left),
MM-RCA (bottom right). The multimodal models can better distinguish Blue and TTR (orange) classes,
as it can be seen that there are fewer orange samples scattered around an area where most samples are of
the Blue class. The same is observed for the Black class. The bottom plots show Black sample clusters with
fewer samples from other classes.

not, which would change the ground truth label. Thus the model performance is only expected in scenarios

in which the text and the image do not present contradictory information.

When calculating the accuracy of the model, and reporting it as a percentage value, all the model’s

57



predictions were considered binary: they were either wrong or right. This has the downside of hiding the

complexity of a real world scenario in which the model makes a wrong guess, because this guess might have

different impacts in different situations. For example, an electronic battery wrongly classified as recyclable

and therefore put in the Blue bin, might lead to a fire in the recycling centre, as already discussed. The cost

of this damage can reach hundreds of thousands of dollars to the public authorities, and it also represents

a safety hazard for workers. On the other hand, a greasy pizza box classified as recyclable and put in the

Blue bin might just contaminate the other recycled items, thus the box might need to be manually separated

at the recycling center, but no damage will be done. Another example is a usable piece of clothing that is

discard in the Black bin. It goes straight to the landfill and will not be reused by others. There is no health

or financial impact in this case, just the negative impact of not allowing the piece of clothing to be reused

by someone else in need.

In the way the accuracy used to evaluate the model was calculated, all errors were treated the same, so

these complexities described were not taken into account.

5.7 Chapter Summary

In this chapter we presented in details the experimental setup used to train the proposed models, both

unimodal and multimodal. We also presented the metrics obtained and made comparisons with other

multimodal architectures and also LLMs. Ablation studies were made to demonstrate that the chosen late

fusion architecture yields better results than a simple concatenation of the features extracted from each

modality. We added figures as an attempt of adding explainability to the MM-RCA results. We showed

that the technique of reversing the cross-attention weights to force the model to learn the complimentary of

information between image and text modalities yields slightly better results. It was also demonstrated how

human-made captions for the garbage pictures do provide additional context which cannot be inferred from

the image alone. The dataset and model limitations were also discussed.
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Chapter 6

Conclusions

This work showed that combining text and image when classifying garbage using Deep Learning models is

a promising research field. Model accuracy increases when combining both information types, leading to

more garbage being correctly sorted in a residential environment, which might prevent accidents during the

recycling process. This work demonstrates that the presented models outperform the state-of-the-art Large

Language Models, Vision Language Models and the average non-expert human.

6.1 Key Findings

When combining image and text data in a multimodal model, a higher accuracy was obtained in comparison

with the unimodal models with text- or image-only inputs. The best unimodal model was the DistilBERT,

with an average accuracy of 86.14% in the test set. The proposed multimodal model MM-RCA achieved an

average accuracy of 88.15% in the test set.

The best image model was the EfficientNetV2 Small, with an average accuracy of 81.77%, which is smaller

than all text models. This shows that textual data might be a better modality of information to classify

garbage. When using text, we achieved a higher accuracy than the image models, on top of that the system

needs to process less data, since the dimensions of the text input are smaller than the image.

The RCA method proposed yields slightly better results in comparison with classical attention by forcing

the MM-RCA model to attribute higher heights to the complementary information that exists between text

and image, instead of looking at the redundant information between both modalities.

The MM-RCA model performed better than a state-of-the-art multimodal model which is the BLIP-

2, achieving an accuracy 2.63% higher. It is worth noticing that we trained only 0.28% of the BLIP-2

weights, which has 3.7 billion weights, but running the MM-RCA model is less expensive since it has only
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119 million weights, around 3.2% of the number of weights of the BLIP-2 model. We also compared it

against a few ChatGPT versions using a zero-shot approach, and with only text as input. Although newer

versions of ChatGPT are yielding better accuracy values, the best version achieved only 75.93% accuracy,

in contrast with the 88.15% accuracy of the MM-RCA model. This might not be a fair comparison since in

our experiments we used only text as an input to ChatGPT, but again it is much less expensive to run the

MM-RCA model than the ChatGPT family of models, given the estimated number of parameters are in the

order of a few billion.

We also compared it against a multimodal model using the same feature extractors but a different late-

fusion strategy, called hierarchical fusion. The best accuracy obtained by this model was 83.2%, 4.95% short

of the MM-RCA.

The fact that recycling guidelines are ever-evolving imposes a challenge as well. For example, small

plastic lids that are currently deemed as non-recyclable may become recyclable in the future (i.e., label

change), as they already are in the UK for example. A concrete example from the City of Calgary itself,

which inspired the recycling guidelines across this work, is that it started a pilot program to collect objects

made of foam at specific recycling points across the city (Dippel, 2024). If that program becomes permanent,

any objects made of foam in the dataset, which currently have a non-recyclable (Black) status, will need to

have their label changed to Take-to-Recycle (TTR). Thus, such models will need constant retraining to keep

them current.

6.2 Limitations and Future Directions

Given that recycling guidelines are different depending on the geography, an idea that was raised during this

work was to have a new model architecture which would have three inputs: a picture of the garbage, a text

description, and the specific rules of recycling for the given geography. In this way, a model that is more

flexible can be trained, and it would be easier to adapt it to new locations where it can be applied.

Regarding our dataset with only 20,000 images, it might be too small for a machine learning classification

task as of the year of 2025. Thinking about ways of rapidly expanding this data is a possible future direction.

The current model might be used to power a smartphone application, which would send the model input data

over the internet, and inference would be run on the cloud. All pictures and text descriptions sent that way

might be added to the dataset. Some manual labelling will be necessary to maintain running performance

metrics, and to properly add the new samples to the dataset, allowing for better versions of the model to

be obtained after new training runs with an updated dataset. Another issue is that the Blue class accounts

for 40% of all the samples, so efforts to add new samples to the dataset should also focus on making it more
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balanced.

Since inputting the text description takes a few seconds, the current model is not suitable for the fast-

paced environment of a recycling centre, where it would need to classify objects in real-time while they are

being transported by a conveyor belt, for example. For real-time classification of garbage in a recycling

centre, there are smaller models running on embedded hardware performing classification in the range of

milliseconds. Those models use image-only inputs (Chen et al., 2022). Thus, a possible future work is to

quantize the model, or use some other technique to reduce its computational and memory costs, allowing

inference to run locally on a cheap embedded hardware. This could allow the usage of the model in a

recycling kiosk installed at a remote location, where there is limited or no internet connection, or in a

fast-paced industrial scenario.

In this scenario, it could be used in a system along with some other models. A potential example is a

conveyor belt transporting many garbage items at once. An object detection model might first detect the

garbage items on the belt, then send the image crops to the MM-RCA classification model. Both outputs, the

recycling label and the object location within the conveyor belt, might be fed to a robotic arm which will grab

each garbage item and place it in the correct container. In the case of a bottle of water (recyclable/Blue)

with the lid (non-recyclable/Black) attached to it, the system might identify that this item needs to be

further handled (removal of the lid from the bottle) before being recycled.

Some cases sparked the discussion that a more general Artificial Intelligence might be needed to further

increase accuracy and also educate users on how to recycle certain items. This Artificial General Intelligence

(AGI) can identify that a recyclable item is dirty and therefore should be rinsed before being disposed of,

or it can detect that a recyclable water bottle has a lid on it and thus the lid should be removed from the

bottle and thrown into the black bin. The workflow of this AGI is depicted in Figure 6.1.

The metrics reported for the model also consider all classification errors to be the same, but some errors

might have more significant consequences than others. Some consultation with the public authorities might

be needed aiming to model how some errors are more serious than others. Those different errors can then

be considered, potentially in the loss function during the training process, so a larger penalty is applied if

a more serious wrong classification is made. An example of a serious wrong classification is an electronic

battery classified as being recyclable since it might cause fires, whereas a piece of cloth being classified as

non-recyclable does not pose a direct health risk or a potential financial loss for the public authorities.
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Figure 6.1: Workflow of an AGI model that can identify that a recyclable paper coffee cup has a non-
recyclable lid. It can tell the user to separate the lid from the cup and throw the lid in the black bin and
the cup in the green bin.

6.3 Impact

According to a program ran by the City of Calgary, in 2021, 30% of Blue bins in a community, and 6% of

the Green bins have incorrect items in them (Bruch, 2021). And in 2019, it was estimated that garbage

disposed of in the wrong bin costs 1 million per year to the City of Calgary (Edwardson, 2019).

The MM-RCA model can be incorporated into an application in which a user can take a picture of the

garbage they want to dispose of, add a brief description of the item, and then have the system return how

the user should proceed. Given the current ubiquitous nature of smartphones, this product is fit to be turned

into a mobile application, with the drawback of needing an internet connection, since the model is too big

to run locally on the phone.

By leveraging this system, users can be educated about recycling guidelines. If they did not know how

to recycle a given item, they might learn from it, and the next time they want to dispose of the same item,

they will remember the correct decision. The goal is to decrease the number of items that go in the Black

bin (non-recyclable), as the contents of this bin go straight to the landfill, and also reduce recycling costs in

the recycling centres, by reducing the contamination of the Blue bins. That is why items that can be rinsed

are considered recyclable in our dataset. The application might always remember the user to clean a dirty

recyclable item before putting it in the Blue bin, reducing the contamination in the Blue cart.

I did not know that if a plastic piece is non-stretchy it is not recyclable. Before starting this research, I

would always put it in the Blue cart, because my common-sense judged that plastics are always recyclable.

Some other similar situations might happen. A cloth hanger for example, in spite of being made out of
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plastic, it is not recyclable due to its odd shape. One of the greatest lessons for me was finding out that not

only the type of the material an object is made of defines its recycling status in Calgary, but also its shape.

There is also safety concerns, often electronic batteries are put in the Blue bins, because many people think

they are recyclable. Those batteries can lead to fires in the recycling centres, which can hurt the workers

and generate a financial loss to the public authorities.

Many other people might have the same misconceptions and they could be helped by an application

powered by the model presented.
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